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1. Partl (£ 25 /\it) ., BRELTRM—ERD, ERE—/NITRIE—MRONEIE, BISEM Track M: BEILREE Qwen-Omni §—
BTEEM4; SREM orchestrator FFIAfH serving 8, SHEES 72K, BRI TRIEZIAI.

2. Partll (£98-10 @), 1 Part | EHRMNBHAREMELI T ANRS ., BREEZETEIZIRFER; BIESH parity Mids—ER
B, 1ERGEMRBRANEITNN.,

3.Partlll (EREN)., SYMREME"EIRGESEAMN. ATAIEM", MEEIEET, 388 path: line KiE viim-omni #IJR
8.

=EORINIRIR AR Part | BOER = Part || FOEF2EE = Part Il IET, 70, P02/P03 Y orchestrator 3JRZ Part Il # M6/M8 # Part Il 55 6
5 P12/P13 HIEEEE XN M7/M8 # Part 11l 55 8 ¥5; MO5 B4 talker MTP XIRZ Part Il 85 1, 9 ¥,

FTENRRSIRAE HTML T X EEEE: FREInBNESHERFT; Part | FIRRAMTENILABBEIT Part | REMMR; #EETH
path:line 327K,
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Bx

3): 26 BE—/ IR EH
BAES)
=[&: Orchestrator - EngineCore - Scheduler > Sampler
BMEER (26 @, 44923 /M)
FHEREFIZITIES: T- SBWC - LIFE
Track M - Qwen-Omni #&RISCH]
#1-M01 RMSNorm 5%4&7 RoPE (interleaved / chunked)
#2 - M02 Thinker Attention: QK-norm + GQA + KV cache
#3-MO3 Sparse MoE: B&H. 1% expert HHITE . shared expert
#4 - M04  ZIESHHE: placeholder 1T, embedding &3 . DeepStack
#5-M05 Talker MTP: —WIRFM 15 5%Z codebook
#6 - M06 Code2Wav MR EREIRSHESER
#7 - MO7 1% stage MEFSITENE
#8 - M08 SR tiny thinker Y KV-cache greedy f#f5
Track A - Blifi5 Orchestrator
#9 - P02 Orchestrator v1: £14% stage B&H
#10 - P03 Orchestrator v2: async_chunk #i# + &35
#11- P01 OutputSink: #72 - asyncio Kt EM%EE
#12 - P04  StagePool: #HM4EE. FEX abort, HIEFRE
#13 - P05 RpcRouter: #Zi@jE EAY RPC KBk
Track B - Stage #i251EE
#14 - P10 EngineCore busy loop
#15 - P11 WAITING_FOR_CHUNK: f2&5I3%
#16 - P07 Scheduler: continuous batching + chunked prefill + #845
#17 - P06 BlockManager: paged KV + BIS34ETF
#18 - P08 HEATAYRIFER (per-request seed)
#19 - P09 Paged KV B\ + decode attention (ZZ3LI))
Track C - #UEME
#20 - P12 SharedMemoryConnector: #3##% put/get 1Y
#21-P13 ChunkAdapter: ERIKELESINF/FEIEX
Track D - #RBURR7K (ZHEREN)
#22 - P15 Thinker->Talker AW (&"&—1T")
#23-P14 Codec EOMX: B, BHRK. ELTX
#24 - P18 MROPE =4I &
Track E - BE15 GPU
#25-P16 BEaiflxl: REDAE. HITVAMNL. BIR. BN
#26 - P17 CUDA graph bucket runner (CPU #&#1)
Capstone: IBFRREFL— mini omni fRFS (FXREI—XK)
M A- ZRIBTR (RE 15 MU EEE; 11> L2 > L3 BERIE)
Ffis% B - SEEEMHARS
i C-2EE (FPXER: 5% MUSSZEHENME)
[ D - PO2 Orchestrator < vlim-omni JERSXTER

AEl: MESZI nano-vlim-omni

0. fEAiRBR S R

1. BfVER S EHIE

2. BARBRIAER

3. BCE vs f8A R

4. ERREEN

5. BREIRIR &
MO - BRES &t (golden reference)
M1 - EFD 5% stage 1Nz
M2 - B2 stage LLM 5| E1Z0y (nano-viim Z&5l)
M3 - ZESHAS MRoPE
M4 - Talker stage (E23FT2REXAR)
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M5 - Token2Wav stage 262

M6 - Z#F2#FM5 Orchestrator 262

M7 - #(4&E Connector (£¢FF orchestrator) 263

M8 - async_chunk izt ik e 264

M9 - OpenAl #A RS 265
M10 - 4BE: CUDA graph. 10 5itE&2 265
M1 - EfM S St 266

6. EESRKRIN 266
7. HtmE (%% 100 + o) 267
8. MH W (BIN +3~+8) 267
9. EMMAEE (B3 aMERE) 268
10. BEZEH 268
$E: yLLM-Omni # & RIHRERIE 270
0. IR 271
1. B5%: Qwen3-Omni 1&#Y 271
2. VLLM 1Z/ICMBE IR RS, 274
3. &R R | 452 | BHER 275
4. —NMERI—4 (async_chunk 1Ez) 276
5. Bl © Orchestrator: FE£LF2RATI 277
6. Orchestrator E4IRENTEIS 278
7. Stage HTZARER 279
8. async_chunk #UEE 281
9. GPU B#f&: CUDA stream [ event / graph 284
10. IEFf14: abort [ #FE / %% | RPC 285
1. BohEiF & 286
12. MRv2 BAERIEE (&) 286
13. RITENE S EFM NG 287
14. HFRIBINIRR L 287
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&>]: 26 E—/\IFRxi\3E

SeiRFF4R: 8 3B Qwen-Omni IEISLHIRA, X340 HF transformers; 18 i& serving #ll
&, 7&% orchestrator, AE. HIEE. Bshfl GPU, SR F=EIE. ROTEE.
RWELMEXEEN; RAFNEABRERT O RENM R E,
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B

1. X187 nano-vllm-omni-drills/ : £ mine/ EBSLH}, F pytest tests/test_<id>.py W, SERE

solutions/ , #8 DRILL_IMPL=solutions pytest RIMAFZIEEZEL,

2. BRARRET: it 5 oEMEE, FILRBEIAFIER; AfF 45 X &5 15 28, 1€ bug,

3. 2N : Track M (SFIBEEIZE) > A->B->C->D->E, @B ZBE/MKEH: M08 REIREHI MO1,
MO02, M03. MO07; PO3 E{REY PO2 Eft ¥ B, HREBEEMEMIL,

4 FTENRRM TR, R'BIERE"BILH: SOREXREHEA. 58, KKER. REMERAAR; R
A BZ=RiEn (L11/0 REAISXEEM > L2 BESI - L3 F@B5HRIE), KRB 2=, MRCR
FRXERNSERE, KR D 2 P02 © viim-omni JRR33THE,

5. % T—E22E: Bt 26 FBHE—kKSEE (Orchestrator - EngineCore - Scheduler - Sampler,
EURIIER), PEASTRTERKENZA,

6. XEHR (React Flow ZEZE., [REEZR) £ nano-vllm-omni-drills/hints/ : B@— <&ES
> overview.html, P02 & po2_flow.html ; A hints/index.html , [EXEB"RXHE"—{THEIN
X,

7. 315 Python = 3.10. torch, pytest, ZEFAIIATE CPU L, Track M AEZE transformers==4.57.1 ,
MXZEEERNTRIITES R,
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=[&]: Orchestrator - EngineCore - Scheduler - Sampler

—a)iE: Orchestrator 515 % stage; 1> stage H—& B SRIL I EngineCore; &ohil 85 —E
(step), %GH Scheduler REX—FHILMLEIER L4, EREIREL logits, BH Sampler IEMEKRIEH
T— token, stage ZEIMIKIREIEARRTIEIE, EZDRIEIEE (connector),

FMEBHE: @) Bii%S Orchestrator () Stage #i25EE wiEE @ RERK @ BEm5crPu (@ EERX

3
1. 2EEE

FF | APl server
add_request(prompt) » F#H & OrchOutput, EZ finished=True

v
e ™
BimHFE - Orchestrator (—* asyncio =41, EFiH stage)
ElS stage M5 IHRMORZIL ML stage. BT submit Tz, fEAIRELE—AILRIEER . abort BFBAIFTE stage, AXD
KV cache, thAxi batch BAA,
. N [ ~
BHS54S gl45 abort
@D %142 stage A, BE5% dispatcher StagePool: HRIGMEHERIRIA. MMER
@B async_chunk: iR il stage, EHILIE abort. tERE
SHEHEZIFTA stage 5K
\ J J
- ~
%72 o EHEN
OutputSink: output Z&F2F call_soon_threadsafe &FMEESHEFIEIR
@D RocRouter: HEEIEEE L, 1% key BERRCIAZENERH
\ J
\ J
¥ StageClient: submit / get_output / abort / utility (ZMQ, &#F2, &1 stage — )
( )

Stage #7Z - EngineCore (£ stage —1*: thinker [ talker [ code2wav ...)
HINLLTE - input_queue »> FLTE busy loop »> B4R, THERSIZRSHE—EE., EFRFIELFEHM stage,

busy loop
1) =REIFAZEETS; % FIFO L3258 ADD / ABORT / UTILITY / WAKEUP; &R step —/RFH emit
i fatal 1 utility $HR 90 FFAHE

Vv )X engine.step() KRR :
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. N [ ~
@ Scheduler: X—HHMLEF R, FEZD @ t&BiEIm: logits [B, V]

token thinker / talker /| MTP [ code2wav &=
# slot_mapping 5§ KV, decode
attention & block table UZ%& KV

G0 MRoPE =4 &

decode F§ CUDA graph 721 replay

continuous batching. chunked prefill,
(A=

BlockManager: paged KV block Bg. Bi
RERF (it PO7 M)

ChunkAwareScheduler: &7 P07 4MH,
T chunk J&EIRIEREERE (park), EIT
EEDERG

. 7\ J

e N\
® Sampler: 8 MEKT—1 token 21t4

ZE{TAME: repetition penalty - temperature - top-k/top-p = multinomial; B seed BIIEXK
BTLE generator, 5R5 batch AR Ttx

- J
- J
| IEE (SHESIERT, FE Orchestrator) !
i _Ei#s stage - ChunkAdapter HIE& save 472 > ShmConnector (XZR7Z, # key 77EY, & E
1
I BDEZR) - Tibf stage B9 P13 [5& recv 47#2 - chunk Fi4 > BRER, S5EE, E
E BREANBEAMIE: @3 thinker hidden I talker prefill BN, @) codec MEM3I4E code2wav, ,:

BEaIfE (£ LEXLEREERZ )

F0) = GPU Ky stage 74, ARBHIT. AEHTMIAMNK, KMEIR, EFENE - 1% stage fn#K

RE - capture CUDA graph

2. O MZIAGD BIE A

A EMEE AR TR Hil=| vllm-omni 33z
Orchestrator BIlRHTE, — 1B B stage BH; 1  batch. KV, X##; @@@ v1llm_omni/en
7 BRIETF—% async_chunk f&zt [ Poa | pos | gine/orchestr
finished=True, B ThARMRERE ator.py
B&RE—%; abort stage_engine
BEEIFTAE stage; _core_client.
[z iz py
EngineCore 81 stage — it BWCEE, I HAth stage MITETE; m vllm_omni/en
f2; ELF2H busy step, }E%‘&s&éﬁiw BKE A4 batch gine/stage_en
loop H472; X5 fatal (3244 scheduler) gine_core_pro
5 utility ‘Eg'lia E=)E2 C.py (4% vLLM
ESEil EngineCorePr
oc)
Scheduler EngineCore 472  &—%7E token Hlogits, token ([IHEDEE)  vlilm_omni/co

"
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budget REHIE
K. BB MERDER
%/ token; S

re/sched/ (o
mni_ar_schedu

ler.py . omni

KV block; Z[EAG _generation_s
ENE{el cheduler.py )
async_chunk T2

FEXRIENEERNE

P
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Sampler EngineCore 472 logits [B, V] = LT KRS 5K S P08 VvLLM v1 Sampler

A, BiEZE token [B]; &MM& (scheduler B& 2 (vllm/v1l/sam
KABECHERESE TFT) ple/)
BB

Scheduler #] Sampler #7EM"EIR", BXSRAE: Scheduler EMLEIF RS 5X—% . B PEZ/) token; Sampler
NETSERIERIET—1 token,

3. —1PiERETERE (EEESHER)

A thinker(SO) - talker(S1) - code2wav(S2). final={0,2}. async_chunk #&z{A#], EESEHE, SE2ER, 4
BREEERA.

O = MR stage MTAILIRFHIGERTE; S stage #i2 (ED MEESHBHINE,
capture CUDA graph, Z/E#A\ #9 busy loop, ZRBEZE,

© msxittn: AP add_request. (R TEEM await ZRTEMERIAT, 3B submitted —RIER
{01,2; #A/5 SO SESE prompt, S1. S2 EARIAN (). P stage HSNEIE, @ FitdlAsH
RS MEAE.,

T2 StageClient BT ZMQ KU ADD, stage #HTZHYHIALIZIEE 25 input_queue, () E/EH
WIREE, £ F—R step ZRIMEIEE,

HE: f£ token budget REANIFEK, 8 chunked prefill; @ B KV block, BIZ&mHNEMA.
S1. S2 LR EIRIREIZRE, 8%, L scheduler B2EREIEA],

Bi[@: SO thinker 118 (RMSNorm/RoPE. attention. MoE, ZESEH), (UEHA
MROPE; 5\ KV H{# decode attention; decode MME&E replay,

R HE—(THEE token, P10 IBLER emit AHEEE, £ ZMQ EZIAR,

BIRE-Ri%: SO BTE—ER, @B M save &iEF @B WA (Fi= stop BB—17) #93E talker N, 1R
key {rid}_{stage}_{chunk_id} S\ (@B HEHZ.

EIEE-HEUW: S189 P13 recv £F24% chunk_id INFERELHE, F# ready BASI > YFRIER > S1 talker
A @3 MTP &R codec Ml > @442 connector & %5 S2; S2 4% MECONY (RN FELETX)
A @D R code2wav, HWLEFIM.

EEIFIR: & stage 8 output ZiZiEd OutputSink & HIREZEAES > reader - MEE
# dispatcher, SO. S2 Wi LKL ; S1AE final stage, EMNHEARKLEF, RRAFCETRIA

=z
o

21t @B * all_final if, 2R S1ERIRETM, MIEHRE—FHESEIM; F submitted ¢ finished
FLIL7 I TIE—RY finished=True, #AfS cleanup., Z/EREIFIMLEEBHEF .

abort: MBER: SERIZULER partial, P stage B9 (F0) 2IE5E ABORT HiIANGEHER;
connector 2% A IERIEIE R fY cleanup_prefix. ABIEZELEI,

EEEAMEE: UTILITY 7 cal_id #A @), SREZRIREH @3 XEXNNMAREMAT; ity BBR
MARFZMMXRIEA . step 13 CUDA fHixEY, P10 & fatal - Aiin @) 19 fail_all iLFAAEERIBERAIL
HIESIS (sl R
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4. BERE HIMHIE—MEX
REAETERBAOZE LTS, INRXLEER, FEANESRES.

L0

FEIC, BILHEEIRERE

ALTRE

IR ATREEE " RIA R EIFIEIR, ARRIRAE
o, EINSHEMARMEREMER, BRA
—HEE

HIE

@/m await ZBIEM ReqState. #x

ig submitted - @ send Z @i register -
m 4% load_async S E418

5% RERB— task ALTER, HABE
B, LTRUIHE

@ —EY dispatcher - 5IZIRTS

REELREY - BH 5 EER—E

B L
BEEE 75 WAk B =X e AR AMHSing, FEMBEN—FERE. UR call_soon_threadsafe (&
FEEESNBERMARA B self-pipe BB select)- [[F1)) <ir%E
—> WAKEUP - fail_all 8 MR
e
1aF—x KIBEE., ERINBREERER D)@ =1 iER—% finished=True -
@D 7 pop RIEESMERERRA—R -
G2 izeomiss
BEZEWRIEE: EF, BTEE MBRRIESEFRRS, sAE—F2  (/EE) dropped_outputs - ([T
1EH B ERIRSHT R late_results - @ unregister & 51 tt

1, TiMIE key #9FT waiter

E1) %t fatal - (B _fatal iz

AR EIR

BanEIRBIE, RERK HEEZTAEN, LB ALY, A

EE&BFEN

5 batch AR Ttx continuous batching F batch 8—##7t

T, ERTEHZER

R RITEREE, 8 MEKRFAE generator -
padding T AFIME LT

5. S RENL BT

Q: EngineCore A&t Orchestrator B £/E, BB orchestrator #l scheduler &#2k?

Fi#48K& . Orchestrator #E5 F/E, @it StageClient iTF2IR&Z ) EngineCore, EngineCore 2/ stage B
17512, scheduler 7£ EngineCore &8, EngineCore %138 orchestrator B97Z7E, REWCEHE. step. kit .
Q: StageClient ] connector 2 EHZES, BHHAXH?

StageClient (ZMQ) Zi=HIE: £ ADD/ABORT/UTILITY X/ |EEFE—L MY, EIZHNE orchestrator F]
stage. connector ((FE)/(FE)) =EURE: EIRTE stage Z[EE hidden. codec MUXZEAREIE, T2
orchestrator, (@E) 71 @B WXBIFMET, LB "orchestrator #& "B T "E connector”,

Q: P11 #1 P07 BH4AXA?

PN 287 PO7 SMNEMN—F (RiZER) . BRBEEZE, BEET— chunk EREIRIIERM P07 BIRATI EHEH
3k, P07 TEARFEFE chunk NFE, AESRE (BEMEERN) BIEEKRRFENG. RRESKEZE,

Q: PO3 BEAXIELIEEREIT connector %5 772

EA%E, orchestrator RER stage BRG] finished, HUIEEMI4SE connector BIMSURIE (3% key Sk,
chunk_id £, ZEVHE), EINXEETIHEIRIEXME RS RKIER, MRBEGTRGN, FEEMXEML
chunk TR EEXS FOEBRY ,

Q: Sampler AT AEZRTLIE, MARXNEN batch —X multinomial?

—IRSTEE batch HIFEES, FENEURITHMUEDE. ARIEKIEHRFEF, ENF seed HIFEKREZIRIFEN L
2T, FRIEEN., EXTUKRTE GPU LEENL, EBINARNEMEREIFIRIIAIFENLIR,

10
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6. BRI R

7153

1

LS|

(o1 I oz I Fo:
- GD- D
Cros I o7 B3 P11
Croo I Fos
-

CH GO ED GO D

BEEER (2687, 2923 /)

# Track
#1 M
#2 M
#3 M
#4 M
#5 M
#6 M
#7 M
#8 M
#9 A
#10 A
#11 A
#12 A
#13 A
#14 B
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=]

RMSNorm 5 Z#&7 RoPE (interleaved /
chunked)

Thinker Attention: QK-norm + GQA + KV cache

Sparse MoE: I&H. % expert D4HiTE . shared

expert

ZIESHHE: placeholder iT#%. embedding &
3. DeepStack

Talker MTP: —iiAFIl 16 5%% codebook
Code2Wav HIRHEAREREHEER

1% stage NESITBNE

sk tiny thinker B KV-cache greedy fi#h3
Orchestrator v1: 44 % stage #8H
Orchestrator v2: async_chunk Fif + R23&55F(]
OutputSink: %72 > asyncio AUt 2 MRS
StagePool: MMH4PE. FMEX abort. ¥IERE
RpcRouter: HZ@E F#Y RPC XxEx

EngineCore busy loop

1

L

45

60

45

60
60
45
60
60
45
45
60
40

45

+ ©¥ # # B B B H ® &

b

P03 EE4 7% P02; POT 2 P02 BAMI"4:
FERSBHHEER " HIBR—EX

P10 A9 UTILITY #] fatal IE4F3¢ + P05 AYEC
3370 fail_all; P04 By abort EEMZ P10 £
ABORT iEX

P07 JEA P06 AL block; P11 &7 P07 4h
|

step RERRIRIEFIRE; P09 ] slot EXS
P06 —%

P13 {§F3 connector 00 (BMEERREFL
LE P12)

WRMAMFNIARD, EXPIRIL, ATAZFE

WA, XA step A "HIME"I—4&; M08
FBZI M01/M02/M03/M07

X4

m@1l_rmsnorm_mrope

m@2_thinker_attention

m@3_sparse_moe

m@4_mm_merge_deepstack

m@5_talker_mtp
m@6_streaming_causal_conv
m@7_stage_weight_loading
m@8_tiny_thinker_e2e
p02_orchestrator
p03_async_chunk_orchestrator
p01_output_sink
p04_stage_pool_abort
p05_rpc_router

pl@_engine_core_loop
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#15

#16

#17

#18

#19

#20

#21

#22

#23

#24

#25

#26
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WAITING_FOR_CHUNK: {5%5/31F

Scheduler: continuous batching + chunked

prefill + i85

BlockManager: paged KV + BIZ34ETF
AZRIRERE (per-request seed)

Paged KV 5\ + decode attention (ZZ:L1])
SharedMemoryConnector: F&##72 put/get 1Y
ChunkAdapter: ERIKEEESINF/EEIEX
Thinker->Talker MAME (B"Z—1T")

Codec @OMK: BRI, FRKR. ELETX
MRoPE =4[ &

Bohflxl: wEDE. HTOWEML. ER. BN

CUDA graph bucket runner (CPU #&#})

12

45

75

75

45

45

60

75

40

40

40

45

40

¥y« # # WO W & & H H &

pll_chunk_aware_scheduler

p07_scheduler

p06_block_manager
p08_sampler
p09_paged_attention
pl2_shm_connector
pl3_chunk_adapter
pl5_talker_inputs
pl4_codec_windows
pl8_mrope_positions
pl6e_init_planner

pl7_graph_runner
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HAEEFRIRITIESR: T-SBWC-LIFE

—ETF asyncio | Z&EH LRI LULINFENEBEBE - £F2LA mine/p02_orchestrator.py (% stage
Orchestrator) J915l

et @, BEEX2 0000 . siteE 0000

T - Topology #1T#a#h S - State kA< B - Blocking fEZE &
RABHRTEMILE HAE | 4572 | SHEN ML HZIRTS? HENE? EFaEmME"FT%"?

B2 DFREM?

W - Workers i C - Channels i&j& L - Lifecycle A s E1HA
WEMTA. BHA. TERTA? MLz BATAEEE? KITARE? BARBH? BATRMET?

I - Interface 334M&EO F - Flow + Invariants E - Edges + Errors

AFF API RfftA? KENMTKITIIKIN, B85 REl, ELF. K. BEEAN?

TREEMER. SERMLERDRIE SBWC RESTMHTIMEERM4#; LIFE RILERFER. SETHE, TRHHE.

0. 5lF%: P02 Orchestrator E{f{+4

—MNERBRORZ T Z stage (L Qwen3-0Omni: thinker - talker - code2wav), &1 stage 2— NI

.

72, orchestrator 3 8E®d StageClient JRERE:

class StageClient(Protocol):

async def submit(self, request_id, inputs) —> None # BIERLAX stage
async def get_output(self) —> list[StageOutput] # PAZE, HEFXD stage MtH—itimd
Orchestrator E{f#955:

A

FAF add_request(rid, prompt) /&, %4 stage O;

stage s iZ=—MEK, F forward_fn(s+1, prompt, stage s MIREPEIE) MBI, R stage s+1;
e BF final_stage_ids A9 stage HI%IL, 35AL Orchoutput ZZZAFF ( next_output() );
BMEKREEF—F finished=True , HERRE—F; ZBEBERE,

BEEXHARMHIF: 31 stage, final_stage_ids = {0, 2}, forward_fn [E#fiR[E] E— stage HIEIE.

stage Iz Nt HAY chunk FFgEEZIG
S0 thinker "hi there" "hi" , “there" 8 (final)
S1 talker ["hi", "there"] ["HI", "THERE"] (14 chunk) AEE (P(a)uh)
S2 code2wav [["HI", "THERE"]] "wav:HI" , "wav:THERE" BE (final)

BF&AEMRIE] 4 % OorchOutput : stage O ik, stage 2 Mgk, RBERE—2% finished=True ,

13
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B 0L T: FEH—ANIDHBEME

Topology - 1T
mES

FEMLNEHR? B THARERMLEIE? T2 asyncio SHE? MLENRZTAENRAELRATE

f9?

Hm

T RENZHTHRRIMENLR, WRENZEBTHFERR/LT worker, 5E T, FABE—RBR,

RERREEANMRL REHA—H, FEHIY S, B. CHEREAR,

BAE

HATENL T LHERE i AED

iz FERERS (— T T NMEE5I) THERNEF, BHEHIEE  stage #iE; P12/P13
CPU B&EELT GIL; 85K GPU /BME  RFIMHERZERNE; B  BHEHER; P16 /35
B S8R % G184

%2 WA FBREZEMES APl (socket [ zmq HERNFEZEY: B PO1 & =EL%FE; P13 /5

recv. XHH CTR), XAFEFRESH GlL; FHHRES
{EED

BIKEL%TE; P10 busy

loop

asyncio KE /0 EfF. ER—"BHETENE R7¥E await 4bED#%; {Ef@ P02 /P03 /P04 /P05 Y
task FRE AR FEENEH B worker

BR5a7

#Hig o &fE o EMEN (BTERERZ—T) > task

BHpns  BEARX

Hiz o # pipe / zmq /| £ZATE ( multiprocessing.shared_memory )
S

57 = s queue.Queue . collections.deque + i

iz

H$E->= loop.call_soon_threadsafe(...) .

=B asyncio.run_coroutine_threadsafe(...)

task & asyncio.Queue

task ([E—

fEEF)

P02 EAE

X—7E P02 EEZ BB TEIFT
e orchestrator Hi7E API #FZRH— asyncio BB L;

BERE

X XAE (ERIE. i
FR)

threading.Lock / Event /
Condition

REERIT X FEE 1" B

asyncio.Event |/ Lock , 3

ETRARSETMH

o 1 stage BINIIHIE, 1B StageClient BIFLT async 3O ( submit / get_output HEILAE

% await), orchestrator EAZHFZNRE;

14
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o FLA PO2 BEXRFEMEMLIE, FiE worker #iE2RE—EHER task, ATMKOA"BEE. A

B

JFEBESCAY viim-omni: API#F2 (asyncio: orchestrator. {4 HTTP) + & stage — N2 (BEZI
EngineCore busy loop, U P10) + stage #ZEMERUEALTE (BB#HFZ(Z hidden states / codec, T
P13) + MEETRIELE RXEIEHEIFA OutputSink (I PO1), B—EFHSLAELIE—FBR LHERE.

Tk TRER: 7 asyncio task EE#ZEREZEN zmg.recv() Z time.sleep() , BNEBMHBEL (815
FREEMIER) HLEE; T REEEEIEEA asyncio_queue.put_nowait() , B/REEGE. BRE
R, MER¥ESH,

B SBWC: REBTHITHEERMAH

B state - Tk
BES BMLTEARERT? S—HHEERS?
Al REUBHAERERE—NEE (single writer) ., RSBMARITA E8i,

P02 EAE

RS kN ;354

request_states: dict[rid, EMERIBERHE: submitted . SEAR: request_handler; HE2
ReqStatel] finished . stage_data E3: dispatcher
dropped_outputs: int EFRMRAERBEITEL dispatcher

asyncio BEELIER, B task SE"E"H1T Python 18; request_handler BEMR—%E await
#9 dict Ti{E, A= dispatcher X5, BIEMXTE await &, W F,

BERTEEHE: REB reader KEMEGEBESEM ReqState , MAB N1TE5HE. SO f S2 By FIEETE
await PR, "FIETREEES final AR T "HNEME 2B #AIAKGEN, LIS finished=True Z—
T\%B/Xﬁo
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a Blocking - FEZE =
BEE EEAEMLLAFE? LA await xxx() [ .get() FUHER, HLREEMIIAN?
M gMNIIPRER, B—NE1SFS B worker, REIF— worker BIRESZ N EER,

P02 EAE

FER T+ ARHRIRE] ™
stages[il.get_output() stage i It HEIHAT, BIEARATUN, FIRERR N (81 stage —
HARE ™)
_reg_g.get() AP 1R HmE KA 1
_ready_g.get() 213 stage B iR RAS 1
_out_g.get() (£ next_output BEREBLAFE 1 (ARAES)
g)

BRTEREH (RF): it dispatcher BSRtIE:

while True:
for sid, client in enumerate(self.stages):

outs = await client.get_output() # « —RABEEF—
i) dispatcher 7Ef#{t4 SO0 S1
Zl
1 await S@.get_output() , &  BIitH "hi" B ES
§|J ||hi||
t2 await S1.get_output() "there" El1H, REES, KElrsfFHd
EAIE
t3.. —EFES HEE S1HESESE SO B9 "there" BAEEA S

1232, H] "there" & A%

LERB5EE: dispatcher 2 S1, S1%5 dispatcher 5%, Mt kEES LR SO B "there",

16
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“ Workers - 53{il

FEE 81 worker Ht+4? #it4? FEMMtL?

M

STy, METRRE, RREARK. B

bug,
P02 BAE
worker ™
ﬁf{
_reader(sid) N

_request_handler 1

_dispatcher 1

T tEl: dispatcher 24

Fta

stages[sid].get_output()

_req_qg.get()

_ready_g.get()

IFEAK
IBE

it

TE sid, mg
_ready_q

i ReqState ,
submit 45 stage 0

HE—RIREKE: TR
R, FBR final, %
&R, RGRAP. BE

BYRAFEHZIBNRHEFE ( _ready_q ). ZKIBRETURMAFE, K—oKQAIE—IK,

Channels - &i&

BIHE worker ZEBAZHRA? BT RBEZERBIAZMHA? WA, WHR?

o

T4

BERE. it

request_states

LR stage I

Hi%Z stage (A2

reader A93E)

81 worker" TNEMIT A", LB+ "ERER

#, RAMEESIKE; SEREIE (stage) B— P (reader) &, IMTHIEA

ZNEFE. —DEEEN, SDHEE—BAS (fan-in), JEEET LRERR, HEEXERIETR, 5

EERE,

P02 BEAE
BE
_req_q
_ready_q
_out_gq

EFE - HEE

add_request

(A7) - request_handler

N 1 reader - dispatcher (fan-in)

dispatcher - next_output

(ERA7)

HEBR

("add", rid, prompt)

(sid, Tlist

OrchOutput

[StageOutput])

BHEM: _ready_q BHSHBMETH sid, dispatcher MAAIE XKML R E M stage: BRI H LI
EETE final, HPEREERAH,

github.com/kzhou003/nano-viim-omni-drills
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£=E: SBWCIRREZE, REMKXHE

Orchestrator (84:f2 asyncio B{+{&HF)

|- AFF API put | c- @ get
add_request() _req_q

W - worker

_request_handler

] @ 7 submit(rid, prompt)

add

=P . t((sid, outs))
Client request_states puttisid, outs

@ S

|

1

|
stage #ig (%E)

w B - get_output()
reader 0 S0 thinker

orchodtput

i/’

w B - get_output()
reader 1 S1 talker

|- AFF API get | c- @@ put
next_output() _out_q

W E—5%&
_dispatcher

get [ c - fan-in w B - get_output()
_ready_q reader 2 S2 code2wav

submit(rid, forward_fn(s+l, ..)) - S1 / S2 !

BEEL = [ stage $123% (submit) ; REBSELE = BAFI put / get, RA dispatcher #1 (EMRAETAY) request_handler SRtk ,

LIFE: itEilgek. £58T. FTHE

Lifecycle - 4 a5 EHA

BIHE worker T ARMRBIE? BAE? FHIHERTRE task HE await L?

M

start : create_task H}{R{ZQJI#H. shutdown : % cancel() , B gather(...,

return_exceptions=True) HE(I1EFEH,

BRAE:

async def start(self):
for sid, client in enumerate(self.stages):

self._tasks.append(asyncio.create_task(self._dispatcher()))

async def shutdown(self):
for t in self._tasks:
t.cancel()

# SPEZEEFE— worker (B - W)
self._tasks.append(asyncio.create_task(self._reader(sid, client)))
self._tasks.append(asyncio.create_task(self._request_handler()))

# EZBHM await 44 CancelledError
await asyncio.gather(xself._tasks, return_exceptions=True)

# FENHEELSR, HEE CancelledError

BRI © AMrTF task 51, S task AIBERLIRMEUL, shutdown FFtEHAZEE; @ R cancel &

gather, MPRX4ERATIR "Task was destroyed but it is pending"; ® start() B await TENKIERIRER

R, B start() XEFE,

github.com/kzhou003/nano-viim-omni-drills
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B Interface - X49MEO
BES ARFEEMTA? ATFFESASUMASIRS? EETERNLETXE?
AN ANFFAPIEE: RE@EEE put SEMIBEE get, FIAEIRFEEBLLAEL worker,

P02 EAE

API R B
add_request(rid, prompt) _reqg_g.put(("add", rid, prompt)) SEAPIRZE. submit
next_output(timeout) wait_for(_out_g.get(), timeout) HER. RS

g4tk ARLFIRERBEANE, EEEIFMEREINEGRE. BORKEES, MAFTERNERLNLT
X, WAtz RERSBRIER,

@@ Flow + Invariants - 0B E5 AT E

BIES]

B TATEKIEIIAFIN, BELIEZIE, BTNESD await : NRLZIFIE worker ki, EEEIR

REII5?

Al await = REIEFIN ., £ await 281, KRELFTELBIE.

P02 FEE

1. 8MERIBIF—5 OorchOutput.finished=True , FHEIZEKNRE—%.

2. OrchOutput.finished RR"EMEFKTH", Bl final_stage_ids ¢ ReqState.finished ;
StageOutput.finished RFE/R"X1 stageTi". MESXAE

3. 3B final_stage_ids B stage WHILESFIBFF L.

4.stage s 455 H s < max(final_stage_ids) B, F3 stage s BIRZREUBIERL s+1, "KLBAF "Fl"4E

" EREMIINS, AR1IE—,
5. &S REE, MZMBRZIBERPIRS,

await PRSI HEIF: AN "SEM RegState, B await stages[0].submit() "?

1= ER(LE1ES #R

X 5% await submit() ZTHITHIA > SO BHMHE "hi" > reader  FAFPFKTUARE "hi,
submit [ #%¥# _ready_q - dispatcher & request_states : BF dropped_outputs=1
AR El r1 > HRRENEREFR > BEE handler, XBI7 A

SEM SEM (T await, AEWITHT) - await submit() -> ZFFx  IEH
& submit i€, dispatcher #BREEE! r1

BEZ—H—SHPRESLEN, TUERERNFE hints/po2_flow.html , Rpgit, T4
_handle_output AYSCIR,
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3 Edges + Errors - W R 5 &

FEC JERIRE iR | EE | HEERTFEFEELN? E—PNEE, SFRIEED worker F5E?

M

worker ZKEFZITHEN, FREEN—FIFHEMEBE, NE"NMZREERGERE"HIER,

WIE/RN, FEEFITE

P02 EAE

&R

A request_id N E

request_states B

BRERALESHWBER, KT
e

STERNEEE _ready_q EX

i

[E— stage B9Z chunk

P02 TR (IHIFHY)

HERIRHR

32 A4
E%, dropped_outputs +=  HEESRIL dispatcher BY, FEEKR
1 #HeRE

L, #ZARAid 43

RIE"BESRRE—F"

TEENFHRAE JREIZ rid DFFF, dispatcher 174k

#

REAIRE B0
stage_data[sid]

81 stage RE—" reader, E—
stage MR RARES

ZEFRERY, S57E 6 DHM T FHRERKER, BEE, THE P02 WESE:

e

T TV TR | 4718 | SHEIR? R
7EM?

S HERSEMLE? SERES?

B BILErHZES? ML EAEMIL?

W EERLE worker? H4 [t
A | REMA?

C AEEE? HERIAZMHA?

L BAB? BARE?

I NFFAPI 242

F TEERMA? await FIRSRES

pAN
/EI?

E BRI/ RH | BE | REELD?

github.com/kzhou003/nano-viim-omni-drills

P02

BEEBLE: orchestrator = API 2B 1 DNEMH1EIR; stage = MILHFE,
{B# StageClient BB async iZE; AEELTE

(dispatcher 9=, handler Rz EM) .
(dispatcher)

request_states
dropped_outputs

N get_output() (ERMIZ, REARAFM). _reqg_g.get() .

_ready_qg.get() . _out_g.get()

reader x N (R#&iz) . request_handler (GEAf + submit 25 SO) . dispatcher

(HE—RKE)

_req_q: ("add", rid, prompt) ; _ready_q: (sid,
list[StageOutput]) (fan-in); _out_g: OrchOutput
start : N+2 /> create_task #{®7%; shutdown : cancel +

gather(return_exceptions=True)
add_request R put; next_output R get (¥ timeout)

BIF—RESEHRRRE—%; ZSEMHE final ¢ finished ; SEME
submit; RLARAFPHERARMIINFMEGE, ZSEEBE

RANid MEFHITER, FMEE; FEZEBIINEBEARMLLE

20
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=R EAFIREHEN

1. await FERBIEHEIN, BF await FlE: "WNRLZIFIEY worker K, BEIRPRESXIB? “RSHEREE
await ZBISER.

2. BETR N EEAE NN, MEBLIZHN asyncio, 8 loop.call_soon_threadsafe(...) B
asyncio.run_coroutine_threadsafe(...) , AEELEEEZFAR asyncio.Queue T Event H957E (PO1
FHHFRIXD) .

3. fEA AT + BEE", MAAB. HMEHEH. BHZRM: AIIEHRERTN T HITAE, 1L EEFARRN
THAZES—BTA.

BERENRE
(R +ARHRA EFEEE
fan-in (ZiEEF > —PATI > REE  ZPMUMEER, EREH—MMAE P02/ P03 Y readers + dispatcher
&) —4biE
single writer (R25#) HERSEESRNE-H-5 P02 dispatcher, P10 EngineCore

loop

H7E > BHESAIN (HEEMREE) EFBELER, HBRET asyncio B P01 OutputSink

ERKEX (key - future) HE=EE LM RPC, FEREFRE P05 RpcRouter
EalR%RE + InFS BHREEERRINE . FIBUHE S P13 ChunkAdapter

FEHIFR (GTENHR, SEBiE—IK)
=R HER:

21 BHER

T JUDEHRR | SFE | BHER? L
NARBEN? SFOFRBLRE
82

S  HERTAEME? SEHES? 8
TREHEIREE?

B BMLEEES? LETRMN? 2
L TZFAZE L Z await PHZE?

w EEMILE worker (task [ &F8) ?
EMA | A | REMTA?

Cc B EE? EAT. HHE? B
B2 A?

L BABM? BAR? SHRMEER
BRAFE?

I NFF API RtA? BTSN E
TX (452 thig) 2

21
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F FEERML? FMMEUE await:

PERRSESRBIR?

E BE /&L | EE | KA | FF | B
HEAIN?

ExfBEMEH:

e asyncio task EERGABMEENRELRE? &i2EHFREEE asyncio I &?
* B await B, KEHELZBIETIG?

BMHAUERERFIZERE—EE? IREZT, EEBEBEFINNFIRP?
A28 worker EIREER A LAIEZER?

FEA—FIRERRARIEED worker BH?

shutdown Zf5, BB RE task LIEEE?

22
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Track M - Qwen-Omni & E43CH]

SIBERIARGNZE: St HF transformers 4.57 8 Qwen3-Omni 3] (tiny FEHINE, CPU B4R) ., MERiX—4A, REE
% thinker / talker /| MTP [ code2wav §—E&EHM 4.

23
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#1 - mo1 RMSNorm 5 Z4&7 RoPE (interleaved [ chunked)  © 45 min o= BER_

thinker B9E—E#8M RMSNorm FH8, &1 attention #3E3T g/k f#l RoPE, Qwen-Omni B RoPE 2 =489
(t,h,w), ME Qwen3 ] Qwen2.5 KR HE /A —F—XBE—I, KEFSRE, RSHEEER.

ERRFNME

thinker (stage 0) #9% decoder layer: h = h + Attn(RMSNorm(h)) . h = h + MoE(RMSNorm(h)) ,
Attention B3 q. k FEANFEREIBE RS, talker (stage 1) FEFEHIALE., {R7E MO2, M08 EEERAXEN
BRIEN

RMSNorm HEELE

y =w - x / sqrt(mean(x?) + eps) , HF/VLLM B94RT5: FGiE x ¥ fp32 )3 —1t, ¥EEHA dtype Z/5
B weight, 7£ bf16 TIFABERHA bitwise —3, parity MiIXEIR.

RoPE [o]/i

head_dim =D, EEED KM [a, b], BMIE| (0<j<D/2) WNAEE inv_freqljl =
8~ (-2j/D) , B p WAENRN p-inv_freqljl ; cos/sin FiZIK [T, D] (MEBEHI—IX), hekE: x-cos +
rotate_half(x)-sin, EM rotate_half([a,bl) = [-b, al,

MROPE: =#{&

B token BE=MUE (t, h, w): XK token =& 1HE; B& patch BEBHMIEALNR; SHUOREIZ M,
D/2 MAEWPELL =14, mrope_section (HIZIESL Qwen3-Omnify [24, 20, 20] , K 64 =
128/2) LEBTHMOBL MR, DiFEmM:

] % (D/2 =8, section = [4,2,2] Juffl)

Qwen2-VL [/ Qwen2.5-Omni: TTTTHHWW

chunked

Qwen3-VL / Qwen3-Omni: THWTHWTT (%F5]j%3==1H j<3-section[1] {4 H; j%3==2 B
interleaved j<3-section[2] 4 W; HRLT)

interleaved BIsH#]l: B 1A EERIINZESMAEMD =, M chunked it W #i R EZ 5150,
ESTAIERER

® rms_norm . rope_inv_freq . mrope_cos_sin(inv_freq, positions([3,T], section,
interleaved) . rotate_half . apply_rotary(x[T,heads,D], cos, sin)

s WMBNE: AEME g/k A [T, heads, DI (VLLM XA, token 7ER]), HF A [B, heads, T,
D1 , MIHEEEIREE.

BRER
o ANAR=(MMIERRE, MmitHFEUNIUEHEE 1D RoPE (MIXAKRE) .,
o bf16 AR cos/sin IR dtype B3E,

X{%: mine/m@1_rmsnorm_mrope.py 3&UK: pytest tests/test_m@1_rmsnorm_mrope.py i2R: A-1 il
w: B-1 &EfE: C
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#OBR

""M@1 - RMSNorm + multimodal RoPE (interleaved for Qwen3-Omni, chunked for Qwen2.5-0mni).

rms_norm(x, weight, eps): normalize in fp32, cast back to x.dtype, THEN multiply by weight.
rope_inv_freq(head_dim, theta): 1 / theta %« (arange(@, head_dim, 2) / head_dim) (fp32).
mrope_cos_sin(inv_freq, positions[3, T], mrope_section, interleaved) -> cos, sin [T, head_dim]
fregs[al = positions[a, :, Nonel x inv_freq for axis a in (t, h, w), each [T, head_dim // 2]
Pick, for every frequency index j, which axis' position it rotates with:
interleaved=True (Qwen3): j %3 ==1and j < 3xsection[1l] —> h;
j % 3 ==2 and j < 3xsection[2] —> w; otherwise t.
interleaved=False (Qwen2.5): contiguous chunks: first section[@] indices t, next section[1]
h, last section[2] w.
Then emb = cat([f, f], -1) and return emb.cos(), emb.sin().
apply_rotary(x[T, heads, head_dim], cos, sin) = x * cos + rotate_half(x) * sin,
rotate_half([a, b]) = [-b, al on the two halves of the last dim.

import torch

def rms_norm(x: torch.Tensor, weight: torch.Tensor, eps: float) -> torch.Tensor:
raise NotImplementedError

def rope_inv_freq(head_dim: int, theta: float) -> torch.Tensor:
raise NotImplementedError

def mrope_cos_sin(
inv_freq: torch.Tensor,
positions: torch.Tensor,
mrope_section: list[int],
interleaved: bool,

) —> tupleltorch.Tensor, torch.Tensor]:
raise NotImplementedError

def rotate_half(x: torch.Tensor) —> torch.Tensor:
raise NotImplementedError

def apply_rotary(x: torch.Tensor, cos: torch.Tensor, sin: torch.Tensor) —> torch.Tensor:
raise NotImplementedError

RKER (MASEE)

v RMSNorm £ fp32 1 bf16 T#85 HF —Z

v inv_freq 5§ HF —%

V interleaved MRoPE B9 cos/sin 5§ HF Qwen3-Omni —Z (SEGNEMIE)

v B AN E TP EENEL S 1D RoPE

v apply_rotary [G# a/k 5 HF —%X

v chunked /G5 HF Qwen2.5-Omni B apply_multimodal_rotary_pos_emb —%§

HiXEIEIR

e Nt vllm-omni £ CUDA EZ44 thinker 38% custom_ops: ["+rotary_embedding"]l ? (4®iZ/GHI
MROPE 5 QK-norm B & EREZ 7 E i)

» decode FiEERBE—"1# token, cos/sin BASMIEEITE?

25
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HRS5%EE

KLt - F8)3—1 + 19183

— I REESERFETRE. RMSNorm FEIEEEMR (8|1 token A hidden @E) KIBMAINERIZIE—KF
(BRLA RMS), BRIESE (weight , ENEE—iEH) BE M.

"5EH2[E] x.dtype B weight"mfif%: FIEFIMS LA 16-bit, BidtH#EE; TEFKE 32-bit TREIIEER

BSH. BRAAHER, B XEEFTHERA—E—oparity MIXHEI T EFHLERIA,

EKLE - —HHEE R ERYHhRIEH

1 head_dim = D WI@=E#{K D/2 5f, B—X2—RiEH. 5 | RIBFHERER inv_freqljl =

8~(-2j/D) : j=0RAGHIR (W5), jEAWIE (BF5t. BIA). token FE{UE p B, 55 j IRIEHEZIIAE p
- inv_freqljl .

™ token MmFRES, RERAEZEE TR—FTLL attention RARBRIMZENME ., RI5H D P#IREE vs [BF
D", IEEEDHE IR 10 1 vs @ 1000 1N, IRERANERE, FIA RoPE A=A QK-norm RIlV3— 178958
£,

b - RhE: —A—B vs BIRR

12 64 SKhEIR"IR > 18"HIF, RB=fIIKR T. H. W,

chunked (Qwen2-VL [ Qwen2.5-Omni): B 24 3K4A T, ETFHE 203KEEA H, HZE203KA W, ERW R
ZRRIEMNIBLIRIEH —ABLHAT patch WAE/LFEES, JIHFENDHERRE.

interleaved (Qwen3-VL [Qwen3-Omni): BFEEZ THWTHW ..., H. W HpEIAZER THBES T,
B HMEENZZRIEHFIEEH .

IEZRMLF - BUER | shape trace
B2 T token, D =head_dim, half = D2, heads 3 q 3} k 8 head %%,
# tensor shape [ dtype RETHA

1 X - rms_norm [..., H]l £ dtype 3% fp32, MRE—#K mean(x?) (keepdim), & rsqrt(-
+ eps) , #¥ME x.dtype, B weight

2 inv_freq [half] fp32 6~(-2j/D) , j=0 .. half-1

3 positions [3, T] int ZITMORE t. h, w; XA token =718

4 freqgs [3, T, half] fp32 —RITHE: 87, 81 token, BIRIEFNAE

5 f [T, half] XNE5j, METHEBE—TEER (RERY, FMumsH);
interleaved / chunked REXE

6 emb [T, DI cat([f, fl, -1) : HjF5% j+half FIBEEE

7 cos, sin [T, D] fp32 emb.cos() . emb.sin()

8 apply_rotary(x) x[T, heads, DI cos/sin #iN head 4255 [T, 1, D] . #8 x.dtype; X-cCOS

+ rotate_half(x):-sin

SR

e bf16 T RMSNorm 7£ fp32 B4 weight BiEE]: H{E"ERZ", BT bitwise —3K,

e mean & J keepdim=True , S LEPAE R mean,

interleaved BYE %N T freqs[e] (% clone), HYIHFESER section MAE 3 - section,
chunked B H EREXT freqs[1] HIEE o0..s_h %I, MAERE—FIX[E s_t..s_t+s_h,
EEMIRBALEHTR ( repeat_interleave , GPT-J Ri&), S5"BIEHEX"AY rotate_half A[PT
Bc.
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e rotate_half G [b, -al : fEEAMBKRT .
e cos HiZ5 [T, heads, D] #B3E: I T == heads WASIREE, B T AR TFEIT heads 4,

RZEE: nano-vllm-omni-drills/hints/m@1_overview.html

STERRES deploy/qwen3_omni_moe.yaml:84-91 model_executor/models/qwen3_omni/qwen3_omni_moe_thinker.py:1694-1785 HF:

Qwen30mniMoeThinkerTextRotaryEmbedding.apply_interleaved_mrope HF: Qwen30mniMoeThinkerTextRMSNorm

Z10 | HEREIT:
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#2 - Mo2 Thinker Attention: QK-norm + GQA + KV cache @ 60 min osm B

Qwen3 #Y attention Lk Llama 27 —4%: 348 head B4 g. k il RMSNorm B RoPE, {RIFEiLRE—% 3L
I EIR 23552 ER prefill. o1k prefill #IiZ token decode, HH=&HERZFT—H,

ERRFNME

thinker #[ talker BIE—E#E — XM attention, serving RIEJLFEMR"EER"IZIT: K prompt #
chunked prefill %R, decode &S RE 1 7#f token, [H5E K/V EH cache (f£ vLLM B2 paged
KV, P06/P09; XEREEM list HHE) .

HESR (BE, #itoken WA T)

g =Xx @Wg*T - [T, H, D] k = x @ WKAT —> [T, KVH, D] v = x @ W”T —> [T, KVH, D]

q = RMSNorm_head(q; q_norm) k = RMSNorm_head(k; k_norm) # SWRE—H4 D 4, 81 head JHir
q, k = RoPE(q, k; cos, sin) # cos/sin RMRIX T 1§ token
K, V = cat(cache.K, k), cat(cache.V, v) #S =past + T

scorelh, t, sl = qlt, hl - K[s, h // (H/KVH)] / sqrt(D), H s = past + t (ER)
out = softmax_fp32(score) @ V —> [T, H«D] @ Wo~T

At L=MARA NN T—E

FAER (P07) RE—MERX—FEZ /D token: FIREREER. AJRER prompt W—EF%9 . ATRER 19
decode token, HREMLIBAREERCIXLE, REEMRE "1 token FILEII(IUE = len(cache) + iI"X—%ZHE, ER
mask NTUREIIMUEER, MRS ENEI TR,

GQA

KV head 0’0 F Q head ¥ (3XEE 4 vs 2): B KV head # H/KVH NEZEHI Q head = (head h B kv
head h // (H/KVH) , Bl repeat_interleave , "2 repeat ),

BEFIER

e cache Jy None IIFi 2 & & prefill,
e T=1H#Y decode 1 T>1 1 chunk BREI—13 1L,

Xf¥: mine/m@2_thinker_attention.py 3&UX: pytest tests/test_m@2_thinker_attention.py $@/R:
A-2 ig: B-2 SERR: C-2

EBOB%
""UM@2 - Qwen3 thinker attention: QK-norm + MRoPE + GQA + causal, with a KV cache.

attention_forward(w, x[T, hiddenl, cos[T, DI, sin[T, DI, cache=None) -> [T, hidden]
1. g =x @q_proj.T — [T, H, D]; k, v=... —> [T, KVH, D]
2. RMSNorm EACH HEAD of q and k over head_dim (g_norm / k_norm weights) —- before RoPE
3. RoPE on g and k with the given cos/sin (rows belong to the NEW tokens)
4. if cache is given: the new tokens sit at absolute positions len(cache) .. len(cache)+T-1;
append k, v to the cache and attend over everything cached so far
5. causal: query at absolute position p sees keys @..p; GQA: query head h uses kv head
h // (H// KVH); scale =D *x -0.5; softmax in fp32
6. out [T, HxD] @ o_proj.T
Prefill-all-at-once, chunked prefill and token-by-token decode must give identical rows.

from dataclasses import dataclass, field

import torch
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# given types
@dataclass
class AttnWeights:

g_proj: torch.Tensor # [num_heads * head_dim, hidden]

k_proj: torch.Tensor # [num_kv_heads x head_dim, hidden]

v_proj: torch.Tensor # [num_kv_heads * head_dim, hidden]

o_proj: torch.Tensor # [hidden, num_heads * head_dim]

g_norm: torch.Tensor # [head_dim] RMSNorm weight applied per head
k_norm: torch.Tensor # [head_dim]

num_heads: int
num_kv_heads: int
head_dim: int
eps: float = le-6

@dataclass

class KVCache:
k: list[torch.Tensor] = field(default_factory=1list) # chunks of [t, num_kv_heads, head_dim]
v: list[torch.Tensor] = field(default_factory=list)

def __len__(self) —> int:
return sum(x.shapel[@] for x in self.k)

def from_hf(att) —> AttnWeights:
""pyull the weights out of a HF Qwen30mniMoeThinkerTextAttention."""
return AttnWeights(
att.q_proj.weight.detach(), att.k_proj.weight.detach(), att.v_proj.weight.detach(),
att.o_proj.weight.detach(), att.q_norm.weight.detach(), att.k_norm.weight.detach(),
att.config.num_attention_heads, att.config.num_key_value_heads, att.head_dim, att.config.rms_norm_eps,

# implement below
def attention_forward(

w: AttnWeights,

x: torch.Tensor,

cos: torch.Tensor,

sin: torch.Tensor,

cache: KVCache | None = None,
) —> torch.Tensor:

raise NotImplementedError

RKER (WLSHEE)

v EE% prefill § HF attention —%§
v 4¢ prefill 5 1 token BZE decode 7 )%, ERFITHETEE
v iR prefill (4 +7) FFEEL, cache KEIEM

[ENER=SEL

o 3 list HHEHERK P06 1Y paged KV + P09 4 paged attention, 1EOEEAI?
e QK-norm #1 ROPE BERBERE S AL— kernel? viim-omni R{t4 22 E R4 IFS L0 E?

29

github.com/kzhou003/nano-viim-omni-drills © 2026 kzhou003


https://github.com/kzhou003/nano-vllm-omni-drills

HRS5%EE

KLt - REIPANESWULE
AR TAKSHZICHLE (KV cache), REIFIA (3 token) FRBIUARIESEF—E, REZL
EMAE Z TR T4,

S
\

N “cache By k EZRSNBVEXNIENRET 7", MEXEZATHRE
"

RMARBEEMEIZZA (BtEC) NRES, TREEENADRRNE (AR mask), XREEMERE
WHZ R I Za]", MAR " HSRES 0 MR T, decode RIFB token ZANECS
AIE 0, REEEFE—TIE.

XLt - GQA: BRERA—F2EH

81 Qhead B—1MF4E, 81T KV head B—ASEH, BLEFLED (XE H=4, KVH=2): 1BPEAIHY
H/KVH MEEESRA—A—24 0. 1AB 0, FE 2. 3AH 1., X#ME h // (H // KWH) , EMFES
repeat_interleave , WIRIXFA repeat , MM "RF—PEAHEA—A" (0. 2 A$ 0), FiF head HEH
TH—I7E H == KVH B BIRABRARIMA T

% - QK-norm: LEFRILE—TRE

Qwen3 tt Llama 2—4%: 7Ef# RoPE Z 8, Zc3E head B9 q. k & B RMSNorm (3 head_dim) ., #if&
EEFJRIS—FRE: 81 head B9 g, k BFAFIE—T"ER", RRAMASENEL head FIBIEIFHIAT IR
{5, li%2E proj > QK-norm -> ROPE: RMS XHeik A%, EERHEMN q_norm NERRE, MFERTHEMA
@, v A norm,

EZEHNAA - BUETR | shape trace

i85 : #itoken 1 T, past=IAMREIAN len(cache) , S=past+ T, H/KVH/D } head 15 head_dim,

# tensor shape RETHA
1 X [T, hidden] RAF token
2 q/ k, v [T, H, DI / [T, X @ proj.T & view; g_proj #9947 head Dk, FAMRE—4HELE
KVH, DI D MIEFE—" head
3 QK-norm G S RE—4E D RMSNorm, Ffig head % q_norm (k A
k_norm ); v R&h
4 RoPE Gl cos/sin [T, DI » [T, 1, D] I i3I8 head
5 cache K, V: [S, KVH, D] Si%E past, BBINAKR k. v, BHIESER
6 GQA [S, H, DI B KV head EHIZ418BHI H/KVH 4> Q head
7 scores [H, T, SI fp32 q-K - D25 ; Kk pos > past + t HWMIEE -inf
8 probs @ V [T, H, DI softmax 7€ key 4 (fp32), MACKFEEEE] x.dtype
9 i [T, H-D] @ reshape 5% 2 $# view XFR
o_proj.T - [T,
hidden]
SR

TEEBMZIEZIE len(cache) : past ZET T, mask B{KkAF, token BE"@E"E—IREFEAY token,
mask FIRA T4 arange(T) A= past + arange(T) : decode B token REEE M key O,

GQA FH repeat | expand + f&1% reshape 8%l 0,1,0,1 B&}; H == KVH BIE ALK,

QK-norm B RoOPE Zf5, THIIEED H-D # norm MAZXE head B9 D,

github.com/kzhou003/nano-viim-omni-drills 30 © 2026 kzhou003


https://github.com/kzhou003/nano-vllm-omni-drills

e softmax £ dim=-2 L (B3IF1H 1); ZFE bf16 B softmax,
o 3} cache EMIH k EFf RoPE (BN IR EREMMNEII B eiEd) .,

RZXEE: nano-vllm-omni-drills/hints/m@2_overview.html

SFERRRD model_executor/models/qwen3_omni/qwen3_omni_moe_thinker.py:588-596 HF: Qwen30mniMoeThinkerTextAttention.forward

ZiC | HERFAII:
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#3 - Mo3 Sparse MoE: F8H. & expert D4HITHE. shared expert 60 min

O5ER HEA
Qwen3-Omni-30B-A3B i "A3B" Ffi2 MoE: & token RIHIE/ SN expert, thinker 245 MoE, talker

®Z7T—1 % sigmoid [ 142 shared expert,

ERRFNME

thinker # talker #9 FFN #B:& MoE, serving B MoE BIERIRE T HIL: E—1 expert BIFFHE token 1% —

REBRESRSERL (VLLM B9 FusedMoE FEE2MX4E), MAER token 1R,

BBE (L3 HF —5)

logits = x @ router™T # [N, El

probs = softmax(logits, dim=-1, fp32) # E2E E 1 expert £ softmax

w, ids = topk(probs, k) # 5t softmax B top-k (2 top-k /& softmax)
if norm_topk_prob: w = w / w.sum(-1) # Qwen3 ERIAEFA—1L

out[n] = ¥_j wln,j]l - Expert_{ids[n,jl}(xI[n]), Expert(h) = (silu(h Wg"T) @ (h Wu~T)) Wd~T

“"serving 15 iE": 1% expert 54

1. 38 Nxk 1 (token, slot) 3% expert id H#f/% ( argsort(stable=True) );
2. bincount 1REIE expert 89 token £, BkiZ O;

3. B expert 3B SHB#HE token #—% SwiGLU;

4. e LIFMANEEA index_add_ scatter B[R token,

IXI1F 2 FusedMOoE kernel B “moe_align_block_size + grouped GEMM" #J CPU R,

talker i shared expert

out += sigmoid(x @ g~T) - SharedMLP(x) : &1 token EFESZRITIX expert, [JIEEITE,
BFIER

e N=1 (decode) B¥RHE k 1~ expert BiET.
o HATM: BME— token 57 batch EHLER—,

NX{4§: mine/m0@3_sparse_moe.py B&UL: pytest tests/test_m@3_sparse_moe.py IRiR: A-3 lhH:

SEfE: C-3
BOB%R

"!""M@3 - Sparse MoE block (thinker) and MoE + gated shared expert (talker).

route(x[N, Hl, w) —-> (weights [N, k] in x.dtype, expert ids [N, kl)
softmax(x @ router.T) over ALL experts in fp32 -> top-k —> renormalize to sum 1 if
norm_topk_prob.
moe_forward(x[N, H], w) —> [N, HI]
out[n] = sum_j weight[n, j] * Expert_{id[n, jl1}(x[nl), Expert(h) = (silu(h Wg"T) * (h Wu"T)) Wd" T
Do it the serving way: group (token, slot) pairs by expert, run each expert ONCE on all of
its tokens, scatter—-add the weighted results; skip experts that received no token.
If w.shared is set (talker): out += sigmoid(x @ shared.gate.T) * SharedExpert(x).

from dataclasses import dataclass

import torch
import torch.nn.functional as F

github.com/kzhou003/nano-viim-omni-drills 32

B-3

© 2026 kzhou003


https://github.com/kzhou003/nano-vllm-omni-drills

# given types
@dataclass
class SharedExpert:

gate_proj: torch.Tensor # [I_s, H]

up_proj: torch.Tensor # [I_s, HI]

down_proj: torch.Tensor # [H, I_s]

gate: torch.Tensor # [1, HI sigmoid gate of the shared expert
@dataclass
class MoeWeights:

router: torch.Tensor # [E, H]

w_gate: torch.Tensor # [E, I, H] stacked expert gate_proj

w_up: torch.Tensor # [E, I, H]

w_down: torch.Tensor # [E, H, Il

top_k: int
norm_topk_prob: bool
shared: SharedExpert | None = None

def from_hf(block) —> MoeWeights:
"""HF Qwen30mniMoe{Thinker,Talker}TextSparseMoeBlock —> stacked tensors."""
ex = block.experts
shared = None
if hasattr(block, "shared_expert"):
s = block.shared_expert
shared = SharedExpert(s.gate_proj.weight.detach(), s.up_proj.weight.detach(),
s.down_proj.weight.detach(), block.shared_expert_gate.weight.detach())
return MoeWeights(
block.gate.weight.detach(),
torch.stack([e.gate_proj.weight.detach() for e in ex]),
torch.stack([e.up_proj.weight.detach() for e in ex]),
torch.stack([e.down_proj.weight.detach() for e in ex]),
block.top_k, block.norm_topk_prob, shared,

# implement below
def route(x: torch.Tensor, w: MoeWeights) —-> tuplel[torch.Tensor, torch.Tensor]:
raise NotImplementedError

def moe_forward(x: torch.Tensor, w: MoeWeights) —> torch.Tensor:
raise NotImplementedError

BKER (Wd2EE)

v BBH (softmax—>top-k->renorm) 58EZ5% 42—
v thinker MoE 5 HF —%X

V talker MoE (& shared expert) 5 HF —%X

v norm_topk_prob=False AJZE{4

v B token 5 batch 58—

EiXEIE[R

e Expert Parallel Bt token Zi5| all-to-all, BREEREAR?
e Rt viim-omni B deploy %5 Qwen3-Omni 3§ moe_backend: triton ?
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HRS5%EE

%Lt - EfRpiza

router E9128: ABAIEA (token) EFABRIE (expert) EIT—NZEXEMNAIEMR", SESHR=EL
Y3— (softmax), BHkDESH k MRIZEHES (top-k), norm_topk_prob FR'REHTSHX/LITRZEZ
[BIEF S ES 100% HIIEIEN",

serving 5% BTRIZESKHDIHENBARERER—EE (—XEREE), MAREEKRMERERE; X
RAESHRIZEERKRE (B,

REBRAZE k M2, RIFENMNEHHE CHRH—o A RN, EUEENIZEBAEEE
F—UMNEBEE (index_add_, MAEMHE) .

Ztt - shared expert = REESE
talker ISR AR T ER, FHEN—RKREEL (shared expert), REEENENLSZADE, H—
RAERANGRNFRIRE: sigmoid(x @ gate.T) , H token — 0~1 HIITE,

IEZEANA - BB | shape trace

iES: N token, H =hidden, E > expert, |=expert Fg)4, k=top_k, ne =% expert e Y token %X,

# tensor shape RETHA

1 logits [N, EI X @ router.T

2 probs [N, E] fp32 ELEB E 1 expert £ softmax

3 weights, ids [N, Kkl top-k; AJi% renorm (fp32), weights %[0 x.dtype

4 BE [N-k] x3 1 (token, slot) 3J: expertid, X&E. tokenid (=&F——3¥J[, row-

major)

5 248 order[N-k] , 1% expert id BREHE; 87 expert B9XTE (R = N-k)
counts[E]

6  experte x[toks]l: [n_e, gather iXitt token, #—% swicLU: (silu(h WgT) o h wuT)
I = In_e, T1 = wgT s o =0
[n_e, HI

7 scatter out[N, H] e LW RANEGE token id BN

8 shared (talker) [N, 11 - [N, HI] sigmoid(x @ gate.T) £ SwiGLU, % out

%%El‘\\

5% top-k logits & softmax: norm_topk_prob=True BVIRIFEM, False BISEEAE (ANEFMN < 1),

e tokenid F§ arange(N).repeat(k) (0,1,2,01,2) MARENTEE k)X (0,011,2,2),
ids.reshape(-1) XA~ L,

e scatter FAMK{E outltoks] = y : [E— token #EZEE 1 expert B&.

e gatefup FER h @ w_gatele]l (DTHE), fZIRK [n_e, Hl @ [I, HI AL,

o RHMMNEBTE fp32, FER dtype HIEFH; T expert 4 matmul,

e shared expert By 1R Y @&, & T w.shared is None (thinker) BIHkE,

ZEE: nano-vllm-omni-drills/hints/m@3_overview.html

IFBBIERS:  model_executor/models/qwen3_omni/qwen3_omni_moe_talker.py:356-393  deploy/qwen3_omni_moe.yaml:28-31 HF:

Qwen30mniMoeThinkerTextSparseMoeBlock HF: Qwen30mniMoeTalkerTextSparseMoeBlock
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#4 - Mosa SBIESHHE: placeholder it#{. embedding §3. DeepStack @ 45 min

o5 HEA_
AP &R—ESMA—KE ., siimdFiREIEREZ D G token, thinker EIBRIZ234 H X LT
B, MHISEAERiT DeepStack BEANBILE.

ERGEPIUE

Bl (APl #F2) A HF processor € <audio> . <image> BFFRL N 51 token—N R IBERE ST
A token B2 —3, TN thinker MIBHELM ., thinker (stage 0) E: inputs_embeds =
embed_tokens(ids) , BIEEMMRIBEE (AUT) 5 VIT WEHIRINFS#E SMI6IE.

E47 token £

AuT LA 100 Ml mel H—1MEO, B1MTEEHOSLT 3 /X stride-2 HFR15E 13 4 token; RTFAIr=n % 100
MEFLEE 3 )X stride-2 % a

=(r-1) // 2 +1

tokens_r = ((f -1) // 2+1-1) // 2+ 1

total = tokens_r + 13 * (n // 100) # f5: n = 100 —> 13; n = 250 —> 33
Embedding &3
IHEMES, mask = (input_ids == placeholder id) , outlmask] = mm_embeds[modality] (3RHIN
BF) . MEA—BLIIRE—EL LXEEHRBEEWERI G processor IRAA—EK,
DeepStack
Qwen3-Omni B9 ViT eMEFFEE ( deepstack_visual_indexes ) ZESHE—MMHIFIE, LLMBIL &
B, BiBmBZE, E05% token FIAIE HIEE | M4SEME] hidden E:

for i, layer in enumerate(layers):
h = layer(h)
if 1 < len(deepstack): hlvisual_mask] += deepstack[i]

BRER

REEMESE, mm_embeds AJATREZ key; (BEFESMUNMANTIRE.
REEREN text_embeds (BAAEIEEER) .

NX{4§: mine/m@4_mm_merge_deepstack.py IRUX: pytest tests/test_m@4_mm_merge_deepstack.py i@
T A-4 iK: B-4 BEfE: C-4

o
Wkt

o8

""""M@4 - Placeholder bookkeeping, multimodal embedding merge, DeepStack injection.

audio_token_count(num_mel_frames) (int or LongTensor): number of <audio> placeholders the
Qwen3-0mni audio encoder produces. Mel frames are processed in windows of 100 frames; a
full window yields 13 tokens; the remainder r = n % 100 passes three stride-2 convolutions:
f=(r-1) // 2+ 1; tokens_r = ((f-1) //2+1-1) // 2+ 1. total = tokens_r + 13 *x (n // 100)
merge_multimodal(input_ids[T], text_embeds[T, H], placeholder_ids, mm_embeds)
—> (inputs_embeds[T, H], masks{modality: bool[T1})
Replace the rows at each modality's placeholder positions, in order, with that modality's
encoder outputs. Count mismatch (or placeholders without embeddings) —> ValueError.
Never mutate text_embeds.
apply_deepstack(hidden[T, H], visual_mask[T], visual_embeds[n_vis, H]) -> new tensor with
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visual_embeds ADDED at the visual rows.
run_layers(layers, hidden, visual_mask, deepstack_embeds): run the decoder layers in order;
DeepStack level i is added right AFTER layer i (only for i < len(deepstack_embeds)).

from collections.abc import Callable

import torch

def audio_token_count(num_mel_frames):
raise NotImplementedError

def merge_multimodal(
input_ids: torch.Tensor,
text_embeds: torch.Tensor,
placeholder_ids: dict[str, int],
mm_embeds: dict[str, torch.Tensor],
) —> tupleltorch.Tensor, dict[str, torch.Tensorl]:
raise NotImplementedError

def apply_deepstack(hidden: torch.Tensor, visual_mask: torch.Tensor, visual_embeds: torch.Tensor) -> torch.Tensor:
raise NotImplementedError

def run_layers(
layers: list[Callable[[torch.Tensor], torch.Tensorl],
hidden: torch.Tensor,
visual_mask: torch.Tensor,
deepstack_embeds: list[torch.Tensor],
) —> torch.Tensor:
raise NotImplementedError

BRER (WdE)

v Z4% token 15 HF _get_feat_extract_output_lengths —2 (& 100 HJiB5R)
v BEIf&/E57 embedding #2F5&, XAITAE, BATRRMIEN

v BER—HFERD embedding AR

v DeepStack FRIEERHHS HF Qwen30mniMoeThinkerTextModel —%§

v DeepStack REMMM 1T

EHiXEIEI

e chunked prefill By —skE#EEI7EF T chunk Z[8), fRiZE35HIHS DeepStack FHEEAD &?
¢ vlim-omni B9 encoder cache A+ key?

ER5XEL

KLt - RBSE

AlmERAIEIZNAER . "SRV DAN"E—HEA EME (51l token) ., B2 EEINAE, wHRELEN
k%E (embedding 17). merge iR "REEMMAEEIG, EBRBA": B k MENMUELE k iIFkE,
EGNEMERTNIKITH, SERECHNEHIF, FIMREL, AMNEHENAEt—FEZ—1T7TE>—1
—AEYIFIRE: & LXBEERERGIHR processor IRAR—E, HIEEM RS HER E5EE",
BE—F: FAEEFIANEAMR ( text_embeds ) EEIFRK, TEEI— ( clone) AR REE
ZE5HE,
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EEE - MRS B0 token EX

AuT 38 mel 1% 100 Mi—E LR, BNEOT 3 )X stride-2 i, SRERGIERZNIT: KEZH (len -
1) // 2 + 1, Blceil(len/2), FHIZEHRMNFEBE—RE, 100 > 50 > 25 > 13, IS ITZEEOR
ik 13 1> token; REARH 100 WEEFEENT =R, RENOK (0 - 1) // 2 + 1 = 0 — Xk floor

division [ fA oS EXEE

ZEE - %5 R : DeepStack

VIT X BRI R AT, RER"IENX". DeepStack REREFRITH—1H, MEIREHTESE i A2
BMAZE i 3% (level i 7E layer i ZFE3EN), MBRINABHERFIILE (F15 token BI1T) .

SR ELR CEANBITE layer ZHI) IREMA—HF T —A@XATRAEME, REXFTRRIUAT XD
bug 89,

IEZRAA - BB | shape trace

# tensor shape RETHA
1 num_mel_frames int/ [B] sEEO=x (len-1)//2+1 + 8/ REEO13; [F % //

+ — >, int 7 tensor #iEMA
2 input_ids [T] BIlRE423% token BRI ST

3 masks [m] bool[T] input_ids == placeholder_ids[m] ; S&MESLIRE
(RHIAME L False)

4 w6 — mask.sum() vs mm_embeds [m].shape[0@] ;
embedding 1B H{thiRE
5 inputs_embeds [T, HI text_embeds.clone() , HRESHEAFMBBANE O, 1,

2. 47 (BM4E dtype)

6 layer i [T, HI hidden = layer(hidden)
7 DeepStack i hidden[visual_mask]l: <K&, #EM#TLEMN deepstack[i] , iRER tensor
[n_vis, HI
%%EI‘\\
e audio_token_count EF if r == 0 . int() . math.floor : X ZILE tensor ~A[H; AXKEEIE
faZat O,

e out = text_embeds ;%% clone, EANTREMELER K tensor,

BA mm_embeds FEMEIR: JRie"H SAIFFEIZLE embedding” IiREE.

MEL B | A EMAERE.

DeepStack JE NFFE layer @ Z 81 (off-by-one), ZF zip(layers, deepstack) IBZHRAY layer Bk
27,

hidden[visual_mask] += .. MR THIN; ¢ out += visual_embeds (n_vis 1T T 17),

ZEE: nano-vllm-omni-drills/hints/m@4_overview.html

SFERRRD model_executor/models/qwen3_omni/qwen3_omni_moe_thinker.py:1018
model_executor/models/qwen3_omni/qwen3_omni_moe_thinker.py:1137-1168
model_executor/models/qwen3_omni/qwen3_omni_moe_thinker.py:605-606 HF: _get_feat_extract_output_lengths HF:

Qwen30mniMoeThinkerTextModel._deepstack_process

38
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Z10 [ HERFNHI:

© 2026 kzhou003
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#5 - o5  Talker MTP: —MIAFRM 15 *5%% codebook = 60 min DR HE

talker 88— R 3R4#¥ codebook 0; FTHY 15 N7 ZE codebook HH—™)\ transformer (code predictor) 7E[E
—SREEYIHE, X talker 81 token HEHI"1 RAIES + 15 JR/JVEEL",

ERRFNME

talker (stage 1) #iHHYZE RVQ Z5% codec: HF—IMil G=16 > codebook, talker LLM 3%#¥ CBO f5, code
predictor L4 [talker &/5—/& hidden, CBO f§ embedding] NS, FE UM CB1..CB15; T—4 talker
BN embedding 2iX—1 16 4> codec embedding Z 1 + A< 33 #Y thinker XA EE .,

seq = [h_talker, EO(cb@)] # KE 2
for j in 0..G-2: # ¥ codebook j+1
hj = CP(seq)[:, -1] # /\ transformer, EREH

code = argmax(lm_head[j](hj))
seq.append(codec_embedding[j](code)) # ;¥E embedding FthiZ j EX
next_input = E@(cb@) + *_j codec_embedding[j]l(code_j) + text_step

F1t4 viim-omni i%3% re-prefill (FF KV cache)

FISREKRE 17, O(T) WEE/LFERE; 26 KV IRSHMERERREE. TG —% CUDA graph
(P17), W AFEEETE per-request cache, batch 1RART re-prefill B9 FLOPs TS RIXL, viim-omni X2t
T EIERIIEE KV lRA—MRE AL LT EEER code,

ETHIRIER 2N

e predict_residual_codes (re-prefill, greedy) —3X3#H HF
code_predictor.generate(do_sample=False) , [FERNEBHERIE KV cache;
e predict_residual_codes_kv (transformers.DynamicCache 1&&HR) ;

e next_talker_input : T—% talker i\, XI#H HF talker B prepare_inputs_for_generation ,

BEXLRRE BT E codebook F top-k 50 / top-p 0.8 KHE, Z<ERH T AIXH{ER greedy,

MX{§: mine/m05_talker_mtp.py I&UN: pytest tests/test_mo5_talker_mtp.py #@m&: A-5 jllid: B-5
SEfR: C-5

#OBR

""'"M@5 - Talker MTP: predict the residual codebooks of one audio frame.

“cp’ is a HF Qwen30mniMoeTalkerCodePredictorModelForConditionalGeneration. You may only use:
cp.config.num_code_groups (G), cp.model(inputs_embeds=..., [past_key_values=, use_cache=])
.last_hidden_state, cp.lm_head[j] (j = 0..G-2), cp.model.codec_embedding[j] (j = 0..G-2).

predict_residual_codes(cp, last_talker_hidden[B, Hl, cb@_embed[B, H]) —> codes [B, G-1]
Greedy. The sequence starts as [last_talker_hidden, cb@_embed]. For j = 0..G-2: run the
transformer over the WHOLE sequence (re-prefill, no cache), take the last position, logits
= lm_head[j], code = argmax, then append codec_embedding[j](code) to the sequence.

predict_residual_codes_kv(...): identical result with an incremental KV cache
(transformers.DynamicCache): prefill the 2 initial positions, then feed 1 position per step.

next_talker_input(cp, cb@_embed, residual_codes, text_step) -> [B, H]
cb@_embed + sum_j codec_embedding[j](residual_codes[:, jl) + text_step

import torch

def predict_residual_codes(cp, last_talker_hidden: torch.Tensor, cb@_embed: torch.Tensor) —> torch.Tensor:
raise NotImplementedError
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def predict_residual_codes_kv(cp, last_talker_hidden: torch.Tensor, cb@_embed: torch.Tensor) —> torch.Tensor:
raise NotImplementedError

def next_talker_input(cp, cb@_embed: torch.Tensor, residual_codes: torch.Tensor, text_step: torch.Tensor) —>
torch.Tensor:
raise NotImplementedError

RKER (MLSEE)

v re-prefill Z&58 5 HF generate (KV cache) T2 —
v KV cache k&5 re-prefill lRZA—2X

v batch F&EITE AR

v T—% talker BIAS HF BRF A —E

EHiXEIEIR

o Jtt4 seed HHIERITRIESRE LK CUDA graph replay? viim-omni [E440E?
e MRv2 9 “eager frames” R+ ABEERMEL CBO H[E—FH M S EEmI?

Kb -E58: K>TK>EXR->EXK
CBO R FIR" A 12K 7", CB1 AREHE—IE, MEREF"EEZ/? "—"Bil 3 [EX"; CB2 BE"RE
Zh "—"EHF 2 2K, B—RRABEL-RBTINRE, FAUOIAFERNE/LRELR T4,
talker AHEE! = AEREH" K 7"BA; code predictor = EfTERABIFE, 1ETHRITE

( last_talker_hidden +CBO), —R—RE T+, B—RANETFRANZIER: £ THEECH
n_head[j] (iZ%K) ] codec_embedding[jl (EIEEECEILE L),

3Lt - HEiF vs IBEID

re-prefill: 88 T—4), HILELSIFNEEIFTMLZ—E. FRET/UTH, X/LFEARERE, mESRN
fE—E—tF (FREE), RIF"FH"—XIER CUDA graph EXRHY,

KV cache: BIZINB—ITHNERICEEICAL, TRREHN—1T. THZ. ERNEIFHA (batch) 2
BEH, B2 T —FEEENEICK,

AMEEZHEN T OO IR2ER—RANERIENE, TEE—TN"ER"RATSRANSEMN T
17MmENEE,

1EZ240M: shape trace 5 5=

G=5, B=2, H=64, vocab=12 (5_EEMHIFE—TMER),

& ke 2N RETHA

init seq [2, 2, 64] M [B, Hl &HKE
“#: (IE 0 = talker f2IK
=, iIE1=CBOW
embedding

j=0 cp.model(inputs_embeds=seq).last_hidden_state [2, 2, 64] J)\ transformer BIEEES; B
RE—TMIE > [2,
64]

Im_head[?](h) - argmax [2, 12] - [2] B3 cei= [8, 7]
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codec_embedding[?] (code) [2, 64] > [2, HNHRES, $13 seq KE

1, 64]

=1 seq [2, 3, 64] ce2= [0, 1]

j=2 seq [2, 4, 64] ce3= [0, 4]

=3 seq [2, 5, 64] cB4a= [6, 5] ; XB&
B—115

out R 4 4 [2] [2, 4] wyst: [[8,0,0,6],
[7,1,4,5]]

next next_talker_input [2, 64] G 1 codec embedding Z

M+ text_step

KREM ? BRIMIE (554 T8 2 53168%) .,
RZEE: nano-vllm-omni-drills/hints/m@5_overview.html

SFERSRES model_executor/models/qwen3_omni/qwen3_omni.py:1044-1069
model_executor/models/common/qwen3_code_predictor.py:706-722
model_executor/models/common/qwen3_code_predictor.py:1357-1440 worker/gpu_model_runner.py:243-272 HF:

Qwen30mniMoeTalkerCodePredictorModelForConditionalGeneration HF:

Qwen30mniMoeTalkerForConditionalGeneration.prepare_inputs_for_generation

Z10 | HERFIRT:
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#6 - mo6 Code2Wav FIINEIRERSHEER 60 min 05R A

Code2Wav I codec ER¥RER:, #ZOERESR Convid FlIESR ConvTransposeld, MmMIVIRIBEKR: REEX
INGIRIBHZE, HHERMNMES —REBERAIEREAR—, MASMMEA—B "HBE"MIIZItEE,

FERAPINE

stage 2 (Code2Wav) £ [B, 16, T] BYcodes THY [B, 1, T-upsample] HIEAZ: embedding 1y >
JBE transformer > EREE SN LRI > ConvNeXt > 22 (EREF + SnakeBeta) f#13, vllm-omni
HRNB'ELTXEEBYR"NEREAR (P14); RELHIS—ME—FRESHRIAEH, S2REBEM
7 REERE,

E R Convid (stride 1)

BAERERRESLBM (K-1)-d 0 (d K dilation), FIMBAERE = BAKE, F t MELRKEHE
A st RAMRABAREFRIE (K-1)-d DMRANEART, SRIERSHIFRIEBER,

EI8 ConvTransposeld (strides, kernel K)

WA i BEA@mEME [i-s, i-s + K) (EZHEm)

B4%: y = conv_transpose(x), &KE (L-1)-s + K, B&EEFL K-s %R K-s MMER

I KB n WS, B < n-s WERTRBREEMER - A6
(BREZRFLHEN K-s 1); flush REERIRBOHBRELER K-s D

SR bias REEEHIBEIMN—R, MRBRERET bias, EEXSWMNMAIX,

e R

IRAZE n /5, RItEEMOIUEGFZE max(0, n-s - (K-s)) THA—Z TRARL T RBENRER, DT
AR T PAERFER (ERTINE EFMER TTFP),

14 mine/m@6_streaming_causal_conv.py IGUT: pytest tests/test_m06_streaming_causal_conv.py
B3R A-6 llif: B-6 BEfE: C-6

#EOBR

""""M@6 - Streaming versions of Code2Wav's causal Convld and causal ConvTransposeld.

StreamingCausalConvld (stride 1, dilation d, kernel K)
The offline module left-pads the whole signal with (K-1)xd zeros. step(x[B, C, t]) must
return exactly t outputs and, concatenated over any chunking, equal the offline output.
Keep the last (K-1)*xd inputs as state.
StreamingCausalTransConvld (stride s, kernel K, weight [C_in, C_out, KI)
Input frame i writes output positions [ixs, ixs + K) (overlap-add). The offline module trims
K - s samples at the START and at the END. step(x) returns every sample that is already
final (after n frames: positions < nxs, minus the global left trim); flush() returns the rest
minus the right trim. Add the bias once per output position, not once per contribution.
from_hf(m) builds each class from the HF module (weights .conv.weight / .conv.bias).

import torch

class StreamingCausalConvld:
def __init__(self, weight: torch.Tensor, bias: torch.Tensor | None, dilation: int = 1) —> None:
raise NotImplementedError

@classmethod
def from_hf(cls, m) -> "StreamingCausalConvld": # HF Qwen30mniMoeCausalConvNet (m.conv, m.dilation, m.stride)

raise NotImplementedError

def step(self, x: torch.Tensor) -> torch.Tensor:
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raise NotImplementedError

class StreamingCausalTransConvld:
def __init__(self, weight: torch.Tensor, bias: torch.Tensor | None, stride: int) —> None:
raise NotImplementedError

@classmethod
def from_hf(cls, m) —-> "StreamingCausalTransConvld": # HF Qwen30mniMoeCausalTransConvNet (m.conv)

raise NotImplementedError

def step(self, x: torch.Tensor) —> torch.Tensor:
raise NotImplementedError

def flush(self) —> torch.Tensor:
raise NotImplementedError

RKER (MESNE)

v ARER: FEOREBL—N. BRELHFTRAL (2 dilation, K=1)
v BBSER: EEHR + flush 5EE—H (2 K/s)
v BRESMER 1 MENRITRLREFEEeRRE

EIXEIE[E

o BIRESRT vs BIRES"ALTXEE": 3 batching. abort, CUDA graph &H{t+ 4R m?
e Code2Wav EBAJBE attention ZNMEIMMALRI?

HRS5%EE

KLt - ARER = F—K"EHZ"NPER

WERBE—NFHECRKERIE (K-1)-d PF (b9l K=3, d=2 [F"/1 2 T"#"80 4 1) . BH/—TT—
®3k, BRI —NERKE T — AMhERNR], £&E (K-1)-d DFREEHEL, W2 T—TI8&RA
H, B—TIZANEZZZA (£0), REFETBELR"ZB 0",

R MR —TIRE (EEEEE), HEZZMN"IBEE + T EERNAREY, MARRMHTE
.

Kb - HELER =8B s BE—1TK KHEHE

BR—m, MEKAFZFLEME i-s BFBE—TE K BNEE (2RREX = MVE x NEER). BR K >
s, HHEMTESBEE K-s &L,

— BT ARMREER TRRZL TH? SMEBHEASBERIE: ELKT nm, T—TEREM n-s HiL,
FRA < n-s AR FHERT .

HKEE (bias) REERI—X—UNRBTMEEFTRE, SENMAREIRT —HF. BEARESIEAFZRX
BEHE K-s 1&: AAB—TIRE—R (2RMAE), EEB—DEFWT (flush) B ELETEH,

1EZEMA: shape trace 535S

R ER IKE 2N RETHA

Conv - EBRET state [B, C_in, (K-1)-d] £ 0; B/dtype/ device £—
MR step ZHHNE, FRIAMGIE

Conv - step buf = cat([state, x]1, -1) [B, C_in, (K-1)-d MEZS + FHT
+ t]
F.convld(buf, w, b, [B, C_out, tI ¢ padding: KEm#E (K-
dilation=d) 1)-d, ELFHt
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7 state [B, C_in, (K-1)-d] M buf BFREER

TransConv - step F.conv_transposeld(x, w, [B, C_out, (t-1)'s RAWSHNEZMT; BE=2S
None, stride=s) + Kl [frames:s, frames:-s
+ len)
acc (M2FE base FiA) [B, C_out, = K-s] M5z EMNEED: EFERM
(8/k step Z/5) B acc WRNIE
L] [B, C_out, -] 2/ [base,

frames-s) , 0 bias —%,
Bxigzr [0, K-s) Bm

EEilea)
TransConv - flush Linfa [B, C_out, -] FR pending £ EHE, &8
R K-s > (BEBRITFEHE
12)
23t B n M/EEHE max(@, n-s - (K- #lB:0,36,91215.. (K=
s)) 2s BFLE (n-1)-s)

RZXEE: nano-vllm-omni-drills/hints/m@6_overview.html

SFERIRRD model_executor/models/qwen3_omni/qwen3_omni_code2wav.py:124-218
model_executor/models/qwen3_omni/qwen3_omni_code2wav.py:447-508 HF: Qwen30mniMoeCausalConvNet HF:

Qwen30mniMoeCausalTransConvNet

Zio [ HERBIM:
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#7 - mo7 % stage MNBSITENE  © 45 min OSSR REA_

— Qwen3-0Omni checkpoint BT &I & thinker, talker. code2wav BItXE, B stage #iZRiZITHAES
#9 shard, RERBECHIKE, FHEBIE a/k/v. gate/up. & expert ¥TEIRK kernel RIFHIF/E.

ERRFNME

=1 stage HIEZ B MNELRE— checkpoint BX., viim-omni AR BE— wrapper 3%
model_stage RIAE—DFIEIR, load welghts RPIZE thinker./talker./code2wav. 9in (&
gwen3_omni.py:1725-1783 ), AEREMEEH—: RIE model.safetensors.index.json AY
weight_map R¥TFF4#H>% shard,

T8%/E (VLLM Rig)

gkv = cat([g_proj, k_proj, v_projl, dim=0) # [(H + 2-KVH) -D, hidden] —)X GEMM H=%
wl3 = stack_e cat([gate_e, up_el, dim=0) # [E, 2I, hidden] FusedMoE #J wl/w3

w2 = stack_e down_e # [E, hidden, I]

router = mlp.gate.weight # [E, hidden]

key B9fiZR, (tiny 85 ESE checkpoint #8[@) :  thinker.model. layers.
{i}.self_attn.q_proj.weight . thinker.model.layers.{i}.mlp.experts.{e}.gate_proj.weight .
thinker.model.layers.{i}.mlp.gate.weight &,

TEMNE

“OINE— T KE"TE PyTorch EXSIRE—IITSHSRIGHENADAML, ERBAHEETHRIRE, T &R
key. % key. expert BEANELE. E expert fif gate/up/down, #BAZH LoadError ,

NX{: mine/m07_stage_weight_loading.py 3&UX: pytest tests/test_m@7_stage_weight_loading.py
B A-7 hik: B-7 BEfgR: C-7

BOBR

"!""M@7 - Stage-aware checkpoint loading and weight packing.

A Qwen3-0mni checkpoint holds every stage: thinker.x, talker.*, code2wav.x. Each stage process

must open only its shards and load only its tensors, then pack them for fast kernels.

shards_for_stage(weight_map, stage): sorted shard files containing at least one key of the stage.

select_stage(state, stage, strip): keep keys starting with “strip’ (e.g. "thinker.model.") and
remove that prefix.

pack_layer(sd, i) —> PackedLayer for "layers.{i}.x":
gkv = cat(q_proj, k_proj, v_proj) along rows; wl3[e]l = cat(gate_proj_e, up_proj_e) along
rows; w2[e] = down_proj_e; router = mlp.gate.weight. Expert ids must be exactly 0..E-1 and
complete; any missing or unexpected key in the layer —-> LoadError.

load_thinker_text(state, num_layers) —-> ({"embed_tokens", "norm"}, [PackedLayer]); anything
else under thinker.model. besides layers/embed_tokens/norm -> LoadError.

import re

from dataclasses import dataclass

import torch
STAGE_PREFIX = {"thinker": "thinker.", "talker": "talker.", "code2wav": "code2wav."}

class LoadError(Exception):
pass

@dataclass
class PackedLayer:
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input_layernorm: torch.Tensor

gkv: torch.Tensor # [(H + 2%KVH) * D, hidden] rows: q | k | v
g_norm: torch.Tensor

k_norm: torch.Tensor

o_proj: torch.Tensor

post_attention_layernorm: torch.Tensor

router: torch.Tensor # [E, hidden]
wl3: torch.Tensor # [E, 2xI, hidden] rows: gate | up
w2: torch.Tensor # [E, hidden, I]

def shards_for_stage(weight_map: dict[str, str], stage: str) —> list[str]:
raise NotImplementedError

def select_stage(state: dict[str, torch.Tensor], stage: str, strip: str) —> dict[str, torch.Tensor]:
raise NotImplementedError

def pack_layer(sd: dict[str, torch.Tensor], i: int) —> PackedLayer:
raise NotImplementedError

def load_thinker_text(state: dict[str, torch.Tensorl, num_layers: int) —> tupleldict, list[PackedLayer]]:
raise NotImplementedError

BKER (Wd2EE)

v 1% weight_map R#k7 stage B9 shard

v select_stage XaiZ B EF HAth stage

v 1 T8EM akv / w13 / w2 £ HF BIIRE5 expert Hith
v ERR S 23R key #IRES

HiXEIEIT

o TP=2 B gkv /BALI? AtARBEEBEHIRITFELIITBER gkv?
o talker HFENTATEEE thinker B9 E (Qwen2.5-Omni B embed_tokens) ?

HR5XL

EEE - SHHEEMRR

=F AZ (thinker [ talker / code2wav) HZRAFER—TEER, 2REETTAFET (shard) B, S
MeWEE"'FE.EEME " INE (key), BENOBF—KZFR (weight_map ) MEZREEENFEF .
WMENEBFRRAREEEREAMNIEF ( shards_for_stage ) —ANBEFEREMFNERA, MPESEHI,
FHEIAEMZUNERF B LG, FHIERE LN"F R iR ( select_stage ), AAHXTHER,
TREF&T,

RN ERA D m—i#Etb: P& thinker # thinker_extra BIJLMNFE—H, BEARAE—FKA.

Kb - ARt SRR

18: q. k. v ZIRBRFNEE—BIT AR hidden), HF—NAREL (gkv = cat(...,

dim=0) ), FIIRF—IRIE (—R GEMM), ZEHEHR [H-D, KVH-D, KVH-D] EBERSFF, 81 expert i
gate /up EEEER w13 —EBIRFEZHNEFN: 5t gate [Fup, B THARBREGRSESHE, REFETI T,
Mik: WMEEERMERBTFTE (used £E)., RITAH (ZR key) MFRE LEEEHER (TRK key) #
F[F{E ( LoadError ), MAZEREREEBS N,
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MEZEHMA: shape trace 534S

A tiny BB thinker (hidden=64, H=4, KVH=2, D=16, E=6, [1=32) 8—iE load_thinker_text , 8 0 &

(T -
HF key (ERIZRE) HF fi2ik 8RR RETHA
self_attn.qg_proj.weight [64, 64] gkv [128, 64] S8 dim O Bt: 64 +32+32=(4+22)16
R =12817. (x @
self_attn.k_proj.weight [32, 64] qkv.T).split([64, 32, 32]1) &
self_attn.v_proj.weight [32, 64] a5 HF g_proj(x) Az 0.0
mlp.experts. [32, 64] x2x6 wl3 [6, 64, 64] B/ expert A cat, Bi% e = 0..5 stack;
{e}.gate_proj / up_proj SWIGLU EEES HF expert R AZE
0.0
mlp.experts. [64, 32] x6 w2 [6, 64, 32] % e stack
{e}.down_proj
mlp.gate.weight [6, 64] router [6, 64] ZFI gate, BERE router, T2
gate_proj
normx 4, 0O_proj B B input_layernorm /
post_attention_layernorm [ q_norm /
k_norm
B embed_tokens.weight , norm.weight tiny B4 56 N key: 2 NES + 2 B x
27

ZEE: nano-vllm-omni-drills/hints/m@7_overview.html

JFBRERS:  model_executor/models/qwen3_omni/qwen3_omni.py:1725-1783
model_executor/models/qwen3_omni/qwen3_omni_moe_talker.py:61-77

model_executor/models/qwen2_5_omni/qwen2_5_omni.py:1009-1022 HF: Qwen30mniMoeThinkerTextModel.state_dict()

Z10 [ HERFIMT:
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#8 - mos ERFEIE: tiny thinker Y KV-cache greedy fi#f8 @ 60 min 0 =R B

£ MO1/M02/MO3/MO7 i — 1 R ASHY thinker: prefill =%, ZEEH RE 11 token, 4FKAY token &

SIEN HF SP2EEHM greedy TE—H,

ERRFNME

X#Z stage 0 B model runner 8—HHIIE (E38 7 ZESH paged KV) , MR, R#ME 7T — AU

$%% Track B B scheduler . BE# Track A B orchestrator {AERY"E&ZEHRL",

&t
h = embed_tokens[ids] # [T, hidden]
for layer: h = h + Attn(rms(h, nl), cos, sin, cache) # M02 (cache BF—1)
h =h + MoE(rms(h, 1n2)) # Mo3
logits = rms(h, norm) @ lm_head”™T # [T, vocabl

fIE: AXAR=%tERE, positions = arange(start, start+T).expand(3, T) , F MO1HY interleaved
MROPE, greedy: prompt —;X forward (start=0), ZE8# RIEE—" token, start = len(prompt) +

BEERK -1,

ks

A from .m@1l_... import ... FEIFFERME SR M01/M02/M03/MO07, EEI—RIERRAY/ bug

HWATEXE"E k1 token FHAT— ¥ I RE.

X{%: mine/m@8_tiny_thinker_e2e.py I&UX: pytest tests/test_m@8_tiny_thinker_e2e.py
ik: B-8 SEfE: C-8

EBOBSE
"""''"M@8 - Assemble a text-only thinker from YOUR m@1/m@2/m@3/m@7 and decode greedily.

TinyThinker(state, dims): load with your load_thinker_text; lm_head = state["thinker.lm_head.weight"].
forward(ids[T], start, caches) —> logits [T, V] for tokens at absolute positions start..start+T-1:
text-only MRoPE positions (the same index on all 3 axes, interleaved layout),

h = embed[ids]; per layer: h += attn(rms(h, 1n1)); h += moe(rms(h, 1n2)); logits = rms(h, norm) @ lm_head.T

One KVCache per layer.
greedy(prompt, max_new): prefill the prompt once, then decode ONE token per forward using the
caches. Must equal HF full-recompute greedy decoding.

from dataclasses import dataclass
import torch

from .m@2_thinker_attention import KVCache # noqa: F401 (re-exported for the tests)

@dataclass

class Dims:
num_layers: int
num_heads: int
num_kv_heads: int
head_dim: int
top_k: int
norm_topk_prob: bool
rope_theta: float
mrope_section: list[int]
eps: float = le-6

class TinyThinker:
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def __init__(self, state: dict[str, torch.Tensor], dims: Dims) —> None:
raise NotImplementedError

def forward(self, ids: torch.Tensor, start: int, caches: list) —-> torch.Tensor:
raise NotImplementedError

def greedy(self, prompt: list[int], max_new: int) —> list[int]:
raise NotImplementedError

BKER (MWLSHEE)

v prefill logits 5 HF —2{
v KV-cache greedy 12 | token 5 HF £ 2&E greedy T2 — (MAEMBHIINE)

[ENER=SEL

e iE KVCache #25% P06 BlockManager + P09 paged attention,
* it MO4 MZESEH, BN P18 #Y MRoPE i &,

HER5XL

KLE - BB FERES

KV cache B—%#: BAEFNET (EBEFEEM token) TSR 0,1, 2, .., L1, SHEEFH K ENERT
RECHINM ef"F T (RoPE). MEEZ—HFEF, ENITESLAE L—ELEREFIEE.
ERNEBENZ "B FERZE" (ROPE FBNME) . WRIFEHEFRE L+1, ENE—BEAEEE
ZHET 1. TalE BERMESS, BEEXAWERT —FF/LSZET "EER".

EKEE - BT

prefill = BB (prompt) EEIESE, INFRLEE—TMERE. 2EE—RIAFERRHN—NE (RIR
out[-1:1), ENBIENABHICEEIZAL (cache) T,

BRER max_new TE, MRAFE max_new #: B—RHIEREIER, KE—MIREAOZETHERT—
%, SRFEHBERIA: FIEAREIET/IME ( len(cache) ), X—RHFMAFMASEL ( start ).

tEZEMMA: shape trace 5SS

B ER KE AR (prefill | RETHA
decode)

s positions [3, 51 / [3, WA ={7HE start .. start+T-1 ., X
1] Y interleaved MRoPE 53&3i& 1D RoPE T2 1H[E

(3£ allclose) —1B{/5%E MO1 #J MROPE #&0

cos, sin [5, 161 / [1, ABES token; FIERHAZ
16]
embed h = embed[ids] [5, 641 / [1, BXR
641
(Y= h + attn(rms(h, 1nl1), cos, [T, 64] pre-norm 5% 2; cache FiHEIN T : 055/
sin, cache) 56
h + moe(rms(h, 1n2)) [T, 64] top-2 of 6 experts
nha] rms(h, norm) @ lm_head.T [5, 971 / [1, Im_head [97, 64] 3kH
971 state["thinker.lm_head.weight"] ,

A7 thinker.model. F
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P4 int(logits[-1].argmax()) e RERE—1T
RZEE: nano-vllm-omni-drills/hints/m@8_overview.html
IFERERS:  model_executor/models/qwen3_omni/qwen3_omni.py:235-267 HF: Qwen30mniMoeThinkerTextModel

Z10 | HERFINT:
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Track A - Bili 5 Orchestrator

API 2B R AiRoBMHEN. BEERKME. &5, abort, RPC,
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#9 - po2 Orchestrator vl: &4 % stage I8 @60 min OSeR BEA_

{RES vliim-omni B9KME, =1 stage (thinker->talker>code2wav) &HMIHIL, REEE(]EMIBEL
&, FARIEEMERBIFER—R.

ERRFNME

APl #FZBEB—IHIIH orchestrator 12, HEBCH asyncio E41E, BIEEE stage B9 client
(3FimR stage FiHFEER EngineCore) , EEM=4F: ZWFNHIRZAIER, ZEE stage B%IL
REMPEILEFUG. EBRET— stage, TE2FELM.

Bil% add_request — [request handler] — stage@.submit

stage® / stagel / stage2 #J get_output — readerx3 — ready_q — [dispatcher] — %t 43R0
L» stage(s+1).submit

1. 85#&: S stage —1 reader task RIASHHE; ME—HY dispatcher {EIERIRTS., asyncio RIHME
NEE, REAEE--5"H(E await, IABED.

2. FAMEIRR: request_states[rid] WATITESE—IR await stages[0].submit() ZBIFEFEE. &
EZ submit AERATBEILHIZHIAN, T stage PIREIFE IRMIT H S — K.

3.8k stage s WHEIEK finished=True , H s < max(final_stage_ids) i, FB forward_fn(s+1,
prompt, stage s KI2E@L) ET— stage WHIAHRR,

4. BMB5EE: RF final_stage_ids EBAY stage MWEHIEHSAEFIH (Qwen3-Omni £ {0: X7, 2: &
513 . BMEKRIGIF—% finished=True , MBAER&RE—F. £HR"FIA final stage HFTH" .

5.5 : RHASBERIRRTS; ZEEZEN. BFRIEKRNEEEFHiTE ( dropped_outputs ),

B+
stage@: r:t@ r:tl r:t2 r:t3 r:t4(fin) - BFmKE 5 £ staged #it (finished=False)
stagel: [R:T@..R:T2] [R:T3,R:T4](fin) - TAEFIR, fin B5EERL stage2
stage2: wav(R:T@) ... wav(R:T4)(fin) - ®RE—% finished=True

MX{¥: mine/p02_orchestrator.py J&UX: pytest tests/test_p@2_orchestrator.py #@: A-9 jllik:
B-9 ZEfg: C-9

#EOBR

"""P@2 - Orchestrator vl: linear multi-stage routing with a single-writer dispatcher.

Requirements

- start(): one reader task per stage client (awaits client.get_output()) feeding ONE
ready queue; one dispatcher task processes it serially; one request-—handler task
consumes add_request() messages.

- add: register ReqState in self.request_states BEFORE awaiting stages[@].submit().

- When stage s finishes a request and s < max(final_stage_ids): build the next stage's
inputs with forward_fn(s+1, prompt, all data stage s produced) and submit to s+1.

- Outputs of stages in final_stage_ids go to the client (next_output()). Exactly one
message per request has finished=True: the last one, sent once every final stage finished.

- After the terminal message the request state is removed. Outputs for unknown request
ids are dropped and counted in self.dropped_outputs.

import asyncio

from collections.abc import Callable

from dataclasses import dataclass, field

from typing import Any, Callable, Protocol
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# given types
@dataclass
class StageOutput:

request_id: str

data: Any

finished: bool

@dataclass

class OrchOutput:
request_id: str
stage_id: int | None
data: Any
finished: bool
error: str | None = None

class StageClient(Protocol):
async def submit(self, request_id: str, inputs: Any) —> None:
async def get_output(self) —> list[StageOutput]:
async def abort(self, request_ids: list[str]) —-> None:

@dataclass

class ReqState:
request_id: str
prompt: Any
submitted: set[int] = field(default_factory=set)
finished: set[int] = field(default_factory=set)
stage_data: dict[int, list] = field(default_factory=dict)
pending_final: OrchOutput | None = None # used by P03

# implement below

class Orchestrator:

def __init__(
self,
stages: list[StageClientl],
final_stage_ids: set[int],
forward_fn: Callablel[[int, Any, list], Anyl,

) —> None:
self.stages = stages
self.final_stage_ids = frozenset(final_stage_ids)
self.last_stage = max(final_stage_ids)
self.forward_fn: Callable[[int, Any, list[Anyll, Any] = forward_fn
self.request_states: dict[str, ReqState] = {}
self.dropped_outputs = 0
self._req_q: asyncio.Queue = asyncio.Queue()
self._ready_q: asyncio.Queue = asyncio.Queue()
self._out_g: asyncio.Queue = asyncio.Queue()
self._tasks: list[asyncio.Task] = []

async def start(self) —-> None:
raise NotImplementedError

async def shutdown(self) —> None:
raise NotImplementedError

async def add_request(self, request_id: str, prompt: Any) —> None:
raise NotImplementedError

async def next_output(self, timeout: float | None = None) —> OrchOutput:
raise NotImplementedError

# Suggested internals (P@3 overrides the last two):
async def _reader(self, sid, client)

async def _request_handler(self)

async def _dispatcher(self)

async def _handle_add(self, rid, prompt)

async def _handle_output(self, sid, o: StageOutput)
def _cleanup(self, rid)

HH R KRR
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RKER (MESEE)

v B15K 3 stage: stage0 XA5 stage2 ZHEILFENIX, EE—HY finished B&:E—5
v 30 MHARBEKREARSH; 81 stage lRFKREISMER—R

v RBERE— stage £ final i, stage0 M A SitELAZFH

v stage £ submit() WEFITHE—FHERNAEE (FEMERR)

v R request IR EFHITE, T=5R

[N EN=pE] L]
e IR stage BZ replica, HBINFREERIEIB? FEHAFIR? (> P04 IRGIHELIE)

o HHATIRMF AR AT . BRI ARIZE FR?
o 1B dispatcher B MER— task 2ERE? IFLS5KM?

REE: nano-vllm-omni-drills/hints/p02_flow.html (R/FE): hints/p02_vs_v1lm_omni.html CRAZIEE,
DLBft% D)
YRS : engine/orchestrator.py:1099-1320 engine/orchestrator.py:1912-2046 engine/orchestrator.py:3062-3128

engine/orchestrator.py:232-271

Z10 [ HERFIR:
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#10 - po3 Orchestrator v2: async_chunk Fiifh + £&7S5FT @ 45 min O5eR BB

FF/E async_chunk fg, stage Z[BIZE connector Hf%, orchestrator FH AR, (BIZHIENBEEEMSK
%, STR{ESEIEEELF: S90 stage FiR"HEK5T 7", talker EIZIRETHK

ERRFNME

async_chunk ##1{ T, thinker & decode —* token FiiE@I=4 connector & %4 talker, talker #5495 —1
BEOMIE codec &5 code2wav—EIEAEZTT orchestrator, orchestrator JMFME : FEIFKEAR A
TiE stage (1RRR—1PEAIIEXK, ILETE scheduler BEE—1 chunk), MARSFIIEE,

AL FEZTR

WRE thinker F=HE— chunk [F7 1232 talker 153K, W2 T —/R"stage->orchestrator->stage"f91¥iR ;
R EE— chunk —3&ith, talker FBEILZIFFIA,

AT LFELSTI]

e -
stage2 (audio, final): ... wav5(fin) - EHIE LR
stagel (talker): —  siiiiinnnenanns (fin) - %3 (BB IPC 127—A)

WIRFE wavs(fin) BIRLAR finished HiFRE:
- FEROIR stagel HTEEMBRIR (SHM. 41%E)
- stagel KISERUHEBLT “HRANEK"HIMAL

) HEE— final stage 52, 1B submitted ¢ finished B, IEXKRARSHEETZH
pending_final ; FHRE—TEIRXK stage eI B AL ., MABERBITF—FES. B&RE—%.

BREBR

o add: JEMPIRTS - B O..last #BFRICH submitted - HIR3Z stage 0 (ESE prompt), BRI T
( prewarm_fn(sid, prompt) HIGAIZAN).

o MR A.

o FEBIXNALERIT, KEFREE.

REREIEMRIRTE PO2 BEEHY Orchestrator , 2 _handle_add 1 _handle_output ,

X{%: mine/p@3_async_chunk_orchestrator.py 3&U¥: pytest
tests/test_p@3_async_chunk_orchestrator.py 1&R: A-10 Jhif: B-10 ZEf: C-10

EBEOB%
"""p@3 - Orchestrator v2 for async_chunk (builds on YOUR P@2).

Stages now exchange data on a side channel (the connector). The orchestrator:

- on add: registers state, marks stages 0..last as submitted, submits the prompt to
stage @ and a placeholder prewarm_fn(sid, prompt) to every downstream stage;

- never forwards stage outputs itself;

- emits outputs of final stages, but the terminal message (finished=True) is only
released once EVERY submitted stage has finished. If the last final stage finishes
first, hold the message in ReqState.pending_final and emit it when the remaining
stage(s) finish. Exactly one terminal message, always the last one.

- outputs after cleanup are dropped (self.dropped_outputs), never resurrect state.

from collections.abc import Callable

from typing import Any

from .p@2_orchestrator import Orchestrator, OrchOutput, ReqState, StageClient, StageOutput
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__all__ = ["AsyncChunkOrchestrator", "OrchOutput", "StageOutput", "ReqState"]

class AsyncChunkOrchestrator(Orchestrator):

def __init_ (
self,
stages: list[StageClient],
final_stage_ids: set[int],
prewarm_fn: Callable[[int, Any], Anyl,

) —> None:
super().__init__(stages, final_stage_ids, forward_fn=lambda *_: None)
self.prewarm_fn = prewarm_fn

# Override the add path and the per-output handling of your P@2.
async def _handle_add(self, rid: str, prompt: Any) -> None:
raise NotImplementedError

async def _handle_output(self, sid: int, o: StageOutput) -> None:
raise NotImplementedError

BKER (WdaE)

v 81 stage RIFRR—IR, THERIE prewarm SN

v 3E final BY stage1 iR 200ms A IREFHAT, ZEHNEFE (REERAIA finished)
v 20 MEK + REITR: 8MEKBIF—TMESHRRE—%

v BB ZERIANEBEEER, WSTEE

EIXEIE[R

s AFASRRLSERSHEREE? (BR: FEREIWRLHFNHESH SHM)
* WIR prewarm B S{L prompt KEWXKH LFEREAN?

HR5XL

KLEE - FRIEEMEEF

P02: BETF (stage) Mc—EHZTMH, RLFEBEEE (orchestrator), EEMIT—EILRF, T—EL
FuniE E—EEEMBTET BT L.

P03: TFZEETfE%EH (connector), E—EHMIF—1T2M4, MERMNLEEET, T8 LHMEMNT
TKEHATERT . EEEETBREG, RFRES:

O FAIN: BHAALIF"EMITS, ESREXEFLNOFTH" (i prewarm) ;

@ IRIH: WANB—EBIFHENT, TEEFERSE (BEF)).

KL - IRRITAEFE
IR EERGFT (thinker 955 —1 token), ZFXFTFFIEFE (submit talker), EGFERERE,
it BEA—TREMITEREITH (prewarm), EHE—FMEEZRE . SAPRE, MEFE—TSMRER L

¥ (HEIER TTFA B1R).,

KL - RBHEWIES

KEWR (BEE), "BRE /| ERK"EERE (EHE) . &E—IANERIEERRELLFRnN"EHE"E
EREMRFAL,

ARFR—EBE"EXER"MEITRAEMER, LW EPRIGR" BEE"ERFEET, RANEAEXKITET; EiE
B, AR REELIER R EERNER (HEREF. 4E) KET,
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1EZeH0A - FA T- SBWC - LIFE & PO3: RARMLET
# P02 48LE
T FE: A-BHEREN task, HBE connector 2 stage #T2Z EEIINR, orchestrator RHIE.
s ReqState ZA—/"E& pending_final; submitted M&XZTR"MHUIHFE stage"; stage_data FHEE.

B/ 24 reader x N, request_handler, dispatcher. =1BA%I, XFiEH1t4 P03 REEEM & P02,
w/

L/l RE,

F T add F—RMEARID submitted; &S5&MHZT submitted ¢ finished ; HE final stage MISER BB ATAERL A RE (5

17 pending_final) , "&aF—&ES. BR&EE—&"TZ.
E FEEBINMERERTITE, BTEEEN S1REITAERMERZLIRE.
RZEE: nano-vllm-omni-drills/hints/p@3_overview.html

TERSRES engine/orchestrator.py:1954-1967 engine/orchestrator.py:2036-2040 engine/orchestrator.py:2711-2870

Z10 [ HERFIMT:
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#11 - po1 OutputSink: £&FE - asyncio FUHLEMREE  © 45 min OSR BRE_

orchestrator 2B =4 L AEKME, il asyncio BIAEHEEA]., S4B call_soon_threadsafe Xi&;
RIREE—R XA 5 EMREE,

ERFHNMNE
AP EZEEF NEMMREIR: BIHMEHR (HTTP. SSE. tokenize) I orchestrator 4F2BHITEIR.
orchestrator {851 token. B PNEIMEN—FHER AR, B&F2MEE asyncio REEMA

loop.call_soon_threadsafe : BE&F loop K self-pipe B—"F WM, BERFFHARMMDE, 80 LEA

RARARRTNL
Bimigit
£=E (ERE%RE) JEZRE (RUlm loop)
put(x): get_batch():
items.append(x) @ out = drain(); if out: return out
if ERMEEER: return @ event.clear(); inic"“TMEEER" ~ H#E
o IREETEIR" @ out = drain(); if out: return out « X

call_soon_threadsafe(event.set) @ await event.wait() (F#BAT)

EREREAREN

MRREE @ F: HAEBE © RUIIE > £F=EIZ) append —5%, HEF'MREER"ITE (L2 L—
RETH) TENMKRE > BHRERITOREK > OET, BFREEE—ERHENIIE, HEIT—5K put i
Y, MIXEEI after_empty_drain $FIE—IR put FEiftIEHE © # @ Z[8),

o put ZELE. KAMEE; B—4ENINFRET.
o E—N"IREEREER"WEHRZ—/X call_soon_threadsafe , JREUCETE wakeups_scheduled ,
e get_batch JR[E 1..max_items 5%; #BHIRE] [],

X{: mine/p@l_output_sink.py I&UXL: pytest tests/test_p@l_output_sink.py I&:: A-11 lig: B-
1 BEMHE: C-1

EOBR

"""p@1 - OutputSink: many producer threads —-> one asyncio consumer.

Requirements

- put(item): callable from ANY thread, never blocks, FIFO per producer.

- At most ONE loop.call_soon_threadsafe(...) per "wake cycle": while a wakeup is
already in flight, further puts must not schedule another. Count every scheduled
wakeup in self.wakeups_scheduled.

- get_batch(max_items, timeout): runs on the bound loop; returns 1..max_items items,
or []1 on timeout. It must never sleep while items are available (no lost wakeups).

- Test hook: call self.after_empty_drain() right after a drain that found nothing and
BEFORE you re-arm the wakeup. Tests use it to inject a put() from another thread into
exactly the window where naive implementations lose the wakeup.

import asyncio

class OutputSink:
def __init__(self) -> None:
self.wakeups_scheduled = 0@
self.after_empty_drain = lambda: None
raise NotImplementedError
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def bind_loop(self, loop: asyncio.AbstractEventLoop | None = None) —> None:
""""Remember the consumer loop (default: the running loop) and create its wakeup Event."""
raise NotImplementedError

def put(self, item) -> None:
raise NotImplementedError

async def get_batch(self, max_items: int = 256, timeout: float | None = None) —> list:
raise NotImplementedError

BRER (WdEE)

v £ FIFO

v BImAIH B 1000 R put RIFE 1)RIREE

v BihRE []

vV ATEFELTE x 5000 &, FEINFAE. HEERHIE

v £ & 300 A EMREE

v #E"%E drain Zf5. EFREZATEAN—R put, BIIEIEEE]

HiXEEID

o WEHBEFZ (21 asyncio loop) FEEXFEMING?
e janus.Queue FREEAT 4. REBEFRTA?

HRS5%EE

EEE - (EFMMNR

R (@ilm loop) X7t L, #MTEMEF (BA%I). HPES (orchestrator £12) BERIRERIE.

REM EEARNEE, REEMEREIE ( loop.call_soon_threadsafe ) IUfRT#%,

BERRIR, MHBERTFENE. B—#EEE—RE., IRMERSR—HEMR IR, LR
15, RMBRERES.

KLE - T ERY)ViE

SraEE—EE ("REEEE RE) . A

O B RIR(ERE, MRIVEREE, MEEEERAZ—RIR, NRNMEERES, RATREKRIT.
fRIETE TR £, MAABIR,

O R TG, EEHEENEREX.

© REHIMESLIR LASN, TENERE, ®XR"TAREREBRRIIR".

KLt - EREREARERN

RTHESTTHER, =M. RESES ERARE.

MAEMES .. ERGRBENENI—BE, BEAKRT G, th—F/EEEE (K2R LT
BTr), DRTIRIRET, thakz", TRKEIIRMET.

fRIEVIGE, EREESE, FREEMAGEHERIRST (T—3HEk. HEROFEH timeout 7).

BT -SBWCHERT—E (B
i) B’R

T ErEE . HBEDAEM? BENEm5D ZPEIBLIE > —1 asyncio loop, 1EZRE" %2 > SHENR"IB—IT: REEEME
52 7?2
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S BMLEHZRE? #ZHRS? EOF"FIIEE N REESER " MF, MRS TMERERMENR? FEH5?
MLEHRIETE CPython BAGHMERFHI?

B ERPEZE? #HYE T EEREZE? put X7 PEZE; get_batch R&EfEloop B await , ReEA time.sleep
WEENES.

F TEEZRTA? "ATIFER = BAHBRERE, BEAFORMGETR", FANNEEZER—PERT
B?

E HFRIER? #Bed; max_items LEFRREMRD (RITHEAD? T—X get_batch &£%7&R

%7 ); BNEFERE.
RZEE: nano-vllm-omni-drills/hints/p@1_overview.html
SFERRRD engine/async_engine_utils.py:40-97 engine/omni_engine_base.py:973-991

ZiC | HERRAII:
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#12 - po4 StagePool: $HIESE. FRENER abort. FEIEE  © 60 min 0= B

B stage AILAB Z1 replica, iER—BEZEE replica ERANTA—EHER (KV EH) . BEFIHEAE
abort; FEA replica #1257, REEEHEEE LEIIEKRKIM,

FEREPIIMIE

deploy 8 num_replicas: 2 R%5— stage &M MM IZAY EngineCore #7FE., orchestrator &1 i84E

stage 4P — StagePool , T13Ri% replica,

MIESE R 2B

TBKAY KV cache, fVBINRFEARSHESE —IRB D ECEIRIAET replica £, /54E/9 update [ abort /| T—
> chunk AFLEIE— replica, BUKSRARNAMUXMER, FIEREFER replica Z[8 round-

robin,

kT EX abort
@ partial = processor.collect_partial(rid) # Ri¥f: 2IEERNTONE, BFRE—FHHE
@ for pool: await pool.abort([rid]) # %I%WEE{EJJ:' KWEid, THEN @
@ processor.commit_abort(rid) # 1B3%%: EF detokenizer K&

return OrchOutput(rid, partial, finished=True, error:"abort")

MR @ %F @: 3|2 abort LAY, processor BRX & M™EXK, 5|ZH07E ?'7] BT token, XLt
M THIL. B, BE—" replica J:E’]%’I\iﬁjig‘“#ﬁﬁ— abort i§F (—xIPC),

HERE
A replica #F2EER (reader HSZ?IJ EngineDead) : EEARICAT, RILAEEE LERIFEKUEIRSE
WR; HAh replica LROERBERTT; ZEHFNERTBDLE., A replica#BET, pick

NoLiveReplica ,

N{4%: mine/p04_stage_pool_abort.py BRUX: pytest tests/test_p@4_stage_pool_abort.py IB:: A-
12 Jig: B-12 SEME: C-12

EOB%E
"""pe4 - StagePool (sticky replica binding) + two-phase abort + dead-replica isolation.

StagePool

- pick(rid): sticky —— a request keeps its replica; new requests round-robin over LIVE
replicas; raise NoLiveReplica if none.

- evict(replica): mark dead, drop and return the request ids bound to it.

- abort(ids): ONE abort call per replica with the ids bound to it; ids without a binding
are ignored; bindings are released only after that replica's abort succeeded
(if it raises, propagate and keep the bindings so the abort can be retried).

abort_request(pools, processor, rid) -- two phase
1. partial = processor.collect_partial(rid) (read only)
2. await pool.abort([rid]) for every pool (any failure propagates; no commit)

3. processor.commit_abort(rid)
return OrchOutput(rid, partial, finished=True, error="abort")

handle_dead_replica(pool, replica) —> one terminal error OrchOutput per affected request;
requests bound to other replicas are untouched.

from dataclasses import dataclass

from typing import Any, Protocol
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#

class NoLiveReplica(Exception):
pass

class ReplicaClient(Protocol):
async def abort(self, request_ids:

class PartialProcessor(Protocol):
def collect_partial(self, request_id:
def commit_abort(self, request_id:

given types

list[str]) —> None:

str) -> Any:
str) —> None:

@dataclass
class OrchOutput:
request_id: str
data: Any
finished: bool
error: str | None = None
#
class StagePool:
def __init__(self, stage_id: int, replicas:
self.stage_id = stage_id
self.replicas = replicas

raise NotImplementedError
def live_replicas(self) —> list[int]:
raise NotImplementedError
def pick(self, request_id: str) —> int:
raise NotImplementedError
def bound(self, request_id:
raise NotImplementedError
def

release(self, request_id: str) —> None:

raise NotImplementedError

def evict(self, replica_id:

raise NotImplementedError

async def abort(self, request_ids:
raise NotImplementedError

async def abort_request(pools:
raise NotImplementedError

def handle_dead_replica(pool: StagePool,
raise NotImplementedError

RKER (WLSHEE)

v round-robin + ¥4

PAE’

v evict IR[EIZ 1

list[StagePool], processor:

replica_id:

implement below

list[ReplicaClient]) -> None:

str) —> int | None:

int) —> list[str]:

list[str]) —> None:

PartialProcessor,

int) —> list[OrchOutputl:

MEsK, ZEABDERIZE repllca, Fe1EERTH NoLiveReplica

v abort #% replica 940, 81 replica RiFHA—
v T ERIE: collect » & stage abort - commit

v abort KIKETAR commit, {REE
v %t replica RIESEEE L ERIEKREN
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[ENER=SEL

e abort #1 ADD 7£ EngineCore RELFESXZEt4? (= P10)
e % final stage B, abort ASHBEMNIZRIELR. &T1R?

BER5XEL

EEE - TEFEFES (HEHE)

XEUE 3TEFFES (replica) . MRE—XK, THEARRIMFEMRDEIEMES (round-robin), fREIFT
Z (KVcache) MEFEEBMES. ZEMREF. KB, KR, AALER—MEE—7INESIRIZEIRN
IR,

RNRETRROE; EMESXITT (evict), MREFENESZER. EEXIIN, FEINENITE
1387 ERAER)LIFIRARIRE (handle_dead_replica), FIREICA EX/THE—EBUTXREA
ZEIEEIEEKR, ReaRI—BEXEN].

ELE - BUE—KELFGEIF/LR I BIiTE (M ER abort)

EPRITEEIRAT =K (thinker / talker / code2wav B4 replica) &—E89, MEZFPEEVE:

@ B (collect_partial, Rif): FIEELMITFHIFEMABHATR, REERAEF;

@ BHMBRII EI (await pool.abort([rid]) ): FTEIERIGEFTAE (IPC KW —ITRERET, 3
K

® M ( commit_abort , APE): FAALII #HIMELT, FEXKITREMMKA _EMFE;
REAEFA—K'CECE BN, M E¥MmEBA: OrchOutput(rid, partial, finished=True,
error="abort") ,

MRFTHIKEITRIE, MBIERITE: T BEHREM, MIFntiEk, KA FAExLLE (M)LHEE);
RI8E, BAMKAERT,

IEZEMA: T - SBWC - LIFE
®rE P04 BE4LE

T Topology ERHFE orchestrator fYE—1 asyncio EHEIFE, replica 25IA0HTE, B#
ReplicaClient.abort GRTH await 9IEO, &ELRE, NEEH.

s State #&MNt: alive (FFETEAR). bindings: dictlrid - replical . round-robin it%ig3.
orchestrator fll: PartialProcessor B MERNEHER, REE: MRESHBEAREWRN,

B Blocking W—#itt a2 await replica.abort(ids) . pick/bound /release [ evict B3ZEHHE, ®
RS,

w Workers AERET worker: BFEAE P02 B4 request_handler (48 abort S88) 1 dispatcher (K
replica ZE15) .

c Channels add # abort ER—KIZHIBATI, FRAXE—IEXK"SE add 5 abort"MIREARREL: SR replica HAE—

% IPC, 1% replica &7,

L Lifecycle —PMIEN—4%: pick g2 > EE4LSR release /abort INERK/ evict BIRIER, =HREKL
FEE, &N bindings RIBARE.

1 Interface abort_request BAIRMERIF—KAKES error="abort" , E4tSEEHRIER;
handle_dead_replica 8 MNSEMBERGIF—FEIRES.

F Flow + Invariants O HPEFE & B replica £ (AJgE) EEXMERAVIRS; @ Ra#EH) commit sKITHEEFTA Al RESL K
# abort Z/F; ® pick KARMEE replica.
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E Edges + Errors THER id (MFKIRREIZ stage | BRI/ B evict) - 2B 2845 replica M > EMINEIER.
KIMASIREE; Fi7 replica #3%E > NoLiveReplica ; await HABI4SERTEEEWBILMIER > BRHAT

BERBBEREERT,

RZEE: nano-vllm-omni-drills/hints/p@4_overview.html

SFERSRES engine/stage_pool.py:1279-1339 engine/stage_pool.py:333 engine/orchestrator.py:1464-1515

engine/orchestrator.py:645-731

Zit [ HERBIM:
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#13 - Po5 RpcRouter: #Zj@EE LAY RPC XBX @40 min D5ERL BEA_

sleep [ wake_up / collective_rpc MR MEMITHE B ER—KEEI L, SNMERERNESSENG
.

ERRFNME

BIIHAY collective_rpc . abort . sleep Z[EH APl: FARALIZIEERBOH request AT, AEHEZS
ZER, FRBEREME—D rpc_output_queue [EI3E, HH— router ZLF23I% key D RAZHFE,

=18

1. ZREGEEM: SRFIEEEMAIMET > HERRAR"EE > FAEBKTSE. DIGERER

2. BREAFEH BEINERZEH—TIKAZBPAI; B—1 key BXERNZIXEIBER. LIE
finally X1, BRIFHBECH waiter (A is LEE).

3. A EIRINR AT & orchestrator &2 T, FAIBFFEHBEIUANKEIHEIR, MAEEEFIEN;
ZEHFTER B IIEIRM (8ifF) .

#0

register / unregister / deliver / fail_all / call(key, send, timeout) , FRE5EESAIBEIRAE
LIEFHRAA., 81 waiter 2 queue.Queue(maxsize=1) ,

MX{4§: mine/p05_rpc_router.py I&UY: pytest tests/test_p@5_rpc_router.py i@mR: A-13 ik: B-
13 SEfE: C-13

BEOBR
""'"'P@5 - RpcRouter: correlate results arriving on one shared channel with blocked callers.

- register(key) -> waiter (a queue.Queue(maxsize=1)); duplicate live key —> ValueError.

- deliver(key, result) —> True if a waiter got it, else False and self.late_results += 1.

- call(key, send, timeout): register FIRST, then send(), then wait; always unregister in
finally; raise TimeoutError on timeout; if the result is an exception, raise it.

- fail_all(err): wake every current waiter with err and latch it: later register()/call()
raise err immediately.

All methods are called from arbitrary threads.

import queue

from collections.abc import Callable, Hashable

from typing import Any

class RpcRouter:
def __init__(self) -> None:
self.late_results = 0@
raise NotImplementedError

def register(self, key: Hashable) —> queue.Queue:
raise NotImplementedError

def unregister(self, key: Hashable, waiter: queue.Queue) -> None:
raise NotImplementedError

def deliver(self, key: Hashable, result: Any) —> bool:
raise NotImplementedError

def fail_all(self, error: BaseException) —> None:
raise NotImplementedError
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def call(self, key: Hashable, send: Callable[[], None], timeout: float) —> Any:
raise NotImplementedError

RKER (MASNE)

v 50 MEREHAER. ERILFLEE, EEBEFBECSH

v send() AEHZEENERFE (GBEMEERE)

v #8RY - TimeoutError; REIGEREEFRHITEL key AIERA
v BE key IR

v fail_all I ZIMEEEFA F15E HBIFEIR

[ENER=SEL

* Aft4 orchestrator ABXHIT RPC RFEZEFLIFRKEN? EBAKN?

HRS5%EE

EKEE - IREAIENE R

REBNERGLIR—TIES ( register(key) IREIA Queue(maxsize=1) ), FREZIERFIBHERE
(send() ). EEHBIFHMAFAIFIUEDS ( deliver(key, result) ), HEIMFMRLIMFLX, — T EE
22RE—# (maxsize=1),

O AT ABLETIERE TR? BEEFIR, BFRBHEREMT T —XRF ERSENER, ERRT
EXMREI"TAING" (late_results += 1), {REESHITEH.

@ MMEARET (BR), —EELWMEREERZE (finally: unregister ), ZEHIFHIEBMHRBERH"TAIA
@ FEVE M, RPN IRFELI— (unregister(key, waiter) A is LEE), MAR"IE 17 S{EE"
—17 SHHEBERRET T—UEA.

%L - BEE& X (fail_all)

FEEEXT: ERAZBIISMEAZBEINMWM, MR B FENERER, BEF" (IBERAS
MEENGEM), HEENOEL"EEEW " MNMF (BifF latch) : ZERNEANERETAT, #HIIMES
0 ( register / call MBEMMHXPMEEIR, send IRAETEHWIEA) .

HEZE{NAA: T - SBWC - LIFE
H®E PO5 EAE

T Topology TR N NMARALRE + 1 MERBELRE (EXRRER router BSFIPERE) + B/RIBA fail_all
HI4TE, SRESEMER, FMESFEIERE threading.Lock # queue.Queue ,

s State waiters: dict[key - Queue(1)] . #itzg fatal . late_results . =ZEWS &2
EHE > BE—ESURIF; "1 fatal + A waiter" AFER—RINBIE,

B Blocking AAAEEE waiter.get(timeout) —BTEERFHI; deliver / fail_all £ waiter B put tBRTES!
S (BE1. R put =R, FRMEE),

w Workers WAR: Bio. &%, 55, THECKH: SRAE: RN key B waiter XXM, FTELERAS;
fail_all: BEHIIE.

c Channels H: send() (EXHRFERE request_queue); B —FHZLEREE; 8MEIRA—THEN
Queue(maxsize=1) &%,

L Lifecycle — waiter B9—4: register 8i# > # deliver BUE [ # fail_all JBZ [ #% finally 2 unregister M,
=£BREBRE—KEFEEMRERSE, router 9—4: ¥ - fail_all ZEXKX"85E",
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| Interface call REMMLER: REIZER [raise ERENSE /| TimeoutError /raise $i1FMHSHIR; T
R, IRENFRBEHACBEEN waiter,

F Flow + Invariants @ E— key 2Z2—EEH waiter; @ 8 waiter RZIKEI—NER (deliver A pop, BS fail_all B
F); © fatal —Big8, REFRBFHIMEFN waiter; @ BiE—EXTLRIE.

E Edges + Errors JREN | RED key BOLER > HTEESR; EFE key - ValueError; send() B - finally BT
ZRE"E pop. HAARIIFBR"FEERINA - B ANENEREEEER (AAMNES, BFE late),

REE: nano-vllm-omni-drills/hints/p@5_overview.html
SFERRES engine/rpc_result_router.py:32-150 engine/messages.py:125-148

Z10 | HERFIMT:
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Track B - Stage #i25iAE

EngineCore busy loop. {2§/J3iF. continuous batching. paged KV, XE#. attention,
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#14 - P10 EngineCore busy loop  © 45 min OSeR BEA_

£ stage HIZE, 10 ZiFIE ZMQ EHEEH input_queue, FZLFEH schedule>execute>update, E3K:
ZRITE CPU, ADD/ABORT /=48 FIFO, {§S8ENUEZFHZERY loop. step RREEEM,

ERFFNME

stage Fi#%2 = Eiff vVLLM BY EngineCoreProc : A 10 42 (ZMQ - input_queue ). & busy loop. #j
10 4%%2 ( output_queue > ZMQ), viim-omni&HLK busy loop &, {EERRZIEMIEAE busy
loop HIIEN .

while not shutdown:
if not engine.has_work(): msg = input_queue.get() # [HZE: ZHIFE CPU
#F input_queue (FIFO): ADD / ABORT / UTILITY / WAKEUP
if shutdown: break
if engine.has_work(): for out in engine.step(): emit(("output", out))

* FIFO: ADD r1-> ABORT r1-> ADD r2 AR IEIRFIERT5IZ; # abort BiERK— T HIL A ~EER.

o TJMAEEAYSRIS: signal handler SEEMAFEEAR request_shutdown() : I&REFREFERATIRL
WAKEUP, BEZE7E get() fY loop IZENEERIRHY, AW ("shutdown",) .

e UTILITY (sleep/wake_up/collective_rpc ) : &R call_id 1R[E]; utility FE R RiEA, 5l
ZREIBIT,

o W@EHIR: step() MFEFE (fIU1 CUDA FEETATR) - KiE (“"fatal”, repr(e)) FEW, HINZAVH
RERIEERERN stage LT (P0O4).,

X{: mine/pl0@_engine_core_loop.py 3&UL: pytest tests/test_pl@_engine_core_loop.py IEiR: A-
14 hk: B-14 SEfR: C-14

BOB%
"""pP1@ - The EngineCore busy loop (what runs inside every stage process).

I0 threads (not part of this drill) push Msg objects into self.input_queue and ship
whatever you pass to emit(). Implement run_busy_loop() (it runs on its own thread):
- While the engine has no work, BLOCK on input_queue (no polling / spinning).
— Before every step, drain all queued messages in FIFO order:
ADD payload (req_id, data) —> engine.add
ABORT  payload [req_ids] -> engine.abort
UTILITY payload (call_id, name, args) -> emit(("utility", call_id, result, None)),
or emit(("utility", call_id, None, repr(exc))) if it raised (engine keeps running)
WAKEUP no-op (only unblocks the queue)
- If the engine has work: for out in engine.step(): emit(("output", out)).
- request_shutdown() may be called from any thread / a signal handler: the loop must exit
promptly even when blocked, then emit(("shutdown",)).
- An exception from engine.step() is fatal: emit(("fatal", repr(exc))) and return.
import queue
from collections.abc import Callable
from dataclasses import dataclass
from typing import Any, Literal, Protocol

# given types
@dataclass
class Msg:

kind: Literal["ADD", "ABORT", "UTILITY", "WAKEUP"]

payload: Any = None
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class Engine(Protocol):
def add(self, req_id: str, data: Any) —> None: ...
def abort(self, req_ids: list[str]) —> None: ...
def has_work(self) -> bool: ...
def step(self) —> list[Any]: ...
def utility(self, name: str, args: tuple) —> Any: ...

# implement below
class EngineCoreloop:
def __init__(self, engine: Engine, emit: Callable[[tuple]l, Nonel) -> None:
self.engine = engine
self.emit = emit
self.input_queue: queue.Queue[Msg]l = queue.Queue()

def request_shutdown(self) —> None:
raise NotImplementedError

def run_busy_loop(self) —> None:
raise NotImplementedError

RKER (MASEE)

v Z2[H 0.3s: step 0 /%, has_work i#F <10 X (CZEBIE)

v ADD GHZIZER

v ADD->ABORT->ADD Fi5cHEBA: SIZIFAIRRE & FIFO, #& abort AiERTHL
v B—472 request_shutdown: 0.5s AiBHH R &Y (‘'shutdown')

v step fIEE - (‘fatal’, ...) FIEH

v utility ER/S 5% call_id iIRE| BT FR5|E

EIXEIE[E

o vllm-omni I+ AEE ABORT £ FIFO Z G/ overflowed i&3K?
* max_concurrent_batches>1 B step_with_batch_queue 7E{#i{+4?

HRS5%EE

b - EEMITRR

FE (busy loop) BM—"#"3% (step() ), MARMBMATMNESHHE—F., RSHE (A 10 £7i2) 1E
BIRINFEEITEFEE ( input_queue ),

O BRAKZAE, TEETER IEFNETFEERINFLEE: 5. B, MEMEA (ADD / ABORT /
UTILITY) AE—HRE—K.

@ WREBREN, TEMAEITENZDITH FAE get() ): TREEMNEE (FRIE), FTREN—IOMEE.
@ 1T FEBEE FHTHEREF (IRE shutdown 17E), BEIT—KEHE (WAKEUP), BNITHEREE
KIBBEAEIEF .

@ MER"'EEZVEF"MEFRERLE (utility iFE) —SFXUME"EARZEF, BERE; Hes5
X (step() MFE) —HIWER ( (“fatal", ...) ) REHE, ~HEZE,

KLE - BRPOHTHAE T —RFKZHE

ITEREHORZ: "II—HEMRET (ADD q2)""BEZRBT (ABORT q2)", MREF—HIAEIKEF,
2L TRY—ERET, T—RTEIRE—ZX—RPUHRNER (— ML) ERQIREET. T
TER, BAK, HEIENERM—OHBAZHRA,
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IEZEMMA: T - SBWC - LIFE

H®E P10 BAZ
T Topology — stage HFZE: AN 10 &T2. busy loop &F2. i 10 &72, IMNES | FELRAEA

request_shutdown ., J&REEM4EF: 422 ERA queue.Queue
threading.Event .

S State 5|% (scheduler + KV + f&#)) R busy loop — 1 4iefl: 25X, THAB., BEAREAZNRE
input_queue (B%%i) # shutdown 55 ( threading.Event ),

B Blocking W— R UFREZERIM S . 3RIERTAY input_queue.get() (F# timeout), AENRA
get_nowait() T, HBREE,

w Workers busy loop: BUHE. ZIRFERTSIZ., step. emit, 10 ZFZ2RMz, Fhl512.,
request_shutdown RiZ#FiE + B WAKEUP, R emit, 7 join,

c Channels AN: —% FIFO input_queue (ADD /ABORT /UTILITY / WAKEUP £/, FrlAIRERARES); H:
emit (BEXRLKER output_queue > Hi 10 £458), UTILITY MNERE call_id itximxEt (-
P05 HBER) .

L Lifecycle Bh > BT (FAZE [ #1TF / step /EIF) > FFMLRE: WKE shutdown > ('"'shutdown",) ; step 1%
g-> ("fatal", ...) BERE. Z&ERF, SXETHRE—.

| Interface emit UTTARREMIN, 886 ( ("shutdown",) =R®BTETA).
F Flow + Invariants @ BR step ZHl, step FFARENESEE2EAES; @ HERNNRFERTSIE; @ 5|2FE

TPEE, 3|TEE = ABIE; @ shutdown iTE—BRES, #AH step,
E Edges + Errors utility B8 > RENX—RIFBNEIR; step/add & - B AEBETEEESIZEMZE (RRT
WAKEUP / UTILITY / ABORT) - F step; FHZE get ZEINPBREBEREHER, HIAE,
RZEE: nano-vllm-omni-drills/hints/pl0@_overview.html

RS : engine/stage_engine_core_proc.py:133-177 engine/stage_engine_core_proc.py:147-154

engine/stage_engine_core_proc.py:311-345 vllm/vl/engine/core.py

£iC | HREIMI:
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#15 - P11 WAITING_FOR_CHUNK: BE5IIFE © 45min oFRM OBMI__

Lil% scheduler MAIR"SE chunk" MRS, MEAEINEE—E: REENEREERELTFEFE.

ERRFNME

async_chunk T, talker BiERIEFIGFFHNT scheduler, {BEERMAE thinker —IR—IRE A, 7T
—HREPEZ A, X MERTEEWRIAE: HAEES S token budget 1 KV, i forward Hﬁ*ﬁﬂ:iﬁﬁ&ﬁﬁ)\o viim-
omni BIMUERLR RequestStatus HI— D HEIRZ WAITING_FOR_CHUNK , H7ESR schedule() BIfEHN%
?0

schedule():
@ EEMENEFEIERLERAZ
® 1B needs_chunk BR#ZEHIIERM waiting/running HigH, JRZi&% WAITING_FOR_CHUNK,
IERICEATIFRIRTS, $F—IREEMEA source. load_async(id)
try: @ base.schedule() # EBREREERIENIEKR
finally: @ BAR—REMEN # BME bR 2 thETE

Bt L B TR R B

i scheduler BICREEATAAEZL (viim-omni BIARZ&E AR-INV-001: vLLM HEEMIAEIEY)., BEHEHN
BaseScheduler EZ&Z WAITING_FOR_CHUNK = ABORTED JASHIE RS EHIEZMTS LM, il Xk
FURZSHOIEATD,

HAhER

o PEZIRFENTIHMEFIRTS; BRIENZ MERIZEAIRFHZ
* abort(id) HARMREHLAER: NEREFETERENIE, ZEHAEFHIAERITE

N{4§: mine/pl11_chunk_aware_scheduler.py I&UX: pytest tests/test_pll_chunk_aware_scheduler.py
iR A-15 ik B-15 SERE: C-15

EOB%R
"""p11 - Park / restore around an upstream scheduler that knows nothing about chunks.

A request with needs_chunk=True receives its input from an upstream stage. Whenever its
next chunk is not ready (source.is_ready(id) is False) it must be invisible to
BaseScheduler.schedule():

- schedule(): (a) restore parked requests that became ready, (b) park every not-ready
needs_chunk request from base.waiting / base.running (status "WAITING_FOR_CHUNK",
remember origin queue and previous status, call source.load_async(id) once per parking),
(c) call base.schedule() and (d) in a “finally', restore any parked request that is ready
—— this must also happen when base.schedule() raises.

- Restoring puts a request back into its ORIGIN queue with its previous status, in
arrival order among the requests restored together.

- abort(id) works at any time: parked or queued, the request disappears and is never
scheduled or restored again.

from collections import deque

from dataclasses import dataclass

from typing import Protocol

# given types
@dataclass
class Req:

req_id: str

arrival: int

needs_chunk: bool = False

status: str = "WAITING"
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class BaseScheduler:
"""Stand-in for the upstream vLLM scheduler: knows nothing about chunks."""

def __init_ (self) -> None:
self.waiting: dequel[Req] = deque()
self.running: list[Req] = []

def schedule(self) —> list[str]:
for r in self.running + list(self.waiting):
if r.status in ("WAITING_FOR_CHUNK", 'ABORTED"):
raise AssertionError(f"upstream saw {r.req_id} in state {r.status}")

out = [r.req_id for r in self.running] + [r.req_id for r in self.waiting]
for r in self.waiting:
r.status = "RUNNING"

self.running += list(self.waiting)
self.waiting.clear()
return out

class ChunkSource(Protocol):
def load_async(self, req_id: str) —> None:
def is_ready(self, req_id: str) —> bool:

# implement below
class ChunkAwareScheduler:
def __init__ (self, base: BaseScheduler, source: ChunkSource) —> None:
self.base = base
self.source = source
self.parked: dict[str, tuplelReq, str, strl] = {} # id -> (req, origin, previous status)

def add(self, req: Req) —> None:
self.base.waiting.append(req)

def abort(self, req_id: str) —-> None:
raise NotImplementedError

def schedule(self) —> list[str]
raise NotImplementedError

BKER (MASEE)

vV REFERKRMAHWIEE, load_async RIFA—R
v #%RETF—X schedule —E#KEE

v running FASIERE T — chunk REI##ESE
v L5 schedule iz ®E /T finally 3#RY318

v {E5HAE] abort: AEBHRKIEE/IE

v BERYIEZ MERHMRIFEAIRE

EHiXEIEIR

o A1t vlim-omni & step Fi&iIEA waiting_queue.prepend_requests?
o recv ZIEZREEEEEEIEIX request.prompt_token_ids 137?
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HRS5%EE

£t - BENITRIRAF e

F& (ki scheduler) RIAME EAITER: “SM"—42 (waiting) . “FEM"—42 (running) . R AR F1ib
BIRBEM, B KEEF"FH'NBEFSEEARAX (AssertionError) ,

BLEXEEZRERFRE (thinker) ERMFm. REWIE (ChunkAwareScheduler) : B3 TaI, 18"
WRE"HNRFMIR TR, RHZDFRK (parked ), HERFEEEMTF: FRREEHR—1=
(origin) . RFRZBMHAIRZE (previous status) ; EIRTAFREEITNEIE X ERHEIZR" ( load_async , T
—RIT—R) .

BET, MIERFERRERB—Z. MERRS., F/LEREFAONENEIN, REATENER
(Req.arrival ) EEZE, MABRENEIHETFHINF .

Kb - TEER. EAERR

FEHE#R (base.schedule() HWRE): FESRKX—RLTHLE, U THNHEECEIHEEHNELE
T'RRFEONRE (finally ), RAEHIECESREBI LR (RERSEE LN, TEEE).

BEANBE (abort(id) ): XKBFULZIFTREE= A —AGMI=. EHI=. FRR, M. HEH
2, REEHREN, REIGKEFRE: RERFLE'ER"AFEIR, EEEIINBLRX, HiEZ/E,
[REEREMELERIERT, hRESEFINUERZE,

1EZ2fME - A T- SBWC - LIFE & P11

P11 EP1N-PI13 = EREH—RLHEZIEN—E: add / abort / schedule #F7E stage HIZHE—MAELEER
BE. EN'HE"REE—MHE— is_ready() HWEXRHBIAETE (P13 8 recv &12) i, RBXOEAIESR

TRNER,
[B)RE P11

T HITEMPLE AR | BAZER? HFREM? Tifs stage HIZEBEAIEE LR (EngineCore busy loop, T P10), #EHBIAIMHTE
(thinker) £ P12 HEZRNTFXR., AARHIERN P13 recv ZRZWT; P11 REAEL
72 © ChunkSource" X—%&in 5, MARAMMIEEERRA.

] HERE? #EB? parked . base.waiting / base.running . req.status : %32
HIAELIES (5%, AP . L scheduler tbREBATI, BERTE (c) B. R
BITHIT.

B MEXFE? MEHAFE, schedule() HEFREEEES chunk (BBRILEK GPU =,
[& batch (IEFHIER) —FILAR"E5E + T—REBN)", mA2"FHEX",

w W22 RBECHGE worker, SHE (fR) RASHER. HE; ERNWMEI 2 P13 WM
recv %4z,

c BiE? ChunkSource #&®&: load_async(id) 2i5%k, is_ready(id) 2
E%,

L L EHR? — needs_chunk iER&7E WAITING/RUNNING =2 WAITING_FOR_CHUNK
ZEREIRZR: §EE—R, MaEEEE R, LxE5HKE ABORTED .

I sFoMEO? add / abort / schedule ; abort EENZIAEA.

F TEZE? @ g (c) $iTHAE], RAFIERHE WAITING_FOR_CHUNK / ABORTED #9iEX;
@ BMERE—NZRSE—L: waiting, running. parked Z2—; @ EREERLF
—& load_async ; @ V3iF = [RIAZI + RIRTS, E—HtiR arrival HiF.

E WREHE? L (finally HYFR. FEEBM); chunk 185F7E (c) BIBIELA; R—MEKRTEM

waiting. fSM running {5; abort /5 is_ready {3iR[E True,

REE: nano-vllm-omni-drills/hints/pll_overview.html
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IFBRIERS:  core/sched/omni_ar_scheduler.py:408-451
distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:1120-1186

distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:1488-1532 patch.py:364-372

Z10 [ HERFIMT:
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#16 - po7 Scheduler: continuous batching + chunked prefill + #£&5  © 75 min

o5 HEA_
nano-vlim B94%iy, token budget. & EFR. KV block FIR=EART, SHREMME. H/11 token,

ERZRHINE
S LLM stage #7269 busy loop BHiEA—/X schedule() , WME"XNEENEFTIEL token”, REA
model runner; runner E52fG update() ERHFELERE[E,

=BYR

e max_num_batched_tokens : AFLFIEFIIRY token BE LR (REFEEEFENHEISIER) ;

* max_num_seqs : [EIAY running RIEFIEL_LEFR;

e KV block: 8 n "~ token (BEE + xS EH) MEIIFEE ceil(n / block_size) 1" block, 2
A#BiE num_blocks .

TR

budget = max_num_batched_tokens
1) running (RIAF): n = min(EIRKE token, budget) # decode B 1; chunked prefill KEEZ
block A% - 4 running FRRE—T (REEMA): B block. num_computed=0. [El waiting PAE
- Bl MRBEESHMEERS, WHIE
2) waiting (™#& FCFS): len(running) < max_num_seqs H budget > @ B, n = min(3&I5, budget)
%E—" block MATHIERMEL (FEARIFIER)

update

SEMMIBAERNRES], num_computed += n ; REHEES T EE0 token (prefill &RE—3REY decode) K7
VA sample_fn IBAI— token; 8% eos AR max_tokens FEERATEM block, #HIEHHFSITRE
¥1TE prompt + B4R token (recompute), BEAERMEREBALE,

1% (budget=16, =4 prompt 1 10 BF51)

stepl: s0:10 s1:6 # s1 RT—EH prefill
step2: s@:1 sl:4 s2:10 # s0@ decode; sl prefill & 4; s2 EE;
step3: s0:1 sl:1 s2:1

YX{%: mine/p0@7_scheduler.py B&UX: pytest tests/test_p07_scheduler.py IRiR: A-16 llid: B-16
SEfE: C-16

BOB%
"""pe7 - Scheduler: continuous batching + chunked prefill + recompute preemption.

KV accounting is in blocks: a sequence holding n computed+scheduled tokens needs
ceil(n / block_size) blocks; self.blocks_used must never exceed num_blocks.

schedule() —> {seq_id: num_tokens_this_step}, total <= max_num_batched_tokens:
1. RUNNING sequences first, in order: n = min(remaining tokens, budget)
(1 for decode, more while a chunked prefill is still in progress). If the blocks do
not fit, preempt the LAST running sequence (free its blocks, num_computed = @, put it
at the FRONT of waiting, num_preemptions += 1) and retry; if the victim is the
sequence itself, skip it.
2. WAITING sequences strictly FCFS while len(running) < max_num_seqs and budget > 0:
n = min(remaining, budget); stop at the first one whose blocks do not fit.
update(sample_fn, eos): for each scheduled seq add n to num_computed; if it now covers all
tokens, append sample_fn(seq_id) to output; finish on eos or max_tokens (free blocks).
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A preempted sequence recomputes prompt + already generated tokens; outputs are kept.
from collections import deque

from collections.abc import Callable

from dataclasses import dataclass, field

@dataclass
class Seq:
seq_id: str
prompt_len: int
max_tokens: int
output: list[int] = field(default_factory=list)
num_computed: int = @
num_blocks: int = @
status: str = "WAITING" +# WAITING | RUNNING | FINISHED

@property
def num_tokens(self) —> int:
return self.prompt_len + len(self.output)

class Scheduler:
def __init_ (self, num_blocks: int, block_size: int, max_num_seqs: int, max_num_batched_tokens: int) —> None:

self.num_blocks = num_blocks
self.block_size = block_size
self.max_num_seqs = max_num_seqs
self.max_num_batched_tokens = max_num_batched_tokens
self.waiting: deque([Seq] = deque()
self.running: list[Seq] = []
self.finished: list[Seq] = []
self.blocks_used = 0
self.num_preemptions = @

def add(self, seq: Seq) —> None:
self.waiting.append(seq)

def has_work(self) —> bool:
return bool(self.waiting or self.running)

def schedule(self) -> dict[str, int]:
raise NotImplementedError

def update(self, sample_fn: Callable[[str], int], eos_token: int) —-> list[Seql:
raise NotImplementedError

BKER (Wd2EE)

v token budget 5 chunked prefill FfgfRIRAE SR

v max_num_seqs PR

v FCFS: PAERA TR EEAN/INER A BERERA

v KV /NP RER S, FIEERKRERERTREREARE
v EOS ZRIZERFH T block

EIXEIElR

e recompute 845 vs swap ¥ HRIENE?
o ZIEEIERAY encoder iHEINMEIIT A budget?
e async scheduling T num_computed 2&Z& 7T placeholder token, update BEAX?
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HR5%EE

xHE - BT8R X" AE

waiting PAZl = [TOHEBARIE A (FA8IREIEIRE, AFHERA) 5 running = ERL TR T
max_num_seqs = — /1 3KEF;

KV block = SEHEMR: EAMIZHEA (£HHEZ token), BEREMESHSZ, MIRRERNE, BHEME;

token budget ( max_num_batched_tokens ) = BERE8—ELEZ /I HE, —= 10 ABIKE (& prompt)
MR—EHEARTE, AL —82—X#Z chunked prefill;

B = REIEAEN, ERELTHWIIRELZINARAES; MIIS&E1z2E0 (B4 token) AN
HR, ERENEERKKET (KV #EKR), ERNGERIE—E (recompute),

EZRMA: BIMER - =48 - AZFTEE

PO7 RBLRIMIRTSH (RBHAK, T-SBWC-LIFE AAL), #LZMEICIKFRATIRE M= EH.,

T

EEt - 8h = BREAIFNABERE, MAZHBRER
WETREUHIBEKR: EERENRZREREF (KV),
MEELREREWBLEENLZN: (REINEIEEICHE (output {RE),
ERIEMNEIBRH#HEBR—E (recompute prompt + B4 KIEEL token),
FIMAFPREETHAETIE S KRAHES MFILEEE token 18E, RZIET
5. thRESESHIENMERA,

#HE (SHERRY token),

—EWMEAEMEN. H2RMRR"EMER, BAIPRNDZMAZEL:

e

token budget

running &{i

WiEHE | BAtE

BEpzeE, 8% schedule()
BER
max_num_batched_tokens

len(self.running) , LR
max_num_seqs

1 (- ARHER)

BRINAE—TFS:
-=n, Hf n =
min(num_tokens -

num_computed, budget)

budget

MER 2 $#49— 17 append ZI
running K2 (RE = RIEMER
= Cl=]1=}"7)

BEADRT, ERSGEMLME.

—R. XREEREERE S

e"E

B (frarH&me)

REFR (BIEAERSHEH) .
TS &R

458 running.remove ; £
®AE running.remove , W&
HILRER 2 Z— R

KV block blocks_used 581 _try_grow(seq, #£&: blocks_used —=
seq.num_blocks ®4tEEHZ  num_computed + n) : EH seq.num_blocks;
B2 need , BT ERNKHA seq.num_blocks = 0 ; &
&, [N—RAHHIRE False R EEER
AT ERRBRRE
B ER BEHA BTFIIE n BATEALD BIFEH
BRER 1 self.running , #&TF#5 min(num_tokens - #4 running[-1] THIAKE,
running while (FEEA for: 5 num_computed, REEREA—FI; Z budget ==
KRBEXMIIR) budget) : decode 21, EESAC > P, T
chunked prefil JZHEMERT  FRAEHE
RIAR—ER
FER 2 self.waiting[0] (R RALEARX (BELSINFIIXE break, FFHEEZER waiting =
waiting &BAE, FCFS) 284 prompt + BERK) EREN budget == 0 /
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FER (AIAEIEEH assert, S5H—iE)

e 7 R I RIREIR

1 blocks_used == sum(s.num_blocks for s in running) B <= block ittiF: HEIEEIEIHBEEREN, o
num_blocks ; FiEF5I%%E blocks_used == HEBRASHEIRS OOM

12 sum(schedule().values()) <= max_num_batched_tokens , E&E1 ®iM batch BIE > HERF/8E;
n>=1 n == 0 MEIBS—IT

13 SHEEFF: 0 <= num_computed <= num_tokens ; RE chunked prefill FIEFHEHE > ZH
num_computed == num_tokens B RiFFREE token. 12BTAZEI max_tokens, #HIoHE

14 HEEREE num_computed . num_blocks . status ; output 7R RAMES TSN ARE (EEEK. FTH

B2 =) —XEBWBMN—% bug

15 WISEEH waiting PAE:; waiting MERALSZSAIRSE WO EROERMIE; EH FBERIFFELE,
TERERIRNE

16 S FIERALEE waiting . running . finished >—g E—MERRBEFR (—RETEE LN

17), IEREMRBE

e F num_tokens HE block: chunked prefill RET —&8%, FHHRE prompt ER > 1BEI4AH. TiBILS.
EMA num_computed + n .

* BAHBTT num_computed = 0 : KV B block e T, ZRIFE 17 token > RELZEIRIZFIAR KV

(MEASRER) .

* X2 continue A THIBAE: E/K FCFS, KiFKKIZMHIE.,

e &[G running A for : G running.pop() SiLERBHLT TESHEZIS KL HRIFES,

e update FEHEARLEETIH: update ZBFSE, HITUE schedule() HIERFHIFHIFER (REH[EA
FRIFEEIA, B LERIACIRAIKAS) o

o ZERAFEINF: FHEFELHA token 5t append # output , BF tok == eos or len(output) >=
max_tokens —eos KA Gt 2iH—ED .

REE: nano-vllm-omni-drills/hints/p@7_overview.html

POLERATE vllm/vl/core/sched/scheduler.py

210 [ HERFIAYIN:
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#17 - po6  BlockManager: paged KV + BIZRE{F  © 75 min DR BE_

PagedAttention WAFERERE: 3IAITH. BHEMACTE. LRU JRZFM, RFoIE.

ERRFNME

KV cache #IRLEEA/NAIYDIE block (5140 16 4 token) , B NZFIE—3kK block table: BigiR i > I8
S, attention kernel F| slot = tablel[pos // bs] * bs + pos % bs F%Z token BY K/V,

BIERER
[E— system prompt, E—KEINZHRXI1E, BIZ KV T248E. #8 block AR FHPERIR: h_i =

hash((h_{i-1}, tuple(block_i £ token))) (BEREHFRIE"BRABTEFNEAR"NRTRRGH), 2
BCBT MK FHIAZRIRILED, SRR ZEYIER BIBIHE +1) .
prompt: [0..9] (bs=4) - # [e0,1,2,3] [4,5,6,7] [8,9,_,_]

BIPCECHRE = (len - 1) // bs = 2 # Z0B 1 1D token BEE (BWEARET— token 9 logits)
num_cached_tokens = #&HRE x bs

BRSEE
 free RPERIRSIA; JATRR: BIEH > #HA LRU AIIRZEM (DR ER); Th%H > B=F
%0
o FEIMRAE: MATHEX, ERIEE LRU &N (BRMFENIRREEIC) . EERBILESRRIHEIK
iZo

e num_free_blocks = ZH + AJIKIX,

[RFH
allocate [ append &[&# block NEELM, DARHMTEMIRS (HRERER) . T2 HAIREBEAR
e A A" A%,

append 1EjF— R
decode iItBRE—TMREHN, WEANETERFHZIC, XEEEBERTUGHERERNAST (S8
&),

X{%: mine/p06_block_manager.py 3&UN: pytest tests/test_p@6_block_manager.py I@ikx: A-17 il
it: B-17 ZS2&ZfR: C-17

EBEOBR
""''"p@6 - BlockManager: paged KV-cache allocator with ref counts and prefix caching.

— Physical blocks @..num_blocks-1 of block_size token slots each.

- allocate(seq, tokens): all-or-nothing (raise OutOfBlocks without changing state).
With prefix caching, FULL blocks are identified by a hash chain
h_i = hash((h_{i-1}, tuple(block_i_tokens))). Reuse matching blocks from the start of the
prompt, but only among the first (len(tokens)-1)//block_size blocks, so at least one
token is always computed. num_cached_tokens(seq) = reused blocks * block_size.

- append_slot(seq, token): returns the slot (blockkblock_size + offset) of the new token;
allocates a block when needed (OutOfBlocks leaves state unchanged); when a block becomes
full it is registered in the prefix cache.

- free(seq): decrement refs (walk the table in reverse). A block whose ref hits @ goes
back to the free list, or —— if it carries a hash —- to an LRU "evictable" pool that
still serves cache hits until it is reused for a new allocation.

— num_free_blocks counts free + evictable blocks.
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class OutOfBlocks(Exception):
pass

class BlockManager:
def __init__ (self, num_blocks: int, block_size: int, enable_prefix_cache: bool = False) -> None:
self.num_blocks = num_blocks
self.block_size = block_size
self.enable_prefix_cache = enable_prefix_cache
raise NotImplementedError

@property
def num_free_blocks(self) —> int:
raise NotImplementedError

def block_table(self, seq_id: str) —> list[int]:
raise NotImplementedError

def num_cached_tokens(self, seq_id: str) —> int:
raise NotImplementedError

def slot(self, seq_id: str, pos: int) —> int:
raise NotImplementedError

def can_allocate(self, num_tokens: int) -> bool:
raise NotImplementedError

def allocate(self, seq_id: str, token_ids: list[int]) —> list[int]:
raise NotImplementedError

def append_slot(self, seq_id: str, token_id: int) —> int:
raise NotImplementedError

def free(self, seq_id: str) —-> None:
raise NotImplementedError

RKER (MASEE)

v slot BRET

v append §% block 85

v OutOfBlocks [RF1% (allocate/append SR EUIAZS)
v free £2FFIIE

v BIRHZE55IAITE

v free BEENAGH; &E— token KA @A

v REEAEw

v append E5##Y block thiFNEF

EIXEIER

o ZIEZ prompt B block hash T EI St 4?
o %/ stage i, B stage A num_blocks EAE?
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S ESue

it - BEEESBERER
32 block = —[BJFYABIERE ( block_size=4 3KFR = 4 > token slot); num_blocks = BE—IL/LERE, FF
WNHMEE T, TEElRIY =,

—MEKR (FF) = —PikiTHl. BIa4LE—K BEFiFR (blocktable): F1MEAE2SHE. H2#MtE7
ShE...BESREFEEES, JXIE paged Y= X N"— P REFIIDIEEREE "TMBERE

%,
slot(seq, pos) Fi="ZE pos SE AREMGKIK": BS x SEKK + KIS ,

KLE - EBEN"EH#EE" (= evictable LRU jth)
RELRE, PRARERBHEFL, TIRW LR, L:

O FRPEEWRIEFBXAS, AIMEEMEFLEEE (= sIREFHTR—1 ref==0 IR, "EF"E);

O HEHRT. EBUEN, EAMRERLEENB—IRZE—F, LENABHRIESEERAINT (= LRU K
&) o

KBTS FRIEABRA—Z, D FTIEERFER (hash - block ) thifite, [N TF—MEERBEREIMI
B, ZINE—FHEY. ATEHENB—IME KV Hil, BELRRE, RSEHERAE.

KLt - IeFHE = REE R LA SRR

WR—TREWFER B "ARKT [7, 8]", BBAMTRIRTEFARNFIIZIRIANERZE, AZ KV BEKRH
MOERXBMNEER ETX, FTREARIL token,

FRLMGEEE R E—REIRE + AIRAMB" (h_i = hash((h_{i-1}, &R token)) ), ZIREEREEREMS
EREEZ. RE' ”,Tﬁui’“%ﬂ—ﬁ"ﬂ’\JF?ﬁlJﬁ%ﬁ&ﬁ—/l\ h_i,

R DRI - —KKA - ORFE

P06 RERATRUEIIRLMA, REHAK (8F T-SBWC-LIFE Ali%) . EN¥RDE"RA—RIKEHE=ZMRIEMNTRRE
BER", ESTRESH" R4 > BEAIRFESHA", bug BRMBTAHET :

BRI iE (RIE, TEEREIER) 5 (IRFRER) ATHE raise HIMIE
allocate O HRNBFER (R% len//bs @ @R ref==0 MEBHAIRZFM > ref+1 RE G (UK © B3
HIRE) ® HRR: BHEHR (ZRME, SNRERIA &) HIERAS 25
@ 7EH] (len—l)//bs RAMLESE  + PIREZIC)
# hash-block , E—& miss & © HREICRAE
@ BE: ﬁ'ﬁgfﬁi;&ﬁ <= @ {R71F table [ tokens [ la755E | ap token %4

num_free_blocks - @A
ref==0 B9

append_slot pos = len(tokens[seql) ; O FEFR (E—S raise ) RE O IFERTS
pos // bs == len(table) 13 ® 7 append token FrzT—N token"E’]HF
(BREFHR) @% (pos+l) % bs == 0 : XRNIH RS

- AREAREE, BRE. A#. &id

free 1ZF589 block table FEiEH: ref-1; J3ZR block_hash FF  F£&raise
T o> HAREM (RF—ik), TN > =R
x; mEfEZFEIINEGITE

L= (ErLAEES assert)
FEE R
1" num_free_blocks == len(ZRZ%) + len(AIEEML) , B=RE B MRESRAHES, ASERES

S5EREHAER, AmEBNREHEE ref == 0

83
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12 b in AJIRZFMt — refl[b] == 0 H block_hash[b] is not MHRES T BHMF > ETERAIRIE = AIRHNR

None et

13 hash_to_block[h] == b = block_hash[b] == (M5 IERERMEE > BRIS e —REREEN
WREKITEE) B

14 ref[b] == &2& b# block table M FiEFESI free =5 block ittiF: #—%= )L OutOfBlocks, BEAF
num_free_blocks == num_blocks

15 num_cached_tokens(seq) % block_size == 0 B < 2R PIEELS A token T forward, EFREIER
len(token_ids) (Z/MEB— token EH) ERIBH logits, RAHT— token

SHERFE

BEFBNRE—RBERE: ZE—NEKM prompt e RE T —H9 token IR, RBEBRAES

7.

o TLELEFRERL len // bs : prompt QIiFE bs BE{E B 2er® A num_cached_tokens ==
len(token_ids) , #F& 15,

o IRFPERST—E: allocate A None & h_{-1} . append_slot FERIMIMEL, T2 decode EiHAIIR

KA allocate i (BEFG"RERE") .,

. EELH'HE,-J:T'-“F del hash_to_block[h] : HE—PIEFHATRELR (REEE) . BEHEONES—T
R, RERANEREREIE, EREIARSHIERES,

* free BIERF: EHR (RAEANRIR) STA" S M\MREHEIEKE, HEESESNERKRMTIE,

TR,
e can_allocate 5 allocate HIHEERN—IX: BIEHE (TEGPH, RET), BEELIHEHR (M LELENE
FIEBERH) .

RZEE: nano-vllm-omni-drills/hints/p@6_overview.html

T ERRES vllm/v1l/core/kv_cache_manager.py vllm/vl/core/block_pool.py

Zi0 [ HERBIM:
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#18 - pog HATHIFRESS (per-request seed) @45 min 0 =R B

talker 2M—F#HLAY stage; vlim-omni 8AEEE seed RIFAEM, BIURE—1 seed HILLRFE batch B3l
AZMt, B seed EBLENX.

ERFFNME

£ LLM stage B model runner f2f—#: logits - token, Qwen3-Omni # deploy E thinker ;2 0
FERREE: A

(greedy), talker temperature 0.9, top_k 50, repetition_penalty 1.05, seed 42
ElE seed R/ DHRIER " RGHERIR", BEGAEEEMW,

LG (STHH3L)

repetition penalty: XFHITHIED token, IE logit FREA p, 2 logit 3EEA p
temperature < 1le-5 - argmax, &R

logits /=T

top_k: RIRBEAHN k D

top_p: BFEHFE, RERITHEXXE top_p Ws/EIZ (B> 1 1)

AiZIERECH torch.Generator #— token

o Ul s WN

HAZEE

WRABEITHEA— generator, 1EX a BIBEHLEEUAT batch BHFEERIEMNELIT—S—F 1 batch A
BEARE, E— seed BRI RENEM. FILNENT seed IIEKIFE B M generator (EX{ERE!
2. I8 step EA. IBKRERES free),

X{%: mine/p08_sampler.py IGUX: pytest tests/test_p@8_sampler.py IRT: A-18 {llif: B-18 &
fiz: Cc-18

EOBR
""''p@8 - Batch-invariant sampler with per-request seeds.

— apply_repetition_penalty: for every distinct previous token, positive logits are
divided by the penalty and negative ones multiplied (do not mutate the input).

- sample(): per row —> repetition penalty —> temperature < le-5 means greedy argmax;
otherwise divide by temperature, apply top_k (keep k largest) then top_p (keep the
smallest prefix of the sorted distribution whose mass reaches top_p; always keep >= 1),
then draw ONE token.

— Seeded requests own a torch.Generator created on first use from params.seed; the token
drawn for a request must not depend on which other rows share the batch, or their order.

- free(req_id) forgets the generator (a new request with the same id restarts the stream).

from dataclasses import dataclass

import torch

@dataclass

class SamplingParams:
temperature: float = 1.0
top_k: int = -1
top_p: float = 1.0
repetition_penalty: float = 1.0
seed: int | None = None

def apply_repetition_penalty(logits: torch.Tensor, prev_tokens: list[int], penalty: float) —> torch.Tensor:
raise NotImplementedError

class Sampler:
def __init__(self) -> None:
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raise NotImplementedError

def free(self, req_id: str) -> None:
raise NotImplementedError

def sample(
self,
logits: torch.Tensor, # [B, V]
req_ids: list[str],
params: list[SamplingParams],
prev_tokens: list[list[int]],

) —> torch.Tensor: # [B] long
raise NotImplementedError

BRER (Wd2EE)

v greedy

v top_k=1/ #R)\ top_p FM T greedy

v [6 seed BERTERE batch AR/IfF FER7TE—H
v top_k=2 %5 % = 0.7/0.3

v repetition penalty {85 %R

v free EEFFIAFRENIR

EIXEIE[E

o MEMEA: F per-row generator A RiiE£IEE 8 exponential race,
* At per-row generator g batch EEEHE replay CUDA graph? (- P17)

HRS5%EE

Kb - EFE: 19 > BMADZE > \BRE > M=

—147 logits Fi2 V MEFHITERITS, XiF = MEEH— L., MEIF:

@ repetition penalty: RIIEZANHRFND (BELLIITHY token F£AY) ;

@ temperature: T<1EDZERK (GEEER, BEER), T>1E2EEF (FEEEEHLESSHIR), T-0
HERE—3 (greedy);

@ top_k: REBHMEZEHI K TAS

@ top_p: BROVMSIRRIT"EER", B p THHAZE @HSHK);

REERRERMEME —HIZX—T, T 2HE—RRIREINARNS,

#£ib - ABESH vs BABTRTF

ARESH (% batch — 1 generator) : HIEMRBIEMNASIE R, MBMERNE—E. MSKREESE 3. BAX
HESE 1, ERNS BRATE—BA RNmEth S XE8—H.

B%E8F (per-request generator) : RN FRBEMESH, #HT/URRBURTMRHEAERLR, SELE
. EHRIETELX,

REIEAR: BRFE—HWE (B step EF, TEBSH—TIN), ATERE ( free, [ZUT—TE
ZBiIERRIBERMIBENRA) o

IEZEE: shape trace 5=

PO8 BRI (RBFHE), ERMEE"RR. BiF. BER"X=(tF L. ZEATHNHEREEE, BEL
B 1THYTEIR:
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pZ

1%EE (AMERSKBEHZE)

REA:

X BRIRED -

3k [ 2R
logits [B, V], dtype &l
BEE bf16/fp16

row [V] fp32

row [V]

row [V] , #HE -inf

HEME sorted [VI] .

order [V]

probs [V] - #x&

out [B] torch.long

£

ein

HAE: EE seed WiEKR, EL
BRI R MER

FeRIER:

fURE

temperature < le-5 |

token)

RBEAET: HASHASTE

>0 (%% NaN)

FEALARIESE: BE—1EKE n XIFEANZEE generator (Y

% n MHENE; free FEE

285 % ~ TREHE

N &

sample() &E/ME, A logits &

top_k == 1.
top_p -» 0 =FH#HAIUERMEL argmax (FIF—1

D 11 token BOMEER

ita

FTHH logits[i] # .float()

apply_repetition_penalty(row,
prev_tokens[i], p) : 3t ZERKFHFE token, Vv >

0?7 v/p i vxp
if temperature < le-5: return
argmax(row) ; &M row = row /

temperature

XE 0 < top_k < V : ERE kK KE9fE kth, i row
< kth & -inf

[#ZHEE > softmax > cumsum; "EZBINEITEE" =
cum - probs ; ZEEBT top_p WMAESE -inf ; 37
FIREBEE O fiL

torch.multinomial(probs, 1,

generator=self._gen(req_id, p))

S5EE i MIEHIRE

Bk

B token F3I5
(WZEHE B)

#2 token 0)

> 0 H¥ NaN

2, 0, 21 mK)

SR

HIZE bf16 L softmax /
cumsum, ¥ESSEIME
E 1e-2

@ EE token §iZR; @ fa
logit thffRiE (RMETA =X
Fh) ;s @ Rty TERARKE

KIREHIET > /0 15
inf/NaN; 7£ penalty Z B¢l
greedy - penalty 3} greedy
TR

top_k = -1 g >=V
RYMRER" HIIE KR
REZRENT (ATMES,
BEE)

B FERABT token"th

g > &)\ top_p BS =M
- softmax 1§ NaN; =T H
order BIEIR{IE

R HEH— generator (it
TEMET): BYEE
generator (9RF): &7
free

iBE float / 24k [B, 1] ;
TRFS req_ids F—HK

BE—MEREHFENITELR batch I N &, P N SHIFIRIER

before = logits.clone() , BMAFE assert

torch.equal(before, logits)

ZMSHER—IR, GRENFTIDE logits B9 argmax (T4 FE

B top_p=le-9 . top_k=1 Z#Ri#{EK, #i= probs.sum()

MmaR~> free > B 4R, ARIRLIEE (F0pIF: [0,

E—THLFRGEIHRE (ARTIflF 4000 )%: 0.666 / 0.189 /
0.146 , xjtL¥EE 0.6624 / 0.1898 / 0.1478)

nano-vllm-omni-drills/hints/p@8_overview.html
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deploy/qwen3_omni_moe.yaml:49-62

worker/gpu_model_runner.py:1998-2010
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#19 - po9 Paged KV E\ + decode attention (SESLH)  ©45min oER B

5tF PyTorch BHIEFRIISE X, EMEZ/G Triton kernel B93Ja4RE

ERRFNME

P06 JRE TE1 token B K/V IZEMIMIIE slot, model runner &5 : 5% slot_mapping 3EET token A9

K/V B cache, Hit attention 3% block_tables Z cache BiEHE,

cache #/: [num_blocks, block_size, num_kv_heads, head_dim]
I=H cache[slot // bs, slot % bs] = kl[i] (slot = -1 2 padding, &5)
decode iE: &5 b BIAET context_lens[b]l 4 token:

k_b = cache[block_tables[b, :ceil(n/bs)]].reshape(-1, KVH, D) [:n]

out_b = softmax(q_b - k_bT - scale) * v_b (GQA: head h B kv head h // (H/KVH))

ZHER

o MIBHATELE (MHEFTELHOER); block table BEBRFERIMIE 2 HIR{E, TEEIE,
* CUDA graph 2y T batch &% pad, pad 3R] token B slot 2 -1,
e softmax F§ fp32,

Xf%: mine/p@9_paged_attention.py BfUX: pytest tests/test_p@9_paged_attention.py
mik: B-19 SEfE: C-19

B#OBER

""'"P@9 - Paged KV write + decode attention (PyTorch reference; Triton is the follow-up).

Cache layout: [num_blocks, block_size, num_kv_heads, head_dim].

- write_kv: scatter token i's K/V into slot slot_mapping[i] = blockxblock_size + offset;
slot -1 marks a padding token that must NOT be written.

— paged_decode_attention: one query token per sequence. Sequence b attends to its first
context_lens[b] cached tokens, found through block_tables[b] (entries past the last
used block are garbage). Support GQA: num_heads is a multiple of num_kv_heads and query
head h uses kv head h // (num_heads // num_kv_heads). Softmax in fp32.

import torch

def write_kv(
k_cache: torch.Tensor,
v_cache: torch.Tensor,
k: torch.Tensor, # [num_tokens, num_kv_heads, head_dim]
v: torch.Tensor,
slot_mapping: torch.Tensor, # [num_tokens]
) —> None:
raise NotImplementedError

def paged_decode_attention(
q: torch.Tensor, # [B, num_heads, head_dim]
k_cache: torch.Tensor,
v_cache: torch.Tensor,
block_tables: torch.Tensor, # [B, max_blocks]
context_lens: torch.Tensor, # [B]
scale: float,

) —> torch.Tensor: # [B, num_heads, head_dim]
raise NotImplementedError
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RKER (MESEE)

v 5 dense attention #{E—31 (GQA. IEZELEYIEIR. block table EE2HIK{E)
v slot -1 #J padding token "5 X\
v BEHAZIRS block_size

HiIXEIEIT

e Triton fx: —*> program 43 (seq, head), 1% block f&¥ 1 online softmax.
o prefill B varlen fRASEAE?

HRS5%EE

KL - fiEIELE: slot EIES
KV cache 2—Efi#1EIR: —3£ num_blocks #H, =4 block_size #&,

slot = S x SAKRK + KBS, FIUN"RBFEREMIE slot 38"F] cachelslot // bs, slot % bs] EE—MI
=,

— PN FIZZNNTEEEN—H1E, ME—KIEEEER (blocktable): E1#M3SAH, F2#K 1S
H.. BSEF. TES, TEREE—IXIER paged EX,

BEMAIE slot = -1 (CUDA graph £ batch #%H 38 padding token) ., Python/PyTorchE -1 ®
M"RE—B", TERXITARZEEIRN token ZREHHT

f==-4
NE=o

XL - BIBENERR

block table 2—KEN{FIRFHIEHE (EFE max_blocks 1T), MMRETRIFAT, BE/ITRELE—EER
THIELES., BEILBEBERD, BENERZIZANS (SREHEE), ENERAFENZES (IndexError) ,
RE—EREBRLN: £25MRBEE 20, EEARIRIANAS. "REPBAIEER"XMR=EXE
TR — ZTATIM score = 0, 7E softmax B{AAE—HINE (er0 = 1), RBEHM (HEEFE -inf ) 7
EIFHRE,

IEZEE: shape trace 5=
XE—EAdRHNE (KEHE) ., BEZEBM&HIERNIIRZRTE TR, JLFEMRE bug TR LRE

write_kv (ﬂb(%ﬂtﬂ%’ft)

iz KE [ 2R Bt BN

1 slot_mapping [T] keep = slot_mapping ;&idiE -1 : padding token B=&EF—
>= 0, BEGRER slot, TIRE

2 s = slot_mapping[keep] [T'] blk = s // bs . off H divmod BI&T% long; int32 R3|#ERLE
= s % bs R RIES

3 k[keepl [T', KVH, DI k_cache[blk, off] = ®@WIER%EsIZRANLGE ( [blk, off] ), B
kl[keepl (v@EE) B k_cache[blk] [off] &%&EFHI—HE

5, MAEIF cache

4 - i&El None (/Rith) REFKE > BASETRIIBEANER
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paged_decode_attention (iZf%‘?IJﬂEEEI]EJ, £53)

bz ke [ 2R 2 SR
1 n = int(context_lens[b]l) nb = ceil(n / bs) B n // bs > BE—1TTRHEN
PR RS
2 tbl = block_tables|[b, KREVERIRN BN T 24T > iEhiikE:
:nbl.long() [nbl IndexError, SIHIEIERIZIALN KV
3 k_cache[tbl] [nb, bs, KVH, % table B gather, 3B4BIRE EHER INHESHEF table— 717, table
D] BN # 2 IB I
4 .reshape(nb*bs, KVH, D)I[:n] RER"token #", BHERE—RSLRN  TEHU > 2EH/LMIE, ERIEHE
> [n, KVH, D] [+ i (A% 5 PE ILFEINT
XEE)
5 .repeat_interleave(H // KVH, GQA: it head h 3t kvhead h // B repeat > %R h %
dim=1) > [n, H, DI group KVH ; KVH=1 m®&EEE, AR
DAR R
6 scores [H, n] fp32 einsum("hd,nhd->hn", scale &7t softmax 25 (9t
qlbl.float(), kb) * scale, B £#7); 7E bf16 B softmax (5
£ n 4 softmax SEZE le-2)
7 out[b]l [H, DI einsum("hn,nhd->hd", probs, ETHME q.dtype ; head 40
vb).to(q.dtype) token R (F2IRXT. 2EH)
IZE | BHRFR
TZEE BAL
" -1 #9slot FRIMEFRHBIMAE cache 8 S—PFAIETEHEMEME (W0 9.0) M padding token, 55/ assert (cache
EfEfE == 9).sum() ==
12 AixE block_tables[b, I block table BEBER 99999 (#8 num_blocks), EMSLIMAFRIRE
:ceil(n/bs)]
13 25 attention B K/V 17801488F == #i= kb.shapel[0] == n; #A" n T2 bs BEE"WKEE TR
context_lens[b]
14 probs.sum(-1) == 1, B5 HOBE—1 dense rA (ELK/V BiZHE) 338 BIKE (81, bs RIEH. IEE

dense attention #{E—X ). TELIRR. BEMELIRE. ATUBARNARINSEALETIRER 0.0

15 GQA Mt5JIFHE: head h A kv head h H=4, KVH=2 it repeat_interleave #& [0,0,1,1] , repeat #&
// group [0,1,0,1] DI R

R EE: nano-vllm-omni-drills/hints/p@9_overview.html

RS : vllm/vl/attention/backends/triton_attn.py

ZiC | HERRAII:
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Track C - ZUEE

P2 payload: HERFNN. EEWRERE. IIFS5EE.
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#20 - P12 SharedMemoryConnector: #f% put/get tIY @ 60 min 0ER BE

thinker #9 hidden states £ token #3E &5 talker #i2, F POSIX £ENTZ, EEHIMITEIEEE—MIL
HE key HHBF, AXHFHRIA"ERT",

ERRFNME

stage Z MU AIREIE (hidden states. embedding. codec) AiE orchestrator, MEH worker HEiEZ5 #
HZATFE, T stage WEBLIEEIE. BNNIBEEIAMZ SharedMemoryConnector,

key a0 "reqd2_0_7" (iEK 42, stage 0 KEMIE 7 )
name = &M% (key) # mac0S #9 POSIX shm BFH/K 31 FT
lock = <lock_dir>/<name>. lock

put(key, data): get(key):
open(lock, O_CREAT); flock(EX) open(lock) - ANMFTE: None
Bl shm (FFXEBIHEL, %% unlink) flock(EX | NB) - BlockingIOError: &#%5E, None
5 8 FHKE + data $TFF shm - AfZ7E: None
flock(UN) £ - close - unlink (GEHB®) - MR lock &

8 FRKREXMRRA: shm BRA/NZHE LEREEIT, EELEMBARNNSHMEZIKE,

resource tracker B&R{ (EEAT, MiXSEM)

Python < 3.13 1, SharedMemory(create=True) SILXMEREICHIBIEE R resource tracker, MRS #
EEMIIMERESHSCIRY, B/ tracker RIEMEZICHHERSESTR Mis—EEBXRIEN, BIEER
R, R BREIEMENERSIESE (M tracker jE5H), HIEE unlink,

EFrEFE

1BR#E abort BY, TFRIEEKIZASIRIE, £AFEEICFEBSE I key, cleanup_prefix(“req42_") il
FREL AR FRAVER

X{¥: mine/pl2_shm_connector.py 3&UX: pytest tests/test_pl2_shm_connector.py #@iw: A-20 il
it: B-20 BEME: C-20

BOS%
""p12 - ShmConnector: byte payloads through named POSIX shared memory (one consumer/key).

Protocol (no metadata channel —- both sides derive names from the key):

- shm_name(key): a short, deterministic name (macOS caps POSIX shm names at 31 bytes).

- put(key, data): take an EXCLUSIVE flock on lock_path(key) (create the file), create the
segment (replace a stale one), write an 8-byte length header + data, then unlock.
Remember the key so cleanup_prefix() can find it.

- get(key): non-blocking. None if the lock file is missing, the lock is held by someone
else (LOCK_NB —> BlockingIOError = "still being written"), or the segment is missing.
Otherwise read, close, UNLINK the segment and remove the lock file (the reader frees it).

- cleanup_prefix(prefix): producer side; unlink every key it wrote with that prefix that
was never consumed; return how many it removed.

— The payload must survive the WRITER PROCESS EXITING before the reader reads.

(Hint: look at multiprocessing.resource_tracker.)

class ShmConnector:
def __init__(self, lock_dir: str | None = None, namespace: str = "nvo") —> None:
raise NotImplementedError

def shm_name(self, key: str) —> str:
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raise NotImplementedError

def lock_path(self, key: str) —> str:
raise NotImplementedError

def put(self, key: str, data: bytes) -> None:
raise NotImplementedError

def get(self, key: str) —> bytes | None:
raise NotImplementedError

def cleanup_prefix(self, prefix: str) —> int:
raise NotImplementedError

BRER (WdEE)

v HRE REEHE—R
v = payload 5 4MB payload
v BYMNE#EFERL 175, EE{AREEE (resource tracker &)
v B AFFER get iR[E] None
v cleanup_prefix RiEEBREH RGBTSR key

EHiXEIEIR

» [E1H5F CUDA IPC T I1: L BHANEHERED BEARIE?
o AFEWEEARF ACK HIFETR TR E 2#Y bookkeeping?

L - DREVRIEIE

HERFEME—TIRBESRF, key BRMHE, RiER (BE) MWHA (£F) WzREIHE, Eit(BE
— K RMEEGBEHE—TMMEFS ( shm_name(key) ) —FIAREBEAZE "E/LSIE",
BMEFII LB (80X + flock ) HREBALHI]. BEEREA, WA REARTRIAE
i BiAE (LOCKNB - BlockingIOError ) iRERAETER, ¥BME. F)LEXK, BAEEIOTFE.
BFBEITERS (—0), B—XEMERXAK, FINREAERFRBIEN—KER: "EEXZFRNFT"
(8 FTHKEX),

WA ABERARFFRIERF (unlink ) FiEE] A8 (ISIXH) REMANE" LT T,

ZKEE - Ml RY"BRFAER" (resource tracker B&RH)

81 Python #HRZEAE—TWIEIEG ( resource_tracker Fi#iE), 1RiEZFEEFH

( SharedMemory(create=True) ), ¥IEEFEICERBRRAT,

REZ T (BE#EBERY) N, FHALR—F: ZFLEMETHURFEZR? "BEERE " —TRIERFE
TiRiE, BRTEHEEAR—E leaked shared_memory objects , PIABHFEIRUHFATRIZREL!

fRRINE: BUFERRE, REQEMIAEECHIE ( resource_tracker.unregister ), HEFIERFHIFRE
PEPEREAN; REABRSEESEBEF.

IEZe{Nf/A - A T - SBWC - LIFE & P12

PI2BYT *DFJIJE)’LL :’r'E@Tﬂ é*'ﬁﬁ‘zsL& T%i&’*i_jz task, #HFZZ[BAHZE Python W&,
HENTFER. . flock — AR A ELATIFH

i (BFELAR. #EIR. RN .
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[a)3 P12

T AR | R [ BR? EEHE (stage s 9 save &TE) . IREHTE (stage s+1 0 recv &78), IMI—1B5
WIBHNE=F: STH#EBCH resource_tracker Fi#iE, BHRENRELSFIERE
flock (ZiXMsi, RMERER flock HS5EER) .

S HERE? #5? MZEBH=tF: R (BERIE. iEF unlink) . 80F (5% O_CREAT | &M €
WEERSMRRE: "B TRECHEN key") | flock BISHEE, HZAMMN: 5HHN
KB key"EE (R4 cleanup_prefix F). &i#i2 tracker BREICE,

B MEZE? 5&# flock(LOCK_EX) FILEE (RZHRHEEEHR, WMHR); EEKTHE
E: LOCK_EX | LOCK_NB , ZFZFLIRE None, H P13 # recv KRERHEE.,

w A BE: B + 5 + KEABEN. 25 1%+ N + BK, tracker: #HIBEBIFHNE
ILENBR—ERIMES. E—ERIEITH worker,

c BIE? "ZrpiE@E: shm_name(key) / lock_path(key) mbnMiritE. H—i
HATHIER 8 FHKREX,

L S AR E%: 5% create > § - close (7 unlink) > M tracker ¥4 - i£% attach > ¥ >
close - unlink, #ixff: BEBIZE > ZEMPR, #& abort BiER: 5EA
cleanup_prefix EIKEAEHIER.

| FoMEO? put / get / cleanup_prefix (+ MR shm_name /
lock_path )., get RdFfEHZE. HHEIXM.

F FEE? @ IREREH LI, REATEE. BEABEZRESEH (KZTETE¥MM): @ TR
PRIFHE unlink —%; @ BIXMHETE © X1 key EXERHIERE; @ get MB—%K
return BR1ZEDARBIH X fd,

E LREEE? FER%BEE ( FileExistsError - &ig); BIXHAEMERAE; BELEL; &
payload 5 4 MB payload (SEI#BEEFEIR); AU "spk3_" TEEIR(S
"spk30_.." .

RZXEE: nano-vllm-omni-drills/hints/p12_overview.html

IFBBIERS:  distributed/omni_connectors/connectors/shm_connector. py:195-364 entrypoints/stage_utils.py:193-237

Zi0 [ HERBIRT:
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#21 - P13 ChunkAdapter: FEWARZRESIHFFEIEX 75 min O%m BH__

async_chunk BIIOE: AEZE RMIREBARA, save £F2H1E payload # put, recv &iE2318 get, TELIE
cancel, None payload, MX“FERMSIFE—1 chunk f£3E",

ERRFNME

£ stage #HFEH scheduler B —> ChunkAdapter: B connector (REEH, P12) # scheduler
(P11) ZEIM—E, A% chunk MW=L dGEH.

Ki#im (stage 0) #EUis (stage 1)
scheduler %472: save_async(req, snapshot, final) scheduler ##2: load_async(req) / poll_ready()
| Rff deepcopy + ABA (TFIEZFE) A BIEXM chunk, &F
save #47#2: build_payload(snapshot) recv £72: get(f"'{req}_{src}_{next_id}")
put(f"{req}_{stage}_{chunk_id}") 23 - EBRREEEMER" - 2R

MINE chunk_id += 1

BERANEFH bug

FLomj TETEEH
save_async SR NIREE scheduler F—HHREMEBIEKRN R, FELFZRINE"RR"HIE
b=

build_payload 1 put #B7ERiSh. 7E save %72 1289 Python BFZH] SHM BEERE, GPU TFH

chunk_id R7E put FIN/EIEIE; None FURIRIRELE id 5018, BITEMKIZRE
payload <5 id

cancel ~NeEEE final chunk final chunk @ TiiElE—RY EOS, E7T THEKIKIZEIE
WAITING_FOR_CHUNK

get 7EPL; IRIAIEBAILE LM token B IERNIMBE, FELRIERTN chunk XBRIE, BERT—1TE

BEZE—T id 3EK

REHERIER ~1ms, ZWASTE Condition £ busy-poll IZi#%—"%, # tokenize 18 GIL
i

N{4: mine/pl3_chunk_adapter.py 3&UL: pytest tests/test_pl3_chunk_adapter.py 32:: A-21
i: B-21 SERE: C-21

#ZOBR
"""p13 - ChunkAdapter: the async-chunk data plane of one stage (sender + receiver halves).

Sender (scheduler thread calls save_async; a background SAVE thread does the work)

- save_async(req, snapshot, is_final) returns immediately; it must snapshot (deep-copy)
its argument because the caller keeps mutating the live request.

- The save thread calls build_payload(snapshot) OUTSIDE any lock; None means "nothing to
send this step" (skip, unless is_final). It puts {"data": ..., "finished": is_final} at
key f"{req}_{stage_id}_{chunk_id}"; chunk_id starts at @ and advances only after a
successful put, so ids stay contiguous.

- cancel_sender(req): later non-final chunks are dropped, but the final chunk is still
sent (with data=None) because it is the downstream end-of-stream marker.

Receiver (background RECV thread polls the connector)

- load_async(req): start polling f"{req}_{src_stage_id}_{next_id}"; the get happens
OUTSIDE your locks; back off (~1 ms) when nothing arrived, sleep on a Condition when idle.

- poll_ready() (scheduler thread): {req: [chunk dicts in order]} committed since last call.

- cleanup_receiver(req): from now on nothing for req appears in poll_ready -- including a
chunk the recv thread is reading at this very moment (re-check a per-registration token
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under the lock before committing).
- start()/stop() manage both threads; stop() must return promptly.
import copy
import threading
from collections import deque
from collections.abc import Callable
from typing import Any

# given types
class InMemoryConnector:
"""Transport only: put/get by key, get consumes. Thread-safe. Hooks let tests add latency."""

def __init__(self, on_put: Callablel[[str], Nonel | None = None, on_get: Callablel[[str], Nonel | None = None):
self._store: dict[str, Any]l = {}
self._lock = threading.Lock()
self.on_put, self.on_get = on_put, on_get
self.puts: list[str] = []

def put(self, key: str, obj: Any) —> None:
if self.on_put:
self.on_put(key)
with self._lock:
self._storelkey] = obj
self.puts.append(key)

def get(self, key: str) —> Any | None:
with self._lock:
present = key in self._store
if not present:
return None
if self.on_get:
self.on_get(key)
with self._lock:
return self._store.pop(key, None)

# implement below
class ChunkAdapter:
def __init_ (
self,
connector: InMemoryConnector,
stage_id: int,
src_stage_id: int | None,
build_payload: Callablel[[Any], Any | Nonel,
) —> None:
self.connector = connector
self.stage_id = stage_id
self.src_stage_id = src_stage_id
self.build_payload = build_payload
raise NotImplementedError

def start(self) —> None:
raise NotImplementedError

def stop(self) —> None:
raise NotImplementedError

def save_async(self, req_id: str, snapshot: Any, is_final: bool) —> None:
raise NotImplementedError

def cancel_sender(self, req_id: str) -> None:
raise NotImplementedError

def load_async(self, req_id: str) —> None:
raise NotImplementedError

def poll_ready(self) —> dict[str, list]:
raise NotImplementedError

def cleanup_receiver(self, req_id: str) -> None:
raise NotImplementedError
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RKER (MESEE)

v EIER 50 4 chunk BF

v 10 353K x 30 chunk, FEHLIER TEBERF

v save_async XKAPEEFREE (build_payload 1RIEHY)

v IREBIRE: ARERERENRAFMM payload

v cancel [F final chunk {/33%23X, chunk id &4

v None payload ##I B id T=E

v cleanup 2232 : E7E get FHY chunk RE7E cleanup Z/FH I

EHiXEIEIR

o MEEZ save &8, IiFEARIE?
* build_payload Z=E TP collective FIRERTE G & L T218?

BE

ABEFXERE (L stage, thinker), B#RIZEEE (Tif stage, talker), —2&A (—MNER) BE
EAR—RUS, ME—h—iitd: B #EsRE—H, MmnI—17m,

R Z B AEEFTHIE, RAE—HIRIEIE (connector, P12): E8EHES, WHEMEILLE, EABNEMS
T,
ABNER CAELRE) FANESE 30 2R, —ZIRTFEEFILS: EEF—, 30 ORMEBEX—F
(GPU =%%) ,

£it - FRBONFES/NE

EE (&) SH—E8EME—KESNE: 0. 1. 2., HENEXRED (connector), HE (recv &78)
RESEFOR: BB K S, MBIEE k+1 S—EFHERINFHFE, FHEEQZAMAE.
FINEERERAEMNKM EEOZEZT B T—4NE (put RINE id+1), "X—HEEFME" (payload 77 None)
FMAHENE; BERFEFHHE—S, BESKTEERONSEHTNEFENS,
RE—EBXET—HREF'FRELTF" (finished=True ), EAFREBE ( cancel_sender ): EIZMAISED
AMARHET, E'BELF'HEF—EEE (BFEEM, data=None ) —BNRSRE—HIERIDE.
TR B TRENZENERRRENEEG ( deepcopy ), FEEBIMUAENEMENEARA,

XKLb - BI8ME K (generation token)

7 SEMNEAET (cleanup_receiver ), S EXET—HHEAN, RSER7 (E—1 requestid BX
load_async ),

WEFREHE E—REARNE, NBOERXR., NRtRE7 SKEAB? "—F! —HSEIBRIHEH
Z Ao

EE: SREANEBRA—KE—FT_MNEE (object() ), BEHARBNICTRE, ERNZT"MES
FHRARE—KR" (is), TEMEXRAE., ZNANLEE—OSHT (ERE—EHE), XHEEEMLER

R,

IEZe{N/A - A T - SBWC - LIFE & P13

P13 HEEMEINR: HIEZERA connector (P12 WEZATE, SEAEH InMemoryConnector) ; #IEZRZBAEL
ENEALEZENEBERERS . XBEN TRET 1) KBHZAE, FAUES; B GIL, FAGEALEMIENG
Python TEth&AELIEIE CPU—F RN LB IFE X,
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[a]3 P13

T HIE | T2 [ BFR? S stage #HIZ: FELTE (P10 B9 busy loop) + save %412 + recv %472 (daemon %
72)., %% zEA threading.Lock / Condition / Event ; #i2zER
connector £ key,

S HEIRE? #5? Rkl f5REATI (BELTE append. save 472 popleft) . & MERWT—14K% id
(save £4185) . EEVHES (BELRES. save &i21E > M) . #usK: FHR req
- token . F—MEWId. ERKREENIIR (BELREN recv ZBHE > F—1E
) o

B MEE? build_payload . connector.put . connector.get : g, =EREBIS.
HEAL%E. ZRRE Condition.wait(timeout) LEE; BIBERERINIENIRR
21 ms, AELESEEMEE,

w WA RERTA? TELRE: RMIREBARN. o, BVER, THENIEHRME. save &F2: Rl build + put,
2 FIFO —P—13K, recv 4f2: Rl get + 123, FHETEFFHINT get,

(o] BiE? AE%F2 > save £72: deque + Condition &%, save Z4f2 > recv &2 (B5iH7E):
connector B key, recv 432 - HELTE: ready 78, B poll_ready SRR
],

L L EEA? start : 2m1T4&77; stop : & Event > X Condition notify_all - #

#BAY join, & MER: load_async %k token - I&Z final 5
cleanup_receiver RFEH; &KIRIRTE final REEEN id MECHITE (WEIBAT

—MER),
| xFIMEO? BT start/stop, FTAAFAEHERELRER LERA, HHNELAZMDR.
F FEE? @ B MERM chunk id M 0 JELE, RFE put RINERETH, None f93E final RAR G id; @

final R—E&RHE (HEUVHES data=None ); ® 27 token HFRER IR @ 8
RRMRE poll_ready EBERIFHIM—R. #&IAF.

E hR5HRE? chunk 7£ load_async Zgift put T (connector R—EREFE, BHEEKE]); put
WHE (id Tan); BERGFEE BREREFIM; stop() NARREEE wait
t.

REE: nano-vllm-omni-drills/hints/p13_overview.html

IFERJERS:  distributed/omni_connectors/transfer_adapter/base.py:20-140
distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:381-503
distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:539-555
distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:714-723

distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:991-1042

Z1C [ HERBAII:
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Track D - iRBIRG/K (ZHERER)

BARS"E—1T"HM thinker->talker #I\ . codec &[. MRoPE fi[&,
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#22 - P15 Thinker->Talker BIAKIE (Z"Z—1T")  ©40min 0ER B

VLLM %38 stop token EBMNZIHHE B EIE, AFIA thinker BY hidden 2 —1T., talker IZi#%, SHKEMES

HRE.

ERRFNME

BRI (full payload) LT, thinker Z55RATIERFRAY hidden & 445 talker (Qwen2.5-Omni B /3,
Qwen3-Omni £1)) , talker 89 prompt i thinker & prompt 87 + MR EAM, Z/EET decode
#3HBE—1T thinker LIE@E.,

u%_?f "

prompt: P 4 token, £m: [a, b, <stop>]

VLLM RAEH <stop> - 4EEi0E) output - EA&E stop - FINISHED_STOPPED
Z2f3% hidden 178k = P + 3 (& <stop> H—%)

talker BOZREZE a. b ®1T - XigRE—17, HM output_ids BEE¥E stop id
finish_reason = "length" (F/iXx max_tokens) RHREZRTT, LEHRE

talker prefill 5§ (Qwen2.5-Omni)

embeds = [prompt_embeds (P 1T7)] + [spk_embed + codec_pad_embed] + [first_reply + codec_bos_embed]
ids = [mask_id] * P + [pad_id, start_id] # H P+ 2 MIB
decode: input_k = reply_queuel[k] + embed(t—## % codec); BIE@EM=EM fallback (tts_pad)

155k id k8 config, XEBISEEN.

X{%: mine/pl5_talker_inputs.py I&UZ: pytest tests/test_pl5_talker_inputs.py 1R&: A-22 il
w: B-22 SEfE: C-22

EOBR
"""p15 - Thinker —-> Talker input construction (Qwen2.5-Omni style, pure tensor functions).

trim_thinker_payload(prompt_ids, output_ids, hidden[R, D], finish_reason)
VLLM appends the sampled stop token BEFORE checking stop, so a "stop" finish carries one
extra row/id the talker must not consume. Keep target = P + len(output_ids) - drop rows
(drop = 1 for "stop", else 0); prefill = rows[:P], decode = rows[P:target]; drop the stop
id from output_ids. Raise ValueError if fewer than P rows were captured.

build_talker_prefill(prompt_embeds[P, D], first_reply[D], spk, codec_pad, codec_bos, xids)
embeds = [prompt rows] + [spk + codec_pad] + [first_reply + codec_bos] -> [P + 2, D]
ids = [mask_id] * P + [pad_id, start_id]

talker_decode_input(reply_queuelK, D], last_codec_embed[D], fallback[D])
input = next thinker row (or fallback when exhausted) + embedding of the last codec id;
return (input, remaining_queue).

from dataclasses import dataclass

import torch

@dataclass

class ThinkerPayload:
prefill: torch.Tensor
decode: torch.Tensor
output_ids: list[int]

def trim_thinker_payload(
prompt_ids: list[int],
output_ids: list[int],
hidden: torch.Tensor,
finish_reason: str,
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) —> ThinkerPayload:
raise NotImplementedError

def build_talker_prefill(
prompt_embeds: torch.Tensor,
first_reply: torch.Tensor,
spk_embed: torch.Tensor,
codec_pad_embed: torch.Tensor,
codec_bos_embed: torch.Tensor,
*,
mask_id: int,
pad_id: int,
start_id: int,

) —> tuple[list[int], torch.Tensor]
raise NotImplementedError

def talker_decode_input(
reply_queue: torch.Tensor,
last_codec_embed: torch.Tensor,
fallback: torch.Tensor,

) — tupleltorch.Tensor, torch.Tensor]:
raise NotImplementedError

BRER (WL2EE)

Vv stop R : E#E—1T5 stopid

v length &R : £HRE

v prefill {TEA A RS

v talker prefill #9 ids/fembeds /&

v decode & EE—17, ¥ER/GH fallback

HiXEEID

e async_chunk #F chunk 0 RIZHMILEZRFE? 2GR chunk IE?

HRS5%EE

KLE - REAY IS

MAZARENR—RIE, REEHFRELE—ERINART TIRBN'KR"E, AETE. EXER
A, fRISIELEREI—THBABIE (finish="stop" > drop 1),

MRFERRANEFRATEMNEN (finish="length"), RE—TFEMELEIRNIE, — P FHTEEH,
EE—MER: MHEEEZH—EZA (ZHRNT). ERNEER AREMNZBENKE", MAR"KIZH
BERE—W'—BN=BRE T, HWRERERE,

KL - FEIR: P MEBEE + AT STREE

talker B9 prefill {&8—3KH P + 2 NEEAIEE(IZR . Bl P DEEAIAHIZE prompt IB—1T (BELS—5
mask_id —talker "E&HE, REAXE, Bl embedding).

%P SEMNE"EHAR": 1HIEA ( spk_embed ) + codec B pad, &h# pad_id , 55 P+1 SEMIR"FiF
fE": BIEAIZE—1T + codec B bos, BhE start_id —talker MIXEFF AT S —M codec,

ZE8 decode i, BIEMT—IT'LE"—X; BIEMA#LTT, MBS (fallback, EXRAKER
tts_pad) —EIN L,

EZMA: BURER (shape trace)

MR, RBHK. BE 3 THGF (P=3, output 4 & stop, R=8, D=2) E—EFI:
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# KE /2 2N RETHA

1 hidden [8, 2] thinker prefill 3 17 + 1 decode # 14T (& stop BBF) +117%
EE BN

2 P,#& R=P rE P=3; 823, 44 (&M ValueError)

3 drop . METTEH e stop BEBHILE >drop=1; 3+4-1=6

4 rows = hidden[:6] [6, 2] 176 (stop) M1T7 (BR) #wE=

5 prefill / decode [3, 21 / [3, # P £17F; decode 178k == #iky len(output_ids) =3
2]

6 spk+pad . [2] - [1, 2] 1-D BEERTM—T78eM [P, D] & dim o0 HHz

first_reply+bos

7 embeds / ids [5, 2] /5% P+ 2 MUE, ids 5 embeds —3If

8 reply_queue [2, 21 » I1, BHBAL—1T; =T Z/EM fallback, IIRIE [0, 2]
2] » o, 2]

SR

FA hidden[:-1]1 ZE¥E stop 1T: ZIWIKR 7170, WIRMIRZRIT, stop ITIRTE (5 3 T [60,60]1 ).
e finish="length" th drop: SIEEFNRE—1"FEE,

* stop {B output_ids AZE: &F"stop Bi—1T"8]&; & drop RIE—1T prompt iz,

o ZUREWME: YHRERFRE, RREHERELE tensor; R <P MM EERRAIH.

o FitEAMAAR output_ids: AASAEEREZTE detokenize; IREI—H list,

e [D] vs [1, DI : EH#E cat 1-D MERREEEE; UKRFIE (ids, embeds) HIREIIFER.

o BAFIZEHRE] None: EHRA FT—HEEZEHERE; NEFIRE [0, DI KBTI,

REE: nano-vllm-omni-drills/hints/p15_overview.html

IFBBIERS:  model_executor/stage_input_processors/qwen2_5_omni.py:261-317
model_executor/models/qwen2_5_omni/qwen2_5_omni.py:760-847

model_executor/stage_input_processors/qwen3_omni.py:409-542

10 | HERBI:
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#23 - P14 Codec EOMEI: EiR\. BRK. ZETFX = 40min 0 %R B

TTFP E] (HRRE 4 M), FHES (Z/3 25 Wi—1R), BEEXLR (ELTXEHRYAR).

ERRFNME

talker 57 1M1 codec, BIEMHEAE &KL code2wav; code2wav 1M EOMIRY (TR, EF
batch) , Qwen3-Omni 2kIA: initial_codec_chunk_frames=4, codec_chunk_frames=25,

codec_left_context_frames=25 ,

next_window(available, emitted, finished) —> (ctx_start, new_start, new_end) | None
size = initial (¥—#tH initial>0) &M chunk
available - emitted = size - new_end = emitted + size

finished BAEBFIR - new_end = available (B# flush)
£l - None (#4:%)

new_start = emitted; ctx_start = max(@, new_start - left_ctx)

code2wav fEHB codes[ctx_start:new_end], 5% (new_end-ctx_start) -up PHZE,
REHETF [new_start, new_end) MB—E (AL TXEHEETEEHE)

AL L TXEEHBRERSE
vocoder ZRRM. BEHAMR: HARKBGRII r . RE left_ctx = r, BONFIMERIR LTI
S5EER@EETEHEE—UEA—TRZEFAZNITA vocoder IEAAIX—R (AR B HSEHINEE) .

X{%: mine/pl4_codec_windows.py B&UN: pytest tests/test_pl4_codec_windows.py I@iR: A-23 il
in: B-23 BEfF: C-23

BOS%
"""p14 - Codec window planning for streaming vocoding (pure functions).

next_window(available, emitted, finished, *, initial, chunk, left_ctx)
available: frames produced so far; emitted: frames already shipped.
The first window holds “initial’ frames (if initial > @), later ones ‘chunk® frames.
Return (ctx_start, new_start, new_end) when a full window is available; when finished,
flush whatever remains; otherwise None. new_start = emitted and
ctx_start = max(@, new_start - left_ctx) (left context is re-decoded, not re-emitted).
slice_new_samples(decoded, window, upsample)
decoded = vocoder(codes[ctx_start:new_end]) has (new_end — ctx_start) * upsample samples;
return only the samples that belong to frames [new_start, new_end).

from collections.abc import Sequence

def next_window(
available: int,
emitted: int,
finished: bool,

*,
initial: int,
chunk: int,

left_ctx: int,
) —> tuplelint, int, int] | None:
raise NotImplementedError

def slice_new_samples(decoded: Sequence[float]l, window: tuplel[int, int, int], upsample: int) —> list[float]:
raise NotImplementedError
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RKER (MESEE)

v BRRRSIESE flush BOFEHRE O

v TEREE

v BENEAEXN TEORTFFH. TEEBL=E

vV EETX > BREFRRN == BERMED; TN LIEE

HiXEIEIT

o A ramp [1,2,4,8,16,25] Bt TTFP/RTF W{aZs{4,?
o NHATIRSHRIZILE code2wav BILAEE batch? (33t M06)

S ES e

KLt - EFEEEF

ERATSFERHENT BRI AO—BERRETE (TTFP 3) . M =TEMAREE—a (I
BiR), ZEHEATR, SRAF—Ba8H (KR, Eiw. E5).

BEXTEHHN—UN, tNrESE8E—aONRE/LME, HDOESNERESLE (EETX) —&
Mt AEBER—E (EFEE. EFEERE).

BHERE, RERTHFOHEHLE (finished B flush BE),

KLt - BARIEEIEIRE"

8% (B0O) FFLHBI1 2 FIEIRE" ( [ctx_start, new_start) ), LM (vocoder) #HNKZS, 7]
MRIREIEBE RN — SRR, MOTIESKENAERERNE, SNE—BREIESLIMAR.,
slice_new_samples Fi/2APIEEIT]: BUigiRE, HBBIEH [new_start, new_end) ,

REBEZR? EVEEEUATENICIZKE (vocoder WRZE) . REXME, FIH/IWUARS BH"—X
MEEE,

EZMNA: BUREIR (shape trace)
XE2MRBE, REHE, R'—MEON—4%"E—ERARE (B (5, 9, 15) . upsample=4 Jyffl):

# g 445 | AR RETHA

1 available, emitted e, TR 17,9: BFH 17 0, 819 mELf&d

2 size L7k T2ER > B chunk = 6

3 (ctx_start, new_start, 2R TR (5,9,15): ETFX 5.8, ¥l 9..14; 15, 16 BLAT—X

new_end)

4 codes [ctx_start:new_end] 10 M (EXRGESNZE &4 code2wav FIFBER
num_quantizers 4
13)

5 | EEHE [(15-5)-4] = vocoder §it: 4% O MBI LB 5 ME— A
[40] , BERHEA LT

6 TRESR (9-5):4 = 16 B2 EM 9" IRE R BN TR

7 IRE1E [24] =e6Mix4 R FRAE DM S EREEE = 17x4 = 68 DMER

github.com/kzhou003/nano-viim-omni-drills 105 © 2026 kzhou003


https://github.com/kzhou003/nano-vllm-omni-drills

SR

o BRI AT ECM" (emitted 5 0) B initial > 0 ; 3 available ANEE—MAI8E—IR

KRS,
o FIBRIGR: SCE'BAB—IPTEEN", BE"'RS finished BEFIR", finished FEF LRI THIEEIT
@"0

e AEREIFHEN: MEREEIASHIRE None, [NFHAH while FBRKITERTE,

o ctx_start FEERRA: RALLIDEEBALZHL,

o 388 vs £F4&HR: decoded M ctx_start FFIRITEL F new_start-upsample EHIZFTIZ&HE WA bug
(R7E ctx_start=0 BFALITXY) ,

o left_ctx = BRI T HEEFATIRLE; XUK# vocoder "EIR + BER",

RZEE: nano-vllm-omni-drills/hints/pl4_overview.html

IFBRIERD:  model_executor/stage_input_processors/qwen3_omni.py:765-842

model_executor/models/qwen3_omni/qwen3_omni_code2wav.py:447-508

Z10 [ HEREIRT:
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#24 - P18 MROPE =4{iIE ©40min Os® B#__

Qwen-VL/Omni B9 thinker A (t,h,w) =4fEsEME, MEEE, BETRRE, RSHETR,

ERRFNME

MO1 2"ATEMNBE A", NEE"NEARGELE", model runner 7 prefill FASMEREE [3, TI
BE, MUE— delta f decode {£F,
XA n > token: ZHEE start + arange(n)

Ef& (t, h, w) patch: LLM M#& (t, h/m, w/m), m = spatial_merge (2)
token |ifF t-major, A h, AB/E w; i = (t_idx, h_idx, w_idx) + start

BERER: start = HFIRAME + 1 # B FR“EHE token !
delta = (max_pos + 1) - T # decode FY token WIfIE = XTI + delta (ZHHHER)
i+

text(2) | image(1,4,4) - 2x2 W& | text(3)

t01|2222|456
112233]456
"H 112323]456 T=9, max = 6, delta =7 - 9 = -2, £ 9 4 token decode g =

E&EET 4 token, FARWHT 2 MIB—XFHE delta HIAWERE, thE"H len(tokens) & decode {i
E"f9 bug IR,

X{: mine/pl8_mrope_positions.py B&UN: pytest tests/test_pl8_mrope_positions.py IRR: A-24
Mik: B-24 SEME: C-24

""""P18 - MRoPE (Qwen2-VL style) 3-D positions for interleaved text and images.

segments: ("text", n) or ("image", (t, h, w)) with h, w in vision patches; an image
becomes t x (h // merge) *x (w // merge) LLM tokens laid out t-major, then h, then w.

- text tokens: the same running index on the temporal, height and width axes;

- image tokens: (t_idx, h_idx, w_idx) + start;

- after each segment, start = max(position so far) + 1.

Return (positions[3, T] long, delta) with delta = (max position + 1) - T, so a token at
absolute index i >= T decodes at position i + delta on all three axes (decode_position).

import torch
Segment = tuplel[str, int | tuplelint, int, int]]

def mrope_positions(segments: list[Segment], spatial_merge: int = 2) -> tuplel[torch.Tensor, int]:
raise NotImplementedError

def decode_position(index: int, delta: int) -> torch.Tensor:
raise NotImplementedError

BRER (WdEE)

v A AR 9EE RoPE

v text+image+text FIETRMIE S delta
v ZIUERZ A

v F2R5 dtype
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HiXEIEIR

e Qwen2.5-Omni i TMROPE a0{al&H 3 & 22 $TF0 N ST7?

BER5XL

KLt - BRREAS

X7 token G— T A—IKER: BAMAL"SE K HEE kK B (ZHEE), HS—M1MEEE,
—KERE—TIRITE: 6 TABRT 1 3 HE x 2 ENGR, MINESRZ"SE 2+1T HF. 5 2+5 E"
—HIARSHEE., BTERBIETIH, MAE 6 HE.

IRATEEERAEE M —HEFF18? MERRAHES + 1718, MRIFIR'EL#HT 8 DPA"AMASE 8 HI
T, PEMZ=YE T HFH—RBEZUAXMEXFRGRIT,

&

£t - REMEES

B8R h M wBEENTIIS. —BRAIUIE—E3 B, BERE18E: LBHLE3E (tifdH
3), EBREISAE (h, w#EER—ME).

ETHZE, T—BXFENMN = MLIRERABB + 1"484E
E). XMEHN4 start BEIE =48 max,

FERREREE (N T2IS (&

EZRMNA: BURER (shape trace)

MWREE, RBHR. KB 4 TG FRESTREE:

# = fZ4k | dtype RETHA
1 segments 5B #BF5IRE, 1 prompt BAISAL token ——3F L
2 =% (1, 6, 4) > (t, gh, 1,3, 2) gh=h//m, gw=w// m;tAELEH
gw)
3 ZERR (t_idx, h_idx, 34 [6] t&Ih h ER. w RAHEFF: h=001122; w=
w_idx) 0,1,0,1,0,1
4 R = stack + start [3, 6] long start =2, ={T#HN0 2
5 7 start int ROBAE (ZH—HEE) +1=4+1=5
6 AR [3, nl start + arange(n) S#IE=17
7 positions [3, 14] long FRERE dim=1 $f#esk
8 delta int (10 + 1) - 14 = -3, BFHERRS
9 decode_position(i, (3,) long i=14 - [11, 11, 1], &% prefill RANIE 10
delta)
SR

start += token £: AXAKIERH, BEGME BIFEEZEBEXESMN 8 FIEMARE 5).

* h, wE | RAIRFSE: FEMEERLR, —EEM ER WNig (10 3x2) Mt>1810,

o AEE— 1M max: RAETEEREt (W) . h (BE) Fw (BE).

o delta 7 +1, 5§ decode WE#M index HUE: HF— decode UBEMN %2 max+1,

o TEE (n=0ZMIEAN 0) &E max, NEEFATEERM start; REEAIERIRE [3, 0] #long tensor,
o dtype: UBEREI T, A torch.long .

REE: nano-vllm-omni-drills/hints/p18_overview.html
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IJEBIERS:  model_executor/models/qwen2_5_omni/qwen2_5_omni.py:412-576

model_executor/models/qwen3_omni/qwen3_omni_moe_thinker.py:1694-1785

Zi0 [ HERBIM:

109
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Track E - B&15 GPU

% stage H£EB51. EFHEN. CUDA graph bucket,

110
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#25 - P16 IREIALEN: IREDE. FHTMAEML. BIR. BN ©4a5min oRM OBH__

thinker #if5 GPUO. talker #1 code2wav % GPU1: FRENANRITVARLK (EFENESERTI), ERA
ZERHT, FEA— KRB EHEIEE RS IREUL,

ERRFNME

81 stage BoiltE: MEFNE > W—RFE K batch B profile > F"EEFZWHE - EA"EH KV block #1 >
capture CUDA graph, % 2. 3 HKBMEHEZTRNEEF: WRE LS — stage IRFEMHNE, NE
ZERMEEN—KV EZ TS O0M, EVTIREAE,

o P HERE (BFEXFR: (01 F {12} th2E—4H) 9 stage BFRE—A; HMIL stage id B17,
HIBELITHEHFIT.

o KMIER: F—TKMEER, FTEBMEEAMN init; EEHTHILESR; ARNAESHKINN

stage M cleanup; #l InitError(stage_id) .

BARE: BHEIESHKERE s(util x total + reserve) = total , IZBIELTEIRERINAIER

E, MAEFRE=T stage OOM,

ZXIA Qwen3-0mni (2xH100) :
GPUO@: thinker(0.9) - 48 [0]
GPU1: talker(@.6) code2wav(0.1) - 4B [1, 2] (&47) FAHT

X{: mine/pl6_init_planner.py B8UR: pytest tests/test_pl6_init_planner.py 8R: A-25 il
it: B-25 SEME: C-25

EBOB%
""'p16 - Stage start-up planning: device groups, parallel init, rollback, admission.
init_groups(stage_devices): stages that share a device —— directly or transitively ——

form one group. Return groups as sorted stage lists, ordered by their first stage.
run_init(stage_devices, init_fn, cleanup_fn, max_workers):

groups run in parallel (thread pool); stages inside a group run one after another in

stage-id order. On the first failure: no NEW init_fn calls start, running ones finish,

then cleanup_fn(stage, result) for every stage that succeeded, and raise

InitError(failed_stage, cause). Returns {stage: init_fn(stage)} on success.
admission_check(device_total_bytes, stages, reserve_bytes_per_stage):

for every device, sum(utilization * total + reserve) over stages placed on it must not

exceed total; return one error string per offending device (mentioning "device <id>").

from collections.abc import Callable
from typing import Any

class InitError(Exception):
def __init__(self, stage_id: int, cause: BaseException) —> None:

super().__init__ (f"stage {stage_id} failed to initialize: {cause!r}")
self.stage_id = stage_id

def init_groups(stage_devices: dict[int, set[int]]) —> list[list[int]]:
raise NotImplementedError

def run_init(
stage_devices: dict[int, set[int]],
init_fn: Callablel[int], Anyl,
cleanup_fn: Callablel[[int, Anyl, Nonel,
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max_workers: int = 4,
) — dict[int, Any]:
raise NotImplementedError

def admission_check(
device_total_bytes: dict[int, int],
stages: dict[int, tuplelset[int], floatll,
reserve_bytes_per_stage: int,

) —> list[str]:
raise NotImplementedError

BKER (Wd2EE)

v IREESNERDE

v AEHT. ARNEITHIR stage id
v KW + EREKINAY stage
v EFEANGE

EiXEiE[R

o HIEATHIANETF stage iY, EFABAREIEYL MEZTNERF"ME?

HR5XL

EEE - FRITEHR (8894E = HER)

BTESKEFRE—5K GPU, BNIRTHAR— stage., HERBATFH: —KKEFIMURNLEFLTE (21

stage £H—3KK); AF—KKEFLAT, RENSMIKEF (TP=2 Y stage HF5KK) .

W—ZHANZANE (M) : 8TEANBNELRE " XREFERZ DN, BEFECHER (BF

profiling + ft) . MERFM T ERRER—KREFANE, MEUANTUERECH, ERESZT. FIKKARTFN

BASDT—PT—TANE (ARBTT), LIFZERAR—REIZRZEZE; TEAHARFHIE R RN EE
(4RIEFHAT) .

KREEEE: ABL2SK, BEEANG 2S5 38K, CH% 3SR, ARMICERHER, EBEE2, 35

SIEATENERN T BENE—REEX —EERNHE, BIULR—1TWUREIIFES A, B, C AE, (X2

RIRTHOSFR: AT CEIC LEERRINEE, ER1EBHNRHITEZ.) TRAMMARRERENLKEF,

PIAEEY T,
HAEEMZR " EHTIME": 8K—1TH, FEEELNRFESEEERTIMANSEFLE; B, MERKSEF
Bk,

KLE - MRQEHE (KWER)

=MRFNARRE=FRERRE (FHTiaM1) . BAES _HREREKRT (init KIK), SHRERE:
O EZFHAMOTEBTE (B, TEHH init); @ EERIBMHREEZ=PNT, MEBin (B
B init ILEMST); © FMAABEFZE, BECLKRAEZNHRAZEIMER (cleanup BT ALINEY stage)
— 3R B BRAN—ZMFRER, SkEABF LRE"HETRT"HRE.

it - BMITE (BREFEEAN, B8 LEHNHE)

—5k 80 EERIRF (—3KkK), BMIRITE (stage) R'EFAR/NNBEHLEITE, IMIBREEE/IESRE
(reserve) , FHRRISCE—E: T(LLfl x 80 + &MAH) = 80 ? BT MIBFERBN'XRLART", MARE
ETREEBEAE. BRKEFHRAZF (TP=2), SKEFHERTHLLHIZTE—D.
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IEZEMMEA: T - SBWC - LIFE
L P16 EAE

T RIBIMEM? BEHABR? FHREA run_init ; —MEE, SME—MES (FR asyncio:  init_fn
EIRENRLSARA—MENE. STHEMSE). EXRRES stage TEMILHFE,
BAFMNENE FEEEHE 8.

S HERE? #5? results (B{INAY stage - handle). failure (B—Hx&M, £2—%). 21
worker &f2#aE > —iE threading.Lock RiFFmE,

B WETH? init_fn(sid) —RIg. ELFEBIMNER, SWEBHTHEXRERET, £
SRR SRR L A ERERLER,

w RIfiL BMA— worker: 1% stage id i for 18 ; BRFFIE— TR init ZBIE—R
failure, FAEMAIE: AAHIT. TERBEREM cleanup,

c BiE RART; worker Z B REIBIRIPHAZTIRERA (—EH"EHE"MIEF).
L S anEHA 5% join BEIR: LI2IMAY with BB = FIAAHLER. results THENK, RETH—

cleanup. £ raise,

| HoMED BINREISEE dict; £MRAE—FMEO: InitError(BE—1KMH stage) , &
ARBERE __cause__ L.

F = @ [E4H stage B init XAESE, BiZid IF; @ F—REKMZERBFEIN init; ®
IRE/HES, FRERINGH stage BEAKEERE, EAEW cleanup—I81F—1%; @ &
IKHY stage K cleanup (E3&HF handle),

E BRE5HER ZPMENFERKN (RIBE—K); EEBRN init EXMZET R (BEER);
max_workers /NFAER (HAWAREINAZIEAM, BHiHRE);
KeyboardInterrupt Z#% 2 Exception MEHEtEMADR; TEFR
55; need 181FET total RiF,

RZEE: nano-vllm-omni-drills/hints/pl16_overview.html

STERSRES engine/stage_runtime.py:879-956 engine/stage_init_utils.py:1738-1762 engine/stage_admission.py:205
engine/stage_phase_lock.py:106-238

Z10 [ HEREIT:
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#26 - P17 CUDA graph bucket runner (CPU #&#{) 40 min OSE BEI_

decode K] kernel launch F44§ CUDA graph ;Hf. graph RiAE#7S buffer: pad, i&%. replay. clone, %X
Bt ARHRAFIRE eager,

ERRFNME

decode REF RARMNITE, BELSHRE LT kernel; CPU K5HEERL TH#EM. CUDA graph I 8—%
forward REE, ZE—X launch BEEK, KN ERIAFZFIIFHIBRAZEREINEORIK.
25T A4S batch bucket (1,2,4,8,...) EE—REES buffer BIBT b T EF—KE

BT (bs MEK):
b = %/ = bs B bucket; 88 - eager

static_in[:bs] = x; static_in[bs:b] = @ # E—/REK batch BTHT
graph[b].replay() # ERE7E static_out[:b]
return static_out[:bs].clone() # T—R replay &&= static_out!

ZARF CpuGraph 7£ CPU LIEHUXFIEN : replay KiZ RiEFHS buffer, TIRZHMSE,
WAFHRE eager 1SR

* bs @I &K bucket;
e batch BH15 KB RNG generator (P08): replay A"2EFH 1T Python 1£2, per-row generator
S IHEZEE,

X{§: mine/pl7_graph_runner.py G&UI: pytest tests/test_pl7_graph_runner.py 318/mR: A-26
if: B-26 SEfE: C-26

EOBR
"""p17 - GraphRunner: batch-size buckets over captured graphs (CPU emulation of CUDA graphs).

— __init__: allocate static_in / static_out of shape [max bucket, hidden] once.
- capture(): one CpuGraph per bucket b over the views static_in[:b] / static_out[:b]
(largest bucket first), call .capture(), keep them in self.graphsl[b].

- run(x, force_eager=False):
pick the smallest bucket >= bs; if none, or force_eager (e.g. rows carry their own RNG
generators, which a replay would silently ignore) -> stats["eager"] += 1, return fn(x);
else copy x into static_in[:bs], ZERO static_in[bs:b] (stale rows), replay,
stats["replays"] += 1, stats["last_bucket"] = b, and return a result that is NOT a view
of static_out (the next replay overwrites it).

- Never capture at run time.

from collections.abc import Callable

import torch

# given types

class CpuGraph:
"""Emulates torch.cuda.CUDAGraph semantics on CPU: replay() re-runs the recorded work on
the xsame static buffersx; it never sees new Python arguments."""

def __init_ (self, fn: Callable[[torch.Tensor], torch.Tensor], static_in: torch.Tensor, static_out:
torch.Tensor):
self._fn, self._in, self._out = fn, static_in, static_out
self.captured = False

def capture(self) —> None:
self._out.copy_(self._fn(self._in))

self.captured = True

def replay(self) -> None:
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assert self.captured
self._out.copy_(self._fn(self._in))

# implement below
class GraphRunner:
def __init__ (self, fn: Callable[[torch.Tensor], torch.Tensor], buckets: list[int], hidden: int,
dtype: torch.dtype = torch.float32) -> None:

self.fn = fn
self.buckets = sorted(buckets)
self.graphs: dict[int, CpuGraph] = {}
self.stats = {"replays": 0, "eager": @, "last_bucket": None}
raise NotImplementedError

def capture(self) —> None:
raise NotImplementedError

def run(self, x: torch.Tensor, *, force_eager: bool = False) —> torch.Tensor:
raise NotImplementedError

BKER (Wd2EE)

v 81 batch size £R5 eager —
v bucket 1% 5 M eager [B5R

v IREMEARFIZERS buffer

v padding 1TH#E %

v 1BITRYMAEH capture

EIXEIE(R

e graph NEFEAREITA KV FIE? viim-omni BIARZRIERET?
e talker B MTP (MO5: 15 R/\VMEERY forward) At ABEESEMRER—3K FULL graph?

HR5XEL

Kb - BERTHER

HEERE 118, 31, 6 B=MEE, SMERNBHEREFLREMAET (capture), FILETBEMR
2.

RT 2THEE: A 3BER (@ LEEEE bucket), TEMNI—RERIEL—FETHNEEEATE (BF
padding 17), [MELRNZ—RER, EAEEIZUNEE (AELERERBRETHNITE).
BirzlE, DFTIEHEMER EETRRRBILEA (clone) —AIRIRIEEE LA US" BIRIELE
A, FT=P—F11E, EAFENEEMEZRL T AIALN,

KT 71THE? SANREERE 618 > REFI—M1E (eager),

ZLE - FHI OK (#5F

CUDA graph B—E2RFMHET: I TEK (replay), EM—E—HhBR—E. RAIMR—TIERAIA
(IEFEURE #HE—MEE = 8875 buffer), (B BETEREETILRBARG .

MREMEABKBXEERZECHMENTE" (BKRBH torch.Generator ), H#EFARRE, AR
BB R BT E—RNOERWIEEBIET . FINZMEROIUFIUD KRB ( force_eager ),

IEZfNA: BRI (shape trace)

XZ2—1"CPU #&11#9 GPU runner”, RBEIENH K. 1E—X replay AAE—E (UMRXEESE 3% bs=2 .
bucket 3. hidden=2 ) :

github.com/kzhou003/nano-viim-omni-drills 15 © 2026 kzhou003


https://github.com/kzhou003/nano-vllm-omni-drills

2 i% bucket

3 static_in[:2] « x

4 static_in[2:3] <« @

5 graphs[3].replay()

6 static_out[:2].clone()

iR

[2, 21 BX [6,

[1, 2]

&
static_in[:3],

5
static_out[:3]

[2, 2]

EETIHA
A% batch (Python 2%, graph ERZIE)

B\ = 2 B9 bucket; &%B | force_eager - Hix
fn(x)

[RhE DLt R HIR RO BR R A TE
padding 1T;8%F (ZHI2L—/X bs=5 B M 5); 5 3.5 177
bucket 4b, AFit

it 5, 5, -1 (padding 1T = fn(0))

REREZAT, FRENLR, MEFS buffer [

o BEHMBMEMARIEN: B self.static_in #EL—3 tensor, graph REIEIHAEBRATE,
o SiCi5EE padding 17: ZAFAY fn FATIHIL, BE{TRIL padding i ETHR; BEXLERBEEETRE (MoE

ST, NaN 88, % batch 34)), RISFELIT,

o JR[E view: BRAREAER, FIXBAREE —RNERBIEERS.

e eager Pl 7575 buffer, SETE eager RIEFTT last_bucket .

» B1TEIILG capture: capture RIE. E warmup fEY, IEMIERRR; FIEEEONTEMEARIF.
* capture [BifF: MAZE/\ (CUDA EZIKEIHZ— memory pool, KESLIFAE, NEER).

REE: nano-vllm-omni-drills/hints/p1l7_overview.html

STERRES:  worke r/gpu_ar_model_runner.py:634-690

ZiC | HERBAII:

worker/gpu_model_runner.py:243-272

worker/base.py:140-147

Capstone: BFRAREEL— miniomni &5 (FKEI—X)

FRRESKXI, 7 CPU LAK—" 3 1 stage METEM/KE, HEIHBINEHRIBEX:

1. #5518, &= multiprocessing

(spawn) FiHFE, S PHIZER P10 B busy loop, 5|1ERNERA

PO7 #9 scheduler, P06 Y block manager aJi%t, "2 " o] ASTRTERIAE; AL stage 0 %

MO8 #J TinyThinker,

2. 1RHIE, AOHFEEFR— orchestrator 4572, FH P03 ZRHE=" stage, &RZ P01 334AHIIK, abort F

P04, RPC F P05,

3. $UEE ., stage ZIEA P12 N P13 EIREEIE, ZWIRA P1112515K, codec RUYIER P14, BENifiiEA

P16,
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4. 53818, & 100 MNHAIEK, KWL 10% Hi& abort, FHBEM kill =% stage2, BR: S MERETFE— 1L
%, /dev/shm HREHRE, #EEHEREEFHEE,

SERZIE, B Part Il BIAEL: EHERERAESLA Qwen2.5-0mni-3B, &5k 5090 Lia{T.
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i A-=ZRIRT (FE15 07U EESE; L1 L2 > L3 ZRKELE)

A-1- RMSNorm 5 Z4&7% RoPE (interleaved [ chunked)

Level 1-1/O R=ffl
rms_norm: x = [[3, 4], [1, 1]] (fp32), weight = [1, 2], eps = 0,

rowd: mean(x2?) = (9+16)/2 = 12.5, rsqrt = 1/3.5355
% = [0.8485, 1.1314] -> % weight —> [0.8485, 2.2627]
rowl: mean(x?) = 1 —> X = [1, 1] —> * weight —> [1.0000, 2.0000]

FRRNRE—4K mean (B1TMI), MRS x HE.

rope_inv_freq: rope_inv_freq(8, 10000.0) - [1.0000, 0.1000, 0.0100, 0.0010] (&KE D/2=4, B}
10000”~(-0/8), 10000~ (-2/8), 10000~ (-4/8), 10000~ (-6/8)); rope_inv_freq(6, 100.0) - [1.0000, 0.2154,
0.0464] ,

mrope_cos_sin F"#15 B A1 : B inv_freq = ones(10) (D=20), £ token, positions = [[1], [2], [3]]
(t=1, h=2, w=3) , XS MIENAEMETEFRBMINIE, acos(cos) EIBEHIFMREE | MARIRE ML :

section | /8 acos(cos[0]) (& 20)

[4,3,3] ,interleaved=True 1231231231 ]1231231231
[4,3,3] , interleaved=False 1111222333 ]1111222333
[6,2,2] ,interleaved=True 1231231111 | (E¥E80%)

RE—1Ti%A: H/W R &8I 3-section M&L", ZEEE T. BHEEIFENES (cat([f, f1) ).
rotate_half [ apply_rotary: rotate_half([1, 2, 3, 4]) = [-3, -4, 1, 2] , D=4, inv_freq =
rope_inv_freq(4, 10000) = [1, 0.01] , &XAMNE p=2 (Z4##E 2, section=[1,1,0], interleaved):

cos = [cos2, c0s0.02, cos2, c0s0.02] = [-0.4161, 0.9998, -0.4161, 0.9998]

sin = [ 0.9093, 0.0200, 0.9093, 0.0200]

apply_rotary(x=[[[1,0,0,0]1]1) = [[[-0.4161, 0, 0.9093, 0]]] #HE 0 SHE 2 HR—XIhekk
apply_rotary(x=[I[I[1,2,3,411]1) = [[[-3.1440, 1.9196, -0.3391, 4.0392]]]

x BOFZIRE [T=1, heads=1, D=4], cos/sin 2 [T=1, D=4] .,

K

1. RMSNorm B"5¢4[E] x.dtype BTk weight" "7 fp32 B5E weight B4£E"1E fp32 MATHEXZINE? £ bf16 WA TIR? Rt
A?

2. torch.arange(@, head_dim, 2) SZEIMRMA? IR head_dim ZEHIEECERZD? inv_freq HEKERZD?

3. positions WFZIKR [3, Tl , inv_freq & [D/2] , BHE—XI EE2MBEWN freqs[3, T, D/2] ?

4. interleaved /8T, S T4rj = 7. section = [4,3,3] R ERTM4? #& section = [6,2,2] IE?

5. rotate_half A7, #fE j RMEE j+1 BEXf, TR2MHEE j+ D2 BxI? XF cat([f, fl) (MIHEESEMIREEMRETHE)
BHAXFR?

6. tIRFA token HRAXAR (= MNHAIGIEERE), interleaved 5 chunked B9 cos/sin FiZ2tAXR? AHA?

7. apply_rotary Ex2 [T, heads, D], cos® [T, DI, EE# reshape 7 REIEFE HEZIFTHE head?

il

* “normalize in fp32, cast back, THEN multiply by weight”: I8 x * rsqrt(mean(x?, -1) + eps) WZE#%E
fp32; BEIMIE—HER% .to(x.dtype) , B5 weight (BEH x @ dtype) 1H3E, bf16 FXFHEMIRNFSE 1 ulp 2LNE
5, BIGNELE bf16 A, EMRINFEE 1.9140625 , “fp32 BT weight"5E] 1.90625 —EHE"ZEARZ"BA bitwise —
.

o rope_inv_freq i fp32: torch.arange ERIARZ int64, int / int 7& PyTorch E&75%| float, 1B dtype {KEIEAIA
dtype i%%E; £XIEE dtype=torch.float32 &%, theta *x tensor 2 Python FEMNETERE.

o section (& X: mrope_section = [s_t, s_h, s_wl, kD2, B"EMMDEZOMAER" (FRSODNEE; HE
HRE 2 1Z), chunked THMRZELE=ERKE; interlcaved TH &8 j=1,4,7, .. (ts_h, Blj%3==1Hj<3s_h), W 5iF]
=2,5,8, .. (j%3==2Hj<3sw), #THELET,

o cos[sin (9fizIK & [T, head_dim] : %7 [T, D/2] LESemidiEs®, B cat([f, fl, -1) #mM D, REH

.cos() [/ .sin() ., XM neox MIZRY BIHE/EHET".
o dtype: cos/sin 7£ fp32 Rit&; apply_rotary &%) bf16 By x i, RN%CiE cos/sin #5EL x AY dtype BH#EFE (5 HF —%),
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* Qwen3 vs Qwen2.5: & inv_freq. rotate_half. apply AXZEEE, W—RXJIE 0K | BE AN E " — XS
interleaved X bool HEZE N,

Level 2 - BES5ERIR

o /Y APMRPEEMINERAS: rope_inv_freq - mrope_cos_sin > apply_rotary (RZREA
rotate_half ), rms_norm J23, BIIZZXNNFES, 85— 1A o flFENEFEN,

e rms_norm: =# x32 = x.float() ; x32 * torch.rsqrt(x32.pow(2).mean(-1, keepdim=True) +
eps) ; .to(x.dtype) EEF weight, EREIR: &It keepdim=True (FLRIIEEETIRE) . eps MUIE sart ME. W2
ER4EESK mean,

* mrope_cos_sin FIZIL0E &R TIE ITE": A—REEHR=£MEEN freqslal 2k [T, D/2] ), AEwiE—

[T, D/2] WERf, EPE—5 | MEN freqs BIgTRE., RETNNSEARR, REFIMNIEIZE.
o interleaved FSTIUER: A THANE (EN—7, BRHNER tensor), BASKN 3WIIHES HIY (=1) 1w K7
(2R 2), UIFERBAXR section RE., HAJULME—MKE D/2 9 4HES"mE axis_of_j , BA gather [BRZE5I

prini

o chunked FISEINEBIR: 4P —DERSHTE, HORM fregs[0]. fregs[1]. freqs[2] FEIHEIKE s_t. s_h. s_w HIFIER, #HERE, 3*
EUNZE—1FIXE: H EREIZ freqs[1] FIZE s_t..s_t+s_h 7ll, A= freqs[1] BIZE 0..s_h I,

e rotate_half: i chunk(2, dim=-1) ERE—#YIMEIEH* a. b, RE cat([-b, al, -1) . ERER: B [b,
—al (BEEEAERT, sin ORFSEEEE), SURFBML) (GPT-J NiE, 5 cat([f,f]) RITE).

o apply_rotary B9 #&: cos/sin 2 [T, D], x2 [T, heads, D] , EEEHEHEA head #: cos[:, None, :1 .,
SRERIASE, PyTorch 21 cos By T 43J5FE x 89 heads f—= T == heads NASRBELERZHEN, XERMAKH bug,

o BMFI5: B inv_freq = ones + EARMEEIANVNEEAIE (W01/2/3) B mrope_cos_sin, BB acos , FEEARERIET!
REMAH; B=HERNAERIEMFHH/FEERML AN L E ROPE,

Level 3 - ¥ (RBBBRRMZF C HHFTESEMR)

key question &%

e fp32 AT .to(x.dtype) & no-op, HMINFLERER; bf16 T, "5t round Fl bf16 B bf16 weight”f1"fp32 Fk5TH
round"ENRAE, FIREZE 1ulp,

e arange(@, D, 2) = [0, 2, .., D-2], FRLAD EEHEE [0, 1), inv_freq KE D/2, BiEERE, M 1EFE 1/0,

e positions.float()[:, :, Nonel *x inv_freq[None, None, :1 > [3, T, D/2] .

e j=7:7%3==1, section=[4,3,3] i 3:3=9>7 > H; section=[6,2,2] i¥3-:2=6<7->T,
o WEj5j+D2EX; AR cos/sin@ cat([f, fl) , % |ZIME j+D/2 FIBREA—fE, rotate_half IEIFIEXFIIER—T
T #hiRik,

o ZHMIEER > =% freqs TE—HF > TILEAIRES, FEREIZLIE 1D RoPE, FHHFRE bitwise 1B,
e cos[:, None, :1 ([T, 1, DI1),

mrope_cos_sin f2IKiBER (T > token, D = head_dim, half = D/2):

positions [3, T] ——float—-—> [3, T, 1] * inv_freq [1, 1, half] = freqs [3, T, half]

prize2 ]| - f [T, half]
cat([f, fl, -1) -> emb [T, DI
emb.cos(), emb.sin() -> [T, DI, [T, DI

B K68 slice(l, 9, 3) #H1,4,7 (37 =s_h); slice(2, 9, 3) &H 2,58 (31T =s_w),
rotate_half | apply_rotary B%8 38 io ffl F: x = [1,2,3,4], cos = [c0,c1,c0,c1], sin =[s0,51,50,s1], rotate_half(x) =
[-3,-4,1,2]: out[0] = 1:cO - 3:s0 = -0.4161 — 2.7279 = -3.1440, out[2] = 3:cO + 1:-s0 = -1.2484
+ 0.9093 = -0.3391 —IE2 " #EsEmEERTE (x0, x2) X—3F k.

BARWEFE: (1) bf16 T rms_norm 5t cast H3E weight; (2) inv_freq £ fp32; (3) interleaved A clone() BEZ, 15K
M2 3ksection[axis] ; (4) chunked 893X B R ERF; (5) cat([f, f]) WMAR repeat_interleave ; (6)
apply_rotary i\ head ## 3457 dtype.

A-2 - Thinker Attention: QK-norm + GQA + KV cache

Level 1 - 1/O R4l
— M EEFER toy: hidden =2, num_heads = num_kv_heads = 1, head_dim = 2, g/k/v/o_proj £& 2x2 %,
g_norm = k_norm = [1, 1], eps = 0 ; cos® 1. sin® 0 (IHHEFTIEE).

x = [[1, o],
[0, 11,
[3, 311 #T =3
QK-norm Zf5: q = k = [[1.414, o], [0, 1.414]1, [1, 1]] # B1IBRUB S RMS
v MM norm: v = x = [[1, o], [e, 1], [3, 3]]
attention_forward(w, x, cos, sin) =
[[1.0000, 0.0000], # tokend REEEMLHC
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[0.1956, 0.8044], # tokenl: scores [0, 1.414] —> softmax [0.1956, 0.8044]
[1.5768, 1.5768]] # token2: scores [1, 1, 1.414] —> softmax [0.2846, 0.2846, 0.4307]

scale = D05 = 11.414, {30 token1 34 B 289 score = (1.414-1.414)/1.414 = 1.414,
E— toy, PF/RIER (chunked prefill | decode) :

cache = KVCache()

a = attention_forward(w, x[:2], cos[:2], sin[:2], cache) # —> [[1, 0], [0.1956, 0.8044]]
len(cache) == 2; cache.k == [tensor of shape [2, 1, 2]]

b = attention_forward(w, x[2:], cos[2:], sin[2:], cache) # -> [[1.5768, 1.5768]]
len(cache) == 3; cache.k BE®mMR: [2,1,2] f [1,1,2]

cat([a, bl) 55—k prefill WERZEITHEE. EEEIRIBAM cos/sin R 1T—ERBTENIE 2 BFFTHT token,
AMHEBERESFEETA (F—toy):

iR &R
5TEI%A causal mask [[1.5665, 1.1690], [1.1690, 1.5665], [1.5768, 1.5768]] R

BRE—{THTSIER

decode If mask FIRAT4% (q_pos =0 BE= token RAEEM key 0, 't [1, 0] WA= [1.5768, 1.5768]
Az 2)

ES LI

1. q_proj B9fiZik2 [H-D, hidden] . x @ g_proj.T 5%l [T, H-D] /5, E#viewr [T, H, D] , FHERIE"SEh D

head" 23469 D 71I?

. QK-norm 2XM—4MAI? g_norm KWFZIKE [D] , EE##ER [T, H, DI ? v EXRE norm?

. cos/sin RE T 1T (RIIREF token), M KA S = past + T 4T, cache BHIA K BEEZ il RoPE 13? R{tA4?

BB i DFR token (BRATAR ) MENUERZ/D? EREERLMIL key FITHREE?

LEIE [S, KVH, D] Bk ZTHE Q head HAEXNH [S, H, D] , Wiz repeat & repeat_interleave ? @

EH1E H=4, KVH=2 I Bl4A B4 mEt?

6. “softmax in fp32" IEMIRMI/ LS EE fp32 BM? RETEWERLIE x.dtype?

7. RAZ5TIEHR k/v iBAN#E cache Bl attention, TRE 5t attention BBAN? FMIRFW— 1 EELL token EREES?

il

e "RMSNorm EACH HEAD ... over head_dim": QK-norm RZXE hidden i norm, MEiL q&/ [T, H, D] , ¥&E
—4% D JHIH#hE RMS, FiE head £#Z@E—1 g_norm #XZ [D] (k@A k_norm ). eps Bl w.eps .

e l@: proj > QK-norm - RoPE, 5t RoPE F norm {8 EARE (RMS EiREE TAZE, (BEREN weight TE2IEEAEMN), 318
MKW,

e “rows belong to the NEW tokens”: A E&REIIABEIF T cos/sin HREIHF token F/LITERF, RBALREE.
WARRIZE2EME, cache FRFHIEELE RoPE TH k (MREHHI V),

o KVCache MI&H): k . v 2#RMlist, §& [t, KVH, D] ; len(cache) ZFHRK t ZH. FibA“past = len(cache)”
WNTEMR append Z BIEEY,

o causal ¥EIIMIE: 1% past = BN cache KE, 37 token i BYLEIIAIE p = past +i, I key £ 0..p, ZE& prefill

(past=0) HHEMLAHEETF=FA; decode (T=1) BIHr token BEEMEEE S /1 key.

o i attention 5% [T, H, D] %creshape iy [T, H:D] (head #7EHi. D &G, 5 q i view ARXHR), B @

o_proj.T 1%l [T, hidden] .

o h~r w N

Level 2 - BERS5ERIA

o BBIRSD: (1) = MRF + view; (2) — )\ per-head RMSNorm helper (FIE#ER M01 B : fp32 13—t - #E > 5
weight) ; (3) rotate_half + RoPE helper, ;& cos/sin 227t head 4 FI#&; (4) cache 4ME15% past. 28 K/V; (5) GQA B
FF; (6) scores + mask + softmax + JItKF; (7) reshape + o_proj,

o cache &EBMIBE: %ciE past = len(cache) , & append &% k/v, B torch.cat £&R%EF [S, KVH, D] .
MR append BIE len, past ZE T, mask B{M@fE, ZE—7F token FhEE"fME"/SEAY token, cache Jy None B past =
0. K/V BLZAREY k/v,

e GQA BF: k.repeat_interleave(H // KVH, dim=1) & [S, KVH, D] g% [S, H, D], 5% 0,0,1,1 A9k
51, repeat / expand +£5iR reshape 5% 0,1,0,1, 7 H == KVH IIER FERHR, BEESL GQA T2,
GQA 5t (%5=F): num_heads = 8, num_kv_heads = 2 - &4 4 P Q head:

q head h 0 1 2 3 4 5 6 7

kvheadh// 4 0 0 0 0 1 1 1 1

(F2 h % 2 3B 0,1,0/1,.. HRE.)
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o scores WIitH: RiEMIHIE einsum: scores[h, t, s] = £_d qlt,h,d]-K[s,h,d] , B0 einsum("thd,shd-
>hts") , B D ** -0.5 , HATLASE transpose BY [H, T, D] # [H, S, D] EF @ . 7£ fp32 B (q. K%
.float() ).

e mask#i&: q_pos = arange(past, past+T)[:, None]l , k_pos = arange(S) [None, :]1, #& k_pos >
g_pos HINIEE -inf , 2k [T, S1, Bz #%2 [H, T, S1 . BFED query EDEEEN key 0, REHINEEST -inf
S35 NaN,

o softmax 5iI#X: softmax(scores, dim=-1) (fEkey# S t), B5 VHEFE: einsum("hts,shd->thd") , AiF
.to(x.dtype) . BHEHIR: softmax 7 dim=-2 £ (BFFH 1 MIEE1T), 7E toy HIFE tokenO HEHHSATERE VO,

o WMEIBM=MiERA—: BBIN— T=6 KA, (a) —RIAA; (b) — cache, 3+3 FRIAM; (c) —1 cache, 6% T=11FHH;
=% cat [ allclose, cos/sin REHMTIHFEN,

Level 3 - ¥ (fLIIBZERAKIE C HFHIRSEMR)

key question F%E:

e (x @ q_proj.T).view(T, H, D) : q_proj #917#% head 2#RHE5I (81 D 172 head 0), FRA view EfRG—#H%E4E D 1%
EFE—" head,

o NifE—#D; [D] Bz #&% [T, H, DI ; v-ARnorm,

o THE: cache EFMNMBRINERERENMUERETN kK, UETRE, FMMUKETHESR.

o @EIFAIE = past +i; AN key T4F O..past+i ().

e repeat_interleave : H=4, KVH=2 - kv B#57 [0,0,1,1] (1Eff); repeat - [0,1,0,1] (£&5iR).

e gk, 48K, mask. softmax. MK5 V HIFEEETE fp32; ST V EERE x.dtype, B o_proj,

o SEIBINE attention: IX#EFR token BY key tH7E K BB, mask 21F s == p, token BEELEHC.

F24RBEE (H=4, KVH=2, D=8, hidden=32, B4&7% past=5, 7 T=2):

X [2, 32]

q [2, 4, 8] k, v [2, 2, 8]

QK-norm same shapes

RoPE q, k with cos/sin [2, 8] —> [2, 1, 8] broadcast

cache cat K, v [7, 2, 8] (S=5+2)

GQA K, v [7, 4, 8]

scores [4, 2, 7] mask [2, 7]: rowd sees s <5, rowl sees s < 6

probs @ V [2, 4, 8] —> reshape [2, 32] —-> @ o_proj.T —> [2, 32]

FA toy B FZF1T#3d: token2 (past=2, T=1#Y decode): q=[1,1], K =[[1.414,0],[0,1.414],[1,1]], scores = [1.414, 1.414,
2]11.414 = [1, 1, 1.414], mask: g_pos =2, k_pos = [0,1,2] £&Ba]W; softmax = [0.2846, 0.2846, 0.4307]; %t = 0.2846-[1,0]
+0.2846-[0,1] + 0.4307-[3,3] = [1.5768, 1.5768], dRIRSE [1, 0] , %BE q_pos AT 0; WMEHE—1TAE [1, 0] , i%#F
mask Rkl softmax AEE T,

5 serving BB R . XEH"past = len(cache), F token 3 &E = past + i"IEZ vLLM B seq_lens / query_start_loc 1%
HHEE; paged attention RE21E torch.cat(cache.k) T3 block table 3£EY, mask BHEARLT,

A-3 - Sparse MoE: F&H. 1% expert 94HitH. shared expert

Level 1 - /O Rl
route: E=4, H=4, router = eye(4) (FilAdlogits Fi%TF x), top_k = 2.,

x = [[2.0, 1.0, 0.0, -1.0],
[0.0, 0.5, 3.0, -0.5]]
softmax over ALL 4 experts:
[[0.6439, 0.2369, 0.0871, 0.0321],
[0.0428, 0.0706, 0.8605, 0.0260]]
top-2 ids = [[o, 11, [2, 1]]
norm_topk_prob=True -> weights [[0.7311, 0.2689], [0.9241, 0.0759]] # 0.6439/(0.6439+0.2369) ...
norm_topk_prob=False -> weights [[0.6439, 0.2369], [0.8605, 0.0706]]

IR[ERY weights £ x.dtype (71 x £ bf16 IfthE bf16), ids £ int64,
1% expert 740/ bookkeeping: N=3, k=2, E=5, RigKMAESR ids = [[2, o], [1, 2], [2, 3]1].

flat expert id (N-k = 6): [2, 0, 1, 2, 2, 3]

flat token id: [0, 0, 1, 1, 2, 2]

stable argsort by expert: [1, 2, @0, 3, 4, 5]

per—expert counts: [1, 1, 3, 1, 0] # expert 4 %] @ 1 token —> TR
expert @ —> pairs [1] -> tokens [0]

expert 1 -> pairs [2] —> tokens [1]

expert 2 —> pairs [0, 3, 4] -> tokens [0, 1, 2] # —RIEMEFIE 3 17

expert 3 -> pairs [5] -> tokens [2]
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moe_forward inZlif (#RERR): H =1, 1 expert B9 EI4 1=1, E=3, top_k =2, norm_topk_prob = True,

router = [[1], [0], [-1]]
w_gate = [1, 2, 0.5], w_up = [1, 1, 2], w_down = [1, -1, 3] # S92 [E, 1, 1]
x = [[2.0], [-1.0]]

Expert_e(h) = silu(g-h) - (u+h) - d

e=0 e=1 e=2
x=2: 3.5232 -7.8561 8.7727
x=-1: 0.2689 -0.2384 1.1326

token@: logits [2, @, -2] -> ids [0, 1], w [0.8808, 0.1192]
out = 0.8808:3.5232 + 0.1192-(-7.8561) = 2.1667
tokenl: logits [-1, @, 1] —> ids [2, 1], w [0.7311, 0.2689]
out = 0.7311-:1.1326 + 0.2689-(-0.2384) = 0.7639
moe_forward(x, w) = [[2.1667], [0.7639]1]

Bin—" shared expert (gate_proj = up_proj = down_proj = [[1]], gate = [[0]] - sigmoid=0.5): SharedExpert(x) =
silu(x)-x = [3.5232, 0.2689], £R%TH [[3.9283], [0.8984]1] (=2.1667 +0.5-3.5232, 0.7639 + 0.5-0.2689),

S ok

1. softmax 2E2EB E 1 expert HEBE top-k, TR E top-k BE k MEM softmax? £ norm_topk_prob=True RIAE LR 2
TEAE? 7£ False RIIR?

2. top-k Z /5 weights B dtype RiZEt4? EM—HEi0?

3. N 7 token, 81 top_k 7 slot, BEZEHEZ/DD (token, slot) ¥? EHME" S DINEFE token" i@, F25

ids.reshape(-1) ——33[?

4. HEFZIE, BIEANE expert e MIB—ERTEHIFHAFMRIEAIE?

5. E—" token BIF slot FIEESEEITREIR expert, REBHIEMMDERMEIRE—1T? WMRIEEEB (token, slot) F—RMHEFH

out[all_toks] += y_all BE, €KR%EMHA?

6. w_gate FZRE [E, I, H], 3—i#t hln_e, H] f#§ gate IZFMiZFE w_gatele] FERECHESE?

7. shared expert B/ JZ2—Mr2X2— 1 EE? sigmoid(x @ gate.T) WAZRESD, EB#5 [N, H] #9 SharedExpert
HLESE?

E2iiR e

¢ “softmax ... over ALL experts in fp32 - top-k - renormalize”: HIZRKELE E D expert £VT—, BiRRAN KD &

norm_topk_prob , 1EBX k MERUEMNNMEZMR 1. EAERE—, X kK MXENFNF 1 (LEAFIFE 0.6439+0.2369
=0.8808),

o dtype 9% : EHMIRE fp32 FE (logits ATAS .float() =LA softmax B9 dtype= ), renorm th7E fp32 B, &
J& weights %[ x.dtype . expertids 2 topk iR[EHY int64 T#r,

e SwiGLU expert: Expert(h) = (silu(h Wg"T) % (h Wu~T)) Wd~T, wgwu2 [I, Hl, wd2 [H, I], F¢
A hln, Hl @ Wg.T - [n, I], &Fx&EMEFESE @ WAd.T - [n, H] , stacked 5 w_gatele] EXEE e 1 expert,

¢ “the serving way”: RZ"XE7 token fBHf k /X", tHAZR"SIE expert FEEP N 1> token LEEA mask i&", MEST
expert RSFEEEHA TR token LE—IR; 1&F token B expert RUEMRITE, XHZ FusedMoE B grouped GEMM RE&,

o scatter-add: B expert FHIE ST IAIIN (token, slot) FIEREHINE, % token FAriIE out . FE— token FTEE—
expert EREHI—R (top-k 8 id ERERE), BEARE expert ZESZREM, FRAGKBFE"IN", BERZIFEES F/RHEN
API,

o shared expert (talker): & token #RT—PEEAY SWiGLU ( gate_proj/up_proj/down_proj ), BFRIUE token
— M52l sigmoid(x @ gate.T) ( [N, 11 ), #AEMEBEHERLE. w.shared is None BF (thinker) Bid.

Level 2 - BERS5E IR

e route =1T: logits - fp32 softmax (dim=-1) - torch.topk(probs, k, dim=-1) ; ®i% renorm ( keepdim=True
B9 sum) ; JR[EIFTIE weights #%[0] x.dtype, S%5: 5% topk logits B softmax (7€ norm_topk_prob=True R %4, {B%
False li5E2ARE, MENEAMIET),

o B¥E: flat_e = ids.reshape(-1) , flat_w = weights.reshape(-1) , flat_tok =
arange(N).repeat_interleave(k) . ZHKE#HZE Nk, 2 p DTRIERE— (token, slot) 3, HE: B
arange(N).repeat(k) 78%)0,1,2,0,1,2, At row-major # reshape,

o #4H: order = argsort(flat_e, stable=True) IEBE— expert f93JHEEI—#; counts = bincount(flat_e,
minlength=E) ZAHEERKE; B—Dix start 2IMEIATSEIEER order[start:start+n] . thalUA (flat_e ==
e).nonzero() & expert BN Frn—EEM, 1BE expert #iT—EBLEA,

o E M expertitE: toks = flat_tok[sell , h = x[toks] ( [n_e, H]), SwiGLUE y[n_e, H] , B3k
flat_wlsell [:, Nonel . JFEiNEH dtype 5 x —% (route B%[H) .

o scatter-add: out = zeros_like(x) , out.index_add_(@, toks, y_weighted) ., %%§: out[toks] +=y
£ toks BEERRRBRERBEN; T2 expert A toks REEFTN"EEFR"X, BURM—R MU EEIMERRS I HEM

SEER,
o BIZ= expert: if n == 0: continue , XEERMEEER, thEBRIZ tensor HIFE XA matmul, JEEHHN start 7 n ==

0 RIAEZRI# (0 0 thhs) .
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o shared expert: 7££E8 N /> token E& SwiGLU, kLA torch.sigmoid(x @ shared.gate.T) ( [N, 1], BziEH
[7#8), hn%lout L,

o HEARTMEM: BEHL x[6, H], tE3 moe_forward(x) [i] 5 moe_forward(x[i:i+1]) [0] , HEFR—F, BEE flat_tok
9IEEEEY scatter BT R,

Level 3 - ¥ (RIBERAMZFE C HFTESEMR)

key question F%E:

o Y28 softmax B top-k, norm_topk_prob=True i, %t softmax B renorm ZEMN T3 top-k logits il softmax (D EESHE
19); False BIREM—=EE softmax B top-k IXEF < 1,

o x.dtype; 7t renorm Zf5. return ZRBiiEiR,

e N-k1; arange(N).repeat_interleave(k) - 0,011,222 (k=2),

e bincount FEIE expert BIITEL, % expert ER2MITHAMEZRESR (RIS .

e index_add_ (5 scatter_add_ )., out[idx] += y 2“E--5", @—XFHE dx EEENEEBELE; A&
expert BOTEIRE toks 1RIFARESFRIABER, 1E—B{RIEFRA (token, slot) W— XM SEIFMESET#EL, index_add_ miIERER
1Ef,

e« h @w_gatelel.T: [n_e, Hl @ [H, I] - [n_e, I] ., down: [n_e, I] @ w_down[el.T ( [I, H]) >

[n_e, HI .
o F1 token —MxE: X @ gate.T 2 [N, 1], sigmoid FEI#ES [N, H] I #&#Ez%,
FaRiBER (N=5, H=16, E=8, 1=32, k=2):

logits x[5,16] @ router.T[16,8] -> [5, 8]
probs softmax fp32 -> [5, 8]
topk weights [5, 21, ids [5, 2]
flatten flat_e / flat_w / flat_tok -> [10] each
order argsort(flat_e, stable) -> [10]
counts bincount(minlength=8) -> [8] (sum = 10)
expert e h = x[toks] -> [n_e, 16]
gate/up -> [n_e, 32]
down -> [n_e, 16]
scatter out.index_add_(@, toks, -) -> out [5, 16]

shared sigmoid(x @ gate.T) [5,1] * SwiGLU_s(x) [5,16]

FtREHIF1%3T: token0 (x=2) BEEIZEI expert 0. 1, 1XE 0.8808/0.1192; tokenl (x=-1) B&EIZI expert 2. 1, #XE 0.7311/
0.2689, D4H[G expert 0 4B [token0], expert 1 42 [tokenO, token1], expert 2 4ME [token1]., expert 1 B—)X matmul i
[-7.8561, -0.2384] , ®*IXE [0.1192, 0.2689] E9%index_add EI5 0. 117. &¥& [[2.1667],
[0.7639]] . % token0 182 -0.9365 (=0.1192:(-7.8561), RFIRELIEM expert 1 FITHR), HEARATHEME out[toks]
=y MAREM,
5 serving B9BXH : argsort + bincount 3\ vVLLM FusedMoE B4 moe_align_block_size (iE token 1% expert 33553 pad
2| block), TBIAEHE expert matmul X grouped GEMM 89— group; Expert Parallel i,
pair_token / pair_expert Fi2Z all-to-all dispatch BIERHR,

A-4 - ZIETHE: placeholder it#1. embedding &3 . DeepStack

Level 1 - 1/O {5l
audio_token_count:

num_mel_frames n TEEO n//100 REr f>BE-R->E=R total
0 0 0 0->0~>0 0
50 0 50 25>13~>7 7
99 0 99 50 > 25->13 13
100 1 0 0->0->0 13
101 1 1 1>1->1 14
330 3 30 15->8->4 43

f&EX LongTensor FETXiTE: audio_token_count(torch.tensor([50, 100, 330])) - tensor([7, 13,
43]) ., EE 99 5100 #B2 13, 101 BZFI 14,
merge_multimodal: H =2, image 41i id = 90, audio (5 id = 91,

input_ids = [7, 9@, 90, 8, 91, 91, 9]
text_embeds = [[0,1],[2,3],[4,5],[6,7],1[8,9]1,[10,11], [12,13]]
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mm_embeds = {"image": [[100,100],[200,200]], "audio": [[-1,-1],[-2,-211}

inputs_embeds = [[ o, 1],
[100, 100], # image #0
[200, 200], # image #1

[ 6, 71,
[ -1, -11, # audio #0
[ -2, =21, # audio #1

[ 12, 13]]
masks = {"image": [F, T, T, F, F, F, Fl,
"audio": [F, F, F, F, T, T, F1}

JAZE text_embeds SHINBRENRMNE, &XABMAN (FBEASAMR. mm_embeds = {} ) B, HHEZET text_embeds
B—#3E0, masks REMESHZE False,

HIRER:
A 2R
ids = [90, 90, 5] , mm_embeds = {"image": 1 17} ValueError (2 M&EfIvs14T

embedding)

ids = [91, 5], placeholder_ids = {"audio": 91} , mm_embeds ValueError (& 5fIfHER

= {} embedding)
ids = [7, 8], mm_embeds = {} EEIRE (88 &0/, & key &iE)

apply_deepstack [ run_layers:

apply_deepstack(hidden=zeros(4, 2), visual_mask=[F, T, T, Fl], visual_embeds=[[1,1],[2,2]1])
- [[e0,0],[1,11,[2,2],[0,0]] # hidden XE{HEL 0

layers = [lambda t: tx2, lambda t: t+10, lambda t: t*3]

hidden = ones(3, 1); visual_mask = [T, F, Tl

deepstack_embeds = [[[1],[5]]1, [[100],[200]]] # 2 1 level, 81 [n_vis=2, 1]
row: 0 1 2

layer@ (x2): 2 2 2

+ level 0: 3 2 7

layerl (+10): 13 12 17

+ level 1: 113 12 217

layer2 (x3): 339 36 651 # level RE 2 1, layer2 ZEHEAN

run_layers(...) = [[339], [36]1, [651]]

WMREEIEENIE layer 281, =152 [[342], [36], [666]] —iEMBEITAZHM, FAAREXAITREEIUART XA bug

SR

K

1. audio_token_count Z[ERT2#F Python int 1 LongTensor, MLES% (FIg0 math.floor . int(...) . if %) €&
tensor AT HEIE? RFAMLZERTHGE T2

2.r=0R/ (n183F2 100 091580, XX (r — 1) // 2 + 1 /HZD? XKH Python/PyTorch 89 // MREMHATTH?

L= MERS, RIRFE SRR AER? B kK DNEAMAERNIZE mm_embeds [modality] #9ZE/117? FFH/R mask
out [mask] = emb BERIEXMARFIG?

. 'ERHRIE text_embeds TEMEER? out = text_embeds Z/EH outlmask] = ... EKREHA?

R EAESTE placeholder_ids B{ERYE mm_embeds B, (+AER FRAZIREE, A8 R TRAZEFEAPT?

. visual_embeds HJ7T#F1 visual_mask BHt4ax%&? hidden[visual_mask] BFZIREZ/D?

. B L layer. K DeepStack level (K <L) B, BB layer ZIFREN? level i # layer i B9XI Rk R 2T A7

il

o BIATAIRE: AuT ZREZ2E mel ML 100 Mi—8&, =X stride-2 HEMERKELZHN (len - 1) // 2 + 1 (BD
ceil(len/2)), 100 i > 50 > 25 > 13, TEEOEHERM 13, RARMEOZTEENE—EAR. Al (processor) HIFAE
— M AREHEFEZ DD <audio> S,

e int/tensor WMi&: % . // . +. —. x 3 Pythonint fl LongTensor #IXRFTEEIIEN TIE, FANA—TREAXLECES
MRAXNRAZISFMEAN . Wy, mEN // BEEDTEE (floor), Et (1) // 2 = -1,

e masks BJiEX: RE {modality: bool[T]} , Xt placeholder_ids BHEBMESHEE—I (EMHIZESZELEM, thE—
2 False B9 mask) , f54E DeepStack B4 visual_mask FiEEXE,

e “inorder": JRiFERIZSANERFIPLIMMINT=E embedding, f/RE5IME out[mask] = emb 1% mask # True BIF
FREMOREN emb BIZ5 0, 1, 2... 17, [EFHR ZINF". TEMESH SRR (B9 image, audio, image), B8 PMESE
Bit#.

w

N O o b
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o dtype: JRiZEEHLFIRER] text_embeds dtype AR[E (5140 VIiT 7£ fp32. LLM 7£ bf16), SABIEHEMMLAY dtype,
DeepStack IIiEEIE,

o DeepStack 2"IN"AFE"&ik", FHiROE tensor ( apply_deepstack TEEMENEANA hidden), run_layers m level
i 7£ layer i ZIE3EN; 23K layer (i = len(deepstack_embeds)) SR @aEimE,

Level 2 - BER5E RN

o audio_token_count: —{TRIARENA], P=FHBEEFHE: r=n % 100 > =X (len - 1) // 2 + 1 >kt 13 %
(n // 100) . AEE if r == 0 Z#MHXE (3 tensor FATAH, BARANFEIEMLE 0).

o merge_multimodal BB % out = text_embeds.clone() ; 3 placeholder_ids #9E1 (modality,
token_id): & mask., ¥ masks. £t n = mask.sum(); BE& mm_embeds BEBEREXMES, MRS, U
placeholder_ids N E{ER, MAE mm_embeds, X#"E GAIMFAER embedding" 15 R BAKES.

o RE: (a) BEAERS: n>0 > ValueError, n==0 - Bkid; (b) ESTEE: emb.shape[0] != n - ValueError, fEiZERE
FEESEMFmNNE, & HHSERIEEER,

e EXN: out[mask] = emb.to(out.dtype) . B%: out[mask.nonzero()] = emb &ZH—#;
torch.where(mask[:, Nonel, emb, out) F2RNAL (emb RE n17),

o FEEM: clone() HWAEEMEANZA, &H out = text_embeds , FIEENLRIKEIERASM tensor, TIAMARIEE
£ F—"EKEL CUDA graph EERTE.

o apply_deepstack: out = hidden.clone() , out[visual_mask] = out[visual_mask] + visual_embeds

(8f index_add_ @24 nonzero T4%). B%: hidden[visual_mask] += ... FEHETHA; out +=
visual_embeds AZRFIEC (n_vis 17 vs T 17).

o run_layers: for i, layer in enumerate(layers) : % hidden = layer(hidden) , B#fF i <
len(deepstack_embeds) EHENZE i R, S SEASTE layer BAZAI (off-by-one, HF IIHKMBUEMRITZ I TE—
) ; 8§ zip(layers, deepstack) SHZ R layer kT,

Level 3 - ¥ (fLIIBZERAKMIF C HFHEIRSEMR)

key question F%:

o math.floor . int(n) . if r == 0 #H;AREERATFZTH tensor; RA % // + — x T,

e r=0: (0-1) //2+1=-1+1-=0, EFHEHEE0; ¥ floor division (ERAFLFEE), WMRA C NiEHIE
BEFRESSE 1, 100 MSWEEMN 14,

o Bk True AIBEEEE k 17; WREAESIMERMUEAFEN, BERIL.

e clone() ; A clone B9iF out 5 text_embeds 2E—RATE, SAMESERER.

e R embedding BIZIESE =1 DEMRF > Wi SMRKER 0> Bhd (mask MEIRE).,

e visual_embeds.shape[@] == visual_mask.sum() ; hidden[visual_mask] 2 I[n_vis, HI] .

e layer 0 .. K-1 ZIE&FN—IR, leveli e layeri (0-based),

audio_token_count B%8 (docstring B9 ((f - 1) // 2 +1 -1) // 2 + 1 #iEb. c AMEEE—.)

merge_multimodal 8% A io ffl F1Z3F: image mask B True (IEE 1. 2, T2 11T < image[0] = [100,100], £ 21T «

image[1] = [200,200]; audio K9 4. 5 EE,

apply_deepstack [ run_layers 8232 i&F{7437 io flF: 5 0471 >(*2) 2 >(+1) 3 >(+10) 13 >(+100) 113 >(*3) 339; FE 1171~

EMRT 15212 36,

5 serving B9B£%: audio_token_count 7 API#F2 (HF processor) ERTE prompt 1<E, merge_multimodal 7

thinker stage BJH B RIDEHHE —ME AR A —HET, REKREE merge HERKRL, X2 AR ABE" B/

F"TH, DeepStack By visual_mask T2 merge IR[EIRY image (% video) mask,

A-5 - Talker MTP: —IIRFRN 15 7% Z codebook

Level 1 - 1/O T4l
f5l1: G=4 (14 CBO + 3 P ¥ = codebook), B=2, H=16, vocab=10 (BB#|iXEH tiny code predictor, 1 &),

last_talker_hidden: [2, 16] cb@_embed: [2, 16]

predict_residual_codes(cp, hid, cb@) —> tensor([[4, 5, 6],

[7, 4, 911) # [B, G-1] = [2, 3]
predict_residual_codes_kv(cp, hid, cb@) -> tensor([[4, 5, 6],

[7, 4, 911) # AHFETRIER

£ 052 cB1 (B lm_head[0] 7)), 2152 CB2 ( lm_head[1] ), £ 252 CB3 ( lm_head[2] )., REXE 11785h
M (A hid[1:2], cbel[1:2]) &% [[7, 4, 9]] —batch FETERFM,
5l 2: re-prefill lREE—SHFIIKE (F—1 G=4, B=2 fiEH)

i %3 cp.model B inputs_embeds  EXBf—4T  logits B3 2[5 append

0 [2, 2, 16] = [h_talker, EO(cbO0)] [z, =11 Im_head[0] - [2, 10] CB1=1[4,7] codec_embedding[0](CB1)
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1 [2, 3, 16] [z, -1] Im_head[1] = [2, 10] CB2 =[5, 4] codec_embedding[1](CB2)

2 [2 4,16] [ -1 Im_head[2] - [2,10] CB3 =6, 9] (BAER, FBFE append 117)

HHIES—HH code EHIBEEs: [[4,5,6]1,(7,4,9]1] . KV KR7EABREAM 3 25, cache KEMARE 2> 3> 4,
5l 3: next_talker_input BIF2IRE & X (G=4, B=2, H=16)

cb@_embed: [2, 16] # X—Mmi CBO #Y talker codec embedding (ERAAZ)
residual_codes: [2, 3] #6418 [[4,5,6]1,17,4,9]1]
text_step: [2, 16] # AHXFH thinker XAmE
RE [2, 16] = cb@_embed
+ codec_embedding[@] (residual_codes[:, @]1) # % 0 17& index 4, % 1 47& index 7
+ codec_embedding[1] (residual_codes[:, 1]1) # & 5 / 4
+ codec_embedding[2] (residual_codes[:, 2]) # & 6 / 9
+ text_step

—2£ G=4 > codec embedding 181 (11 CBO + G-1MN&E), BMXARE; £R(ME [B, H] , BEFIIHE,

K

1. FUMEE j+1 4 codebook BY, FAfIE 1m_head M9%/11. codec_embedding MIE/LN? MEMN TR ABRMARE
1?

2. 295 [last_talker_hidden, cb@_embed] 24 [B, Hl ; REIEEAMIZEMK [B, 2, H]l [izA stack &2
cat ? AW NEE?

3. &% transformer iy [B, L, Hl , fREXI—MIBEHE logits? RHHHATEME 0?7

4. G-11 code FHHE— (CB_{G-1}) BHFkZE, re-prefill RIAEEBH— X transformer [3? next_talker_input EEEH
embedding [5?

5.KV hi: #B—%iAM cp.model MRJ/LMIBE? BEIRB/LN? WREIIRMAIETERIIRHAT cache FIIEE, REEMFA?

6. KV hRE, FIER position id FHIERERBIE? (REEFENE position_ids 13?  (327=: B HF# DynamicCache iE&T{t

Ao)

7. next_talker_input BE—#AF 1 embedding #811? CBO Bi—Ii At A EIEREHFER cb0_embed , MAZZ code predictor
HREE?

iRl

e G =num_code_groups 2% M codebook 2% (BELER 16, & CBO), talker KEAEIH R CBO, code predictor RTARER
B G-11, FFIA 1m_head #1 codec_embedding #21<fE G-1#9 ModuleList , T4xj=0 3IK CB1,

o re-prefill (no cache): B—S#IETENHFIFIIRS cp.model(inputs_embeds=...) , =&
past_key_values . BERRERIESN, KRE—MMIENHETIZEMRBNEREHZEL—H; vim-omni REREANFIIR
KRE G+, BFIKEZEETF CUDA graph,

e Greedy: code = logits.argmax(-1) , £R2 [B] #long k&, FILAEIZ(EAN nn.Embedding #9%3|, BEXRS
3 top-k/top-p K%, AN T I A argmax.

* codec_embedding[j] 2 code predictor B2hJ embedding & ( [vocab, H] ), 5 talker £1&ERE CBO WERAEE—3K,
CBO 9 embedding HHIARAEIFLL cb@_embed £451R.

o DynamicCache ( from transformers import DynamicCache ): BlIE—1"ZWXR, fEX past_key_values= &
EHi& use_cache=True , EELSFIIEGEMN K/V EMFEE; EHIECEF T2 MMIE, A RoPE NBESBMEL.

o next_talker_input 2 talker T—% %I\ embedding: "IX—MiFfE G > codebook #J embedding Z#1 + XFFHXAEE",
X2 Qwen3-0Omni talker B9"% codebook KM N"AE, iRE [B, H] .

Level 2 - BES5ERIR

o IFMR: = PMNREIELZT MBS ER—ZEEE hidden - Im_head[j] - argmax - codec_embedding[j] #E\. P predict
REPIX B RETF B4 transformer IRHA4": re-prefill IREEER, KV ki RIRFTAI—EX.

o BUREEM: FHA— [B, L, H] kE4r, 858 torch.cat(..., dim=1) #EEKEEM [B, 1, H] ; code &
&% Python list 2, ®&f& torch.stack(codes, dim=1) g% [B, G-1] , ;&= embedding 2 [B, HI , BIMNEIE
HEEE4 ([, Nonel 8 unsqueeze(l) ),

o fEIFXRE: for j in range(G - 1) , ®RIAF=E—" code, FEER range(G) (2#FiHE m_head[G-1] )
8 range(G-2) (— code, ®WHZTRL [B, G-2] ),

o KV ERESSIADDIR: A—1ZE x JBR'X—SERMOIUE". F—X x 2 [B, 2, H] MEEFI, ZE x EERIEEIN
code B9 embedding [B, 1, H] , cache EBEHFIRBIE—R,

o HEHW bug1: FRESERA Im_head[0]. 55— code &%, EEIATE. ELEMN G=4 fIFE, ER=M [[4,5,6],
[7,4,911 =m [[4,5,41,17,4,2]1] RAEE-JIRERNMN, XX bug KWEEEIR,

o &Il bug 2: KV REBHNHIREEFS, cache ERESFIHMUE, UBERSHKER, EREHES: B—FFEE

[[4,5,61,17,4,2]] —BNITY. BTE, FFEEE. REHN: 852 cache KERNA 2, 3, 4, ...

e no_grad: X2, B @torch.no_grad() = with torch.no_grad(): &£k, ZNSWETHNITER (ERF

T, BFEEELHAF).
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o next_talker_input 9555 7= code 5 j 5IZA codec_embedding[j] & (FIFNERIE—)); AEEMIEBENR
cbo_embed (A a = a + b MAR a += b, FE clone() ), BURBIAFRHHIKE.

Level 3 - ¥ (KIIBZRENKFE C HFIRSEMR)

key questions &3

o M CB(j+1) BB lm_head[j] ; 8% code A codec_embedding[j] #%&A\, MPMRELABERE codebook (KFE G-
1), T4% 0 #B48 CB1, FRAR—1j.

o torch.stack([last_talker_hidden, cb@_embed], dim=1) > [B, 2, H] ., cat &% [2B, H] = [B,
2H] , #BA3,

e HY last_hidden_statel:, -1]1 ( [B, H] ): AR LM B&E—MIBU" T—1".

o BE— code EHXETRHEHM transformer; {8 next_talker_input EEE M embedding (B codec_embedding[G-2] ),

o KVHRE—RIE 2 MIB, ZEBR11D. EEREERIL cache BEEUMEEN K/V, fUBHEHE.

THEF6hE position_ids: DynamicCache ERTBEEHFEKE, HF EEUELHEM{IEN cache_position ,

e —1t G codec embedding (CBO + G-1N5%%) 1N text_step, CBO Y embedding 38 talker T4 EIFIZEK, code predictor
MRERE CBO, FIABIERAEN.

FZIRiBES (G=4, B=2, H=16, vocab=10)

seq@® = stack([hid, cbe@l]l, 1) [2, 2, 16]

j=0: cp.model(seq0).last_hidden_state [2, 2, 16] —-> [:, -1]1 [2, 16]
1m_head [0] (.) [2, 10] — argmax(-1) [2] = [4, 7]
codec_embedding [@] (code) [2, 16] —> [:, Nonel [2, 1, 16]
seql = cat([seqo, el, 1) [2, 3, 16]

JELE oo [2, 4, 16] code = [5, 4]

J=28 cao code = [6, 9]

stack([c@, c1, c2], dim=1) [2, 31 = [I4,5,6],[7,4,9]]

predict_residual_codes_kv BZ2 B#6: E/EIREFTE] cache.get_seq_length() , G=4 BRIR#RRF 2. 3. 4; FPHRANT
EHEMANBLER torch.equal .

residual_codes[:, jl & [B]l, &% [B, H] ; ~EEE, [B, G-1]1 EMHE—kKE (B&EE [B, 6-1, HI]
BArESIEA TRE—KR) .

Att4 re-prefill 5 KV IRi—E—: ERFIEAT, B p WHELERIKEIE 0..p AN, re-prefil B EE TFRBIBME, BIH
NIBH KV 5 E—$H572tBE; KV RREEEIETE, FILRE RoPE iIE— (DynamicCache B&IRILE), RSB hidden
HEJLFAERE, argmax 1B,

A-6 - Code2Wav KRR EIRERSHEER

Level 1 - 1/O 54
5l 1: ER Convid, K=3, d=1, C_in=C_out=1, weight=[1,2,3], bias=0

x = [1, 2, 3, 4, 5] # [1, 1, 5]
B4 L4 (K-1)xd =2 ©~ 0 - [0, 0, 1, 2, 3, 4, 5]
y[t] = 1-x[t-2] + 2-x[t-1] + 3-x[t]

y = [3, 8, 14, 20, 26]

I, PR [2, 31:

step(x[0:2]=[1,2]) -> [3, 8] state THY [1, 2]
step(x[2:5]1=[3,4,5]) —> [14, 20, 26] state THY [4, 5]
HiE = [3, 8, 14, 20, 26] v 5BZ%—

BREE TR = ARG state KIZR "I (K-1)-d =2 PN, B—RZH] state 2 10 (EFENTEENEHE),
5l 2: ## dilation BIESR Convld, K=2, d=3, weight=[1,1], bias=0

ylt] = x[t-3] + x[t], FERE (K-1)-d = 3 THEBA
x=1[1,2, 3, 4,5,6], B&%y-=1[1, 2, 3,5, 7, 9]

2R [1, 4, 1]:

step([1]) - [1] state = [0, 0, 1]
step([2, 3, 4, 5]) = [2, 3, 5, 7] state = [3, 4, 5]
step([6]) —> [9] state = [4, 5, 6]

ERFE—RAE 1 MEAR, L state BFE: state BEM"|H state + FIR"BHERMNETXFKER, FIAENEESM M HMEE 0,
5 3: ESR ConvTransposeld, K=4, s=2, weight=[1,2,3,4] ([C_in=1, C_out=1, K]), bias=0.5

x = [1, 10, 100] (3 W)
i BAIE [2i, 2i+4), & = x_i - [1,2,3,4]
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fiE: 0 1 2 3 4 5 6 7

mie (1): 1 2 3
1l (10): 10 20 30 40
2 (100): 100 200 300 400

K#+bias: 1.5 2.5 13.5 24.5 130.5 240.5 300.5 400.5 (KE (3-1):2+4 = 8)
B4 S8k K-s=2 1N &R 2 1 - [13.5, 24.5, 130.5, 240.5]

b e

step(io) —> [] # (B <2 BME, BEFREHEN 2

step(il) —> [13.5, 24.5] # fud 2,3 BE

step(mi2) —> [130.5, 240.5] # fI& 4,5 WE; 6,7 KES (KEMESRXE)

flush() —> [] # FT 6,7, EFHAHE

SR [2, 1] th—#: step(mi0..1) —> [13.5, 24.5], step(mi2) —> [130.5, 240.5], flush —> []

RIHEHIESE n WE = max(0, n-s - (K-s)) =0,2 4,
bias MEEHIEETF: WREBWIELRIRMT bias WEBESRBESIAM, ESMUE bias MTFR, WLEER [14.0, 25.0, 131.0,
241.0] (81#% 05),

5l 4: K==s BIEEETR (K=3, s=3, weight=[1,2,3], bias=0)

x = [1, 10]: MZETRESE, K-s = 0, THH
B = [1, 2, 3, 10, 20, 30]
step(mio) -> [1, 2, 3] step(mil) -> [10, 20, 30] flush() — T[]

XEREHEEN 0" BANFHIF .

S bk

. AR Convid §J state FERFZDMER? K=1 EZ? ERIIARB bufl..., -n:] 7£ n=0 FHREITA?

.EB—RIAR step AT state RiZZEft4? BH batch [ channel MK (FiEREETZAHE B) ?

CEBEER: KA nmzE, BMIEZRNBE AR BRERENEER? BtA?

. EREHE K-s DMER: RIREIR step FEFIARBLAIF] K-s 1, SEEEME? A 3 49 [2,1] DRE—1&,

. bias FIZFEMARZIMN? MRESRE conv_transposeld Ef% bias, MEMUERE. FHSZ?

flush 2P RENES D (B L, s. KRR) ? AHBEZEERZ D

7. from_hf E dilation % stride 23U HF ZIRAB-MEMEE? nn.ConvTransposeld.stride 2 int f2 tuple?

E2iiR e

o WME®HB: nn.Convld A weight 2 [C_out, C_in, KI ; nn.ConvTransposeld #2 [C_in, C_out, K]

(docstring B3%0B), MFIN#FAIINEIEZL4A F.convld / F.conv_transposeld , ~ihFE%F, F.convld(...,

dilation=d) X padding B, HHEEKE = MAKE - (K-1)-d.

o "ARHAN: Ft MR REEEMA < t. BRI RELBI (K-1)-d DEIH, MICARIE DT E—IRE WA
A", FEIBREFZE.

o “EHRE (final)": BEBRFM i R0 [i-s, i-s+K), BUEIn tIBT, KM (FAx=n) RRE = n-s WEE, FIA <n-s BUE
HMAHE T, TUIERE—XEEATEBEMILER,

o ZR4AT vs IRAMIE: AFHEHNHNSBRAERVE K-s MER (£F/UE 0.K-s-1), FERE—RIFL., FECR'ELEE
S| Sy S VA=

o flush: FIEMEREIFTE, BRER (L-1)-s+ K BERALHNBIMHY, HEERE K-s 1 (BEERNARE) . K==s H&TE=
R0, July tl..., :-0] BRTKE,

e from_hf: HF #§ Qwen30mniMoeCausalConvNet & m.conv ( nn.Convld ). m.dilation . m.stride (&R
%#1); Qwen30mniMoeCausalTransConvNet £ stride M m.conv.stride BX (tuple, BY [0])., XEEIX
.detach() , bias BJ&E} None,

o OBk W N -

Level 2 - BES5E R
e StreamingCausalConvid BIRZE: RFE weight, bias, dilation . context = (K-1)-d #I1—1 state (¥1%&
None, ER step FHEMIARI B, CE2F [B, C_in, context] ). step = #H#% > T3 state > J padding #
F.convld ,
o state WEHMIRRF: 5t buf = cat([state, x], -1) , BM buf KEEX context NMESH state, REXT buf MBI, HM
x BURE, HBRK < context i state 24, T—REAEMEFAS (6l 2 WE—HRMIXMIER) .
o K=1ih5: context=0 i} buf[..., —-0:] ZHFE buf (Python B -0 72 0), state ELRIEK. WBHFkHZ, EA
buf[..., buf.shape[-1]-context:] EEXHIKF context==0,
e StreamingCausalTransConvid BIRZS: frames (BEUrZEINZR) . base (F—1TEHIEMWEB/AIE). acc (M base Fia
HARBEFARZRMESFX), trim = K - s,
o step 2 (1) WA bias#) F.conv_transposeld(x, w, None, stride=s) , KE (t-1)-s+K, BELBMUE
[frames:-s, frames-s + len); (2) HERIE acc AMIANFIER, BIEERMBINNXE (TIRER, base); (3) frames +=t; (4) &
H [base, frames-s) X—E&,
o HHEREL (step F flush M) : M acc AT (upto - base) 1, acc fREBFIR; AN bias (B MIB—X); BIREBRUEE
& 7E [0, trim) NAYEESD: skip = max(@, trim - |H base) ; &/ base = upto,
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o EI bug 5fEIR: bias ¥ THIREIR > EEXZH bias (] 3 RAAEEZ 0.5); ERERRM > EEASRED K-s TR, &
KERY; BT = frames-s WUE > BEEZEESEN, SHEBET—H BHSKD > ERMAEER, E'REHL"
AOITEIS A £

o DRAETM: —IRIRZMAS, B conv_transposeld EZTERAEMHTEEEIN; RERZBEMWESH acc 13k, HEES
5—-RBEUTHERTE—N (&M + T bias).

Level 3 - ¥ (RIBBRAMZF C HTESEMR)

key questions &3

o state fR7F (K-1)-d ™MEA; K=18A8 0, bufl..., -0:]1 REEAN buf—hFFH,

o A state y2F [B, C_in, context] , #EH—X step i¥A Xx.new_zeros(x.shapel[@], x.shapelll,
context) eI (EArY4E% dtype/device),

o KREInmifE, T <nsBRE: EEARENMIi=n RE [i-s, i-s+K), &R =n-s,

o IRIREEY: ] 3 A [21] DIREY, SBITIRAVEL [130.5, 240.5] R HIRIHIE 2 TEK [, EHBERERTER/MUE 0.K-s-1,

o bias E'"HIEENEHEMB " NIN—R, EESRENREN, RERSSHOMUE (BMMIER ceil(K/s) MBZE, BRED) 22
e

o flush BFEIK = (L-1)-s + K, KIFALE K-s )GRIL's - (K-s), 51 3: L=3>8-4=4,

e Conv: m.dilation . m.stride ; TransConv: m.conv.stride[@] (tuple),

5l 3 EMRIAIERIRZS (K=4, s=2, trim=2; acc BEFMNEBZHRIN biashIfE)

1R{F FRENEZNE/XE ~ frames FHXE Lok base Zlg  acc Zfg
step(#i0)  [0,4)=1,2,34 1 [0,2) 27 trim Y 1 2 [3 4] (f1& 2,3)
step(if1)  [2,6) +=10,20,30,40 2 [2,4) [13.5, 24.5] 4 [30, 40]
step(ifi2)  [4,8) +=100..400 3 [4,6) [130.5,2405] 6 [300, 400]
flush() - 3 [68), BAEEM 21T [ 8 a

acc (KEIRE <K-s: EMR"'TESEENNEE.,

BigiER

o ERER: A, B 2 OFIREDHLR [6]. (1111110 [2,3] DR, ERENEF—TFF); SREETE == AT
o HEE K=8, s=4 BMIRNE, RIHMEEEA O, 4, 8,12, ... (=max(0, 4n-4)),

o K==s ({5l 4): FcikFE, step SMiiLE s D, flush BE,

o JEATA step WA flush it cat #23€, 5 HF #ERMEL forward F§ torch.testing.assert_close Lt#&,

A-7 - % stage B 5ITENE

Level 1-1/O {5l
{51 1: shards_for_stage

weight_map = {

"thinker.model.embed_tokens.weight": "model1-00001.safetensors",
"thinker.model. layers.@.mlp.gate.weight": "model-00002.safetensors",
"talker.model.codec_embedding.weight": "mode1-00002.safetensors",
"talker.code_predictor.lm_head.0.weight": "model-00003.safetensors",
"code2wav.decoder.@.conv.weight": "mode1-00003.safetensors",
"thinker.lm_head.weight": ""mode1-00004.safetensors",
}
shards_for_stage(weight_map, "thinker") -> ["model-00001.safetensors", '"model-00002.safetensors", "model-
00004.safetensors"]
shards_for_stage(weight_map, "talker") —> ["model-00002.safetensors", "model-00003.safetensors"]

shards_for_stage(weight_map, "code2wav") —> ['"model-00003.safetensors"]

[E—" shard (00002) FILAREIEIEFH stage; EREEHHF. I8 thinker.lm_head.* tETF thinker stage (EARTE
thinker.model. F, {B# thinker. ).
f5 2: select_stage

state keys:
"thinker.model.norm.weight"
"thinker.model. layers.@.input_layernorm.weight"
"thinker.lm_head.weight"
"talker.model.norm.weight"

"thinkers.model.x" # WEMIEH “HRINETR"
select_stage(state, "thinker", "thinker.model.") #J keys
—> {"layers.0.input_layernorm.weight", "norm.weight"}
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layers.0.self_attn.q_proj.weight 1[4, 4] £ 1
layers.0.self_attn.k_proj.weight [2, 4] £ 2
layers.0.self_attn.v_proj.weight [2, 4] £ 3
layers.0.mlp.experts.e.gate_proj.weight [3, 4] £ 10e+1
layers.0.mlp.experts.e.up_proj.weight [3, 4] £ 10e+2
layers.0.mlp.experts.e.down_proj.weight [4, 3] £ 10e+3

layers.0.mlp.gate.weight [2, 4]

pack_layer(sd, 0):

gkv [8, 4] go0%=1I,1,1,1,2 2 3,3]
wl3 [2, 6, 4] w13[:, :, 0] = [[2, 1, 1, 2, 2, 2],
w2 [2, 4, 31 w2[:, 0, 0] = [3, 13]

router [2, 4]

5l 4: WL LoadError (7Ef 3 £ sd Eii Ei—4b)
&2
[FEE
WM expert 3 -I="RE (id &AL 0,1,3)
fil32 mlp.experts.l.down_proj.weight
i\ layers.@.self_attn.rotary_emb.inv_freq
fiig layers.@.self_attn.k_norm.weight

AN layers.1@.input_layernorm.weight

7% thinker.model. TF).
XEEaIRR

. select_stage EFBIZNT,

a b~ W N

WIRE—113?

7. "SR key" BAWN? (REZICRIMPLE key CH{ERA?

i

EDEBEFE I stage key B shard; REIHIFGE. ZENXHRTIR.

str.replace (FIgEEiRighEINTE).,

{q,k,v,0}_proj.weight . self_attn.{q,k}_norm.weight .

{gate,up,down}_proj.weight ,

., "norm": ...} (key B}%F .weight),
o IFN: re BASNA, expertkey BIMERZE mlp.experts.<¥H=F>.
<gate_proj |up_proj|down_proj>.weight , Z&B#H#HS (..
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6. MfTHIT expert id "fa4F =2 0..E-1 E5E"? E MIBERA (RHSHERBE) ?

thinker.lm_head.weight A7E strip RIZT, FAILAEER (M08 REMENE); & (KE) FEHRE, RK key,
5l 3: pack_layer IFZIRS1TIRF (H=2, KVH=1, D=2, hidden=4, E=2, I=3; STKEETM—TEHETELHKIR)

(A% input_layernorm / qg_norm / k_norm / o_proj / post_attention_layernorm)

# (H+ 2-KH):D=874F:q | k | v

[11, 11, 11, 12, 12, 12]] # ®1 expert: gate 3 4T | up 3 17

sd BERIEE layers.l.x 1% ZFR—pack_layer(sd, 0) R& layers.0. THY key,

pack_layer(sd, 0)

RN

LoadError (id AN3ELE)
LoadError (expert 1 R5EE)
LoadError (%R key)

LoadError (fit key)

MY (BRE10E, FEFEORE)

load_thinker_text: state E%—4 thinker.model.rotary_emb.inv_freq - LoadError; num_layers LLLfREHZ
(FIINRAEZE 0 BEME 2) > 51 EHAERE - LoadError; thinker.lm_head.weight #1 talker.x FEREHEIR (R

1. FIBF— key BT stage, BOZAMNRIZ? R4 "thinker" (INFR) RBELE?
"thinker.model.norm.weight" ZEpf+4? "thinker.lm_head.weight" &=/E##?
CEE | BRE key BT, AHABFR "layers.{i}." (HERMER) ERIE? i=1 HAHARIRKMLE?

.akv B91TEREZ ) (A H. KVH, D ®R) ? Aft4AZ cat & dim0, MAR dim1?

. W13 R3S expert cat(gate, up) B stack , B25% stack FiF gate Bl stack /58 up #? MMHEESEIAIN

o weight_map B model.safetensors.index.json , #iz40 {tensor_name: shard_file} ., —1 stage RETHF

o stage B4} vs strip B14%: STAGE_PREFIX %5l stage kaEi4k (W "thinker." ); select_stage 89 strip EA{K (U
"thinker.model." ), RIRBUEFLN key HEIEXEE, A startswith + 15 kllen(strip):] , A&EA

o fTHHE (dim0): nn.Linear f#weight 2 [out, in] . IBSPHZHAM Linear EHE—1, I out & (17) LH
% x @ qgkv.T B9EEFIKXRRE g, k. v, B [H-D, KVH:D, KVH:D] split B3k, gate/up EIE,

o PackedLayer B9 9 NFERS HF key —338: input_layernorm.weight . self_attn.

post_attention_layernorm.weight .

mlp.gate.weight (router, J¥EEN gate BRI gate_proj). mlp.experts.{e}.

o REM: —BR"BR—1"Z"Z—" key #8:2 LoadError; load_thinker_text #£ thinker.model. ZTBRT layers.x .
embed_tokens.weight . norm.weight Z#MY1E( key th2 LoadError, REINE—TTTEE {"embed_tokens":

+$ ) BIIENHHER id FRZEE,
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Level 2 - BR5E RN

o shards_for_stage: —{TES#HS—EH weight_map.items() , key A stage BIBTFkFMEE value, TRfF
sorted(set) .

o pack_layer —%: PIHABFFH sub = {X#E "layers.{i}." /5 key: tensor} . Z/EFRERIELTE sub £
17, key TRy "self_attn.q_proj.weight" X#¥MER, EFHE

o iElk: —Pused E&., 5—BF take(name) : FFEFM raise LoadError FEMIE name A used HIREIKE,
expert #9 key TIEWIEEEE}ZI}JH]”@?]I])\ used, ffg set(sub) — used FZ=FME"ZH key".

o UNE experts: experts: dict[int, dict[str, Tensor]] , ENEEE experts.setdefault(int(id), {})
[projl = v, #AEHKRE: E=. sorted(experts) == list(range(len(experts))) . S expert 8 proj £&14
172 {gate_proj, up_proj, down_proj} ., EFiE len(experts) ,

e $78: gkv = cat(l[q, k, vl, @) ; wl3 = stack([cat([gate_e, up_el, @) for e in range(E)]) -
[E, 2I, hidden] ; w2 = stack([down_e ...]) = [E, hidden, I] . —EZE#& e=0.E-1MIfF, MARIRE
HIBFIRRE .

o |FFERERH: “Z5R key"IREWMITFEFTE take ZE#1T: BTNRIBILIRME take BIEIE key IRIBRAZ R,

o load_thinker_text: sd = select_stage(state, "thinker", '"thinker.model.") - 3
range(num_layers) if pack_layer > #ZJf layers. FFkfkey £5115F 2 {embed_tokens.weight,
norm.weight} (Z 73748 LoadError),

o B bug 5ER: SIEFES ("layers.1" ) - 51245 layers.10..19 ] key, AEHIR"Z 5 key" Bl expert A5
w13k [up | gatel - FZRXIME SiLU BETHIRNI—¥, expert HHEHEREE; 1% dict I stack expert - id lll?i E
R expert #E458C, router 3EFAY expert A3,

Level 3 - i¥fiF (fLA3BZRAMF C HHFERSER)

key questions &3

o F STAGE_PREFIX[stagel (%=, @1 "thinker." ). AF=%it "thinkers.x" . "talker2.x" ZZfkey #
R,

e "thinker.model.norm.weight" - "norm.weight" ; "thinker.lm_head.weight" 7 strip FFsk, ®WEH,

"layers.1" &ITE layers.1lx.x (10-19). layers.1xx.x %, &&= "layers.l." RIEEE1E,

e gkv {788 = (H + 2:.KVH)-D, Linear ;)X& [out, in]l , =& in18@E (hidden). out RE, &FHMEFEE dim 0 H,

o WI"E expert N cat(gate, up), B stack”, 8% [E, 2I, hidden] , &1 expert 898 | T2 gate. [F | 172 up. &
55 stack B3 dim 1 #, SRELMER; B854 dim 0 =% [2E, I, hidden] , #iR.

o E=IWERINAE id #; £H2 sorted(ids) == list(range(E)) HE>0, #BEE" id #3E=F proj.

o #iP used &5, MIBEFREERE set(sub) - used ,

Bit: ITEEREEMN (BRECH/KE)

x = torch.randn(5, hidden)

q, k, v=(x @ L.gkv.T).split([H*D, KVH*D, KVH*D], dim=-1)

# q NZET x @ q_proj.T, k. v @I

g, u=(x @L.wl3[e]l.T).chunk(2, dim=-1)

y = (F.silu(g) * u) @ L.w2[el.T # NZET expert e B9 SwiGLU %

X IERZ M08 & PackedLayer iF/RAE MO2/MO3 FREMNER A gkv =17 split, w13 3255 1 41,

A-8 - BiE3: tiny thinker B9 KV-cache greedy f#i3

Level 1 - 1/O 7545
f51 1: greedy(prompt=[10, 20, 30, 40], max_new=4) 5% forward 5%

FBILR ids start  positions ([3, T], =17 i&ME forward GEE £ token
forward 18[E) logits cache KE
1 (prefill) [10,20,30,40] 0 [[0,1,2,3]]1x3 [4, V] 4 out[0] =

argmax(logits[-1])

2 [out[0]] 4 [[4]1x3 [1, V] 5 out[1]
3 [out[1]] 5 [[5]11x3 [, V] 6 out[2]
4 [out[2]] 6 [[6]1x3 M, Vi 7 out[3]

max_new=4 RZEE 4 )& forward: prefill KB4 T E—1 token, RE—MEMAY token REER forward, ¥i#E: start =
len(prompt) + len(out) - 1, }HE®&X forward g start == len(cache) .

5l 2: —BEHLAIIALEY tiny thinker FRYESLENF (vocab=97, hidden=64, 2 £, H=4, KVH=2, D=16, 6 " expert top-2,
mrope_section=[4,2,2], BEHIXE)
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prompt = [10, 20, 30, 40]
forward(tensor(prompt), @, caches) —> logits [4, 97], &E—4T argmax = 34, caches KE [4, 4]

forward(tensor([34]), 4, caches) -> logits [1, 971, argmax = 75, caches E [5, 5]
greedy(prompt, 6) -> [34, 75, 75, 75, 17, 1]
HF S$H28EEH greedy -> [34, 75, 75, 75, 17, 11 v«

E—"MER AT bug:

decode B start Zi0 1 (len(prompt)+len(out)) -> [34, 75, 75, 75, 75, 75] # % 5 1 token FHARE
SHEPIEREFS] ids M start=0 IE#E—2 caches -> [34, 77, 21, 3 #/5 cache KEEE 15

MBFREEREMLZINE argmax, MEEBTHES "D X" —FUBLLREERFS], MARRESE— token,
{5l 3: 43X A MRoOPE % F&5& 1D RoPE

positions = arange(4, 6).expand(3, 2) -—> [[4, 5], [4, 5], [4, 5]]

cos, sin = mrope_cos_sin(rope_inv_freq(16, 10000.0), positions, [4, 2, 2], interleaved=True)
cos.shape —> [2, 16]

cos 5“RA t #WMuE [4, 5] MEE RoPE"H cos T2#EE (allclose = True)

ZEMAIBERN, TiCEMNEREMEM, SREB—E, BIHNFE MO MRoPE $##0 (interleaved=True), Ri55 ZESHE—

ZRBBEI,

ESH

1. PackedLayer ERETEEHN qkv # wl3 , i MO2 B AttnWeights EHFFHI g/k/v. MO3 ) MoeWeights EEHFHY
w_gate [ w_up ., D3RTARSTE?

2. forward(ids, start, caches) i, positions SKEMFIRETA? =D BIEMA?

3. RoPE fJ cos/sin &)X forward HEEFHENG? EXNAIE"H token"BIIE, BEE"cache FEEB token"HIIE?

4. M02 #y attention E2iR#E len(cache) RERESE mask; # start # len(cache) ZEFIZHRMTLXER? FTHERNS

HIMATATR?
5. Im_head &8 state I key? BT ATREZT load_thinker_text ? logits 2 h @ lm_head F2 h @
lm_head.T ?

6. greedy —HiFR Z /K forward (F max_new FR) ? 2 k /R decode IRI#HEIZMIT token, start 2Z /7

7.caches NIZTEMEGIE: __init__ | greedy Fk, ®EEIR forward? RHTA?

il

e Dims A TH9D5 RoPE FIEEMLE#%: num_heads / num_kv_heads / head_dim RZE qgkv Z0{d split;
top_k / norm_topk_prob #AX MoeWeights; rope_theta / mrope_section % MO1; eps EBETFHE

RMSNorm (837 attention 249 g_norm/k_norm)

o "text-only MRoPE positions”: Qwen3-Omni A RoPE & (t, h, w) =5, SRR = £HMEZET % token BILEIIIE, BD
[3, T] WE—1T#E start..start+T-1 , interleaved layout #§ M01 & interleaved=True HSAENEAH
(Qwen3 FXT, Qwen2.5 A5HR),

o FRELM (pre-norm): h = h + attn(rms(h, 1n1)), h = h + moe(rms(h, 1n2)) —A—*RIEBEFENE

AL, BEMWERITA—MAHM h, RE—BZEBEM—X rms(h, norm) 73k Im_head,

e One KVCache per layer: caches Z{EH num_layers f951%, % | ERiEE caches[1] ; M0O2 Y
attention_forward &FiithiEn K/V, AT forward REZEIRE cache,

¢ “Must equal HF full-recompute greedy”: HF 2Z8SEITREFIIMLEHESEE—1T argmax. {REY KV-cache hRAEE

FEERINESRESR, (B argmax FHINTATTE ——F(F RoPE fiI&. mask. 1I—tIfFEERBSILFINEE—SH X,
o prefil IRE£ERT: forward iRE [T, V] MFET (MIBRRE—T), XEEHEEHRAIZFITILL prefill 9 logits; greedy
A logits[-1] .

Level 2 - BERSE IR

e _ init__HBITIfE: (1) load_thinker_text(state, dims.num_layers) 5%| {embed_tokens, norm} #
PackedLayer 5I%; (2) BX state["thinker.lm_head.weight"] ; (3) {E& PackedLayer # M02 A9
AttnWeights #1 MO3 #) MoeWeights (R In1/In2) 7FiEk; (4) FEEL inv_freq =
rope_inv_freq(head_dim, rope_theta) ,

o MERXEE: q, k, v = L.gkv.split([H*D, KVHxD, KVH*D], dim=0) ; I = L.wl3.shapell] // 2,
w_gate = L.wl3[:, :I] . w_up = L.wl3[:, I:], w_down = L.w2 ., REF chunk(2, dim=0) —B=&
expert %],

o forward B9 38 positions > cos/sin (—X&, FIERHX=) > h = embed[ids] ( [T, hidden] ) - &2 (attn, moe) 5%
%> B%norm > @ lm_head.T , cos/sin AXFRARE T 157 token,

o 5 MO02HIZ2L: MO2 1E5T token ITEAXSiIE len(cache) .. len(cache)+T-1 EfESR mask; 7 RoPE i & H{RE
A cos/sin RE., BEWTA—N, BNEREAN start == len(caches[0]) ., BJLATE forward Ehn—1 assert Z3EhiA
it
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o greedy BIfEIF: caches 7E greedy FFkEiE (8K greedy EREFHIEK) ; prefill —X1GRI%E—" token; Z/5 while
len(out) < max_new : R out[-1:]1, start = len(prompt) + len(out) - 1, i forward JR¥ =
max_new,

o EI bug S5FEIR: start E2— > BEFHFEADOX (Bl 2: 585 1 token #£R[E) ; BLHIREEEL > cache BEEIE K. RIREB; B
rms EREE®RZEETTF (h = rms(h) + attn(...) ) - prefill logits IZIF3; w13 F¥HIKR > MoE #ith 2%, prefill
logits MART; /=7 & norm - logits ERAERA.

o FIRIRR: 5£RE prefill B logits 52EE R allclose (EMXE. norm. MoE. RoPE); B& greedy %7l (& cache 5
start) , BUEEERS, ZHEE M01-MO3/MO7 RENRIBHMIEE,

o dtype/no_grad: greedy A @torch.no_grad() ; torch.tensor(prompt) £ long, AJE##%5| embed; token F3

int(logits[-1].argmax()) #&aL Python int B0 list,

Level 3 - ¥ (RBBBRRMZF C HHFTESEMR)

key questions &3

o gkvi®fTsplit’y [H:D, KVH:D, KVH:D] ; w13 7£ dim 1 X% &Il 1T2 gate, /51172 up (I=w13.shape[1]//2),

e positions 2 [3, T] K long k&, =17#2 arange(start, start+T) (& torch.arange(start,
start+T).expand(3, T) ).

o R forward EE, BRNRE token HIAIE; cache H|H token B K ZEB N cache BIEZBENH MBI T .

e W start == len(cache) ., &M RoPE KItEXEEEH mask INRIIIBEARA—I, MEHEHERSE, BEETHSEIX.

o state["thinker.lm_head.weight"] , 2k [V, hidden] ; EA7E thinker.model. T, A%
load_thinker_text ~4ME, logits= h @ lm_head.T > [T, VI .

e £ max_new X forward: 1% prefill + (max_new - 1) /X decode, 58 k X decode (k M 1FF#8) B outl[k-1] , start=
len(prompt) + k - 1,

e 7E greedy FkBIEE, B—1: B __init__ RIEFE TR greedy iR E—RMIFE, K forward BNETFi&F cache,

ZJR1BER (hidden=64, H=4, KVH=2, D=16, V=97, prompt  4)

prefill: ids [4] —> positions [3, 4] —> cos/sin [4, 16]

h = embed[ids] [4, 64]

rms(h, 1nl) —> attention_forward [4, 64] cache: 0 —> 4
rms(h, 1n2) —> moe_forward 4, 64]

(% 2 BEHE)

rms(h, norm) @ lm_head.T [4, 97]

decode: ids [1], start=4 -> positions [3, 1] -> cos/sin [1, 16]
[1, 97] cache: 4 -> 5

greedy B2 Bi6: E@EHRE assert start == len(caches[0]) ; BE—MESS28TE"WIEMRA (8RNI caches,
M start=0 & prompt+out), F&EH token FINTZEIER,

A-9 - Orchestrator v1: #14% stage I&H

Level 1 - 1/O Rl
1 (FA1—EHEBBI) : 3 1 stage SO>S1>S2 (thinker->talker~>code2wav), final_stage_ids={0,2} ,
forward_fn = lambda nxt, prompt, prev: prev (F#iR[E prev_data),

await orch.add_request("r1", "hi there")
S0.submit("r1", "hi there") -> S@ MIt# "hi", "there"(finished)

S1.submit("r1", ["hi", "there"]) -> S1 Ntd ["HI","THERE"](finished) (RE—1R)
S2.submit("r1", [["HI", "THERE"]]) —> S2 [t "wav:HI", "wav:THERE"(finished)

RBF#X await orch.next_output() =34 %:

# stage_id data finished

1 0 "hi" False

2 0 "there" ? (fRREZE)
3 2 "wav:HI" False

4 2 "wav: THERE" True

stage 1 W —SBASBIERFM, £%E orch.request_states == {}, orch.dropped_outputs == 0 , i&
~: 2ENRIE—% finished=True , HERRE——BXEMNMELE 2 17,
5l 2: RBERF— stage £ final, A= stage, final_stage_ids={2} , promptZ "a b c",
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S0 W@ "a b c” -> It "a","b","c" (fin) AP ETE

51 HSZ?'J [uau'ubu’ucu] - it [uAu'uBu'ucu](fin) FHF'E;FEU
S2 K&l [["A","B","C"]] —> [t "wav:A","wav:B","wav:C"(fin)
BFIKE:

OrchOutput("rl", stage_id=2, data="wav:A", finished=False)
OrchOutput("rl", stage_id=2, data="wav:B", finished=False)
OrchOutput("rl", stage_id=2, data="wav:C", finished=True)

R S0 BATE final, THTHINABMAR S1 L —"ARARP " M'"BEREH R "EMEMIINE,
5l 3: R0 request BOSEE . 6 1 HEIMNEE, B:

1) £ add_request Zgi, S1 WMEEBERSLEH—5 StageOutput(“ghost"™, "?", True)
2) ERHSE r1 (BPBHEKEE 18 4 K)
3) rl WESERZE, S2 XiRE—% StageOutput(*rl", "wav:LATE", True)

#R: BPMSEETZRES; orch.request_states == {}; orch.dropped_outputs ==

“ghost” MRIZIEMIT, “r1" BEWFET

ESi bk

1.0 17 SO WRE—1R "there" B#% finished=True ., £4AFRAE OrchOutput # finished [iZ2EH4? B
B StageOutput.finished RE, TE2HABINKRIRE?

2. S0 WRE—REEET final stage (BEL4LABF), XZE SO NTMEH (BERLE S1), X—FKRALEESMUSHEM? RS, 5K
B X 252

3.2 2RmARt4E [["HI","THERE"]] A& ["HI","THERE"] ? forward_fn ME=12#"stage s “LH=E
EEUR RARMADIIR. AR L RIN?

4. Pt ZifE await stages[0].submit() Z#JHE ReqState #i# request_states ? ZEF await ILHIEHIHRER
8, BUEY task ATREMIIHA?

5. BRBEZE, XBE—XBTEMNMEBENL, SAEMHA? NRIRA setdefault ZEMSEIRF"E— N
ReqState, aHITAMR?

6. reader task EE|—#HtHALEEATARECEHELE BURES. RGAF. &), MEE#E _ready_q RLAMH—M dispatcher?
asyncio N&BEH, EMEEMARIE?

7. final_stage_ids={0} B last_stage Z2Z/)? S1. S2 £# submit [3?

E2ii R e

o FHFPEGLZERY, ®WANAM: StageOutput(request_id, data, finished) & stage-orchestrator, @it
StageClient.get_output() =3, ME—XEREHNZE list[StageOutput] (—Mbx, BEEITEEREZMNMER). ©
%% stage_id FER—II stage SRR BIZEHIFB reader A&, OrchOutput(request_id, stage_id, data,
finished, error) =& orchestrator>FF, R} final stage £,

o last_stage = max(final_stage_ids) (MERHNEEREY): ELRAFEWEIRE— final stage N1k BEZEH
stage IRATREEIRZT, "s TAHEA s < last_stage R "FEXNER,

e ReqState #FE&: submitted = BZIE35IH stage £4; finished = BiR% finished i stage £5;
stage_datals] = stage s 3 X MERF=HAIFTE data, $£FAIRFE; pending_final 7 P02 EXRHE (P03 A),

o "34F—% finished=True, MARRE—£": XEM finished BIERFEN "B MERERT", T2"E stage FERT",
docstring 5EYZE=Z "every final stage finished”, AIMRAAESEEXFZ final_stage_ids ¢ st.finished .

o =ABAFI: _reqg_q (add_request #IBRIIEFHIEE - request handler), _ready_q (Fi reader #Z= - dispatcher),
_out_q (dispatcher > next_output() ), next_output(timeout) A9 timeout=None RT—H%,

o BEE (single-writer): asyncio 2MEXIBAE, M1 await ZERIBAEWEBIN task FTHT, BT REEIRS—BUAS
R await, IABED, "M— dispatcher BTLME R RIEERSEREHE— task BHBARIT.

XJ orchestrator SRIEFME AR id, LEHX—H,

Level 2 - BRERSE I
o {ERIFS (start() EBEEIE, &F# self._tasks):

task e Bfta

_reader(sid, 4 stage JEMEF await client.get_output() , 48 (sid, batch) mus#
client) - _ready_q . RS, FRERTS.

_request_handler() 1 M _req_q Hadd &, @A _handle_add .

_dispatcher() 1 M _ready_q B—itt, #IFEFENELEA _handle_output(sid, o) .

shutdown () : cancel fig task, B gather(..., return_exceptions=True) ZHEfIEEEY (EMNEE "Task
was destroyed but it is pending” Z4),

github.com/kzhou003/nano-viim-omni-drills 134 © 2026 kzhou003


https://github.com/kzhou003/nano-vllm-omni-drills

e Ht4 reader B Lk sid: StageOutput RAEB KB M stage, reader 2M—HEMS, FRMANBITEA (sid,
outs) , — stage BYHIH LR "— reader > — FIFO BA%I| > — dispatcher”, [E— stage WHIIFRF KA RS,

e _handle_output HJRZFIAF (ERINESREREENAR): © BRE, RERM drop iHHFHRE; @ i€ data BINE!
stage_datalsid] ; ®#% o.finished , #Esid )i\ finished ; ® # sid £ final stage: BHERHK done, K—%
OrchOutput; done RUIEBIEHIZIRE; ® & o.finished B sid < last_stage : F forward_fn #&#HN, #xic
submitted, submit £5 sid+1,

o S&BURE, B await: dispatcher Bf await self._out_q.put(...) # await stages[nxt].submit(...) #E
it =, EFE await ZEIIE stage_data / finished [ submitted #EFIF, XAEFRY task IEH R BRI R —FIPIRTS.

o add §%12: add_request RfFEIE ("add", rid, prompt) K# _req_q ; EIFASEM+IEZIE request handler B
i, SEM (B89 dict W{E) HRHESE— await Z 8,

o ENEIR1: HiZA o.finished % OrchOutput.finished, {IN: #] 1 BEEFAWEIFE finished=True (SO #Y "there"
S2 B "wav:THERE"), MEE—ZTEBRE—F; WRIREE—X finished B, S2 WAMEHLERLTA dropped,

o ERHIE2: S8R—MEER (MAES stage TA) . X S1HWE—NEK submit Z)x; HEEALITEZR prev_data 752
B, BREIR 3: BEERT return, HEFTEXZSEWMERAVIRZ (KeyError) HEMEEL.

o ERIEIR 4: % submit BEiEM. WE stage 7£ submit WER (2 submit iEEERE]) FITEE—KMY, dispatcher £IEE KA
id i, 7£6) 1 BHRXRINE: AP RETstage 049 "there" , ST1KFIWE ["there"] , B4 S2 At "wav:THERE" ,
dropped_outputs == 1 —F&FR3E, BHIEFEEDT R, B B task EMENFETBENITED, task iR
HIET, RIA next_output AT, FWiXEIAIEE task.done() and task.exception() .

Level 3 - ¥ ((XIBBRIKMZE C WHIESEMRE)
% 1 BESIRSR ( final_stage_ids={0,2} , forward_fn [R##5R[E prev_data):

%  dispatcher &bHE stage_data finished  EHfE
0 (request handler) add r1 {3 {} JEAf RegState, submitted={0}, %A=
await S@.submit("rl","hi
there")
1 S0: ("hi", {0:['hi']} { 0€final> % (0,'hi',False) ; &=
fin=False) B, TR
2 S0: ("there", {0:['hi', "there'l} {0} 0 € final; {0,2} ¢ {0} > &
fin=True) (0, 'there',False) (False! ); 0%

B 0<2-> forward_fn(1,'hi
there',['hi', "there']) ,
submitted={0,1}, submit S1

3 S1: {.., 1: {01} 1€final > T4EHAF; 1ERBE1<2~>
(['HI','THERE'], [['HI','THERE']]} forward_fn(2, ..,
fin=True) [['HI','THERE']]) , submitted=
{0,1,2}, submit S2
4 S2: ("wav:HI", {w, 2:['wav:HI']1} {0,1} % (2,'wav:HI',False)
fin=False)
5 S2: ("wav:THERE", {502k {0,1,2} {0,2} ¢ finished » &
fin=True) ['wav:HI', 'wav:THERE']} (2, 'wav:THERE',True) , &8,
return (2 == last_stage, ARHIFAHER)
6 S2: ("wav:LATE", - — r1 E7fE request_states >
fin=True) (fRi&R%) dropped_outputs += 1
FHRCIRBRIE R

1. SO RfG—1RAY finished: False, OrchOutput.finished @1EKEM, &ZMHE final_stage_ids < st.finished ; LhAY
finished={0}, TE1& 2. RE S2 WRE—HRIS—ZFKEAEIRMIL, FILEIF—%. BERRE—F"BHER.

2. FEEERMIT: 2R, “sid € final > KZ5AF" # “o.finished A sid < last_stage - #&" 2 MEIZH if, 72 iffelif, IFL
KERGEAF. BRABEA (AFPUXATNE S11ER5); BEENBARIAE—T: UIRRXZELRZES (done), KEMEE
¥ return, TEEBRK.

3. forward B9#AN: forward_fn(s+1, st.prompt, st.stage_datals]) . stage_data[s] & dispatcher S E—5
stage s BB LA append —/RIGHSKANTIZR, FRIX STEOMARE SO FREIFIER ["hi","there"] ; S1 R T—#k, X—kAE
5L list, AT S2 KB — N mEmFIR" [["HI","THERE"]] . $FE/HHER forward_fn (ESLRLZER thinker2talker
XERE) BIZE, orchestrator RXiL data KITAME,

4. AT AEEME await submit: await RIBRFINRZA LB HER, stage AJEETE submit EEMIEE &AL T ENRLE
&, reader ] dispatcher FEENIEIT— I SRIXAT rid SEATE request_states B, XEMHEAME LKL id E (R Level 2 B9E
NEEIR 4) . dict MERRBLH, K await FIEMEEETED.
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5. EEERREEE . EARZAS > dropped_outputs += 1 - return, EAREEBRIRE: BERH KM RegState KZEARZ]
2%, 2—HBTE request_states B (itthF), ErIEEIE—&IM/LEH RERF .,

6. At4 8 dispatcher: MR =" reader EEUUAT, EMNSEZBR await A3, BIAIFA reader #EEI"EE done"ME K
—%&, FE—INFERS—PIXEAN, EREEEBHE— task BITHIT, BENTE—IC2BY, DFAE.

7. final_stage_ids={0} : last_stage=0, SO TR ELRZ, S1/S2 KEAEH submit,

B4 CEMSmELIE) PO3 g FEXMNEFREE _handle_add / _handle_output , FRLAE=MEAH cleanup BAIHIL

FERIUET—EENMRZ,

A-10 - Orchestrator v2: async_chunk it + &858

Level 1 - 1/O 545
5l 1: talker (S1, 3Efinal) MITERIREIRZE, final_stage_ids={0,2} , prewarm_fn = lambda sid, p:
f'"warm{sid}:{len(p)}" , add_request("rl", "hi there") .

add Z/E=)R submit (RIRF):
S@.submit("r1", "hi there")
S1.submit("r1", "warml:8")
S2.submit("r1", "warm2:8")

2[5 stage IR T RIFFIRSE (BUBASE connector, XBIRER R 244 orchestrator ERYHIL)

Fl3AH) StageOutput FAF ez 3 ReqState.finished pending_final

S0 ("hi", False) (0,'hi",False) O None

S0 ("there", True) (0, 'there',False) {0} None

S2 ("wav:HI", False) (2,'wav:HI',False) {0} None

S2 ("wav:THERE", True) (HH2#8:8%H) {0,2} (2, 'wav:THERE',True)
S1 (None, True) (2, 'wav:THERE', True) (BiEE) -

S2 ("wav:EXTRA", False) (2 48878) - —; dropped_outputs ==

Bl 2: ERIF (S17E S2 ZRITMK) . BEER L.

ik FPz

S0 ("hi", False) (0,'hi',False)

S0 ("there", True) (0, 'there',False)

S1 ("tok", True) (Fc: S1 AR final)

S2 ("wav:HI", False) (2, 'wav:HI', False)

S2 ("wav:THERE", True) (2, 'wav:THERE',True) , MEENEE

XEARFEE pending_final: &E— final stage STRAIB—ZI, FiE BRI stage hEBR T .
5l 3: RIGTTAM final stage & SO (S2 %L&ER, XAREFTER)., BEERL.

E=lpey AFIKRE finished
S0 ("hi", False) (0,'hi',False) {

S2 ("wav:iHI", True) (2,'wav:HI',False) {2}

S1 (None, True) (%) {1.2}
S0 ("there", True) (0, 'there',True) , &8 -

REH B stage_id A—E & last_stage—E "It FHE R AR E M H "FREM stage,
ES
1.P02 B submitted EMEEELA—S=IEKHN (add FFRE {0}); P03 EEF add WHMERS 0..last, MRIRARA P02 WEX

Ri57T {0}, B1 SEM—THE. ERAAE? ERCKRES R await ZRIXBFAFL?
2. 6115 417: &E— final stage 5EBL T, 1B S1ERFTH. X—ZBFRZIREITA? REFHA. FERE?
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3. —HE final stage IRE5EMAT, handler BftA? EHAZGTEMHAHTRE?

4. "Ffi final stage #B5ERL"F"FIA 1R stage MM B TN FAENEESEKMEF. DHIEER. ENSBIEHITA
(OrchOutput.finished FJ{E? 2FULENEL? BEEE? )

. 3E final stage B9 data 2HIMEAFMIE? P02 By stage_data 7EAIAERIG?

. INERYFEIRAY PO2: reader. dispatcher. request handler. _cleanup . dropped it#{, MR AR ARzEH?

. pending_final BEFIF2/E, XRT—KBETXMNEKRN. 3E finished B9 S1 %, BAZEALIE?

LR e]

o async_chunk &3 : stage Z[BRIEUEE connector (XZERTF/EIREiE), orchestrator B forward_fn, MEREEER

forward_fn=1lambda *_: None REANTHERERZ.

N o o

o MEI]: OrchOutput.finished MYEREISAZ PO2 KI"FRE final stage &B5ek"; {BiXZ% finished=True FIE BN EHZ T
— P& B submitted BY stage #5EA ( submitted € finished ).

e ReqState.pending_final : FHE—XE2MWiEFR. finished=True # OrchOutput, BT MAZREF—2
BEEEY, NE (stage_id. data) FEIREZRER final L,

o ALEST]: EXLRAREASZERFEIER, UL SHM. connector &4, replica 45%E. R talker R7E{E connector 5,
RABERLBIKEEEANER, EMENTRIRSEHSTR RMBEKR",

o HYtik: REZE _handle_add # _handle_output . MRMRE PO2 IBXFF EFETE dispatcher EMARIMILFIE, KEIE
&4 P02,

Level 2 - BES5ERIR

o add §&12: & ReqState - jEfi}i# request_states » submitted = {0..last} (£HEH=MH) > await
S0.submit(prompt) - 4&Xx await S_k.submit(prewarm_fn(k, prompt)) . &1 stage R submit —X,

o HHIRBARER (RTIRS. KREF drop; #RE% finished FANA st.finished) :

X FE all_final (final ¢ all_done (submitted ¢ wE
B finished) finished)
final stage & - % OrchOutput(...,

finished=False)

final stage = = % finished=True #HR, FE

final stage 2 & #93& finished=True AHR, 77
pending_final, &

3E final — 2, BA pending_final & pending_final, &I

stage

3E final - Hith (I N

stage

o submitted 257 189KIE: submitted € finished E submitted 20— stage, [T#i/>—i&, B P02 Rix {0} ERM
Level 3, TEE—/R await ZRI—XMEHRSE, 1 P02"S5EME submit" EF—NREN: HAULHEAZEIRESEERE, FTEEFEE
SR ERE LT,

o EIEIR1: 3E final stage SRR FIEE pending_final, RIN: | 1 EAFKIZIARFILS, next_output #BAY;
request_states EEEIXMER,

o ERHIR 2: 77 pending_final MEIRItEA T HZE, FEK pending FEICEE, RM: BEEE (W% finished=True), =iE
RS . FEMERHE drop,

o EIEEIR 3: EHiIZGBMA P02 #Y _handle_output (RFEMATE SO STHATEM forward_fn 7 submit 1), R S1 4 submit f
R (—IR prewarm, —R¥EE), EIRKIBIANZ None,

o ENEEIR4: KRHid HUEFEKES (Hla setdefault ), RM: FEEIRTA S2 MHEE—1H#0 RegState (submitted fy
=, MMERER), XERAMEBELBAF . BIELSZE, WSEKZMIRTE request_states &,

Level 3 - i¥f# (fCR3BRMMIR C FERSEM)
Bl 1 BVIRESIEM (v RiRiZEI finished=True) :

(S submitted finished all_final all_done pending EERAFP
add {0,1,2} {3 None
SO hi {0,1,2} { F F None (0,hi,F)
SO there v {0,1,2} {0} F F None (0,there, F)
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S2 wav:HI {0,1,2} {0} F F None (2,wav:HI,F)

S2 wav:THERE {0,1,2} {0,2} T F (2,wav:THERE,T) —

v

S1 v {0,1,2} {0,1,2} T T > RH (2,wav:THERE,T) , &
bl

S2 wav:EXTRA — — dropped +=1

Level 1 [ERAMNER

1. RAR {0} B, 117 S2 49 "wav:THERE" FIASB—ZI: finished={0,2}, {0} < {0,2} M, FRESIUMKEHEE —
ERAMERS LA IRAIELT"; MG S1IREINTHRIREZM AL id, dropped_outputs == 1, £ 0..last TEE—)X await Z
BItnsE, NI stage ZIR. EW await [IEERIEL, BRI ITEMN submitted,

2. HAEARK, #iEEF finished=True A9FR% OrchOutput, 7F# st.pending_final , &i% return,

3. & sid /N finished 5, #& submitted < finished B pending_final is not None ; ME#HMILFMEAH
pending FiEHE, & pending AF (WBAEEA final stage JZ5ERk, 5l 2 89 S1), HAEAHM—IERIB final stage TR SRE
"TENRE" DR,

4. all_final = final_stage_ids < finished : JR%E OrchOutput.finished #{E, all_done = submitted ¢ finished :
JRTE finished=True KERRIANEE (HiEE) ER5HTE pending_final,

5. 7%; 3k final stage {94t R AASKESR finished, stage_data EARFAEE (RBIKR), ICNCHAEMER,

6. start / shutdown [ add_request / next_output / reader / dispatcher / request handler / _cleanup £ZEF; Rt _handle_add
# _handle_output,

7. EAZ finished, FREAMES, HWARREN A",

BHEE _cleanup 7 await self._out_qg.put Z/E: WEFBATIRE put FREEER, BENEER, KSHEEERE—H

8 (pending BERH).

A-11- OutputSink: %712 - asyncio Hiit EMEE

Level 1 - 1/O =45
Bl 1: BRERBNRIREITS (HER— loop B, EFEEFES—D)

s = QutputSink(); s.bind_loop()
s.put("a"); s.put("b"); s.put("c")

i)z R[] wakeups_scheduled  i%Bf
3 R put — 1 F—R put RECREE; ERMRED"REEE

B, FERE

await ['a','b'] 1 FAFUHEZS, ZZIRE], i
s.get_batch(max_items=2)

await ['c'] 1 [t
s.get_batch(max_items=2)

s.put("d") — 1 FRIREER R (HERETREENRR
), FAANEE

await s.get_batch() ['d'] 1 F—/R drain 22T

await [] 1 £J 0.05s [GR8H; XR—RHBREARE"HK"

s.get_batch(timeout=0.05) g

s.put("e") - 2 HEZENE—R put 7 oBIRAE—/RIREE

await s.get_batch() ['e'] 2

5l 2: "= drain Zf5. REZRI"HEA—IR put

s = OutputSink(); s.bind_loop()

s.put("a")
await s.get_batch() # —> ['a'l, wakeups_scheduled == 1, “7ER"IrEREEE
def hook(): # B—TERE put, HEERM

t = threading.Thread(target=1lambda: s.put("b")); t.start(); t.join()

github.com/kzhou003/nano-viim-omni-drills 138 © 2026 kzhou003


https://github.com/kzhou003/nano-vllm-omni-drills

s.after_empty_drain = lambda: None
s.after_empty_drain = hook

await s.get_batch(timeout=2.0) # IEFESEHL: JIF 0 #IRE ['b']l; wakeups_scheduled B ==

AR put BEIMNZ "IREEER", FINRBIBEREE. — 1R drain XM EENSIMNEHBER 2 7,
Bl3: HAECEHES, Z—THEEputs &

task = asyncio.create_task(s.get_batch(timeout=2)) # %ILEET

await asyncio.sleep(0.01)

threading.Thread(target=1lambda: [s.put(i) for i in range(5)]).start() # #A/F join
await task # — [0, 1, 2, 3, 4]

s.wakeups_scheduled # —> 1

5% put A4 1% call_soon_threadsafe ; loop EEZ5RAT 5 £HELEIIE, —HEE. (BEBEERLMEUR T4

FF, BIREEREVNIE 1.)

X HEE)RE

1. "IGRERER X MRS RIEE N True. HIEEE False? £—X get_batch EIEMBAFIZIEIEFMRENIZEL T, EARERIG?
XERFEE?  (EE 158 417)

2. At put() THEEIEZEEA event.set() ? asyncio.Event # loop.call_soon_threadsafe &BX&RRET
Hgig?

3. put() Eappend HUE"M"HMEEBITE HAHEE? RERSLEMTARE?

4 HBRE RUAIIAZ MR (ARER)" ZEE—1TED. NR—K put RIFEEXTEOE, HEEBEWENRE True, 2K
A A? BEEETERETE?

5. event.clear() BOZTEMABRMEEA? MNRMA clear, HETE drain ZAl clear, RER?

6. timeout ERED get_batch EMMERK, MEAFIAEREF/LE (EEaNtkIEEE 718 drain HREEH) . BARIESRKR
82

7. after_empty_drain #F¥ErEERES—TEEER put() , MBATSERNEEER. URFRERABTIRNFEEZSE put
HEANB, SEE?

]

o IMREERJHA (wake cycle): M'ITi5 False>True (¥R put JFE T IREE) "FHia, B HBREENRE (ERSER False) "Rk, —
MEERARE put 22k, call_soon_threadsafe &%—X; wakeups_scheduled FiZEHIE,

o BAEMBRE-R£SERKE: asyncio.Event TELRTEN, REEETHEM loop 42 L set, BINLEREER
loop.call_soon_threadsafe(event.set) : IBEIAZEH loop #E self-pipe IUEE selector, X—HHHFRFAEA,
FILNEEFH., loop EXFNESHM RuntimeError , &£/=ErUZHE,

o “never blocks”: put JIAZE—IEREMN threading.lLock (RRIPIFHEIIEHIRE), (ERESHEERE,
collections.deque #9 append / popleft 7 CPython TAHRERFHI, BIARME,

e "l.max_items &5 [1": RENFIBERAMENRE 1 ZBEFRBIT max_items, FTHEBLE TR REEBRER TR
EIS27IEN

o bind_loop: TMESHIRAYAIEEITH loop (asyncio.get_running_loop() ), H7EXERiE Event, 7£ bind ZBI&
A1 put SFEIEEIBRIHFAZIEIA (G&7F loop AIGER), SHEZRESE—R drain WEASZE,

o HFHNARAME: MSHE"—R drain RIMAT"Z/E. "EfMRE"ZH, 8X= drain BA—X; ARNAEEEEE put hEE
E 8

Level 2 - BR5E RN

o JRZE: deque (BUE). threading.Lock + bool ("MifEEfEi&"#r%). loop . asyncio.Event .
wakeups_scheduled it#l, &N OEHEE" BAR—NRFEIE, FIMREMNE; HHER—MaRXEMN.

o put MliiF: % append, BEBIER"EinGA False ME True HITE", Ll (BEFE)
call_soon_threadsafe(event.set) ., 5 append fRiE: ERIABRI"ITECHER"N, BE—ESEENIIET.

o get_batch —ME¥: drain - EZFHRE - BT > K2 (clear Event, EHIRIEIFEE False) > B drain —&X > JEZTH
IR[E > % Event (FRIRBE) > EEIFFL, KEMEIIR drain Z[EFEER await,

o RMHAEITIR drain BEIEEEO: WMEEA—RH AN put, ENEINE BAREERR R, BAKEZGE. 2B EEE True,
RIEEIAEE, {EER append BEZ KA (append EETG ZAI), B R drain —E8EZE, 25 EEE False, RIAEIREE,
Event 24F set, wait REE, MMERHBTIEE.

o BEY: HAETA loop.time() EH deadline, BXEFFIERIRENE; RIS <0 FMIRE [, B
asyncio.wait_for(event.wait(), remaining) , ##3X asyncio.TimeoutError /58 drain &EF—/X (fBrHIE
RIRTREMIGF A £04EE) . timeout=None B remaining t2.2 None, ®T—HZ%,

o {HIREE: Event AIREEAMW E—HBEBM set BAI (E—RERMINIIZETEIR. 1&F wait), FFLL wait IZEMRE]. drain A=,
XARHEIR, BB BN EEREHETN—IREMUINE/HTMAR REX",

o ERERSRI:

o Rdrain —RFiEE: 6l 2 WiIHRFEEN; EERARE (BRR put —%. EXNHEN) RERERE,
o &R put #B call_soon_threadsafe: INBEIEHE, 1B 1000 )X put =74 1000 /RIRER,
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o SEMGHE append: £EEE False > FEMREE - HRERK drain AT > R, BT > £FE XN append, BEFXE
MRER, BRI,

o F asyncio.Queue BELFE put: FREBEREN, BREIUEERD loop 1.

o IFHEFMFEITH await: FEHL,

Level 3 - ¥ (UB3BRAMR C NFERSEM)

5l 2 BY3ZEERG ALK -
BZ  HEEE (loop £7E) =& (B—471E) ms  BAF
t0 E—RMINEE 'a' EERE (REE) True ]
t1 drain > [] True (1
2 R8T append('b'); BEWRE True »> TEEMRER True ['b1
t3 clear Event; #5i&E False (H¥) False ['b']
t4 /R drain > ['b'], &E False 11
t4' (FFRZH) E#E await eventwait() > SRAR set, FERIHBAS False  ['b']

¥R t4 REIEIRE R False, Event th2 clear B9: F—X put RIEEAEKREE, HHTM 2.

Level 1 [AFZE SR

1. 4575 H put B True, HEBREERRNE False, EIEMAIIZZIEEMRERABR—X %A, FEAHEBRE T IRHEREBER
drain, REEEIEERENRZTRE, RNRA2 X—ENEEMN put FRBREE", MURBATERE (615 417),

2. asyncio.Event REEFERRIE loop 4&i2 Hi%fE; call_soon_threadsafe ZMW—%EL2Hbit loop FUTEIAHIEEM
select FANYEERY L,

3. A5k append BEITE. RIIRMIRER Level 2 RE—5%.

4. BBR put AMREEIR; BE—MAHMEREZEE drain —R (£E& t4).

5. clear E"RE"E, F"FFEE False"iRE. ZFEXIRE IR drain M await, FERAILES, X EF—1IRBH set HFE, ™
REZ EEE put HLEFARE set. AT call_soon_threadsafe HHIEIEARBENR await I SHIT, clear F1& False
WHRHWEREITERME. M clear ERE™E: Event —HE set, event.wait() FERMEIZERR, ZATIES
get_batch SE— M TILHMEIRBETS: A timeout HEEH CPU HEIEBRZIRE [ (HA1E loop LEAM task —MFIAT),
timeout=None FfzKiZF3E.

6. N[O&—X deadline, EER deadline - loop.time() fFRZEF,

7.8 BFENERE put REZE—IEY, MBTESINEERER, HRBTFRTEEE,

BB TR drain" B3 TEE RG] 2, (REBIERH 2 W—XREBRAARIRNE.

A-12 - StagePool: $5EE. FER abort, HIEMRE

Level 1 - 1/O R4
5] 1: #41% + round-robin + evict, —* stage 55 3 /> replica: p = StagePool(1, [A, B, Cl) (replicaid #2T4x
0/1/2) .
)] RE i8R
p.pick("x") 0 gk, ®E 0
p.pick("y") 1
p.pick("z") 2
p.pick("w") 0 ®EE 0
p.pick("x") . 0.1 EHNE > REHRE (FM), TH#RE
p. piCk("y“)
p.bound("q") None RiEEl, TREEHE
p.evict(1) ['y'] B3ET: REHMRHERE 1 LAIER
p.live_replicas() [0,
2]
p.pick("y") . €0, 2} y BIBSBEEM, ZIMERLE; RETFE replica BR: (AASEEMANEUR TR
p.pick("v") BEITHER, REZEEN replica #xY)
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Bl 2: #z replica &3 abort, MRRMIEX., #HEH) 1, EHERN {x:0, y:0, z:2, w:0, vi2},

await p.abort(["x", "z", "w", "ghost", ")

replica @A (81 replica 1RIF—R):
A.abort(["x", "w"])
C.abort(["z", "v"])
"ghost" EBEHE - RBE., 2/ x/z/w/v K bound() #BZ None, y 32 0.

Z—ith q = StagePool(@, [A, Bl) , Erh BH#yabort &#ff RuntimeError("B ipc broken") ; #En {m:0,
n:1l, o0:0} :

await g.abort(["m", "n", "o0"1) # —> i RuntimeError("B ipc broken")
EEIEE: A.abort(["m","0"]) AIH; B.abort(['"n"]) %
ZI&: q.bound("m") is None, g.bound("o") is None, g.bound("n") == 1 # n ®&, FMUER

5 3: FAIMER abort 5%E replica, =" stage #Jith sO/s1/s2, &K "r9" HHI4IE TO. K1. WO L£; processor B r9 BARKIER
AXAZE "Hello wor" ,

out = await abort_request([s@, s1, s2], proc, "r9")

EAIRRE: collect_partial("r9") —> T@.abort(["r9"]) —> Kl.abort(["r9"]) —> W@.abort(["r9"]) —
commit_abort("r9")

out == OrchOutput("r9", "Hello wor", finished=True, error="abort")

#—4E3t: s0 = [Te], s1' = [Ko], E Ko.abort £## RuntimeError; r9 M MNEHELE

await abort_request([s@, s1'], proc, "r9") # —> Hi RuntimeError

BAIFE: collect_partial —> T@.abort(["r9"]1) —> K@.abort(["r9"]1) #i%% # %" commit_abort
s@.bound("r9") is None (EmRINT, BH); sl'.bound("r9") == 0 ({fRE, =I=i)

Bt replica: d = StagePool(2, [W@, W1l), a,b,c 4&X pick % 01,0,

handle_dead_replica(d, 0)

—> [OrchOutput("a", None, finished=True, error="stage 2 replica @ died"),
OrchOutput("c", None, finished=True, error="stage 2 replica @ died")]

d.bound("b") == 1 (F=&M); d.live_replicas() == [1]

B d.evict(1l) Zf5, d.pick('"new") # NoLiveReplica

error UIXFRBHMAE, REEZE. sERARRA.

ESi{aH

1. BERMIZZ2MH4RR? pick WEHEFMRIENIERDBIMITA? round-robin AIITERERE Ml RHERZRI#H?

2. round-robin RTERFE replica Z[E5E ., RE"WFEIIRIUE", E2"WLE replica BUEBEBHIFEN"? I EIETE evict Z/EH
KOMEMHLTE?

3. evict AMAEMISHE, MARIRCET? NRAH, ZEWNXEERFA pick 5 abort S&R4EMA?

4. abort(ids) 25 id 97 2 1 replica £, BAZF4%J1R replica J@A? &BEER id IB? MIRE replica £—>id #
®E, ERERRE?

5.0 2 5 A REIN. B HhES., IPLEHBERLZFERL. MPLEARER? R4 EREINE await” 25107

6. A ER abort B, Aft4 collect_partial #SZA7ES|% abort ZHI. commit_abort SHAEZE? MRIE commit KEIH
BIE, ME stage B abort KM T, SEBTHAERNERHT?

7. abort_request S—MRAZHE ro AIHA pool.abort(['r9']) , £R4EMHA? EBEINESLHIRTIG?

it

o replicaid = TF#r: self.replicas[i] &9i#t2 pick /bound [ evict/ live_replicas EFAIEEEL, live_replicas() %
TRAFIRETFER id,

o sticky (#51%): 1FKA KV cache MR P EPRSEEE —IRDECEIR replica £, FRAR—1 request id [FEEEIR pick &Bi7R
EIE—" replica— REBEETEE.

e bound vs pick vs release : bound RiE (&BEHEMIRE None, FBIiE); pick FJEEBIESIE; release BIEKIERES
REHHERAE, WAFERN id BRIRE.

o "ONE abort call per replica”: —X StagePool.abort EBA, RHTEIEid HE, 87F id &Y replica LIFA—R
ReplicaClient.abort(list) (EXRKE—RAM=—XIPC),

o FMEX (two-phase): MEX 1 RiFMIKE ELERNSDER" (ARGAFARE—FER): MK 2 EFMBE5ILMIMEILEET
13 (&3 detokenizer FalmIAR) . FEIBER prepare/commit FE—FEE: ROIENI—SRERS.

o 3¥E OrchOutput BFZIR: ZEH#9 OrchOutput(request_id, data, finished, error) ;&% stage_id &, #
P02 B9R[E, abort BILRZS error EER "abort" ; FE replica BYZR7S data g None. error 2—ERiRBAXE,

Level 2 - BERSE R
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o JRZA: alive: list[bool] (E%T-%4). bindings: dict[str, int] (request - replica). —4 round-robin it
2. 2WRLSHE, ZEHKREE; BE—H await 7£ abort &,

o pick: EERZ replica j&& > HiZRE, TN BFEIIR, =MH NolLiveReplica ; FITHIEERESIR LEUEL—
P, HEER +1, BASE. WEEFIREBUERIBMRIE evict EARIEZRIZEN . tBASIEED replica FEEMIEMR ("BUERBIIIE
HI"=1LE replica W F— P IBZE—1H) .

e evict: RICIET > HELABHEE LEH request > MIIERMIBR - IREFIR., EEAELER dict BRI (FIKEEH) .

o StagePool.abort: @ iBff ids, RHERDAEM {replica: [ids]} , THEMNHT; @ NEE await
replicas[repl.abort(ids) , X—AMINEREZEERKXENSAE; © HA—HMEMILEEEE—ERIINACERE
B, KA ERGROBREBHE ., ARRSERFLENINE.

o abort_request: partial = processor.collect_partial(rid) - 334 pool await pool.abort([rid])

(IFFE#HIT, TF try/except FiFEiR) > processor.commit_abort(rid) - j&E OrchOutput(rid, partial,
True, "abort") .

e handle_dead_replica: Ffi2 pool.evict(replica) MLE"8NSEMBER—FESHEIREE". 389 replica LHIBERAE
it

o ERERERM
o 8 id A—X replica.abort: 53X, {B IPC RE = i5RE,

await ZBIFRRIUIE : abort KME bound() ZERL None, EIXFSHAZ replica, ERIESIZEMHEMAINIL,

evict RATICAMILRE : pick BTREX|HIERIREIFE replica; handle_dead_replica 258 abort XL&iEK, SEFBIEHIE,

o A asyncio.gather HEMEH: —ARMNEMATIGESEMINEAIEEZNITT, HENBRMENEZEHEUIEE (AT

iy, EEACAESENER).

commit JI7E abort Z @1, & try/finally {RiE commit: abort KA BIHESICIER, 3I1ZAEEML token,

o

o

o

Level 3 - i¥fi2 (RIBBRAMZF C NHFIRSER)
B+ Bl 2 BPRSR (TSR WEEIIREE)

BRIE alive bindings rrit#y iRE / BIER

ia [TT11 @ 0

pick x [TTT]  {x0} 1 0

pick y {x:0,y:1} 2 1

pick z {222} 3 2

pick w {...w:0} 4 0

pick x T 4 0 (&%, TEIH)

evict 1 [TET]  {x:0,z:2w:0} 4 ['y']

pick y {...y:0} 5 live=[0,2], 4% 2=0~>0
pick v {eovi2} 6 5%2=1->2

abort [x,z,w,ghost,v] {y:0} 6 A.abort([x,w]) ; C.abort([z,v])

Level 1 [EEER

1. dict[request_id, replica_id]l . EHERFEE - RE; TMREEEFHEA, MiEamPA#Etieg EHhIEE,
BRitpBREAES).

2. BN EETIREE: evict GEMREEENEAYORE. Z—MEEZELME BT BDHRR.

3. PERKR "X MEREIBD replica EBIRZS", replica BT, REFE T REBHERIL pick IREIFE replica, abort EIFASERH
2, MRS, XEEREL M handle_dead_replica & T IR,

4.2 % (B1ME id B replica —R); FTHEN id ZEE; %48 id B9 replica A,

5. ABBA (m. o) K, BIA (n) RE, FEML. LBEHE await: KMRHEELST, EHXLMTF.

6. collect 7£51, BEAN commit REIFAIRIAT, ZEMEREBHNAT; commit /5, BREARESIZEHHIMEL, FIHAEE
REMRICIXMEKR, commit 7E5] + abort 2K = 5|EREAEFL, BRHTANRE (FULEE), mMERAFEEKE abort 42
=

o

7 ZMMDENT, REF=EE replica @A, Ei%RE., REEEI/IMEFIE.

A-13 - RpcRouter: #EiEi& F#Y RPC KB

Level 1 - 1/O =45
Bl 1: MYMEEHLRA, SRILFER

142

github.com/kzhou003/nano-viim-omni-drills © 2026 kzhou003


https://github.com/kzhou003/nano-vllm-omni-drills

r = RpcRouter()

# send() RBIEBERELEE"; RERA—NENLREMN router ZEHEEEER
def send_for(key, val, delay):
return lambda: threading.Timer(delay, lambda: r.deliver(key, val)).start()

Zf2 1: r.call("sleep", send_for("sleep", "ok-sleep", 0.05), timeout=1) —> "ok-sleep"
%72 2: r.call("wake", send_for("wake", "ok-wake", 0.01), timeout=1) —> "ok-wake"

("wake" MEER%ED, BEEERZIECH)

# HERE send() ASHMELSEEKT, thTEE
r.call(("rpc", 7), lambda: r.deliver(("rpc", 7), {"gpu_mem": 3}), timeout=0.1) -> {"gpu_mem": 3}

Bl 2: RS, BREILR. key ER. FEER

r.call("ping", lambda: None, timeout=0.1) # %9 0.1s /5 TimeoutError

r.deliver("ping", "pong") # —> False (E&RAKEZ)

r.late_results # —> 1

r.call("ping", lambda: r.deliver("ping", "pong2"), timeout=0.1) # —> "pong2" (F&i£ZIIEA "pong")

call("bad", lambda: r.deliver("bad", ValueError("no such method")), timeout=0.1)
# —> ot ValueError("no such method"): ZRAGERENRAEY, raise MAZ return

-

w = r.register("dup"); r.register("dup") # B8R —> ValueError (key {H#E(ERT)

] 3: fail_all [TiEH iz

3 NEREDA rocall("we"/"wl"/"w2", send=lambda: None, timeout=5) HFHZE
F47%2: r.fail_all(RuntimeError("orch dead"))
—> 3 P&/ FuZ (Gm)hF 5s) &BME RuntimeError("orch dead")

ZfE: rocall("after", send, timeout=1) —> 3B RuntimeError("orch dead"), send IRAFEEIFA
r.register("x") —> EHIZEIE
r.late_results AE fail_all TfE

ES L

1. JWtanFisk register B send() ? #iE—"% send J5 register"&FKinE TENNE (1Bx: 61 825—NEH).

2. waiter B+42 queue.Queue(maxsize=1) ? deliver FERERNETEPEE?

3. — waiter SHIEMEMRERZIR: deliver . call &Y finally, TEME? MRMELATRE, EARIEREEER?

4. unregister(key, waiter) AMTAEZE— waiter, HERE"REBIMEBH XD "B MER? ME— A B, BEA
E— key MBS, THBARLERSMIE .

5. deliver ZBEHIZ? MBROZMMHA . BIMITA? AT ATREFBIIE waiter & put?

6. waiter.get(timeout=...) BERMHOEMFLARE? REXFIMEHTA?

7. fail_all ZfE, EESH. WETROBADHIEALE? “BifF (latch) "FEME, #HRAEE?

it

o key £{FE Hashable: FILAEFHE, BEUE ("rpc", 7) XHMNTAH (ELRABEEEE call_id), B—Z—" key B
B —EEM waiter,

o deliver BREIESITEL: B waiter RHIEERRATHIRE True; 388 (MAKEM. BEREH. EHBIA deliver i) FHEE]
False # late_results += 1,

* "always unregister in finally”: i send #if5. E58N. TREEZRNER, cal BERNEERIERCH waiter THEBER
B, TN key KInFEZER (B register 21REE) .

o REMFHER: LRBELEORNITEE—TRENR (TIHHITEY), thboIseR fail_all IBNEGEIR. NE: call ZE|
BaseException SLfFi raise B,

« “All methods are called from arbitrary threads”: ;¥fit& (dict) MHEFNEIRERZIRE, EXEHEER—IE
threading.Lock E; {BIEERE (FER) BTREFH.

Level 2 - BES5ERIR

e JR%&: threading.Lock . waiters: dict[key, Queue] . fatal: BaseException | None .
late_results ,

* register: #i[A: # fatal BI&RE - raise fatal; & key BfEXRT > ValueError; SNFE Queue(maxsize=1) KIHRIFR
[=l,

« deliver: #fil pop(key, None) —pop MAZ get, RIEE— key REWRAF—IR; ERFFITEFFIRE False, Hish
put_nowait(result) : 21 BNIMKRERE, T2, tWARMEE,

o unregister: i, X% waiters.get(key) is waiter BIMfR, X4 deliver B4 pop IAIIER. SiE key BHIHAR
BIEMERBRE.
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e call: w = register(key) -try: send() ; w.get(timeout) , queue.Empty #p TimeoutError ; Z£RES
5 raise, ™M return - finally: unregister(key, w) . &= register 7 try JMA: register kMR ERATEEH,

o fail_all: $iRi%E fatal, EXLFTH waiter, FEFKR; BIMNED put_nowait(error) (Bhfili4isZ2RE queue.Full), Zf5
register A fatal LB, call tBFA7E send ZHIKM,

o EREIRSRM
o %t send [5 register: send WEH deliver BIZERMEITH late, BEHZEHEB,

BREAREHE: B—key BR call IR"EE key”; & (F register AFEE) 125 L —RREIWIBLER

o unregister REEEH 1 : A #BETRY finally 1B B HIEMAY waiter fliE, B RULRME LM late, B FEI#BA,

58l put / 1581 get: FEBISUFRB AR S1TH.

fail_all RIGEEARBF: ZERFTAMARE send HEHBA,

o

o

o

Level 3 - ¥ (fLIIBZERAKIE C HFHIRSEMR)
14 unregister ELLE G4

B% &2 A (call k, $BHY) router Zf2 #1 B (call k) ®P k-
t1 register > wA WA

t2 get #BRY, R finally deliver(k, resA): pop H WA, put (=)

t3 register > wB wB

t4 unregister(k, wA) : REZ wB, T wB

t5 deliver(k, resB) - True =% resB (=)

R t4 REEEE del waiters[k] , t5 A9 deliver #RZE] waiter, resB # =k late, B HEZiBAY, (t2 B A A9 waiter IKEIT
resA B A ELNF, XEERMIBEERF—ETE late, ENFILE waiter #H(E7T.)
Level 1 [EFAMER
1. send ATREFEIREIRHT (EZETE send RER) FhAL& deliver, %t send: deliver IRRESH key - 114 late; BEF register > Kinsk
5,
2. 8 waiter RRIKEI—1NER (deliver A pop RIERR(G—IR) . B2 1 &%, MH put_nowait —EMIN, router KA R
W—DISHTEERE.
3. FEABAIRE: [EE (TR deliver 5t pop T, finally B unregister KIREARZBC (FRA) M AHAM; #BATAT deliver
&K, finally TAaszifs.
CREx,
CBRE; BINRM dict B9 pop IR, Bk put, FFBIMIERIPTEEREEMIRIEM R EMLETZMN register/deliver HfE,
. queue.Empty ; XHMERANERN TimeoutError (FJLA from None HELFHHRFE).
L IETESERY: fail_all HEIZIE error BUEENTR waiter, EAIH call ZZI/E raise, LAGHY: fatal 27E router B, register B ZIFLIL
B raise,

N O o b~

A-14 - EngineCore busy loop

Level 1 - 1/O 7545
Bl 1: FSCHIARSE R + BITHEARGER

# —PHA5|2: add(rid, k) RRER rid £FH k £; step() IEEMER k—=1
#3BE [(rid, ®RK), ...]1, k JFEEOEREBRR: utility("div", (a, b)) iRE a / b,

# AF2EENAI, input_queue EEA:

Msg("ADD", ("a", 2)), Msg("ADD", ("b", 1)),

Msg("UTILITY", (7, "div", (1, @))), Msg("ABORT", ["b"]1),

Msg("UTILITY", (8, "div", (6, 3)))

# B&h run_busy_loop ZFE; 200ms 5H put Msg("ADD", ("c", 1)); B 200ms request_shutdown()

S| ZRIEANINE :
add a, add b, abort (b,), step 1, step 2, add c, step 3

emit WKEIKNEZ:
("utility", 7, None, "ZeroDivisionError('division by zero')")
("utility", 8, 2.0, None)
("output", ("a", 1))
("output", ("a", 0))
("output", ("c", 0))
("shutdown",)

ETHIAEBEFE —IX step ZRIEERAESE, FRLARZ utility FIZERHFEFRE output ZBI; b 7E# step ZRBIFHE abort, — 4l
HEREE. step 2 ZESIZEER, loop FAE, HEF c BiX
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5l 2: step MBEFEEHHH (EHEATIHIAEER, B31%5 2 )X step i RuntimeError("NCCL timeout") )

SIZHABMIRE: add a, add b, abort (b,), step 1, step 2
emit WEIKFET:
("utility", 7, None, "ZeroDivisionError('division by zero')")
("utility", 8, 2.0, None)
("output", ("a", 1))
("fatal", "RuntimeError('NCCL timeout')")

run_busy_loop 7Rt fatal EEEHRE: 88 ("shutdown",) , 2/ put #3EH ADD c KR REMAIE, SHth utility 7 649
ZeroDivisionError: RFZNaB—RIEF, loop 44L,

Bl 3: =il + MBIRLTZXRE

loop = EngineCoreLoop(engine, emitted.append)
t = threading.Thread(target=1oop.run_busy_loop); t.start()

time.sleep(1.0) # HAlE engine.step A 0 X, has_work R#LEM 1~2 X, CPU = 0
threading.Thread(target=1oop.request_shutdown).start()
t.join(0.5) # IBEMR[E
emitted # —> [("shutdown",)]
ES

1. 3|88 ATERY, input_queue.get() . input_queue.get(timeout=0.01) . while qg.empty():
time.sleep(0.001) =#5i%, % E"BLOCK, no polling / spinning”?

2. [HEE get() ZEINZER, B"REBARMRE" TS HTE? NMRMFIEEEE, §l1 B2/ DARER?

3.loop EZEE get() B, B—1EBEHAEEILE IZI"ER? RIBE— flag BAE5?

4. BERFMTFIIZE, MRRUMELZIEKRT shutdown, X—HEERE step?

5. A4 ST RIES, B step”? MRBLRE—FKHEE, 6189 b 2EH?

6. utility BIFE step KHIRE, trylexcept DHINIZBEME? M—1 /5 loop HEE, —1 25 return?

7. fatal BEEEEARE emit ("shutdown",) ? EXE shutdown B emit BIRE—F 242

LR
* payload &= :

kind payload EhiE

ADD (req_id, data) engine.add(req_id, data)

ABORT [req_ids] engine.abort(req_ids)

UTILITY (call_id, name, engine.utility(name, args) — args fEN—" tuple B{KEN, T2
args) *args

WAKEUP T AN

o emit ITTARKERM: ("output", out) (step REIFIREMBNTES emit —x). ("utility", call_id,
result, None) . ("utility", call_id, None, repr(exc)) . ("shutdown",) CIER&7xZHExTA).
("fatal", repr(exc)) .

o "drain all queued messages in FIFO order”: B get_nowait() & EZ%| queue.Empty , queue.Queue XEHZ
FIFO, RE(RIZEVEINFIZENMIEENR], REXHE (EbunscabEFrE ADD BLMERTE ABORT), #B&#TE, ADD->ABORT->ADD
BB,

* "may be called from any thread [ a signal handler”: request_shutdown ERE&8. FHEE: RE— EETEHNE
( threading.Event ), B put_nowait —% WAKEUP iEREZER get() WEE, ERRMIZEC emit, HARRZ join £4F2.

* “engine keeps running”: utility KIMRZIXREAKY, LEREI emit EELERRS (3% call_id ITE), loop TEH,

Level 2 - BERSE R

o JRE: AEEZ— self._shutdown = threading.Event() (7 _init__ BflIE).

o $F— _handle(msg): % kind 3&; UTILITY DX AEREC try/except 3 emit EREEIR, X FHESRAE K " HTFHY
HRNE"ERD—EE,

o fEF4H: while not shutdown: ® % not engine.has_work() : BEZE get —£H4ME; @ get_nowait HIFFH4k
I®; ® #& shutdown Bi&E - break; @ #& has_work: step &1 emit output,

o Afta @ FEFHE—R has_work: O@LMRHATEER ABORT/UTILITY/WAKEUP, SMESESIZMARE LM, LLEEMA step i&F
B (RLE5|ERHE).

o BEHR: B while 17 try: ... except Exception as e: emit(("fatal", repr(e))); return E;
EEEHBEFE emit ("shutdown",) . utility BIBETE _handle BRigIziE, F2F35MNE,

o EI bug S5EIR:
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bug FEAR

get(timeout=...) #%if TR has_work #IFAL+LEEXR/® (BHE)
Ri% flag 7 WAKEUP ZRAT request_shutdown 5 loop JKIZE7E get() (EZ timeout)
FHEE get ZRHTHEREF —% ADD &R, BERKITRERE
BHRME—ZHEE ABORT B&TF step 438, #& abort BIIER{ i H
step FEIRMWIR LREFHMIET, IMNIRBR ML T, %H fatal
shutdown 513 step —& KERZH output, STEBEFIAIRIRIIETIR LIETT

Level 3 - i¥fiF (fLIIBZRAMF C HHEIRSEMR)

key questions ZXE

1. REARE timeout B9 get() . BINFHFER 1A,

MR —EMEI R R RN, EIfHIEF] 12 ADD a fii% T .

CAETIE—EE (WAKEUP), Ri% flag 7%, BEZEAM get() BEARE! flag,

. & step, HIE break #A/F emit shutdown,

CRE—&IIE: F— RAME ADD a i step, b IN#HK; BEE ABORT AI8EET b BIEIX step, S b =4t (SEIM
F5 &Pk &ERNIRE A A—E) .

a ~ W N

6. utility: BIEEXERRERE, emit EiREHLEE, step: BIEE loop SME, emit fatal /5 return,
7. A&, IEE shutdown M&g&E—%2 ("shutdown",) .
BER: 51189 loop 8—5 (B2HE ??)
® 0 FHZE get ZF @ WMTAENER ® @® step [ emit
has_work shutdown?
1 False ADD a ADD b, UTILITY 7, ABORT [b], S has_work=True - step 1 - output
UTILITY 8 (@)
2 True (FFEZE) (=) & step 2 - output (a,0)
3 ?? (£9 200ms (=) B ??
a)
4 False ?? (=) ?? break - emit ??

&2 5 3% has_work=False, PHZEHZIZZ| ADD c, step 3 > output (c,0); Z 4 # has_work=False, FBZEEZ
request_shutdown BUHREY WAKEUP, shutdown=2 - break - emit ("shutdown",) . BMNIfEH has_work —3£iEIER 22
RABR: O 48+ @4 3% =7, BTEBSENEAREWITE; MNEMTRIAEATESRR, BATE M) .

Big: OFWH 1%, It has_work, FREARBMESTIBEMIE: OES—MERER request_shutdown, itHT join; @1
i& ADD->ABORT->ADD TiHERA, iCRSIZEBINE; @it step MEE, MIARE—%2E fatal HAREERE,

A-15 - WAITING_FOR_CHUNK: {E£5/3F

Level 1 - 1/O Rl
Bl1: —PEBEEK + —1F chunk BiER (M waiting £§, BM running £5)

s = ChunkAwareScheduler(BaseScheduler(), src) # src.is_ready HINIFoHizHl
s.add(Req("x", 0)) # E@EEK
s.add(Req("t1", 1, needs_chunk=True)) # t1l B9 chunk &&3)

s.schedule() -> ["x"]

parked == {"t1": (t1, "waiting", "WAITING")}, t1.status == "WAITING_FOR_CHUNK"
load_async iFMAIER: ["t1"]
s.schedule() -> ["x"] # AREFE; load_async BEMME ["t1"]
# t1l B chunk 2T (is_ready("t1") % True)
s.schedule() —> ["x", "t1"] # parked == {}; x, t1 #7 running, status #= "RUNNING"
# t1 BRX—RIZET, FT—REK (is_ready XZT False)
s.schedule() —> ["x"]
parked == {"t1": (t1, "running", "RUNNING")} # XREKIRZ running!
load_async J@MAiEx: ["t1", "t1"] # F—XESE => F—X load_async
# T—RET
s.schedule() —> ["x", "t1"] # t1 [@% running, status k&% "RUNNING"
146
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7EE origin # previous status 2BREBEMCEN: B—MEKRE—RM waiting E5, FTIXM running E%,
5l 2: FERYIIRETL arrival HEF, AR add HIRFE

.add(Req("k", 5, needs_chunk=True))

.add(Req("m", 3, needs_chunk=True))

.add(Req("n", 4, needs_chunk=True))

.schedule() -> [] # =7P4MES; load_async igx ["k", "m", "n"] (ERAHEIATIIREERD)
=1 chunk BRFELA

.schedule() - ["m", "n", "K"] # arrival 3, 4, 5

nw H 0 nu n

f5 3: _Eib% schedule HF T finally {35RY3%E

class Exploding(BaseScheduler):
def schedule(self):
src.ready.add("z") # z B9 chunk 18837 EFAERAEIEA
raise RuntimeError("boom")

s = ChunkAwareScheduler(Exploding(), src)

s.add(Req("z", @, needs_chunk=True))

s.add(Req("y", 1))

s.schedule() # RuntimeError("boom") E#MLTERE

# Zf5: base.waiting == [y(WAITING), z(WAITING)], parked == {}, load_async ic& ["z"]

z JARESHE append ZEl waiting KIRE, FIMHHE y 2/5; FERBREHE,

ES L

1. BaseScheduler.schedule() —&%I WAITING_FOR_CHUNK miMi=sM, BBA“E5E"RK status #5R65? i5RKNS
IR RAZ A B2 B2

2. A—MERELE 3% schedule() #&7isE, load_async RZ#BEB/LR? BRIFE. 2EXESMERTE? (RORBES
FANFIRAMRIET "SR EE—IR"?

3. —1 running FHYIERIEESERT, “previous status"2+4? MBFEN—ESHE "WAITING" , EREMF4 (RBR: EHER=E
2 waiting FRiEKA] status) ?

4. schedule() AHAEFRE (a) fVIE, BE (b) BF? MREE (a). REL—5H (d), —NEMR schedule() zZEFME
HIER IRV RIAE?

5. £ (d) FYATHIER, &% base.schedule() HHREMEEERENG? EAEWM—HEIERE?

6. "i% arrival order J3%R"ERY arrival 3889214 Req.arrival FER. add 95%/E, T2 parked E9ENIRE?

7. abort(id) ZfE, source.is_ready(id) {BEIEEIRE True, EHARIEERETE F—X (a)/(d) #YVIE? EEIREREM/
DM 75?

il

o parked B9=3754H: parked[id] = (req, origin, previous_status) ., origin iEFiERIEMITBATIZEH SR
(BftaRTHBIMMRE, FlU=E/RFE "waiting” / "running" ); previous_status 2EFEI—ZIA req.status ,
{285 req.status ZTRE "WAITING_FOR_CHUNK" ,

o BaseScheduler B9iEX: iR[E running By id + waiting B9 id , ZAFIE waiting 2E# running FHEE11I&R
"RUNNING" ., tHi2i% running FiERAY status EMAR—IRE status REREEMRX—EZ,

o HE needs_chunk=True WIERFARWEE, TEBERMALEE is_ready ., is_ready 2"T—REZER", BRI
True - False > True REZM, (BHBE—RHMAIBEEFE False),

o UAFERINIE: FXE origin BAFIRIFKRE (waiting & deque , running & list ); “arrival order” RYFRE—H—EIIFIBERZ
BEEIAE, FERBEEFRFRNUE,

o finally IEX: (d) HFTE base.schedule() MBEEtBHIT, BEEFEEMEE M, EER schedule() REHZE
base.schedule() LR,

o abort: {EfEAIRMEEPREIAR; ERBJEETE parked. base.waiting 5 base.running 1, # abort BiERIAGEEREELINE
schedule() MZERF, WAREEWITE; LHBET "ABORTED" RSERABISEM, FAATCTREERBEIIE,

Level 2 - BERSE L

o IFEEFNFAE helper: _restore_ready() (333 parked, 1EHEERYIR arrival FEIRRERATI) # _park_not_ready()
(FEF RN, 1B needs_chunk BARFiEERIFSH parked), schedule() HRFIPMUITELEE: restore - park > try:
return base.schedule() = finally: restore,

e load_async EE: HERNIERELFTE base WEAFIET, Fild (b) FT—HBRAEFRIE, LHMASBERE—R. B "ER
FWB—ZIAA—R load_async "SMiRKAHBR T "BREER". MRIFEERK, TJUEIMEF—NEBERNE" NES, #H
3% /abort BHEIRE—EBERREE, [TNEREEMA2EN load_async,

o DEFHDMEE: £ for r in self.base.waiting & remove(r) &P ITTE (list) siEIEM RuntimeError:
deque mutated during iteration , % list(...) ¥—PMREBHEERD. FIE, ®H parked WAEHE del , %
I EE TR ERI B AE,

o VAEIFF: FUEEFRAE is_ready A9 parked 8, % req.arrival #%, &1 del parked[id] . T&& status.
append %l origin BAZll, WMIRBFHEBNRFIE, 62 =285 ["k", "m", "n"] .
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e BMbug1: BT (a). XM: HERMEBHNE—R schedule() BERAEE, EBZE—% ((d) TIEERE®R), R bug 2:
RT (d) SR finally B, RI: EHBERBIERKEZBE parked (Fl 34 z £F),

o EHW bug 3: ¥XE status B3, running FERAIEREIRER "WAITING" 5, EHASBXRE (RX waiting i), JRSH—
Hif. £X bug 4: finally B return: RIEFESHE,

o abort =M@ BL: parked. base.waiting. base.running #EEHZM, IASAEAN "ABORTED" . FM parked Effl, &E
TR9FEBATIE (FIANERIZRI abort FUEBIER) LT —REREETE; Ri% ABORTED AR, LiEZETERM,

Level 3 - ¥ (KBBBRRHZ C HFERSEMR)
5l 1 BB SIRS (FESEE status; R=RUNNING, W=WAITING, WFC=WAITING_FOR_CHUNK)

i is_ready(t1) (a) 2 (b) ZFf&: waiting [ running [ base.schedule() ;&8 (d) Zfg loads
A parked E
#1 F P [x(W)]/[1/{t1: (waiting, ["x"] running=[x(R)], t1  [t1]
W)}, t1(WFC) B
#2 F TEH [1/x(R)I/{t1} (t1 R7EBA ["x"] TEH [t1]
7, (b) EFEE)
#3 T waiting=[t1(W)], Mg (EMLE) ["x""t1"] running=[x(R), [t1]
parked={} t1(R)]
#4 F FTEHN [1/[x(R)]/{t1: (running, R)} ["x"] TEWN [t1,
1]
#5 T running=[x(R), =g ["x""t1"] T [t1,

t1(R)] 1]

INERS): 3 #2 F #3 Z[8) chunk 27£ Lilf schedule HTEEHRENAMN, 17258 22 RARK (2?) HHIE, €5 2?2 RABFEE
E. (BE: #2 9 (d) \I7%E waiting, #3 BETE.)
abort BJBIR: add a(0). b(1, needs_chunk). c(2); b 3&miz,

BRE waiting  running parked

schedule() > ["a","c"] i [a, c] {b}

abort("b") 1 [a, cl {3 (b MEEERMIFR)

abort("c") i [al (c M running M) {

b # chunk 3/ T; schedule() > ["a"] 1] [a] {}—b F7E parked, (a)/(d) RAFRSEIE

Level-1 [BIRAME R

o R status F8: EHHBAHHIE waiting/running, TZ] WAITING_FOR_CHUNK FilfS ., HFMBATISIBE, RFET parked,
o L3RR 1R, ATREBEXRESE: B1R (H2K), RIENF: EEEERIEG, (b) EBHAIE.

e running FIRYIEK previous status & "RUNNING" ; B3E "WAITING" £t EXKIinHEHIRIASEE running,

e %F (a) B, EFXIBAZEMENBERES T—RHN (d) ZFEBAGY, 1%,

o (d) HRMIERAERRIREER (LHBANS), T—RHEAE.

e arrival 3 Req.arrival =FE&,

 abort M parked MIBRBIRTFELEVAE (YFIE R34 parked) ; EXEFRIBETE base.waiting 5 base.running B, =42bEBEH,

BR (BCHEAET) I8 _park_not_ready EB"SicR r.status BESE WAITING_FOR_CHUNK'MIRF; RiIKE,
previous status FfisKizZ WAITING_FOR_CHUNK,

A-16 - Scheduler: continuous batching + chunked prefill + i85

Level 1-1/O {5l

5 1: token budget + chunked prefill ( num_blocks=100, block_size=4, max_num_seqs=8,
max_num_batched_tokens=8 ; 5l al(prompt 6, max_tokens 3). a2(prompt 5, max_tokens 2). a3(prompt 3, max_tokens
1); B8 schedule [531%l update)

step  schedule() iR[E] update & (num_computed [/ num_tokens /| num_blocks) blocks_used ZsH4ER
5]
1 {al: 6, a2: 2} a16/7/2; a2 2/5/1 (prefill J&58, TEH); a3 {HE waiting 3 -
2 {al: 1, a2: 3, a3: a17/8/2; a25/6/2 ((X—H7FKi¥E—" token); a3 FiF 1Bl 4 a3
3} X max_tokens
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3 {a1: 1, a2: 1} al Hilt 3. a2 #it 2 N, 93K max_tokens 0 al, a2
step1: al %= 6, Fl budget 2 45 a2 (RT prompt B9—EB%) . step 2: running FtHE: a1l decode 1, a2 sk 3; budget iFF
4, a3 ZE% 3 token N\, = block #iR'BE + AEEE"H token & : step 1 /5 a2 Ri5H 2 1 token > 13-,

5l 2: #EBIA ( num_blocks=3, block_size=2, max_num_seqs=8, max_num_batched_tokens=64 ; al(prompt
2, max_tokens 3). a2(prompt 3, max_tokens 2); {Ri&IERLE aN B95E k DaERE 100N + k)

step  schedule() iR RETHA waiting num_preemptions
= 2R

1 {a1: 2, al 13k, a2 2 #%, blocks_used=3 (3#7) [1 0
a2: 3}

2 {al: 1} al Ef5H 3 M token > FEE 2R, BAT > #4 running &g—1 = [a2] 1

a2 (FBHZ 2 3R, num_computed=0, [ waiting BAE) - E|id a1 A
I, BMER 2: a2 BE ceil(4/2)=2 R, 2+2>3, &

3 {a1: 1} al % 3 MHIl, FRHFEM - blocks_used=0 [a2] 1
4 {a2: 4} a2 recompute: prompt 3 + E4RL 1= 4 | token —RE58, RHEFHE [] 1
2 M, 4R
B aloutput= [100, 101, 102] , a2.output= [200, 201] —5&REBENTE—H (MERRE, RE KV EEH),

5] 3: FCFS PAEIFEZE ( num_blocks=5, block_size=4, max_num_batched_tokens=100 ; XN\ al(prompt 9).
a2(prompt 9). a3(prompt 1))

s.schedule() # —> {"al": 9}
s.blocks_used # —> 3
[g.seq_id for g in s.waitingl # —> ["a2", "a3"]

a2 FEIRERF 2R > 5, a3 RE 1R, RET, EBTIFER.

ESH

1. —IE7E decode B9FF! (NI T — token) £ F—% schedule i, num_tokens - num_computed Z%HFZ/H? —9
chunked prefill {7 —3rFFIE?

2. #Bf"block MAKIS T "8, EiRZ /D1 token & block #(: num_tokens , &2 num_computed + n ? FEZEH 18 step
183 a2 pHILELR?

3. running FEIFZI X AT, #HICSHNEE? G ZERMELE X (Fid) BT X? UREILSNETFE X BSR—LULet
BH TREAZRI#H?

4. WIRENEY: MLEFRESE. MLEANRE? EEMHIANRNEEZ /DA token? ERWINE waiting BFI—i%, R+4?

5. MYER 2 iBRIE— R T8 waiting FB%1): & continue 2 break ? max_num_seqs [RHIFEMER 1. MEL 2, T2
&?

6. update B, HABRT—MURENFEIIFIEA sample_fn ? FILERAS, BT status, TEMIBMEE?

7. update RESHEIRM" L—SEET . &L token”, RITEIEXDEEZEMW?

£t

o Flsk token: num_tokens = prompt_len + len(output) . FKAKE = num_tokens — num_computed , decode
REMZ 1 (MRFEID token EZE KV), FilA“decode F prefill BEI—MAR"—IX#E vLLM V1 BERA A,

e block iglk: E1 Seq B% num_blocks it#i8%; AHFEE ceil((num_computed + n) / block_size) #, RFE
#E need - seq.num_blocks (<0 #MAMx). REE: blocks_used == sum(seq.num_blocks for
running) B <= num_blocks . i = M blocks_used j###FH1E seq.num_blocks J3F,

o budget: mTMEEFEA—T budget = max_num_batched_tokens , SEE— 5 n, budget B5%/E, FEAY running
FIARSHARRAE (T2i6h, REXSTI) .,

e “putitat the FRONT of waiting”: it SHRRIEFHEN, BELE waiting EFFEFIIEE, FTIABBAE RS FCFS, BTE
B—HHIMEL 2 EthaiE=id (6 2 89 step 2 M=AT, EBHAT).

« “if the victim is the sequence itself, skip it": X B47RTE running 87, AERAEE; HTF running FET —1, EFH Tin
TEFH# (FEEIIRKEBARLER) .

o update FIZEREM: REBM token FiEMNT output, BHIKF tok == eos_token or len(output) >=
max_tokens ; FilA eos ARE I output B, £EHRAT status=FINISHED. # running. T block. K finished,

Level 2 - BES5E R

e %EE=" helper: _blocks_for(n_tokens) (mLtER%E). _try_grow(seq, n_tokens) —> bool (Hif£, K
TRiERE T blocks_used #1 seq.num_blocks, B AEAKFEIRE False). _preempt(seq) (M running k. i
block. num_computed=0. status=WAITING. waiting.appendleft, 11%{+1), schedule HiBHELTHEIEEIE,
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o BRER 1 A T#% while 183F, FEF for: 852K self.running (MiERETE), B for seq in self.running
—IER MR BT RS IARRI EHIE S8,

o MER1HRE"ES-EIX"@F: while not _try_grow(seq, ...) : 34 running[-1]; EEFE seq WPk HITID &
FIEHT" . RE _try_grow I B scheduled. 3 budget., Tin+1,

e B8 2: while waiting and budget > @ and len(running) < max_num_seqs : &FAE, n=min(FlR,
budget), _try_grow KM break; FINNI popleft. status=RUNNING. append %l running KE. ig¢& n. 1 budget,

o BEARBEELER: IE schedule IREIHY dict 73] self._scheduled C(RERZA—TEIE, BHLEEBAAER) . update BH
B, EREEE.

o update Fi% id #FF: KLiE {seq_id: seq} (KA running), ERNRETEEHPIELERAIFTIM running Mikk.

o E bug S5fEIR:

bug JEAR

% num_tokens -2 num_computed+n  chunked prefill B3281457% block, f5l 1 & blocks_used R A, BIEEHIMANEMIE S

# block

A6 5 /E3RIE num_computed 13E EFFHANRRIBE 17 token: KV BB block BREKRINZEEE (fl 28 step 4 &
TR {a2: 1} TARE {a2: 4})

. HATE output tiFE &2 output ST ERARE (EEEME—1 token)

E waiting BB WL ENFIIEIE, HEEN TIRFELE

prefill RSERHLIEAR sample_fn output ZH token, max_tokens 12EiAZ

FrER 2 F3 continue BT AR A9 B/ FCFS: il 3 /a3 SRR

Level 3 - ¥ (RIBERAMZF C HFTESEMR)

key questions &3

1. decode: 1; chunked prefill: prompt I TEEHIES (I 0 D) .

.#% num_computed + n, f§l 1step 189 a2: % num_tokens=5 2 2 1R, % 0+2=2 2 1IR; I 1L,

.running MRE—T, ARIAGRER X; X BSEICGMUBGT, THRARIHE (running BELTIE) .

.EE: num_computed=0. num_blocks=0 (#M blocks_used /&%) . status=WAITING; {R*E: output, EFE prompt_len +
len(output) 1 token, HPFAE.

. break, max_num_seqs REMER 2 FERENFM (BTER 1 FUEBELE running 27),

6. num_computed M55 < num_tokens (prefill & M5E) BIARRRE, ZRAT: M running BBERFHER block. B finished

(FiRME),
7. FELHIFERE, a0 self._scheduled .

ER: #8582 ( num_blocks=3, block_size=2, budget=64 ; al, a2 B2 prompt 2. max_tokens 3; %EHIE ??, &

A W N

o1

RETH)
step  FRER1 FRER 2 iR[E] blocks_used a2.output
(update f3)
1 running X% aln=2 > 13k; {a1:2, 2 [200]
azn=2->1k a2:2}
2 aln=1, 2, +1>3V; a2n=1, £2 a2 fEhAE: ?? 2 ??
B, 4124 X = 85 running[-1] = ?? > n=??, F??7 R >
?? ??
3 aln=1, REHIR a2 AT {al:1} 0 (a1 4%R) [200]
4 running A% a2 n=?? ?? 2 ??
5 a2 decode - {a2:1} 0 [200, 201,

2021
ZEE: step 2 victim 2 a2 B2 - Pud; MER 2 A a2n=3 (2+41), & 2R, 2+2>3 > break; &E {al: 1} ; a2.output I2
[200] , step 4: n=3, i&RE {a2: 3}, outputZ¥H [200, 201] . num_preemptions =1,

Bif: 18611, 6 2. ) 3 M LENERESM/THIANR—E; 8FSW = blocks_used <= num_blocks B blocks_used
== sum(s.num_blocks for s in running) ; FRAEFFIERE blocks_used %ZEZ O,
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A-17 - BlockManager: paged KV + BIZ4E7F

Level 1 - 1/O x4
5 1: FFFRIEETE, slot 5 append B3R ( block_size=4, num_blocks=6 , T[RZFi% FIFO BUR)

bm = BlockManager(num_blocks=6, block_size=4)

bm.allocate("x", [11, 12, 13, 14, 15, 16]) # —> [0, 1] (6 1 token —> ceil(6/4)=2 k)
bm.num_free_blocks # —> 4 TR [2, 3, 4, 5]

bm.slot("x", 5) # —>5 = table[5//41%4 + 5%4 = 1x4 + 1
bm.append_ slot(" ", 17) # —> 6 pos=6, R 1 ®EZE(I, THE
bm.append_slot("x" 18) # > 7 pos=7, & 1 i&#

bm.append_slot("x", 19) # —> 8 pos=8, BEZH 3 & —> table [0, 1, 2]
bm.num_free_blocks # —> 3

bm. free("x") # WFEE 2, 1, 0 > ZFRE [3, 4, 5, 2, 1, 0]
bm.allocate("y", [1, 2, 3]) # — [3]

E R append RBE" A token JFE—MEAFENBER F'NAZMR; free ERIERERTRKED.
5l 2: BIZRHE + 5|FAITEN + TIKEHE ( block_size=2, num_blocks=8, enable_prefix_cache=True )

bm.allocate("a", [1, 2, 3, 4, 5]1) # — [0, 1, 2] 3R0=[1,2] HR1=[3,4] 2FR, BICKE; ®2=[5] F
bm.num_cached_tokens("a") # >0

bm.allocate("b", [1, 2, 3, 4, 9]) # — [0, 1, 3] HEE (5-1)//2 = 2 &, FWR#HH
bm.num_cached_tokens("b") # > 4

bm.num_free_blocks # —> 4 ref = [2, 2, 1, 1, 0, 0, 0, 0]

bm. free("a") # R2 ref—>0 KIRE —> THK; R1. RO ref->1
bm.num_free_blocks # —>5

bm. free("b") # WE: W3 —> TR R1. R0 ref->0 BIEF — AIRZEM [1, 0]
bm.num_free_blocks # —> 8 =R 6 + AIERE 2

bm.allocate("c", [1, 2, 3, 4]) # —> [0, 4] HRE (4-1)//2 = 1 HReJTE!
bm.num_cached_tokens("c") # > 2 RO MAIIRE“EIE"; AIREnE [1]

FRc: BTR [3,4] PPEEEFER, BEA'EDE 11 token BHE"WMNTAWSHH, FRATHE THIR 4,
Bl 3: SPERERtER SARH—RFHMEH ( block_size=2, num_blocks=3, enable_prefix_cache=True )

bm.allocate("a", [1, 2, 3, 4, 5]); bm.free("a")

# TWE [2]1, AERZFM [1, 0], num_free_blocks = 3

bm.allocate("b", [1, 2, 3, 4, 5, 6, 7]1) # FTE 4 B; @mFtke. H1 (HETRZFHE)

# —> raise OutOfBlocks

bm.num_free_blocks # —> 3, TRE [2], A& [1, 0] (R2EE)

bm.allocate("b", [1, 2, 3, 4, 5, 6]) # -> [0, 1, 2], num_cached_tokens = 4, num_free_blocks —> 0

—)R allocate: FEHIR 4-2=2 1, E"HA"H 3REF 2 REZWGFHIIMMR, BEEEZRIFRNRE 118, FANBIIK
U'ISI, i B KB BEREANIATS.

S521T8
1. prompt & 10 1 token, block_size=4 : HBE/LR? HABLREHR" . RBIRE? BERDELRORETRHMBE
=2

2. prompt 15%F 8 1 token, block_size=4 , MRASHEZREEEFE, RiFHP/LR? num_cached_tokens 2%/
RePad, BEX—SEEETHTA?

. A BRABREE [7, 8], E—miER [1, 2] . —eiERE [5, 6] . EfNEHLIZERLE? BHEER E—1 M RE"2
AT HHA?

4. aHPRIIRETEE ref>0 (BIRIRTIEEF), tHATEE ref==0 (SHFERIIRIFMER). XFHIIERLE allocate R D BIEMAA? W—F=
"B FRIRER" T2

5. NAIIRZF B ZE—MAKRMABE, RTIEERBELT, BATUEERNRGCR? NEESEITARRIR?

6. append_slot A95Ftoken fiIE pos EZ2 (BARREMNMNERTR) ? EHAXEHTESHRR? ZHREWES, HLRKSE
HWARBUIR T ?

7. free RRHAERERFIER block table? £E"LRU LINERIAR"E—18: EFEERITEREZE, XNEEGPRETAFL?

il

o IAFEHERMES: docstring BRIZ h_i = hash((h_{i-1}, tuple(block_i_tokens))) . £ 0 RBHRIEK, RE
PMEENEE (170 None ) 3 h_{-1} . allocate #1 append_slot BEERFXFAR—EMM, ZN append iéi,ﬁﬁﬂ’\lt%%m$
&1 allocate a4,

o “R7ER (Ien(tokens)-1)//block_size IREME": XZ2"FILEHRE"H LR, MERMLEZELE  —%—R miss #E (FIKE
RPN FENSE) . num_cached_tokens = #HIREL * block_size , 7KiTE block_size HIZHE,

o num_free_blocks = TR + AIIRZE: AJIKERIR ref==0, BERTREMEEIN, FRIAE“AIA". can_allocate(num_tokens) RZE
ceil(num_tokens/bs) <= num_free_blocks KEIGE (FEREF®T); allocate WPLAMBEERNE (WH
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3),

o slot: slot(seq, pos) = tablel[pos // bs]l * bs + pos % bs , EE¥IE KV cache BFEH T4, P09 1
write_kv FEE.

¢ enable_prefix_cache=False: TZiC(EAIEE, T2 free FHRESTEFNTHE, FIIRZFMKIENZE; num_cached_tokens
185 0,

« ANEZEIE: Fl2 B cWETR (R4) ATS5HR11EE. BHIER. KRERE—TKRHREBEO—TER; ZCHEEEE,
REBIHAOBN ], IRZREIREY, REYRFEXRBZAFEREX—RTHRERET, SUSIERARB ARSI,

Level 2 - BRSE IR
o JRESIRIT (BN

&1 Fi&

free: dequelint] MAREFITRFNZHIR, popleft BY. append if
ref: list[int] BMEROS| BT

block_hash: list[int|None] BIMYERIBEICHER (None = REEEFE)
hash_to_block: dict[int,int] mHPERK

evictable: OrderedDict[int,Nonel ref==0 {B{ARFEHR, EANIRF = LRU IiF
tables / tokens / hashes / cached: dict[seq_id, BPFHIR block table, 2B token, IE#EHE. F
eal token %4

o allocate = %8, BE. REN. ORFRELELZRFE, OEIEEEEAMLE hash_to_block, BF miss £; OHRER
2; OAEER (G ref+1, HNERBHIIREM; FITHHREDEBHERHAHREICIES) . (0 raise MRABEREE O Z

o

o FREREAN: MR = DR - &P BEAA = num_free_blocks - @fiRA ref==0 BIDE . ME(R
AEF #RE <= num_free_blocks , #l 3 R"BEE", RETEEEE 2 MRS raise— LRI @R ref EQINE T,
ARSI BRER

o H—EUR helper (a1 _take_block() ): TRFXIETH popleft; TNMAIIRZF MR ERIAHN, MIFENIEREC
(hash_to_block 5 block_hash #4t), &N raise OutOfBlocks; FRfEIE ref i%4 1, allocate 1 append_slot #IEE.

o append_slot Bllfis: pos = len(tokens[seql) ; & pos // bs == len(table) Z%EFMHR (iX—HFIEE raise, A
AR SRR 2 B) ; B4R token BHN# tokens; & (pos + 1) % bs == 0 HEAXRALE, ARERRE—TMRELRXT
REHRESE. BN#HEHEC, &ERE slot(seq, pos) .

o free: WFEiEMH, ref-=1; J3TEE block_hash: B -> BUARIIREM (KRE"SH"—iR), T > BRZERR. 35T HEZFEI0
table/tokens/hashes/cached 12,

o EI bug 5%ERK:

|

bug FEAR

@ ref==0 MIRAPZIEEB LT  ZFESB— allocate XM EEFER"HNREEHEE > BATOFIRAZ—TRAORNETE;
IRiZith num_free_blocks {RAx

REAEMIE R EID REERET AR, HAENE GHE (I level 3 BIKZERR)

W HFORE—REERE B9 prompt REFRETES token HYIR

AILEC_EBRAS len//bs prompt RIFFE bs KEEEE B2 &Y num_cached_tokens == len, &G token AJ&

append 5t append token BEUR  OutOfBlocks 5 tokens 27—, T—)K slot itE L

Level 3 - ¥ ((LIIBZERAKIE C HFHIRSEMR)

key questions &

1.10 1> token = 3 BR; SHHRESE 0. 18- (token 0..7), BHWA; 5 2 HRRE 2 1 token, RHERE,

2. RBES ™ (8-1)//4 = 1 3R, num_cached_tokens = 4, £&HHIIEZEEE token BE forward, ERFIREHRIBR logits, FF
HEARET— token,

3. A, #XEFHERRIEHSE, FLL"RABERERISAR"WHRKIRGH (KV KB DEI5, TRE4R token)

4.ref>0: R ref+1, ref==0: FMERFMIZE ref=1; ERAWET num_free_blocks B, @pEMABTA, NS TTH
FHREERE "R’ 1.

5. block_hash[b] & None, LAK hash_to_block F3E[@ b HIBRET, FEE: ZERFIENIEKRS G —REEHEFINANBEBEN
R, KV EEL,

6. pos = L@l token 20 (F token B THR) ., 514 pos // bs == len(table), EREFE—F, KM AETRK,

7. RN RE—IREAHNIE M, MARIE"HN, FLRAKHIFKE BEINRISR (FOUEESMEREE) WRHIKE,
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BIR: append EFEIRHNETE, HEHIE ( block_size=2, num_blocks=3, enable_prefix_cache=True)

B R[] =W ATIRIEth B
£ (IE->%A)
allocate("a",[7,8,9]) [0, [2] [] BR0=[7,8] i#, Fic h0; H1=[9] A~
1]
append_slot("a",10) 3 [2] [1 pos=3 - k1 offset 1; R1=[9,10] BIi#, AKX
5% ho & h1 HEiL
free("a") [2] [1, 0] WE: 1 BN (RIB)
allocate("b",[7,8,9,10,11]1) [0, 1, [1 [1 AIMCER 2 $R, £, num_cached_tokens=4
2]
free("b") [2] [1, 0] R2=[11] KEH > THRX
allocate("z", [50..55]) [2, 1, [1 [1 SERTHR 2, BIKZE 1. 0, FMIBR h1. h0 89
0] Fic
free("z"); allocate("b2", ?? num_cached_tokens = ?? ({&/R: hO E7E
[7,8,9,10,11]) B2 )

BE—{TEE: R[E 3 MR, num_cached_tokens = 0,

BiSEE: F1~3FTH—E; BECWE" B—RIEMINFIIEEZ. & free =, B free 3—M"H158, WIANE—X free [F
num_free_blocks RN T IEHZAIR,

A-18 - #EFTHIRIEE (per-request seed)

Level 1 - 1/O =5l
51 1: repetition penalty

logits = torch.tensor([3.0, -1.0, 0.5, -0.2])
apply_repetition_penalty(logits, prev_tokens=[1, 3, 3], penalty=1.5)
# —> tensor([ 3.0, -1.5, 0.5, -0.3])

logits # B2 [3.0, -1.0, 0.5, -0.2] (AEERHbEY)

s = Sampler()

s.sample(torch.tensor([[3.0, -1.0, 2.5, -0.211), ["r"],
[SamplingParams(temperature=0.0, repetition_penalty=1.5)1, [[0]])

# —> tensor([2]) token 0: 3.0/1.5 = 2.0 < 2.5, greedy HU% token 2

token 3 TEHSEEHIMA R, ERET—X ("every distinct previous token”) ; MZHINTH] token 0. 2 RZ5,

f5l 2: top_k [ top_p IREBES (T=1, —T 4 1 token, softmax Ei#xFk [0.5, 0.25, 0.15, 0.1])

28 FERF Rt {REBAY token PIEREFHA— AR
top_p=0.4 0.5]0.75[0.9 1.0 {0} [1, 0, 0, 0]
top_p=0.7 Bt {0, 1} [0.667, 0.333, 0, 0]
top_p=0.8 il {0, 1, 2} -

top_p=1e-9 il {0} (BEMREB 1)

top_k=2 - {0, 1} [0.667, 0.333, 0, 0]
top_k=3, top_p=0.6 top_k [EEHI—1: 0.556]0.833 1.0 {0, 1} -

top_p=0.7: R{REZ token O BI/EE 0.5 < 0.7, A%; A0t token 13AZ 0.75 > 0.7 = 1=, FERE—1T: top_p 27F top_k ZEH
SHLEN, BENSHISNM: T=05~> [0.725, 0.181, 0.065, 0.029] , T=2-> [0.370, 0.262, 0.203,
0.1661 .

5l 3: #ALTHY (—47 logits row = [1.0, 0.5, 0.0, -0.5, 0.2, 0.9] , Bk qH SamplingParams(seed=7) ,
8IR sample #i—1)
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25438 6 # (batch RE q) -> [0, 5, 4, 0, 4, 5]
RESINEREN 6 & (q (IE/RHFSHHE,

BEENE seed. BHARH) -> [0, 5, 4, 0, 4, 5] # KFEE—H
HiRE: £ batch #£E—1 seed=7 B generator —> [5, 4, 1, 0, 0, 0]
free("q") EEHMNA seed=7 #8 3 & -> [0, 5, 4] # BENTRMLFRA

BREFERTMESR (XERE softmax f§ torch.multinomial(probs, 1, generator=g) ); MMM FREIE
&, "B ==& "5"free BEN—N"7TREHBENER,

ES L

1. prev_tokens=[4, 4, 4] . penalty=2, token 4 JiE logit 2.0 EFifG2 1.0 X & 0.25?

2. A4 5 logit EFRMAZER? 3T -2.0 BRI 2 R1EXA token BAJgER R BRI HE?

3. temperature=0 BfANR %M logits / temperature S&EZEfTA? repetition penalty 3t greedy fTiE4ERKIZ?

4. top_p B9”smallest prefix whose mass reaches top_p": @3 EEFE token BAE? B"EZRINEITRE" BARAXTH

7?2

5. top_k=-1. top_k >= V ROZEAKIE? top_k REMHTIE k KEVER, REIZHMSRBILN?

6. B seed MIIEKAY generator (T ARMREBIER. FEME. 5 step ERIF? 7 seed HIEKRAMTA?

7. Rt AT gEIEA [B, V] MOBRERIFA—X torch.multinomial(probs, 1, generator=g) , Bl# g 2% seed

#r?

EiiR e

¢ “do not mutate the input”: 5 clone() B, sample B logits EHAANKE, RMENSIHEARA (BlNEE

logprobs) BEEIHKETIZAIE,

o QEIRFZEER: penalty > (greedy?) - /T > top_k - top_p - #it¥, top_k. top_p RRIENRBNMUERN -inf ,

softmax EEMIIMERIGIFH 0, HREMEHIIT—H.

o top_p MI"ZEMREE 141" BME top_p ) (W0 1e-9), MEEZ AR token HIATRE, TRIBMEK greedy, XTI LiBE BTEH

FrIERERI EaRHISE O [,

« “created on first use from params.seed”: E—XWRE req_id H seed I} None A,
torch.Generator().manual_seed(seed) HEF#FH; ZES—SHMBRA—TNR, ILHENIELHNH.
free(req_id) BEMFEMIE (REERTERE).

o dtype [REE: logits ATEER bf16/fp16, EiVF{TH: float() B4E; iRE [B] # torch.long, FiMTEXMNE I

(o

Level 2 - BRRS5ERIR

o FTAE: HATUHREHRMFRIESRXZE for 1 in range(B) , BTRABECH logits. params, prev_tokens,
generator, &EX, MEM{E follow-up,

o apply_repetition_penalty: EBEE TiRKE > XL BRE > torch.where(v > 0, v / p, v x p) > 5[
clone, penalty==138§ prev AT AIAE#IRE (FRE, BETEHBEN") .

e top_k: kth = torch.topk(row, k).values[-1], i row < kth &% -inf (HIINSZEL, FTLAES), XY
0 < k <V HEA,

o top_p: F&EFHEFE > softmax = cumsum; "ZEIMEITHEE" = cum — probs ; BEX >/ > top_p B EME; 8HIREBE O
fiI; FAHFE ARSI RREMES -inf,

o generator E¥: dictl[req_id, torch.Generator] ; seedJy None BUERA—THZMEIA generator (525 RNG)
BIA—EMARRAERT S,

o ji—/ token: torch.multinomial(softmax(row), 1, generator=g) , 817—/XiBMA, FFIAIER q #9 generator
Qi g BTHESRE, HFERES batch AT,

o EI bug S5EIR:

bug FEAR

EE token EIZIR %l 1 % token 3 ZERY -0.45 MA=Z -0.3

1 logit HHBRIE WIETIHI D token RMER FHIEH

top_p M=l E{EAYAB token top_p=0.7 BY RFl {0}; R\ top_p BIPTREEER#EMI > softmax %5 NaN
FE1THA—1 generator Bl 3 RAB"ERS " BIR"F—

8540 manual_seed $7#2 generator E—ERB—SHHMEIE—THENE, SHBEER

free [5i&M generator FERERIA id NEEBBER, TEEM

Level 3 - ¥ (KBBBRRHZ C HIFERESEMR)
key questions &%
1.1.0: distinct, RE—R%.
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.-2.0/2=-1.0 BX > Boaetgit, 5"E5"ER; TN 215 -4.0 7 2BEE.

. BRI 0 15 inf/NaN, SEFETATTERREZRT; penalty 7£ greedy Z&T, FTLAXYS greedy 1THAERR (61 582E).

B, FlEr=: token ZHI (RSEHD) MEHREBZAE top_p WA H; 50 MI"ZRIFRE"R 0, RARE.

.WIAREH. B = 8 kK KE"REN, HIS2RE, TMES,

. 88— R sample EiZ req_id BIBIEE, 7€ Sampler IHIFEE, B2 step EF, free BIMIBR. F seed AIFAHZE generator,

. —RIARSETIRFEAREER— generator, &R q ZEINENIEVATERESE/LT; MA— g TERRRKEZSRE
seed FUTER,

jBER: top_k=3, top_p=0.6, T=1 (Fi#*X [0.5, 0.25, 0.15, 0.1])

N O ok w N

BiER tokenO token1 token2 token3
logits = log(p) -0.693 -1.386 -1.897 -2.303
top_k=3 & -0.693 -1.386 -1.897 -inf
& softmax 0.556 0.278 0.167 0
ZAIMETTRE cum - p 0 0.556 0.833 1.0
>0.6 > M? RE (EH) ?? ?? i
RAHE ?? ?? 0 0

ZEZ: tokenl {RE (0.556 KiX 0.6), token2 ffil; FR&LWE [0.667, 0.333, 0, 0] .

Bit: off] 2 NE—TRMINTERBELREES: of 3: E—1 seed IEREMIM N 5. BHHITE batch 3 N &, ERIIR
WIRE; OMEMER 0.8/0.2 FIF token, HI/LTFREMERESIER.

A-19 - Paged KV E\ + decode attention (ZE5LI])

Level 1 1/0O R4l
5 1: write_kv 5 padding (cache 2k [3, 2, 1, 1], BN 3 3R, block_size=2, 1 kv head. head_dim=1, #¥i5Z 0)

k = [[[10.1], [[20.1]1, [[30.11, [[40.1]] # [4, 1, 1]
v =k x 0.1

slot_mapping = tensor([4, 5, -1, 1])

write_kv(k_cache, v_cache, k, v, slot_mapping)

k_cachel:, :, 0, 0] # —> [[ 0., 40.], R0: offsetl <- token3 (slot 1)
# [ 0., o.l, R1: BAS
# [10., 20.]1] #2: slot 4,5 <- token®@, tokenl

v_cachel:, :, 0, 0] # —> [[0., 4.1, [0., 0.1, [1., 2.]]

token2 9 slot & -1 (padding), 30 FEELINFE cache MIEAIRIBE—AFHI BN EELIAERE—1 slot (82 offset1)

5l 2: paged decode attention ( block_size=2, num_blocks=4, num_kv_heads=1, num_heads=2,
head_dim=2, scale=1.0)

# 7510 3 1 token, IR [2, 0] (FEZ. AKIGRF)
# Ko = [[1,0], [e,1], [1,1]1]1 ve = [[1,2], [3,4], [5,6]1 EA slot [4, 5, 0]
# F501: 1 D token, IR [3]

# K1 = [[2,2]] vl = [[7,8]] B slot [6]
block_tables = [[2, oI,
[3, 7711 # 77 2hkE (EZEEBH num_blocks)
context_lens = [3, 1]
q=[[[1,0], [0,2]1, # %50 9 headd / headl
[[1,11, [0,011] # Rl

paged_decode_attention(q, k_cache, v_cache, block_tables, context_lens, 1.0)
# —> [[[3.0, 4.0], [3.8099, 4.8099]1,
# [[7.0, 8.0], [7.0, 8.0 111

%510 head0: scores = g-K"=[1, 0, 1] - softmax = [0.4223, 0.1554, 0.4223] - #0#X V = [3.0, 4.0], head1: scores = [0, 2, 2] >
[0.0634, 0.4683, 0.4683] - [3.81, 4.81], &1 RE 11 token, Fit q BT AKEERE V1; WMREE table BHY 77 SEHIZHAR,

f5] 3: GQA B9 head Bt5} ( num_heads=8, num_kv_heads=2 , group=4)
query head h 0 1 2 3 4 5 6 7

1E#: h// group 0 0 0 0 1 1 1 1
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F#1%: h % num_kv_heads 0 1 0 1 0 1 0 1

KM [n, KVH, DI #% [n, H, D] BY, W% PyTorch EEIRMEBIE—1T. MFBRETIT?

ES:H L

1.slot 7. block_size 4: JSRZMBMPIRIR, BB offset? &iI3E, cache A view(-1, KVH, D) R¥fG, slot f1E—HTirE
T AXRR?

2. (1R EHE k_cache.view(-1, KVH, D) [slot_mapping] = k, slot-1&5ZIME? SRENG?

3. context_len = 5, block_size = 4: block table FIEI/LIAEN? B IXLIRE—HB L token U E, BEHE/LD?

4. block_tables # dtype 2ft4? EREEEAERRES15?

5. GQA F query head h 3¥5z kv head h // (H // KVH) : repeat_interleave # repeat MBS ZITEZ?

6. "Softmax in fp32": MLESKEBFER fp32? MLHZL R4 dtype?

7. scale SRTEMI—#5? ’IE softmax ZIEEER?

E2iiR e

e cache #/E [num_blocks, block_size, num_kv_heads, head_dim] : BiF#SERME slot"4, slot =
block * block_size + offset, Fild cachel[slot // bs, slot % bs] SEFIMHERFEN
cache_flat[slot] iBMEE—MIE.

e “slot -1 marks a padding token that must NOT be written”: CUDA graph £1& batch i#E7%ZIEE A\, 1EZ token Y slot
& -1, Python/PyTorch HIfARSIRIE -1 BREK"&RE—", FIAISCHARBIBEE(1ERE, MAREERS|WRIRE.

* "entries past the last used block are garbage”: block_tables & padding i [B, max_blocks] 4ERZ, =5 b RAH
ceil(context_lens[b] / block_size) MEEX; FEMNENEREEEL, EZ8BE num_blocks,

o RE—RFH: B nb MNMRHFERE nb*block_size ™MiIE, REHI context_len PEXTEIIH token, HRZERIHIFFIKIEE
', wiEE (F8ER S mask 3 0 B9 cache , EX} 0 @=H) score & 0, RE -inf),

* one query token per sequence: decode MMEXENFEIIRE R 11 query, ERIUEREE context (BIFEEBCS, EL%
write_kv B#ZET), FFLATREE causal mask,

Level 2 - BBR5E RN

o write_kv (B£ft): valid = slot_mapping >= 0 > REVEXAY slot SR k/v 1T = ${EL blocks = slots //
bs, offs = slots % bs > k_cachel[blocks, offs] = klvalid]l (v@EH), RttBEN, HIORE None,

o decode (5%BEIFAR): & b: B n = context_lens[b], nb=ceil(n/bs), table = block_tables[b,
:nbl.long() ,

o gather + reshape + &iliff: k_cache[table]l #JX [nb, bs, KVH, D] - reshape i [nbxbs, KVH, D] - BXgin
7. BREYERIRFH table A, BN BNEH.

e GQA: k.repeat_interleave(H // KVH, dim=1) & [n, KVH, D] # & [n, H, DI, LthS head h B9 K 3EE kv
head h // group, tBFJLAE q reshape B [KVH, group, D] A&#IK,

o ¥8/H: scoreslh, jl = (qlb, hl - k[j, h]l) % scale (fp32), softmax #£j4; outl[b, h] = Z_j
probs[h, j1 * v[j, hl ; &F .to(q.dtype) BEAfmHkE [B, H, D] . einsum "hd,nhd—>hn" /
"hn,nhd->hd" RAE.

o EH bug SfEIR:

bug FEAR

S&ITIE slot -1 RE—TERIRE— slot # padding token B, KFIIZRBELER
HET table BIEE(T IndexError (RIIREMST), HEEFBIAM KV, RS dense F—E
RERRE—RNZROE ETXKETRR bs BEENFIERE (B 2 07510 22EE 1 MIE)
GQA H repeat A2 repeat_interleave num_kv_heads=1 RS IEHE. >1 BSE—1RERHK

block_tables & int32 Hi#Z&3| $hi PyTorch £ CPU L&ER, 1BIBARAE /| RLEEIHRAZHE; # long &ia
softmax 7£ bf16 Hfl 5 fp32 3EH le-2 BRIRE

Level 3 - ¥ (fLIIBZRAKMIF C HFHIRSEMR)

key questions ZE

R offset 3; BIFEE—#TIRMZ slot,

. BERFEENRE—TMUE (RE—RHNRE— offset), FRE—XEZRBKRZL.

CHI 20 2*4=8 MUE, #iFE 31, REBRI5 1.

JBER int32 (VLLM BA T HEE/RE kernel) 5 HihR PyTorch thi%52 int32 &51, B4, long BHEARIIREE.
. repeat_interleave ([a,b] > [a,a,a,a,b,b,b,b]); repeat 8% [a,b,a,b,..], K h % KVH,

.q. k. v #PETA%E fp32 SRE scores [ softmax [ INAXA]; HHEEE] g.dtype,

. softmax ZBISRTE scores £; REZEMARIEBHMBEMEREN, ERNDHARN,

N O OB~ wWw N -
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BER: 5l 2 £50 B9 gather (BCHH ??)
B2
n = context_lens[0]
nb = ceil(n / bs)
table = block_tables[O0, :nb]
k_cache[table] FZIR
reshape f§ (Z%Efiu& 0..3)
HETEIE n D
headO: scores = g-K" x 1.0

softmax

out = probs @ V

ZZE: nb=2; table=[2, 0]; IR [2, 2,1, 2];

IR ES. B block table BEMEMANIRE, 5 page

A-20 - SharedMemoryConnector: Fi#72 put/get tHiY

Level 1 - 1/O {5l
Bl 1: R + REEHE—IR

¢ = ShmConnector(namespace="hv")

k = "req7_0_0"

c.put(k, b"abc")
os.path.exists(c.lock_path(k)) -> True
c.get(k) -> b"abc"
c.get(k) —> None
os.path.exists(c.lock_path(k)) -> False
c.get("never_written") —> None
c.shm_name(k) == c.shm_name(k) —> True
len(c.shm_name(k)) —> g 23
c.put(k, b"one"); c.put(k, b"two!")
c.get(k) -> b"two!"

Bl 2: BHRAIARE = "EES"

c.put("job_0_3", b'"xyz")
fentl. flock(fd, fcntl.LOCK_EX)
c.get("job_0_3") —> None
fentl. flock(fd, fentl.LOCK_UN); os.close(fd)

# 1EHhl—

c.get("job_0_3") —> b'xyz"
EMfE BIA"RE—TEHZEES—X os.open 153 fd,
ENE ?Lho

{5l 3: cleanup_prefix AFRE"KET

#£RE None , MASEEBHISITED UserWarning:

github.com/kzhou003/nano-viim-omni-drills

5 4 MIBRER 0 offset 1 AR
FIl—ANRAEBT, T score £ 0 MAR -inf, 2P EEES; out = [3.0, 4.0],

Bif: BE5—1 dense ik (EZAESN KV KEEEEN),

fd = os.open(c.lock_path("job_0_3"), os.0_RDWR)
MPBESH writer
# P2, ZENRME

7
7

1?2, 2,1, 2]

[11,01, [0,11, [1,1], 2?]
[[,0], [01], [1,11]

1,0,1]

[0.4223, 0.1554, 0.4223]

[22, 7]

BENERETRIKE (B8 1.
d fk4~ torch.testing.assert_close ¥JiH.

# put SREPUXHTE (ERTBAGE. TREKIE")
# EEBZ unlink TEFHMT Bt

# X

# FRAEM: B—DHERREN key HEEBELHERNEF
# namespace + EIaFH; MIum/hF 31

# B—1 key BFR (IHERAR#IE)

# put RMFKEBER - Bik

flock &M= —rflock {8 FHT TRk

. EEAE, BIETE A key

resource_tracker: There appear to be 1 leaked

157

, XER 0@E [0,0] (REAN), EXRE

8% bs BIEER. FFERD,

TizF

TEL

(open file description) ,

for i in range(3): c.put(f"rA_o_{i}", bytes([il))
c.put("rAx_0_0", b"q")
c.get("rA_o_1") -> b"\x01" # WEET—
c.cleanup_prefix("rA_") - 2 # rA_0_0. rA_0_2; "rAx_0_0" LA "rA_" Fk
c.cleanup_prefix("rA_") -> 0 E&ELT
c.get("rA_0_o0") —> None
c.get("rAx_o_o") —> b"q"
EEGRENIAR: 55— Python #72 put — key FIRY, 1 WEERHIE get, WMREHRIERMBH resource tracker 7F4H,
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shared_memory objects to clean up at shutdown ; JEEEEBEIREUE,

K

1. EENEE 2B EEMTIEEE. 5 RMNE key, ©EAXESITAM shm B, BMHC4? X33 shm_name 2H T
LER (FREM? KE? FRE?)

2. At AES 8 THKEXL? IRAFE shm.size HUTKE, 12 3 THM payload RIEHEZPFTH? put(k, b"") X&

ErE?

. get JR[E None B=FMER. HRIZM=F"? BN1DFIX NS B+ ERENER?

.put BrAEEH BAIEE M SAIRE. BEM ATAR? MiHIRFSIHEEER—F 5 NNEE?

LR unlink B2? ATATRREE? SEBRBELN, #A"1F0"EE unlink?

. cleanup_prefix E4HBi—TECSIIM key "ELWETR"T? (IBK: LEE get HINESMRTA? )

JRERTLERE close() ZHIFHEHUE bytes(...) EHE?

L]

e POSIX shm &%: Python #§ SharedMemory(name=...) 7 POSIX tEBEMEZZRIM / , macOS I LREE 31 FT
(B3P /). & "req-3f2a9cle_0_17" X#¥H key SN L namespace REZ#BI, FILUBEEA namespace + "_" +
BFAME] N i . HWABRMBEMRS (20 hashlib ), FEEMA Python B9 hash() —EERREHZEERHENIHF .

o BRANEWEERE: £ macOS £ SharedMemory(create=True, size=5).size £ 16384 (—m), EEEFN
buf LESAREUIER, FIAEEREL, B9 size=0 £ EHIE ValueError: 'size' must be a positive number
different from zero —&KEXIMEILZT payload HEEEK/,

o flock#EX: fcntl.flock(fd, LOCK_EX) PEHZEZ%S; LOCK_EX | LOCK_NB ZAZImd# BlockingIOError , Hi2
BIVMR (advisory), RIEHER flock IS 5EEN. SEMMEEEN, TEMAIFMEERR (get BAAREE),

o PN = “TFEE—IKRBEEMN key": put iF 0_CREAT SIETE; EEE=EMRE. R BIXERFEBERT MEET", thE
NBEWIET". lock_dir A None FE—PEHABR (Linux &£ /dev/shm EREXHZRS, [UAIKER).

* resource tracker (Python < 3.13): &M#EE— tracker F#%2; SharedMemory 6l (UK 3.12 FliE) HEs@E
EEILRE, unlink() &35, #HEEHA, tracker BMEZICPHERHIEMTH unlink, 1£&E"HE > unlink"2F%8; B
EF'8IE > R unlink" A FE—FRBENEEAMERILE.

o "FRERER": E— key ZHIGIIEIRMRIE (& L —DHERRETH), create=True &l FileExistsError , spec &
KEBIRE, MARKWEEN,

N O o b~ W

Level 2 - BES5ERI

o REREFE=M: lock_dir . namespace . UME—M"HEEIIH key"&EE (dict/set #TT, & cleanup_prefix F),
lock_path(key) Ei#%H shm_name(key) k4%, #l# os.path.join(lock_dir, shm_name(key) +
".lock") , XEMIDEPREMILE LR,

o putBlfF: os.open(lock, O_CREAT|O_RDWR) - flock(LOCK_EX) - fli#Ek ( FileExistsError EHIEIR
E%. close. unlink, BBIE) - jT4H tracker > BELTEHIE > close() > iEF key > & finally B LOCK_UN Hx
M fd, BILNAECIRERZAIEE]: EEEEEBNMME, Bi—EEEWEIFE, MMEERSERI¥ERE.

o getfliF: os.open(lock, O_RDWR) ( FileNotFoundError - None) - flock(LOCK_EX|LOCK_NB)

( BlockingIOError - None) - HM{Z&EX ( FileNotFoundError - None) - iZ&KE. #ENHIE > close() -
unlink() - Mgt > finally B#R#iFH=x fd, §— return None B9 STHEEZIMRBIX fd, T[N fd S, Hith—
BEE.

o "EINHEFEEEAEE" ATArEE: 5ER os.open BIETHIXM. EEREK flock, EEMMIBET i, XBTIRE None &
R (ORER), TEMEE, UAEMEBIHE,

* resource tracker 88 : SEBIZER/EAA resource_tracker.unregister(shm._name, "shared_memory")

(_name 2% / BIEMEIET), ERANRAEE; £F unlink() RESBETIHEBCSMNEIC, A trylexcept &
£, LAFRABRE Python kA,

o BufferError fgEf#: data = shm.buf[8:8+n] 73ZIf9R memoryview 15, £i%E shm.close() =il
BufferError: cannot close exported pointers exist ., B4 bytes(...) ¥, EAGEE:
shm.buf [8:8+n] = data RME, TRBUE, BJUEE close,

e cleanup_prefix: &HEICRM key (FEHHIRER), FIRTEHIRIMICEPMBER; WRBEEE (= ZAET), FHE +
unlink B%. BT, 8L +1; BREIBIX4ERZEREIE FileNotFoundError . EHEZEM key hEMICETMIER, ER
T8,

Level 3 - ¥ (KBBBRRHZF C HFERESEMR)
— key A SEH (L = 83X, S=shmEg, T =5 tracker HHIZIC)

e L flock 5 T 112l get(k) iRE

out 1 - X - None (BiXHARTZE)

put: os.open Zfg. flock ZHi F  EAEE ¥ - None (EXARTEE)

put: FHENF | B f (RB%) Hit > B None (BlockinglOError)
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put iREF B X B x i

EEHERL B X B (ARTEREE) - i

get INfG T - J& (3E# unlink) - None
MREEHEBTH: F51TNS ST ?? (BR: T—FBEM tracker FEIREAIEE unlink 7, EEZZ None),

Level-1 [BAIRAMZE R
L& BA shm_name(key) / lock_path(key) #HBF: HEM (BHERLER, B hashlib A hash())

A). REREFHR (+7#FHIENR) ,
A% shm.size REHET (macOS L 16384 FT); == payload £FEH size=0 TiEBIE,

None =MIRE: BIXHERFE CRE/ER); SiHE (EES); BAFE (BERRIZBERZER).

FREREEH: EETVRERE ZBZIBHEHTRERMNR. SRR ATEE,

FEERAR unlink: RBEEIE ' EELART". SHERHENEM resource tracker K& E unlink—XIEE2ZHIER,

EE I get FEMBISTHE, FTLA cleanup BB os.path.exists(lock_path(key)) ¥I#f,
memoryview Y]/ #8 buffer S, close & BufferError; TMHE close/unlink Z[ERTFERIREEE T,

A-21- ChunkAdapter: FRIKELESIAFLFEIEX

github.com/kzhou003/nano-viim-omni-drills

24 40R chunk £ load_async ZEIFEEH# put 7,
get,
5l 3: cancel_sender Fig/54E3E final R, {E final 1 (data=None) —EiXix

Level 1 - 1/O 45
51 1: None payload &~ ¢ chunk id; final E}{§ payload /3 None thE %

conn = InMemoryConnector()

snd = ChunkAdapter(conn, stage_id=2, src_stage_id=None, build_payload=1lambda n: n if n % 3 else None)

rcv = ChunkAdapter(conn, stage_id=3, src_stage_id=2, build_payload=lambda s: s)
snd.start(); rcv.start()
rcv. load_async("u9")
for n in range(1, 7):
snd.save_async("u9", n, is_final=(n == 6))
# HWERZE
rcv.poll_ready() —> {"u9": [{"data": 1, "finished": False},
{"data": 2, "finished": False},
{"data": 4, "finished": False},
{"data": 5, "finished": False},

{"data": None, "finished": True}]} # n=6 BY payload & None, EEZ final
conn.puts -> ["u9_2_0", "u9_2_1", "u9_2_ 2", "u9_2 3", "u9_2 4"] # 6 )X save, 5 TEL id

EE key BHIMF: RAZXHABECH stage_id (2), $#KIFA src_stage_id (2) EHE— key,
5l 2: REBFRE + poll_ready 2"BUE R LRIAKAR"

# #—333FH0 adapter: snd(stage_id=0). rcv(src_stage_id=0), build_payload = lambda s: list(s)
live = ["a"]

rcv.load_async("v")

snd.save_async("v", live, is_final=False)

live.append("b") # AEARRENENR

snd.save_async("v", live, is_final=True)

live.append("c")

# % - WM data RE ["a"]. ["a", "b"]; conn.puts == ["v_0_0", "v_0_1"]

# B#—3J adapter (build_payload = lambda s: s), rcv.load_async("q") BiEMA:
snd.save_async("g", 1, False); snd.save_async("q", 2, False) # #%

rcv.poll_ready() —> {"g": [{"data": 1, "finished": False}, {"data": 2, "finished": False}]}
rcv.poll_ready() —> {} # EAWEET
snd.save_async("q", 3, True) # THE

rcv.poll_ready() —> {"g": [{"data": 3, "finished": True}]}

# —34FH adapter (stage_id=0 / src_stage_id=0); rcv.load_async("w") ZiFH
# build_payload RFEEE— gate £, BRHNKIT

snd.save_async("w", "p@", False) # save ZFEFFMA build "p@", k7 gate L
for. p 1n ["pl", Ilp2II' Ilp3ll]:
snd.save_async("w", p, False) # TEBATIEHEE

snd.save_async("w", "end", True)
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B BE: get MIBIXHITEIFE flock, XE"GT key RE—THEEE. key TER"NAR TRREMN: WRAWE— key KR
£5, bl ARS?

load_async Z/EEB#EEUEI—connector E—EHRFERZIHR
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snd.cancel_sender("w")

gate.set() # BT

# ERIRRESE:

[{"data": "p@", "finished": False}, # BUHRICAE build MUBR—RREBEAYE
{"data": None, "finished": True}] # pl..p3 #HEF; final BXK, {8 data=None
conn.puts —> ["w_0_0", "w_0_1"] # id IRERELE

"p0 ERSWA L BUATEVENERSBET 7TEUENE—MITEBr BUES; {8 id MIAUELE. final ARE,

ESEk

1. save_async ERELRE LT, HAIUZENRE., BEREZZREMBAMAESE? build_payload AftATEEEXERFA?

2. chunk_id ROZTEMARME +1: NBABS. build Zf5. B2 put BINZE? AHTA NS +1"REF) 1 FFEETE, miEkinas=
BEERE?

3. build_payload R[E None BRIt AR TENE . TABRTNHAE put? final B4 cancel /7, data RiZEtA4?

4. FWIHELAHE T —1E get i key? B MERFJEICEMLIRE? —MEKRUE] finished=True ZEXRBEHRERIHENIG?

5. recv &TEEDIIMEAA connector.get (HEERIE)., MEXRINEE, BAELEEAT cleanup_receiver(req) , ME
X3E—"reqid load_async 7T—R, recv &F2EIRET, B e XREIBRETELEENIDEM? R8E req
in registered @37&%?

6. F 10 MIERER I, B—MEULBEHUBR, recv HRZZMTA? BERFIHREHRBIGNIE? HENXBIZHA?

7. stop() EERHERE", tIR save £F2EMEE Condition.wait() L, fREANEEE? MRERIFIELR notify Z Bi—E
& wait, SFRKITETE?

il

o WMNGEEREE. MNAMA: save_async [/ cancel_sender [ load_async / poll_ready / cleanup_receiver #
TIAELTE LB SAVE &F2 R build + put; RECV ZFER 1 get + 1835, E— ChunkAdapter M &RERAEMY, BE—
1 stage BBERAEFP—F (stage 0 RE, &E— stage RK),

o key Bz &i#im f"{req}_{stage_id}_{chunk_id}" , #zuix f"{req}_{src_stage_id}_{next_id}" . @in
B9 chunk_id #8M 0 FHi&, B MIERMILITEL BWIHREER id IRFEENEY, FRUARIEIRR id HIUEL.

e chunk F8#: put INERETE {"data": payload, "finished": is_final}, poll_ready() FE#REXLF
H, ®id IAFERE {req: [...]1} & BEFRABSHIERTHNEERE,

e "OUTSIDE any lock”: build_payload #1 connector.get #agcRIE. MRIREFE—ICAELELESNBERE
11, AELENSRIEE—XERXBEFENEN., SIRARRPNOHETFHR/ES, SUIEMZ2MPR.

o per-registration token: load_async BFAXMERER—ME—T MR (Bl object() ) 7FiEsk; cleanup K
18, recv ZF27E get ZBIIC T HAIHY token, get BIRGEMANLER"MEEICH token EFEZEA—THKR" (A is ). TE2MER
XIRENIE.

e Condition 5#8%: Condition.wait(timeout=...) REGEHAEFHIOESRME (TEERBR. ERIEEEZHHE stop UEE).
45 wait II— MR (70 0.1s), EMERAETHRESE—R)L, MARKERE.

Level 2 - BERSE R

o RIXIRMEIELSN: —MR7E (req, snapshot, is_final) I FIFO BAFI ( deque , append/popleft KBERLE) +
— Condition FI3EI%EE save £4F2; next_send_id: dictl[req, int] ; cancelled: setlreql . HFRE—
save Zf2. 1% FIFO &2, E—IFKM chunk RAEF .

e save ZREE—RIAf0: B —IN > & cancelled (FEE#FH) - #REUHERAE final: &3 - #EUEE final: data=None > HM7EH!
4b build > data 3 None B3E final: B (ASEFE id) - put BZi50 id B key > RRING id+1; WS8R E final, FIEIXMEKAY id
10 cancelled 7 (AT—TERIEKREN) . put EERNTE +1,

o BUIRRVERIELM: registered: dictlreq, token] . next_recv_id: dictlreq, int] . ready:
dictlreq, list] (%%F# poll FIRRLER). — " ERMAIIERAT + Condition, load_async XNEFMAIERNIZER
M (FEEEN, UAEEE d),

o recv &fE—1: EHFIAIIEMNE MEREII—R: BINIZH (token, next_id), JZIEM THMIEE; Bish get; JLEUEMALEIBA
B; BEHIEMEBMLLSS token > —F7 append E ready[req] . id+1; W% finished REHE (REMERAZ), TNAE
PR, —H4ERE: BAZIRNZ - 7£ Condition LHE (FiBAY); BIERERX—EL—TEHEHERE > BE ~1ms; BHERE > L2 T—%8.

o poll_ready RFk: EHAIE ready BEMREFNZE dict FHiREIAN., RAEBEBYMER ready (recv LIRAAEEETE
append) ,

o cleanup_receiver 2123Hl#%: SiAMIER registered[req]. next_recv_id[req]. ready[req]. FEA recv 4i2H"tE3T token + 12
R'BER—IEHIA, FIA cleanup REIZfE, FA—RRRBAELZELYE (FEER cleanup liET), EAREE token RILE
MER. B bug: RTE get ZHIREFMPIRE—get BHEIHBFEAIRRTE cleanup ZfGHINTE poll_ready |,

e stop(): IRE— threading.Event , 33~ Condition % with cond: cond.notify_all() , B join &2 (F#8
i) . SRRBHREMUHEEX Event; £ wait BIthBARE—X Event, MRETIREE, LTI daemon, BRNITLE RN E(EER
28,

o HfthE R bug BRI : ;& deepcopy - I 2 B ["a","b","c"] ; NBABIHL +1 > 611 HM u9_2_2 Z/EH3l

u9_2_ 4, EWIHKZEES u9_2 3 ; cancel i& final —i2 & » THEKEWAZ finished; TS busy-loop » CPU
100%, Hfthkfz (i) g,

Level 3 - i¥fiz (RIBBRAMZ C NHIRSER)
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{5 1 49 save ZF2ZEHBER (build = n if n % 3 else None , final 7 n=6)

AT build &8 EhiE put B key 25 next_send_id[u9]
(u9, 1, F) 1 put u9_2_0 1

(u9, 2, F) 2 put u9_2_1 2

(u9, 3, F) None bz $u - 2

(u9, 4, F) 4 put u9_2_2 3

(u9, 5, F) 5 put u9_2_3 4

(u9, 6, T) None final > {324 put, data=None u9_2 4 (IBR, EA4I)

IFTRIEY recv &2 next_recv_id fK/X 0>1>2->3->4->5; 2% u9_2 4 By finished=True &, u9 #iFiH, FBREIIEA
5,
cleanup ZSRIAFELZ (connector B get RI2)

L] AE%RE recv %78 registered[q]
t0 load_async(q) tok1

1 IMIER tok1, id=0; HiFMHEN get("q_0_0")... tok1

t2 cleanup_receiver(q) (7R7E get #) ¥

t3 load_async(a) (EI&HHEK) (&FE get H1) tok2

t4 get IREIEIE; SALL registered[q] is tok1 > ?? tok?2

E=R: False > EF, IRRMEE q in registered , t4 &= True, |[HIBEKRMNEUEFMEEH TINEK.

Level-1 [BIEAME R

o save_async Rf#: deepcopy IREE + NBA (Ff notify), build_payload FIEERIE, SFEERERE,

o put KINZEZ +1, NBABS +1 RIHEBGTAI None # put KIMAIRE 5—1 id, FKIHIR id IRFRE, SKTERDTNFEN
key,

* None B3E final - Btid; final - FTieafal#k put; # cancel B4 final - data=None,

o BMEK: JEM token, T—1id. BIRIIAREENTIR, KE finished BEILEIEHIFEH.

o FHtoken ISMLER ( is ), RERSETE registered A (FI LX),

o HIEREXLHIE: EEEE (~1ms) FBERI; EIEK: 7 Condition £iE, HZ load_async M (FHBATAIK) .

o stop i% Event # notify_all; wait F#8E, FTABMERE T BAthRZMGE— @B EEEER, BEREIEE Event 1BH,

start() GIEM daemon £F2; stop() & Event - M cv #8 notify_all - join(#BAT),

A-22 - Thinker->Talker A #& (&"Z—1T")

Level 1-1/O R=ffl
B11: stop &}, —17 (D=2, hidden £ r {THEME r, HEEZH—7)

prompt_ids = [11, 12, 13, 14] #P =4

output_ids = [21, 22, 151645] # 151645 = <|im_end|>, Bl stop token
hidden =71, Brf=1Ir, r]

finish = "stop"

- prefill % 0..31 (& 0,1,2,3)
- decode % 4..5 17 ({# 4,5) # % 6 17/BT stop token, Eiz
- output_ids [21, 22]

target=4 + 3 -1=6, FilARFE hidden[:6],
5l 2: length 453K + 3K T SRAIT

prompt_ids = [11, 12] (P=2) output_ids = [5, 6] hidden & 5 17 (0..4) finish = "length"
- prefill 47 0,1 decode 17 2,3 output_ids [5, 6] # % 4 1784 target=4, FE
prompt_ids = [1,2,3,4] (P=4) hidden RH& 3 7 - ValueError (prefill #B&iERZ)

AR ZHRNITA—ERE "stop BB—1T", —1FIR target Hlif.
5l 3: prefill 75/ 5 decode ;% (D=2)
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prompt_embeds = [[1,2],[3,4]]1 first_reply = [0.5,0.5]

spk = [10,20] codec_pad = [1,1] codec_bos = [100,200]

mask_id=7, pad_id=5, start_id=6

ids = [7, 7, 5, 6]

embeds = [[1,2], [3,4], [11,21], [100.5,200.5]] # shape [P+2, D] = [4, 2]

decode: reply_queue = [[1,1],[2,2]1, fallback = [-9,-9]

step | last_codec_embed | #HH input | ®R queue 1TEK

1 | [0.1,0.2] | [1.1, 1.2] | 1

2 | [0.3,0.4] | [2.3, 2.4] | 0

3 | [0.5,0.6] | [-8.5, -8.4] | @ « A fallback

4 | [0.7,0.8] | [-8.3, -8.2] | @ « —H fallback
X HEaIRR
1. Aft4 stop ERIGIERK, hidden {TH&LE talker EERER"Z—17? X—{TXIMNH token #9 forward?
2. finish_reason == "length" H&E—7T4%H token 2"IEERB"EE"stop token"? BEREE?

3. prefill # decode M FmMEMT2RE: hidden B917EL, EF2 len(prompt_ids) ?

4. 00K hidden 178 > target, SHFRMITIZEALE? MR < P IB? MMERATALESRXT—#?

5. talker prefill § P+2 MiIB., REMMIEMN embedding & B2 NE2EM? MM id 242

6. first_reply B£7E prefill EF#E T, BB decode Bf reply_queue RIE—ITRIZEE/LNER token 19977 GXEREAA
HWAE, BIREIEER)

7. talker_decode_input 7£ queue AZEFHREIRY"FIR queue" 2t ARZIR?

il

o "SOBIBFME": vLLM HOEEERZ: F#E token - append 3 output > 183 stop £, FilU stop token thiE—% (=D
WICEN—R) decode Hitt, EXIMAY hidden {TH—REIT . talker ERELUREIEEEHERE, BMESRSE—BARETE
SMFEE,

o target 7#{: target = P + len(output_ids) - drop . BE="talker M HERIZITE", MA=
hidden.shape[@] - drop —EHEERHET SRITHNELEHE,

o ThinkerPayload.output_ids 2— 1 5i#J list, &£ 7T stop id; AEEMEXIFRAENN list (AEARTETEREM
detokenize [ REIZAFF) .,

e mask_id / pad_id [ start_id ;2 talker (codec) {AREBM4FH id, EEIRIBERE model config, XEHXBFSEUEN.
prompt ZBHHY P MIBE codec AFREZH"EL token”, FRIAZ—IE mask_id , #F2ZEF embedding.,

e [Dlvs[1,D]: spk_embed + codec_pad_embed E2—11-D& [D] @&, EM [P, D] HHE, FTEXTH [1, DI
( [None] / unsqueeze(@) ), &M torch.stack .

o decode A = XA&M + FH0M: talker SHEIMAZ thinker IEEE (XAEX)"5" E—H R codec id By embedding
(BMBEEYT)"ZH. thinker EIELE codec MMEZ, FAEMEN AN fallback (EXZRSAER tts_pad By
embedding)

Level 2 - BES5ERIA

o IREE=AEREN, BEAMKE: trim [MEDAS5IHRIGE; prefill R cat; decode RI“ELL + BN, BEKS. &ERHK, 81
R 3-8 17,

o trim MIGifF: @ %8 P H4ZE hidden.shapel[@] < P - ValueError; ® & drop; ® & target H&# rows; @ BiR P 1]
B prefill / decode; ® output_ids £R., IBEREKRAERRIE, BREETITEEEMNTIAEEZ AHEATERE, RRREE
tensor)

o jB5R: stop {E output_ids AZE, X#PIERT drop=1 &ik target = P-1, {B—4T prompt £#8, 8—18: REEQILEM token A
B "stop B—1T"AIENE? —MREMNT AR R output_ids JEZHT drop,

o N bug1: A hidden[:-1] k"% stop 17", X hidden IR T ZRT (fl 2) B, (REIEMNEPBZZSRITMAZ stop
17, stop {TBEB7E decode &,

o EM bug?2: decode B rows[P:] T rows &8%&EZ target—=%MNT bug 1, XM : decode 1TILE output_ids Z 1,
talker REZ—M#KXH,

o prefill $f#%: —Xx torch.cat =#& ( [P,D] . [1,D] . [1,D] ), dim=0, ids A list FEBHIEMME0 id. REIRRE
£ (ids, embeds) , BIRT.

o decode FJ"RIR queue”: FITAHRE queue[l:] 2k [K-1, D] , K=1R2 [0, D] ); EREHIREZT queue, RNE
IR[E None, ARARREZERT—F,

Level 3 - i¥fiF (fLIIBRAMF C HHEIRSEMR)

key questions &3

o stop token #RMEFEFRGT append BHIE, EFB—LH hidden ELWER; X—FTR"7=4 stop token BIBBAR forward Z 5"
X7, FTETEERS.

e length ZERETRE— token BEBASR (REZET max_tokens), £FREB, drop=0,

o HRAE P = len(prompt_ids) ; hidden 178 R A FHEFEHRT,
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id=

=
=

p

drop

rows

o fIEE TN

start_id ,

hidden.shape[0] <P ?

target

= hidden[:target]

prefill = rows[:P]
decode = rows[P:]

output_ids

o queue —fEME 2 NER token FFA (55 1 NEMER first_reply # prefill) ; X
e T queue FHREIFERMZ queue, fiZIXK [0, DI .

trim (OIS (f11FH)

A-23 - Codec EOMEI: ERN. BRA, ZLTX

LINE

next
next
next
next
next
next
(U3 7)]

next
next
next

#R

0

REEREER:
next_window(12, 6, False, initial=0, chunk=6, left_ctx=10) -> (@, 6, 12)
f5l 2: slice_new_samples

Level 1 - 1/O =4

&

4
7<4->F, g
finish=="stop" B output JE= > 1

4+3-1=6

[21, 22, 151645][: 3-1] = [21, 22]

initial=2, chunk=5, left_ctx=3 TZE1 A next_window

_window(1, ©
_window(2, @
_window(6, 2,
_window(7, 2
_window(12, 7,
_window(20, 12,

_window(20, 17,

_window(20, 20,
_window(1, O,

AHEhEL

1

False,

False, ...
False, ...
False, ...
False, ..

True,

True,
True,
True,

slice_new_samples(decoded,

initial=2, chunk=5, left_ctx=3) -> None

)
)
)

)
)

)

.e)
ool

slice_new_samples([0, 1, 2, 3],

window = (4, 7, 12), upsample = 2
decoded = vocoder(codes[4:12])

- (0, 0, 2) # BIR

TEREAGARLD, R queue 3k,

Bi€: A 1/2/3 NEFEBE—EIRASI; 538E O ] 2 8 5 1T hidden F decode 2R 218%F 2 1T; @
build_talker_prefill ;R[EAY embeds #i P 75 prompt_embeds T24B%E (REWIIEEIZLTE); @ decode 5 3 Hie—H
A fallback, queue FZIR{R$F [0, DI .

# EHRE 2 0, RE 1M

—-> None # ZIESR 5 W, RE 4 WIEH
-> (0, 2, 7) # ctx_start = max(0, 2-3) =0
-> (4, 7, 12) # ZEETX 3 M 4,5,6

—> (9, 12, 17) # finished, {(BEREH—REG - ik 5

—> (14, 17, 20) # % 3 mi -» flush

—> None # ERTE

-> (0, 0, 1) # RIGRYA: BRIETH, BHiZ flush

#8 M x 2 = 16 PHA: s0 .. s15
# s0..s5 BFLTXM 4,5,6; s6..515 BFH 7..11
(4, 7, 12), 2) —> [s6, s7, s8, s9, sl1l0, sll1, s12, s13, sl4, si15]

(0, 0, 2), 2) —> [0, 1, 2, 3] # "BEALLTXNERBEHN

5l 3: —REEME (initial=2, chunk=5, left_ctx=3, Eit 141, % 6 HLFX)

available finished A EFRAERINED
1 F (%)
3 F (0,0,2)
7 F (0,2,7)
10 F (F)
1 F (F)
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next_window(6, @, False, initial=0, chunk=6, left_ctx=10) —> (0, 0, 6) ,

(LT3 0 i)

2[5 emitted
0

2

o >target: &HUTZI target, FHBEZ; < P: & prompt HREE, talker B9 prefill TiEMIE, UhFIRE. NF P 7 target Zja]: %
YA BABERIER decode (spec TERIREE),

spk_embed + codec_pad_embed , id= pad_id ; &F—fi: first_reply + codec_bos_embed ,
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5 3 14 T (4,7,12), (9,12, 14) 14

ARESIEBETFER next_window HEZIiR[E] None, B2F—1"&OMSL emitted = new_end . FIEEOM [new_start,

new_end) 1a4F##5% [0, 14),

ESEk

1" E—TEO"BAMSHEBAMER? REUSBEEAANEIRS, EERNEERE available / emitted / finished .

2. initial=0 FTT4A? KNERAZK?

3. finished=True BFRME > —PRTEEON, MIZ—REAERRMMELE, BEMAIR chunk K007 (615
(20, 12, True) )

4. finished=True H available == emitted FHREIft4? WRMFEEET (., 20, 20) XEFENZTEOD, BAHN
while /B =ER?

5. ctx_start AHATERERHE? B emitted ZEMIMISEERIGILIR? HimHLx?

6. decoded MI% | MEARBTFEOEME/LM? 3l new_start HIE—MERTE decoded FHITIREZ/M?

7. left_ctx BEZ K, RAMBIBLERA LR —REMHBZEHAHERE? XU vocoder BIHAMRE?

it

o SAMRIRERE " TR, HMEBSRNESRLITARE: ctx_start = new_start < new_end =< available .

[ctx_start, new_start) 2ALTX (RAX"MF"vocoder), [new_start, new_end) #FEX—SEHFELHE
ML,

o new_start XiTEFF emitted: EONTEERIZ. TEBLETHE. ARAESTEOZEE emitted ##EHE new_end,

o BHOKXIv BF—TEO (Bft2#&&E, B initial > 0) B initial, Z/E#HA chunk , “full window available" 1§
available - emitted EDEXMAN; WRREIXAZ, ZHRNMBLT—XER,

o flush: RBFEERNHF—"REEO. B finished . BEERANME, TIEMTHE2BEIRE—T (BEN) &O.

o slice_new_samples BIE{RE: vocoder BWi=H upsample A, decoded M ctx_start FIAHBSERLER, KE
A (new_end - ctx_start) x upsample . {REMHIFIIENIXE [new_start, new_end) #%Ep decoded EhY
HEARKXIE,

o RtagN: TTFP (B8IER) BATE—EOEBEZOM; ZEBAYIES vocoder (AN, BMEARRE. £ E TR
MEETEOZHER left_ctx M,

Level 2 - BES5E R

o next_window {F=4%: @ BEARXREOA/) size (HR¥BF: emitted == 0 and initial > 0 ); ® RE new_end:
SEEE [ / flush / None; ® H emitted F left_ctx B new_start, ctx_start,

o FIBFIRFFRER: SLHM=EEOBAE", BB finished BERIR". MRIE finished iFI®E, 119 (20, 12, True)
SiRE (9, 12, 20) —&AFSEM, EER T 4REEOJAMNERETESRD",

o flush £HEKR available > emitted : FENERERMNSREIZTELD new_start == new_end , BEA while w
i= next_window(...) RFLRMEH (emitted REFIHH).

o EIRFIBTAIRERE: FB emitted == @ MAE available <= initial ZEMEMH., EEEN—RIEAZINAR (B0
available=30, emitted=0) SIEEHIREIR chunk KX/)\,

o slice AR : RBE = (new_start — ctx_start) * upsample, &&= (new_end - ctx_start) *
upsample (tit2 len(decoded)), M bug: HIEEEF TR new_start *x upsample E¥IEERH decoded
ctx_start=0 BIREISIERE, fl 2 F515%] decoded[14:24] , RF 2 PHEK,

o FIAMI—Bi= len(decoded) == (new_end - ctx_start) x upsample , —BiERAEEEOMIZIRE, M2
[E S IR K ENE .

o ELTX =S MR vocoder ZEERM, i ML K codes[i-r .. il , MAREBHOBRHMABLZEDE rif, E
FANRMAMSBEMBBENTE—F;, DF ril (B ctx_start J%BZE 0) B, BOFKIUMBRN LT GRERT, MarEiEig,

R#E

Level 3 - i¥fiz (RIBBRAMZR C NHFIRSER)
#ZH1 828, BERALK (HE)

available, emitted, size available - ox new_end ctx_start SR
finished emitted
2,0 F 2 (B®R) 2 SR 2 max(0, 0- (0,0,2)
3)=0
6,2 F 5 4 TEERER - - None
12,7, F 5 5 s 12 4 (4,7,12)
20,12, T 5 8 SE (R%TF flush) 17 9 (9,12,17)
20,17, T ?? ?? ?? ?? ?? (14,17,
20)
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20,20, T 5 0 RERR - - None

(1T size=5, Z1{# 3, flush, new_end=20, ctx_start=14,)

AEETX vs BZE: — M EEFEMBIF A vocoder: Wit 2 MEA [10-S, 10-S+1] , S=&HOA codes[max(0,i-
2) .. 1] 2 (Rg¥r=2, REFORS). codes = [3,1,4,1,5,9,2,6] , initial=3, chunk=3, —Xxit2Za
B (finished=True) .,

left_ctx 'O &[0 decoded YIRS

2 (0,0,3) 30,31,40,41,80,81 30,31,40,41,80,81

2 (1,3,6) 10,11,50,51,60,61,100,101,150,151 60,61,100,101,150,151
2 (4,6,8) 50,51,140,141,160,161,170,171 160,161,170,171

1 (2,3,6) 40,41,50,51,100,101,150,151 50,51,100,101,150,151
1 (5,6,8) 90,91,110,111,170,171 110,111,170,171

EEERfZES: 30,31,40,41,80,81,60,61,100,101,150,151,160,161,170,171 , left_ctx=2 I5E2—5; left_ctx=1 T

HNEOE—M (hniE) LINIELE: i 3 A1%EZ codes[1..3]=1+4+1=6, HIREZ codes[2..3]=4+1=5,

Level-1 [GRAZE R

o Bl e emitted == 0 (FERAELIEMEM) B initial > 0.,

e initial=0 RTZEFHER, EHRMA chunk,

o {B%R3%% chunk t); ®I A E—IRESA flush,

o JR[E None; REIZEORIL emitted BERM, BEIRKFLER.

o fFFKES new_start - left_ctx AJEEN S, MM FRZB A, ETXMESWBBALE—R (ERH LE—TEONFN—R, FRT—
TEANLETXE—R), BRELE—R,

o decoded[i] BFB/EMm i // upsample , BI£/M ctx_start + i // upsample ; new_start BIEE—PHEATE
(new_start — ctx_start) * upsample .

o left_ctx = vocoder 1§ (RR) BAZE; KH"'ER + B XM MR,

A-24 - MROPE =48

Level 1 - 1/O R4
Bl 1: EURTEFF L + 5ERZMIE (spatial_merge=2)

segments = [("image", (2, 4, 6)), ("text", 2)]
Ef% LM Wi = (t=2, h=4//2=2, w=6//2=3) - 12 4> token

| t=0 | t=1 | text
t (50): 0 0 0 0 0 0 11 1 1 1 1 3 4
h (51): o 0 0 1 1 1 o 0 0 1 1 1 3 4
w (§42): o 1 2 0 1 2 o 1 2 0 1 2 3 4
ERESAME = 2 CRA w

) > FT—& start = 3
T = 14, max = 4, delta = (4+1) - 14 = -9
decode_position(14, -9) = [5, 5, 5] decode_position(15, -9) = [6, 6, 6]

Bl 2: RIELERKAIEG (FL5H0E)

segments = [("text", 1), ("image", (4, 2, 2)), ("text", 1)]
Mi& (4, 1, 1) - 4 1 token
t: 0112345

h: @]1111]5
w: @0 ]1111]5
T=6, max =5, delta =6 -6 =0 # t HIEHRT 4, EIFSETF token #

delta y 0 AMAKR"RBER", RARXTEGERNMUEEERFET token #,
Bl 3: FKEIRRE + merge=1

("text",1) "image",(1,4,4)), ("image",(1,2,4)), ("text",1)], merge=2
| 5
| 5
| 5

N = R
R, NP~
NN P~

[
iH
h:
w:

(SIS RS
S = =
w w w
S W w

| |
[ |
| | T=8, max=5, delta=-2
[("image",(1,2,4))], merge=1 - W#& (1,2,4), 8 1 token
t: 00000000
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h: 90001111
w: 01230123 T=8, max=3, delta=-4

ETKEIR start = 31 EKEIRAMER 2, F=2"EH token ¥ 5",

X 5EE)RE

1.—1 (t, h, w) RIEIRER?E LLM FFIE )11 token? h TEEH spatial_merge ERRIS&ALE(4 (docstring FRE
/7)) ?

2. "t-major, #AFF h, AE w": % k MEI& token B (t_idx, h_idx, w_idx) E4H k EH%?

3. BRERE start EFAMTA? ATATRBREIALR token 2172

4. BREMN " RAME" TR BIEW M E? 7261 1 224

5. delta HamERf. H 0. RIE? (HIERTEENE? )

6. decode BYZE i > token (i = T) WUERNTA=4HEE? decode_position IREI+ARZIAF] dtype?

7. ("text", 0) EXMTERZIMAILMES FEFIMEEE start?

il

o =#fi: positions AYEE 0/1/2 179 B2 temporal / height / width, MRoPE & head_dim BINEESAR D =1, DRAX=TUEEX
ek (MO1), AR =718, B A& 1-D RoPE,

o vision patch 5 LLM token: #54Ri9281% patch it txhxw MFE, SAFIEHESE mergexmerge A9 patch &FH—1
LLM token, FFBAh. w 2 patch B{iI, LLM Mi&2 h//merge x w//merge ; t AEAREH.

o start B9IEN: start 2" T—BMUBER", STHEMALMAEUE (=74H#) NEXE+1. BEHNUEEER max(t, gh,
gw) , BEIZ)TF token £ t-gh-gw , XFE MRoPE 8" [E4 "I BRIFREA.

e delta: delta = (max_pos + 1) — T . prefill ZEFFIMEIT TR T 4548, {BAIBRIZM max_pos + 1 48, “&HZ
Z5i2 delta, FEIHEREGEHNREFRNEE.

o dtype: MIBEEEH T4, RME torch.long, 24k [3, Tl . torch.arange ZXIAFE int64,

o decode_position(index, delta): REF4A (3,) B longtensor, =P TE#%ETF index + delta , decode RAERX
A, FIA=41ERE,

Level 2 - BR5E RN

o EE{REEM): 4P start = @ F— parts FIE; BEREMR—T [3, n_segl KR append; BERZEAX—RIREK
{EE#f start; |&f5 torch.cat(parts, dim=1) , B# delta,

o XAER: idx = start + arange(n) , ABEEM 317 (expand(3, n) / repeat / stack([idx]*3) ). ¥&
expand SRINEHZFMEMN view, FE cat REN, FRLUZEIM; BURMRITEFREEEME clone,

o ERER: %&& gh, gw =h // m, w // m, = FHraJLAA torch.meshgrid(arange(t), arange(gh),
arange(gw), indexing="1ij") #RE&B flatten() — ij Z35| + {TEF flatten RAFE t-major. Bh. Bw,
F view/expand [ 1%,

o start E¥i: start = block.max() + 1 (%5 Pythonint), FXAR, max #E start + n — 1 ; XTFEGIR,
max = start + max(t, gh, gw) — 1, 8 (n=0 FMI&H 0) }&F max, EPITEH,

e EINlbug1: start += n_tokens , AXAKIERH. BEGINE (fl 3 ERERM 6 FHAMARE 3). REFEERE, Re

o HMW bug2: meshgrid BTEIA Xy ZE5l, 2 flatten liFE, S h. w Bk, AERE (2x2) EBERESK, BEME (H1
19 2x3) —BRPI I — BB —E FREFMIEH t>1,

o ®EIl bug3: delta @ max_pos — T (7 +1) A token & decode {iiE., Ffl 144&E: decode ME—MUEMNR 5,

o THIN: segments AER torch.cat([]) &Ik, 5BE torch.zeros(3, 0, dtype=torch.long) 5 delta=0 &
=

Level 3 - ¥ (RIBERAMZFE C HFTESEMR)

key questions &3

e t - (h//m) - (w//m) A TEEEMRRETEE (ETEREE h, wB2E merge HIfEE) .

e £ hw = gh:gw: t_idx = k // hw, h_idx = (k % hw) // gw, w_idx = k % gw ,

o start = FIEEERUBENSAE + 1. BBOUERE = max(t, gh, gw) 3E token #, M token RILEEAIE
"B RIE

o HURTF t. gh, gw i&A; 15 gw=3 &KX, FIAGAME 2 kB w .

» BEK%E t-gh-gw > max(t,gh,gw) AR REXAR, SEGERMME—%SE (B 2: gh=gw=1) A 0; FAIBERNIE—
B token ZMHUBBEARBEE B SRR token 2,

o decode R4 token, XA=41EE; iREl (3,) long.

o Bhid, TEFH start (BALIN parts).

EERIBER (f 3 —4)

134 start(3#A\) P <E H@/h/w) R max start(BFF)
text 1 0 1 0/0/0 0 1
166
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image (1,4,4) 1 1x2x2 1111/ 1122 /1212 2 3

image (1,2,4) 3 1x1x2 33/33/34 4 5

text 1 5 1 5/5/5 5 6
T=1+4+2+1=8, max =5, delta=6-8=-2; F—" decode token (index 8) & =6,

Big: Bl (B + 2M) T h/wiREEHR; Bl 3 REFTKEIM 3 FiiA; & pos.dtype == torch.long .
pos.shape == (3, T) ; sHEEH# A, decode_position(T, delta) EENZTF pos.max() + 1,

A-25 - EEpFE: IREDA. HITHAEL. IR, BN

Level 1 - 1/O 545
5l 1: init_groups (&f5i%)

{o: {2}, 1: {e}, 2: {eo, 1}, 3: {1}, 4: {5}}
stagel 5 stage2 HZE dev@; stage2 5 stage3 H#ZE devl - 1,2,3 —4
- [[e], [1, 2, 3], [4]]

{3: {7}, 1: {7}, 0: {9}, 2: {9, 4}} # dict B key IRF=2EH
- [le, 21, [1, 311 # HATE, BERETRHF
{o: {0}, 1: {1}, 2: {2}, 3: {2, o}} # stage3 12 0 M 2 “HHE"EXR

- [leo, 2, 3], [1]]

5 2: run_init RIBER ( max_workers=1 , itIFF#E)

stage_devices = {0: {0}, 1: {0}, 2: {1}} - groups [[0, 1], [2]]
init_fn: stagel #f RuntimeError("boom"), HERE "e<sid>"

At B] 4% :
4A[0,1]: init(Q) - "e@" v ; init(1) - WEE, IBHE—REN
H2] : FREIAMERRM - FEA init(2)
% fE: cleanup_fn(0, "e0"); raise InitError(stage_id=1)
init_fn #EAAAK stage: [0, 1] cleanup H9: [(0, "e0")]

EIMRL stage2 &M: @A [0, 1, 2], cleanup (0,"e0"),(1,"el"), InitError.stage_id = 2
28I {0: {0}, 1: {0}, 2: {1}}, init_fn = lambda s: sx10 - {0: @0, 1: 10, 2: 20}

{5l 3: admission_check (GiB = 230, #zk 80 GiB k)

reserve = 2 GiB
{0: ({0}, 0.9), 1: ({1}, 0.6), 2: ({1}, 0.3)}
dev@: 72+2 = 74 < 80 v devl: (48+2)+(24+2) = 76 < 80 v - [1
8 stage2 E4BY 0.35: devl = 50 + 30 = 80 =< 80 v (MAIFHEZHthAY) - [1
B reserve AL 4 GiB: devl = 52 + 32 = 84 > 80 - 1 %, & "device 1"

&£ stage (TP=2): reserve = 3 GiB
{o: ({0, 1}, 0.5), 1: ({1}, 0.45)}
dev@: 40+3 = 43 v devl: (40+3)+(36+3) = 82 > 80 - 1 %, & "device 1"
BI—&EE@ stage B dev2 - RFEELEIR

ES L

JMHZER DT LABREBRAGDA? E—NREFRAXRSHENGT.

HRNATADTRT? AEFHTRETLARKE (BR: EFENS) ?

CERKWERER, S—TMARERERPATH init_fn EAaM? ETEERITHENLRE?

. cleanup RLHZFEMT ARZIAR: KWB—ZISIENER, TREMBEARHERE? ATA?

CEPMANFENKW, InitError ERP—1 stage? EERMFRIE'E—N" RFICR—IR?

. admission_check 2—1 stage I{7E {0, 1} FskEL, BRI utilization IMISKKRY total H? E/LKR?

CHERA > BR 2 ? —KFLEIREE stage NELRE®E?

il

o HMMEER: 8TERARFN stage id 7IFK; AS5AHZEREEE—T (&) stage HiF. XiLEHS dict BIENIRF. set
RERIR T % .

e “no NEW init_fn calls start”: @& 2FELIERIRFFIEH init; BELTERE init_fn ILEBSIRE (Python ZETIER SR .
BURMIN, thE"succeeded”, EHEW cleanup,

o cleanup_fn(stage, result) B9 _ M2 21% stage B9 init_fn REE (HI20 engine G)1F), ERNEETRBRER,

N O o b~ 0w N -
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« InitError(failed_stage, cause): #iEREELLE, stage_id 2LME stage, #7%E raise ... from cause RBELA
traceback,

o admission AR : WEKE, I_{stage EiZkLE} (utilization x %k total + reserve) < total,
gpu_memory_utilization 7& vLLM BER"FAHBEXK K LRZAZDLA", BBF stage HBK R LEER HX DA,

o HIRFE: FKBINE—5, WABSFE device <id> ; HRAS (MLt stage. EEZ/VDFT) BHKAE, (BHERE
FHEE .,

Level 2 - BES5ERIR

 init_groups = EBHE. HMHE: © HEEK: BHE stage KB device, 1ITR"IX device B—RiFIES", FHBEIM
union; @ #_EBE (stage—device) fl BFS/DFS, #MiER/), MWFEl1T, <BEEHME,

e run_init B945H9: St init_groups ; B8 MER—MES, 1#RE ThreadPoolExecutor(max_workers) ; {F&SAERE
stage id i/ for fBFFAM init_fn, with REBEIIS join FIBES—XER"FEERNER",

o HEIRZE: results: dict . failure (BE—XREMH (sid, exc)), #A—IE threading.Lock ®iF. SMATERS
A init_fn ZBIGE failure, BFE return,

o SEAERT Future B: WRitinit_fn NEFEEMTSEMNE, ex.map/ future.result() SETLESHML, BIR
MEKT "I stage” BAK"5E cleanup B raise"BYIZHl, EESAED try/except, 1B (sid, e) BFEHEZIRZE,

o cleanup MELEMENZE: LINFAELEHELR, results FHETHN—MBTTREIBT I stage haWUL R H K E
W, EERMBBRER cleanup, SIRIEZE75TMAY stage,

o EIl bug: @ HRHIT (IBE1 stage B4 submit) > FEF stage HEMAN: @ KMERRE " RAA"ZERM, HEALS
PEEERNFIRY stage; ® IEKIMAY stage 1 cleanup (E&A result); @ RifIR Exception —A8& init By
KeyboardInterrupt / SystemExit .

« admission_check: 4Mzi&EH device_total_bytes (HiFEER, MHRE), WEKLAE dev in devices
stage, &0 int(util * total) + reserve, need > total 7iRiE.

Level 3 - i¥fF (fLIIBZEAKMIE C HFHIRSEMR)

key questions &

e {0:{0,1}, 1:{1,2}, 2:{2}}: stageO 5 stage2 FEEHZFR, {BH5 stage1 £=, & 0. 2 HTm 1 HENSERA, MLIEF
HE. FINEEDEBDEHIT.

e 8 stage init R"M=EREF > F KV block 8", E+R_LES— stage EEMEANE profile, ME R, KV EZ OOM. EINR
%, FEF*ZBEARZZNE, FrAAEHITEEEEAE.,

o AFlE, iLEHST; EMRINEE results, FEELE— cleanup,

o HHFZMEEL join Z/F. W level2,

o IRE—MKICHEIEM; BN if not failure: failure.append(...) RIERIE—X,

o RBKFAERE BN total B, EBKFLEZEE—R (E&BM reserve),

e need > total FRE (HBHEARIF); =K need=0, T,

HESHS (B115—HBN): & stage FAFEH, owner[devicel EREIRGHAE

stage devices ThE parent Zf5

0 {2} owner[2]=0 0015122 353 44
1 {0} owner[0]=1 R

2 {0,1} dev0 BJ/& 1 - union(2,1); owner[1]=2 21

3 {1} dev1 EJE 2 - union(3, find(2)=1) 3->1

4 {5} owner[5]=4 P

1% root INEE: {0:[0], 1:[1,2,3], 4:[4]} > ETEHF » [[0],[1,2,3]1,[4]1] . union RHEHVNES id & root BIIIL root P13 2
BARNME FERT) .

BEEM: max_workers NFAHREN, SENASHIA; HEIRLZINEE XM ER return—IXRi 24 2 F stage2 MKRHEIEA
MIRE, & max_workers 5K, 4H[2] AIEEEAEN, BAERHMTHE cleanup— AT HERE spec, FIAERMNER
Event 1ZHIBMF, MAZHKE sleep,

A-26 - CUDA graph bucket runner (CPU #&#})

Level 1 - 1/O =45
Bl 1: —BFARANKSER

fn = lambda x: x * 2 + 1
r = GraphRunner(fn, buckets=[16, 1, 4], hidden=3) # self.buckets = [1, 4, 16]
r.capture() # graphs B key: {1, 4, 16}
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static_in / static_out #2¥K: [16, 3]
FREA x = 2ERERE float(bs) & [bs, 31

5]z bucket replays eager last_bucket static_in[:6, 0] static_out[:6, 0]
run(bs=10) 16 1 0 16 101010 10 10 10 212121212121
run(bs=3) 4 2 0 4 33301010 77712121
run(bs=17) J - eager 2 1 4 T %

run(bs=4) 4 3 1 4 44441010 99992121
run(bs=1, force_eager) eager 3 2 4 L %=

run(bs=1) 1 4 2 1 14441010 39992121

MEL: bs=3 FIEE 3 1THIBR (E—X bs=10 BTHI10), EREEHR fn(0)=1; 5 4. 5 {77 bucket Z4h, RAREA].
5l 2: AHAL—FEE clone

yl = r.run(x1) # ZHIE return static_out[:bs] (—% view)
y2 = r.run(x2) # replay £ fn(x2) B# static_out
y1 # - WEFT fn(x2)! yl HW“HERE"

IR[E clone &, y11##F fn(x1).

ES L

1. CpuGraph.replay() F#EZSH., BHWBAREAFNXKEN? HLXENEE?

2. A+ AFRE bucket B ZER—IR static buffer B98T b 17, MAZE bucket EEHE?

3. bs=3. bucket=4 Bf, % 31T (T45) BrEERMTA? FEZRSMMAGER (WAL . X3 NaN, 3f MoE B&H/4tit) ?

4. static_in[bs:] 2&FET vs RiE static_in[bs:b] : WNELEMN? ZHFEHARN?

5. force_eager RUEEUZSEERE THCSH torch.Generator , Hft4 replay £"EIEZK"E, MASIRE?

6. last_bucket 7E£iE eager RIEREEFH?

7.8 run KRIMED bucket % capture, BEAREEINLH capture —3K? J{+4 spec ix never?

LR el

o 87 buffer: CUDA graph ig&HIZ kernel MR ENTEEAig &t replay BRI, FRDAUATIEHEIE copy_ #HE—R
WfFE, TEEIE self.static_in EFIMERMET tensor (FBHEEIZNEZIHATRE),

e view: static_in[:b] RHZEEFHEH view, FEE I, b=4 WEIXEMNREAX buffer (98] 4 17; FRIEEHRZE—RAEF, FI
E—RK batch WEIERZBEFENTE.

e “largest bucket first”: 7£ CUDA E£ZiKEH£Z—" memory pool, ERRANESDERANFEKSE, NERTUERHXL
R, BEF. CPU ENBINFEAFZIMER, BI5HK spec 3K,

o bucket i%#®: B\ b = bs , buckets 7 _init__ BERKHFF, HEiELEHREIY (thaJA bisect ),

o stats: replays 5 eager 2it#igs; last_bucket R7E replay FHEREFIFER bucket,

o REMEAR: RIREFE bs 17 (padding TRIGRZ X 0 MItE"AIEIR, TEELIERZA) .

Level 2 - BES5ERIR

e __init__: max_bs = buckets[-1] ; $f static_in . static_out , FJR [max_bs, hidden] , dtype BfEN
B dtype ., #¥ALEL Otk empty EZXR%E (capture RIS —X fn), & stub RER raise
NotImplementedError ZEfflis, BEBNFERERE.

o capture: & sorted(buckets, reverse=True) , 3¥E™b A static_in[:b] / static_out[:b] #)&
CpuGraph , ¥ .capture() , F# self.graphs(b] .

o run BREKIFF: © & bs; @ force_eager S A2l bucket (1% bucket R7E graphs £) - eager 73 iH# +1,
self.fn(x) ; ® BNE replay P, eager DX AKhlESZ buffer,

o replay 9% : copy HA - BZ [bs, b) > replay > B#f stats > iR[E clone HIF bs 17, IfiF L, FZAFE replay ZAi;
clone HFAEFA T—IX replay 28] (EBREIFE]) .

o pitfall: BEMAR copy, self.static_inl[:bs] = x HIZEME (FMNHTF copy_), &M; B self.static_in
= X ZY7E graph B tensor 2N —EERE,

o pitfall: KiCER. E£AEHN fn (FTIHHE) B, BETREMN padding 1THIEH, FRF'ERENN"; BELENEERITRE

(attention B9 batch 4. MoE fa#it9#. BN 24t NaN/Inf (£8), BITRSRESLIT. FRUNERERBEE, HEeE

static_in M3,

pitfall: JR[E view, SEXRBEAUARLER, ELERRERGEE RNERERE (B 2),

return

Level 3 - i¥fiz (RIBBRAMZR C HHFIRSER)

key questions &
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o HIN: % copy_ i static_in; replay if static_in. 5 static_out; #itHM static_out iE.

o HE—R pbuffer: BNE, MH run FRE—M"EANMUE", TILEMD bucket, #E static_in AIFT bs 17,

o FBER L —REAK batch BESTEURE (1589 10) . AR fn F(TIEIL, NEZRiL padding M TR ; BESLERIARTAE
NaN # 8. #0i MoE BRH5 expert f1E4tT. FIMFEE batch TNNEF,

o REE [bs, b): XRXKESIZHSTE; b ZENTXKEIRATNE, FEMNRRZETR.

o replay REE capture I & T kernel, REFHHIT Python; capture BRIEIZEE RNG JRES/EE philox offset, per-row
generator # Python BIERARSENIT, FAUTRRRE, RSERTAEU/ARE seed,

o REH; ERIEXE"&RIA—IX replay A#Y bucket”,

e THE: capture R (£ warmup. E¥), MEE CUDA ERFIEMIGITH stream/AEHHSE; BITRHRRIEMIEIRSR, AT
BEVTERHEARF.

run EHIBER (65188 2 RiEARA, bs=3)

bz BRIE static_in[:5,0] static_out[:5,0]
0 ARl (LR bs=10) 1010 10 10 10 2121212121

1 b=&J=3~>4 il Bt

2 static_in[:3] ¢ x 3331010 Gl

3 static_in[3:4] < 0 333010 [t

4 graphs[4].replay() il 777121

5 stats: replays=2, last_bucket=4

6 return static_out[:3].clone() [3,3] & 7 K9¥f tensor

BISEE: O EEMX run, B—RPREETRE; @ LH—XK batch Bi/)\ batch, & static_in B [bs, b) 72 0; ®
capture Zf5 self.graphs BEMWHRM id() EZX run EARE; @ bs > max bucket #l force_eager B, static buffer 58
EXN TS
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Bt B - SEEMiX 3
B-0 - tests/_tiny.py (Track M #F3#Y tiny HF $35&22)

"""Tiny random Qwen3-0mni configs/modules from HF transformers, used as the golden reference."""
import pytest
import torch

transformers = pytest.importorskip("transformers")
C = pytest.importorskip("transformers.models.qwen3_omni_moe.configuration_gwen3_omni_moe")
M = pytest.importorskip("transformers.models.qwen3_omni_moe.modeling_qwen3_omni_moe")

HIDDEN, HEADS, KV_HEADS, HEAD_DIM = 64, 4, 2, 16
MROPE_SECTION = [4, 2, 2] # sums to HEAD_DIM // 2, same interleave pattern as the real [24, 20, 20]

def thinker_text_config(kxkw):

cfg = C.Qwen30mniMoeTextConfig(
vocab_size=97, hidden_size=HIDDEN, intermediate_size=96, num_hidden_layers=2,
num_attention_heads=HEADS, num_key_value_heads=KV_HEADS, head_dim=HEAD_DIM,
moe_intermediate_size=32, num_experts=6, num_experts_per_tok=2, norm_topk_prob=True,
rope_theta=10000.0, max_position_embeddings=256, rms_norm_eps=1e-6,
rope_scaling={"rope_type": "default", "mrope_section": MROPE_SECTION, "interleaved": True},
*xkw,

)

cfg._attn_implementation = "eager"

return cfg

def talker_text_config():

cfg = C.Qwen30mniMoeTalkerTextConfig(
vocab_size=50, hidden_size=HIDDEN, intermediate_size=96, num_hidden_layers=1,
num_attention_heads=HEADS, num_key_value_heads=KV_HEADS, moe_intermediate_size=32,
num_experts=6, num_experts_per_tok=2, norm_topk_prob=True, shared_expert_intermediate_size=48,

)

cfg._attn_implementation = "eager"

return cfg

def code_predictor_config(num_code_groups=6, vocab=40):

cfg = C.Qwen30mniMoeTalkerCodePredictorConfig(
vocab_size=vocab, hidden_size=HIDDEN, intermediate_size=96, num_hidden_layers=2,
num_attention_heads=HEADS, num_key_value_heads=KV_HEADS, head_dim=HEAD_DIM,
num_code_groups=num_code_groups, max_position_embeddings=64, rms_norm_eps=1le-6,

)

cfg._attn_implementation = "eager"

return cfg

def randomize_(module, seed=0, std=0.2):
"""HF inits RMSNorm weights to 1 and some linears to ~0; randomize so bugs are visible."""
g = torch.Generator().manual_seed(seed)
with torch.no_grad():
for p in module.parameters():
p.copy_(torch.randn(p.shape, generator=g) * std + (1.0 if p.ndim == 1 else 0.0))
return module.eval()

def causal_mask(t, past=0):
m = torch.full((t, past + t), float("-inf"))
m = torch.triu(m, diagonal=past + 1)
return m[None, Nonel]

17
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B-1 - tests/test_mO01_rmsnorm_mrope.py

import torch

from drill import load
from tests._tiny import HEAD_DIM, HIDDEN, MROPE_SECTION, M, thinker_text_config

m = load("m@1_rmsnorm_mrope")

def mm_positions():
# text(3) | image grid t=1,h=2,w=3 starting at 3 | text(2)
t [e, 1, 2, 3, 3, 3, 3, 3, 3, 5, 6]
h=1[o, 1, 2, 3, 3, 3, 4, 4, 4, 5, 6]
w= [0, 1, 2, 3, 4,5, 3, 4,5, 5, 6]
return torch.tensor([t, h, wl)

def test_rms_norm_matches_hf_fp32_and_bf16():
norm = M.Qwen30mniMoeThinkerTextRMSNorm(HIDDEN, eps=1e-6)
with torch.no_grad():
norm.weight.copy_(torch.randn(HIDDEN))
x = torch.randn(3, 7, HIDDEN) % 5
torch.testing.assert_close(m.rms_norm(x, norm.weight, 1e-6), norm(x))
xb = x.bfloat16()
torch.testing.assert_close(m.rms_norm(xb, norm.weight.bfloat16(), 1le-6), norm.bfloat16() (xb))

def test_inv_freq():
cfg = thinker_text_config()
rot = M.Qwen30mniMoeThinkerTextRotaryEmbedding(cfg)
torch.testing.assert_close(m.rope_inv_freq(HEAD_DIM, cfg.rope_theta), rot.inv_freq)

def test_interleaved_mrope_matches_hf_gwen3_omni():
cfg = thinker_text_config()
rot = M.Qwen30mniMoeThinkerTextRotaryEmbedding(cfg)
pos = mm_positions()
x = torch.zeros(1, pos.shape[1], HIDDEN)
cos_hf, sin_hf = rot(x, pos[:, None, :1) # [1, T, DI
cos, sin = m.mrope_cos_sin(rot.inv_freq, pos, MROPE_SECTION, interleaved=True)
torch.testing.assert_close(cos, cos_hf[0])
torch.testing.assert_close(sin, sin_hf[0])

def test_text_only_positions_reduce_to_plain_rope():
inv = m.rope_inv_freq(HEAD_DIM, 10000.0)
pos = torch.arange(9).expand(3, 9)
cos_i, _ = m.mrope_cos_sin(inv, pos, MROPE_SECTION, interleaved=True)
cos_c, _ = m.mrope_cos_sin(inv, pos, MROPE_SECTION, interleaved=False)
freqs = torch.arange(9).float()[:, Nonel *x inv[None]
plain = torch.cat([freqs, freqsl, -1).cos()
torch.testing.assert_close(cos_i, plain)
torch.testing.assert_close(cos_c, plain)

def test_apply_rotary_matches_hf_qwen3_omni():
cfg = thinker_text_config()
rot = M.Qwen30mniMoeThinkerTextRotaryEmbedding(cfg)
pos = mm_positions()
T = pos.shape[1]
q, k = torch.randn(T, 4, HEAD_DIM), torch.randn(T, 2, HEAD_DIM)
cos_hf, sin_hf = rot(torch.zeros(1, T, HIDDEN), pos[:, None, :1)
q_hf, k_hf = M.apply_rotary_pos_emb(q.transpose(@, 1)[Nonel, k.transpose(@, 1) [None], cos_hf, sin_hf)
cos, sin = m.mrope_cos_sin(rot.inv_freq, pos, MROPE_SECTION, interleaved=True)
torch.testing.assert_close(m.apply_rotary(q, cos, sin), q_hf[@].transpose(@, 1))
torch.testing.assert_close(m.apply_rotary(k, cos, sin), k_hf[@].transpose(0, 1))

def test_chunked_mrope_matches_hf_qwen2_5_omni():
from transformers.models.qwen2_5_omni import modeling_gwen2_5_omni as Q25

pos = mm_positions()
T = pos.shape[1]
inv = m.rope_inv_freq(HEAD_DIM, 10000.0)

172

github.com/kzhou003/nano-viim-omni-drills © 2026 kzhou003


https://github.com/kzhou003/nano-vllm-omni-drills

freqs = pos.float()[:, :, Nonel x inv # [3, T, half] —-> full per-axis cos/sin like HF

emb = torch.cat([freqs, fregqsl, -1)[:, Nonel # [3, 1, T, DI

q = torch.randn(1, 4, T, HEAD_DIM)

q_hf, _ = Q25.apply_multimodal_rotary_pos_emb(q, q, emb.cos(), emb.sin(), MROPE_SECTION)

cos, sin = m.mrope_cos_sin(inv, pos, MROPE_SECTION, interleaved=False)
torch.testing.assert_close(m.apply_rotary(ql[@].transpose(@, 1), cos, sin), q_hf[@].transpose(0, 1))

B-2 - tests/test_mO02_thinker_attention.py

import torch

from drill import load
from tests._tiny import HIDDEN, M, causal_mask, randomize_, thinker_text_config

m = load("m@2_thinker_attention")

def setup(T=10, seed=0):
cfg = thinker_text_config()
att = randomize_(M.Qwen30mniMoeThinkerTextAttention(cfg, layer_idx=0), seed)
rot = M.Qwen30mniMoeThinkerTextRotaryEmbedding(cfg)
torch.manual_seed(seed)
x = torch.randn(T, HIDDEN)
pos = torch.arange(T).expand(3, T).clone()
pos[1l, 3:7] += torch.tensor([0, @, 1, 1]) # a tiny 2x2 "image" grid in the middle
pos[2, 3:7] += torch.tensor([0, 1, @, 1])
cos, sin = rot(x[Nonel, pos[:, None, :])
with torch.no_grad():
ref, _ = att(x[Nonel, (cos, sin), causal_mask(T))
return att, x, cos[@], sin[@], ref[o]

def test_prefill_matches_hf():
att, x, cos, sin, ref = setup()
out = m.attention_forward(m.from_hf(att), x, cos, sin)
torch.testing.assert_close(out, ref, atol=le-5, rtol=le-4)

def test_decode_one_token_at_a_time_with_cache():
att, x, cos, sin, ref = setup(T=12, seed=1)
w, cache = m.from_hf(att), m.KVCache()
out = m.attention_forward(w, x[:5], cos[:5], sin[:5], cache)
rows = [out]
for t in range(5, 12):
rows.append(m.attention_forward(w, x[t:t + 1], cos[t:t + 11, sin[t:t + 1], cache))
torch.testing.assert_close(torch.cat(rows), ref, atol=le-5, rtol=1le-4)
assert len(cache) == 12

def test_chunked_prefill_with_cache():
att, x, cos, sin, ref = setup(T=11, seed=2)
w, cache = m.from_hf(att), m.KVCache()
a = m.attention_forward(w, x[:4], cos[:4], sin[:4], cache)
b = m.attention_forward(w, x[4:], cos[4:], sin[4:], cache) # a chunk of 7 after 4 cached tokens
torch.testing.assert_close(torch.cat([a, b]), ref, atol=le-5, rtol=1le-4)
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B-3 - tests/test_mO03_sparse_moe.py

import torch

from drill import load
from tests._tiny import HIDDEN, M, randomize_, talker_text_config, thinker_text_config

m = load("m@3_sparse_moe")

def run_hf(block, x):
with torch.no_grad():
y, logits = block(x[Nonel)
return y[0], logits

def test_routing_matches_hf_softmax_topk_renorm():
block = randomize_(M.Qwen30mniMoeThinkerTextSparseMoeBlock(thinker_text_config()), seed=0, std=0.5)
x = torch.randn(17, HIDDEN)
w = m.from_hf(block)
topw, topi = m.route(x, w)
probs = torch.softmax(x @ w.router.T, -1)
ref_w, ref_i = torch.topk(probs, 2, -1)
ref_w = ref_w / ref_w.sum(-1, keepdim=True)
assert torch.equal(topi, ref_i)
torch.testing.assert_close(topw, ref_w)
torch.testing.assert_close(topw.sum(-1), torch.ones(17))

def test_thinker_moe_matches_hf():
block = randomize_(M.Qwen30mniMoeThinkerTextSparseMoeBlock(thinker_text_config()), seed=1)
x = torch.randn(23, HIDDEN)
ref, _ = run_hf(block, x)
torch.testing.assert_close(m.moe_forward(x, m.from_hf(block)), ref, atol=le-5, rtol=le-4)

def test_talker_moe_with_shared_expert_matches_hf():
block = randomize_(M.Qwen30mniMoeTalkerTextSparseMoeBlock(talker_text_config()), seed=2)
x = torch.randn(9, HIDDEN)
ref, _ = run_hf(block, x)
torch.testing.assert_close(m.moe_forward(x, m.from_hf(block)), ref, atol=le-5, rtol=le-4)

def test_no_renorm_variant():
cfg = thinker_text_config()
cfg.norm_topk_prob = False
block = randomize_(M.Qwen30mniMoeThinkerTextSparseMoeBlock(cfg), seed=3)
x = torch.randn(8, HIDDEN)
ref, _ = run_hf(block, x)
torch.testing.assert_close(m.moe_forward(x, m.from_hf(block)), ref, atol=le-5, rtol=le-4)

def test_single_token_and_batch_invariance():
block = randomize_(M.Qwen30mniMoeThinkerTextSparseMoeBlock(thinker_text_config()), seed=4)
w = m.from_hf(block)
x = torch.randn(6, HIDDEN)
full = m.moe_forward(x, w)
for i in range(6):
torch.testing.assert_close(m.moe_forward(x[i:i + 1], w)[0], full[il, atol=le-5, rtol=le-4)
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B-4 - tests[test_mO04_mm_merge_deepstack.py

import pytest
import torch

from drill import load
from tests._tiny import HIDDEN, M, causal_mask, randomize_, thinker_text_config

m = load('m@4_mm_merge_deepstack")
IMG, AUD = 90, 91

def test_audio_token_count_matches_hf():
frames = torch.tensor([1, 2, 7, 99, 100, 101, 199, 200, 250, 1234, 3000])
torch.testing.assert_close(m.audio_token_count(frames), M._get_feat_extract_output_lengths(frames))
assert m.audio_token_count(100) == 13

def test_merge_places_embeddings_in_order():
ids = torch.tensor([1, IMG, IMG, 2, AUD, AUD, AUD, 3, IMG])
text = torch.randn(9, HIDDEN)
img, aud = torch.randn(3, HIDDEN), torch.randn(3, HIDDEN)
text_before = text.clone()
out, masks = m.merge_multimodal(ids, text, {"image": IMG, "audio": AUD}, {"image": img, "audio": aud})
torch.testing.assert_close(out[[1, 2, 8]], img)
torch.testing.assert_close(out[[4, 5, 6]], aud)
torch.testing.assert_close(out[[0, 3, 711, text[[o, 3, 711)
assert masks["image"].tolist() == [False, True, True, False, False, False, False, False, True]
assert torch.equal(text, text_before), "do not mutate the text embeddings in place"

def test_merge_count_mismatch_raises():
ids = torch.tensor([IMG, IMG, 5])
with pytest.raises(ValueError):
m.merge_multimodal(ids, torch.randn(3, HIDDEN), {"image": IMG}, {"image": torch.randn(3, HIDDEN)})
with pytest.raises(ValueError):
m.merge_multimodal(ids, torch.randn(3, HIDDEN), {"image": IMG}, {})

def test_deepstack_matches_hf_text_model():
cfg = thinker_text_config()
model = randomize_(M.Qwen30mniMoeThinkerTextModel(cfg), seed=0)
T =10
emb = torch.randn(1, T, HIDDEN)
vis = torch.zeros(T, dtype=torch.bool)
vis[3:7] = True
deep = [torch.randn(4, HIDDEN), torch.randn(4, HIDDEN)]
pos = torch.arange(T).expand(3, 1, T)
with torch.no_grad():
ref = model(inputs_embeds=emb, position_ids=pos, visual_pos_masks=vis[None, :, None].expand(1l, T, HIDDEN),
deepstack_visual_embeds=deep).last_hidden_state[0]
cos_sin = model.rotary_emb(emb, pos)
mask = causal_mask(T)
layers = [lambda h, L=L: L(h[Nonel, position_embeddings=cos_sin, attention_mask=mask)[@] for L in
model. layers]
out = model.norm(m.run_layers(layers, emb[@].clone(), vis, deep))
torch.testing.assert_close(out, ref, atol=le-5, rtol=le-4)

def test_deepstack_only_touches_visual_rows():
h = torch.randn(6, HIDDEN)
vis = torch.tensor([0, 1, @, 1, @, 0], dtype=torch.bool)
v = torch.randn(2, HIDDEN)
out = m.apply_deepstack(h, vis, v)
torch.testing.assert_close(out([vis], h[vis] + v)
torch.testing.assert_close(out[~vis], hl~vis])
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B-5 - tests/test_mO05_talker_mtp.py

import torch

from drill import load
from tests._tiny import HIDDEN, M, code_predictor_config, randomize_

m = load("m@5_talker_mtp")

def setup(G=6, B=3, seed=0):

cp = randomize_(M.Qwen30mniMoeTalkerCodePredictorModelForConditionalGeneration(code_predictor_config(G)),
seed, 0.3)

g = torch.Generator().manual_seed(seed + 100)

hid, cb® = torch.randn(B, HIDDEN, generator=g), torch.randn(B, HIDDEN, generator=g)

return cp, hid, cb@

def hf_greedy(cp, hid, cbo):
with torch.no_grad():
res = cp.generate(inputs_embeds=torch.stack([hid, cb@], 1), max_new_tokens=cp.config.num_code_groups - 1,
do_sample=False, output_hidden_states=True, return_dict_in_generate=True)
return res

def test_reprefill_matches_hf_generate():
cp, hid, cb@ = setup()
ref = hf_greedy(cp, hid, cb@).sequences
codes = m.predict_residual_codes(cp, hid, cb@)
assert codes.shape == (3, 5)
assert torch.equal(codes, ref)

def test_kv_cache_version_matches_reprefill():
for seed in range(3):
cp, hid, cb@ = setup(G=7, B=2, seed=seed)
assert torch.equal(m.predict_residual_codes_kv(cp, hid, cb@), m.predict_residual_codes(cp, hid, cb@))

def test_rows_are_independent():
cp, hid, cb@ = setup(B=4, seed=5)
full = m.predict_residual_codes(cp, hid, cb@)
for i in range(4):
assert torch.equal(m.predict_residual_codes(cp, hid[i:i + 1], cb@[i:i + 1])[@], fulllil)

def test_next_input_matches_hf_summation():
cp, hid, cb@ = setup(seed=7)
res = hf_greedy(cp, hid, cb@)
text_step = torch.randn(3, HIDDEN)
# HF Qwen30mniMoeTalkerForConditionalGeneration.prepare_inputs_for_generation
mid = [h[@] for h in res.hidden_states[1:]] # embeddings of residual codes 1..G-2
last = cp.get_input_embeddings() [-1](res.sequences[..., -1:]1) # embedding of residual code G-1
with torch.no_grad():
ref = torch.cat([cb@[:, Nonel]l + mid + [last], dim=1).sum(1) + text_step
got = m.next_talker_input(cp, cb@, res.sequences, text_step)
torch.testing.assert_close(got, ref, atol=le-5, rtol=le-4)
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B-6 - tests/test_mO06_streaming_causal_conv.py

import random
import torch

from drill import load
from tests._tiny import M, randomize_

m = load('m@6_streaming_causal_conv")

def random_chunks(total, seed):
rnd = random.Random(seed)
sizes, left = [], total
while left:
sizes.append(min(left, rnd.randint(1, 6)))
left —= sizes[-1]
return sizes

def test_causal_conv_streaming_equals_offline():
for seed, (k, d) in enumerate([(3, 1), (5, 2), (7, 1), (1, 1)]):

conv = randomize_(M.Qwen30mniMoeCausalConvNet(4, 6, kernel_size=k, dilation=d), seed)

x = torch.randn(2, 4, 37)

with torch.no_grad():
ref = conv(x)

s = m.StreamingCausalConvld. from_hf(conv)

outs, pos =[], @

for n in random_chunks(37, seed):
y = s.step(x[..., pos:pos + nl)
assert y.shape[-1] == n, "a causal stride-1 conv emits exactly one output per input"
outs.append(y)
pos += n

torch.testing.assert_close(torch.cat(outs, -1), ref, atol=le-5, rtol=le-4)

def test_trans_conv_streaming_equals_offline():
for seed, (k, st) in enumerate([(4, 2), (10, 5), (6, 3), (3, 3)]1):
conv = randomize_(M.Qwen30mniMoeCausalTransConvNet(4, 5, kernel_size=k, stride=st), seed)
x = torch.randn(2, 4, 23)
with torch.no_grad():
ref = conv(x)
s = m.StreamingCausalTransConvld. from_hf(conv)
outs, pos =[], @
for n in random_chunks(23, seed + 10):
outs.append(s.step(x[..., pos:pos + n]))
pos +=n
outs.append(s.flush())
torch.testing.assert_close(torch.cat(outs, -1), ref, atol=le-5, rtol=le-4)

def test_trans_conv_emits_as_early_as_possible():
k, st =8, 4
conv = randomize_(M.Qwen30mniMoeCausalTransConvNet(3, 3, kernel_size=k, stride=st), 0)
s = m.StreamingCausalTransConvld. from_hf(conv)
emitted = @
for n in range(1, 8):
emitted += s.step(torch.randn(1, 3, 1)).shapel-1]
# positions < nkxstride are final; the first (k - stride) are trimmed
assert emitted == max(@, n * st — (k — st)), (n, emitted)
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B-7 - tests/test_mO07_stage_weight_loading.py

import pytest
import torch
import torch.nn.functional as F

from drill import load
from tests._tiny import HIDDEN, M, randomize_, thinker_text_config

m = load("m@7_stage_weight_loading")

def checkpoint():
cfg = thinker_text_config()
model = randomize_(M.Qwen30mniMoeThinkerTextModel(cfg), seed=0)
state = {f'"thinker.model.{k}": v.detach().clone() for k, v in model.state_dict().items()}
state["thinker.lm_head.weight"] = torch.randn(cfg.vocab_size, HIDDEN)
state["talker.model.layers.0.self_attn.q_proj.weight"] = torch.randn(8, 8)
state["code2wav.decoder.0.conv.weight"] = torch.randn(4, 4, 3)
return cfg, model, state

def test_shard_planning():

wm = {"thinker.model.a": "s1", "thinker.model.b": '"s2", "talker.x": '"s2", "code2wav.y": "s3",
"thinker.lm_head": "s1"}

assert m.shards_for_stage(wm, "thinker") == ["s1", "s2"]

assert m.shards_for_stage(wm, "code2wav") == ["s3"]

def test_select_stage_strips_prefix_and_drops_other_stages():
_, model, state = checkpoint()
sd = m.select_stage(state, "thinker", "thinker.model.")
assert set(sd) == set(model.state_dict())

def test_packed_tensors_reproduce_hf_projections():
cfg, model, state = checkpoint()
globals_, layers = m.load_thinker_text(state, cfg.num_hidden_layers)
assert torch.equal(globals_["embed_tokens"], model.embed_tokens.weight)
x = torch.randn(5, HIDDEN)
D, H, KVH = cfg.head_dim, cfg.num_attention_heads, cfg.num_key_value_heads
for i, layer in enumerate(layers):
hf = model.layers[i]
g, k, v = (x @ layer.gkv.T).split([H x D, KVH x D, KVH x D], dim=-1)
with torch.no_grad():
torch.testing.assert_close(q, hf.self_attn.q_proj(x))
torch.testing.assert_close(k, hf.self_attn.k_proj(x))
torch.testing.assert_close(v, hf.self_attn.v_proj(x))
for e, ex in enumerate(hf.mlp.experts):
g, u= (x @ layer.wl3[e].T).chunk(2, dim=-1)
torch.testing.assert_close((F.silu(g) * u) @ layer.w2[el.T, ex(x))
assert torch.equal(layer.router, hf.mlp.gate.weight)

def test_missing_and_unexpected_keys_are_errors():
cfg, _, state = checkpoint()
broken = dict(state)
del broken["thinker.model.layers.1l.mlp.experts.3.up_proj.weight"]
with pytest.raises(m.LoadError):
m. load_thinker_text(broken, cfg.num_hidden_layers)
extra = dict(state)
extra["thinker.model. layers.0.self_attn.rotary.inv_freq"] = torch.zeros(4)
with pytest.raises(m.LoadError):
m. load_thinker_text(extra, cfg.num_hidden_layers)
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B-8 - tests/test_mO08_tiny_thinker_e2e.py

import torch

from drill import load
from tests._tiny import HIDDEN, MROPE_SECTION, M, randomize_, thinker_text_config

m = load("m@8_tiny_thinker_e2e")

def build(seed=0):
cfg = thinker_text_config()
model = randomize_(M.Qwen30mniMoeThinkerTextModel(cfg), seed=seed, std=0.3)
lm_head = torch.randn(cfg.vocab_size, HIDDEN, generator=torch.Generator().manual_seed(seed)) *x 0.5
state = {f"thinker.model.{k}": v.detach().clone() for k, v in model.state_dict().items()}
state["thinker.lm_head.weight"] = lm_head
dims = m.Dims(cfg.num_hidden_layers, cfg.num_attention_heads, cfg.num_key_value_heads, cfg.head_dim,
cfg.num_experts_per_tok, cfg.norm_topk_prob, cfg.rope_theta, MROPE_SECTION, cfg.rms_norm_eps)
return model, lm_head, state, dims

@torch.no_grad()
def hf_logits(model, lm_head, ids):
return model(input_ids=torch.tensor([ids])).last_hidden_state[@] @ lm_head.T

@torch.no_grad()
def hf_greedy(model, lm_head, prompt, n)
ids = list(prompt)
for _ in range(n):
ids.append(int(hf_logits(model, lm_head, ids)[-1].argmax()))
return ids[len(prompt):]

def test_prefill_logits_match_hf():
model, lm_head, state, dims = build()
tt = m.TinyThinker(state, dims)
ids = [3, 14, 15, 92, 65, 35, 8]
caches = [m.KVCache() for _ in range(dims.num_layers)]
with torch.no_grad():
got = tt.forward(torch.tensor(ids), @, caches)
torch.testing.assert_close(got, hf_logits(model, lm_head, ids), atol=le-4, rtol=le-4)

def test_greedy_with_kv_cache_matches_hf_full_recompute():
for seed in range(2):
model, lm_head, state, dims = build(seed)
tt = m.TinyThinker(state, dims)
prompt = [1, 2, 3, 4, 5, 6][: 3 + seed *x 3]
assert tt.greedy(prompt, 12) == hf_greedy(model, lm_head, prompt, 12)
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B-9 - tests[test_p02_orchestrator.py

import asyncio
import random

from drill import load

m = load("p@2_orchestrator")
StageOutput = m.StageOutput

class FakeStage:
"""Emits len(fn(rid, inputs)) outputs asynchronously after each submit."""

def __init__(self, fn, max_delay=0.002, emit_first_in_submit=False):
self.fn = fn
self.max_delay = max_delay
self.emit_first_in_submit = emit_first_in_submit
self.q: asyncio.Queue = asyncio.Queue()
self.submitted: list = []
self.aborted: list = []

async def submit(self, rid, inputs):
self.submitted.append((rid, inputs))
chunks = self.fn(rid, inputs)
start = 0
if self.emit_first_in_submit:
await self.q.put([StageOutput(rid, chunks[@], len(chunks) == 1)1)
start = 1

await asyncio.sleep(0.01) # let readers + dispatcher run before we return

asyncio.get_running_loop().create_task(self._emit(rid, chunks, start))

async def _emit(self, rid, chunks, start):
for i in range(start, len(chunks)):
await asyncio.sleep(random.random() * self.max_delay)

await self.q.put([StageOutput(rid, chunks[i]l, i == len(chunks) - 1)])

async def get_output(self):
return await self.q.get()

async def abort(self, request_ids):
self.aborted += request_ids

def thinker(rid, prompt):
return [f"{rid}:t{i}" for i in range(5)]

def talker(rid, inputs):
up = [x.upper() for x in inputs]
return [up[:3], upl3:1]

def vocoder(rid, inputs):
flat = [x for part in inputs for x in part]
return [f"wav({x})" for x in flat]

def forward(next_stage, prompt, prev_data):
return list(prev_data)

def make(final={@, 2}, xxkw):
stages = [FakeStage(thinker, *xkw), FakeStage(talker), FakeStage(vocoder)]
return stages, m.Orchestrator(stages, final, forward)

async def collect(orch, n_requests, timeout=5.0):
per = {}
done = 0
while done < n_requests:
0 = await orch.next_output(timeout=timeout)
per.setdefault(o.request_id, []).append(o)
if o.finished:
done += 1
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return per

def check_request(rid, outs, final={@, 2})

assert sum(o.finished for o in outs) == 1, "exactly one terminal message"
assert outs[-1].finished, "terminal message must be the last one"
assert {o.stage_id for o in outs} == final, "only final stages reach the client"
if @ in final:

assert [o.data for o in outs if o.stage_id == @] == thinker(rid, None)
expected_wav = [f"wav({x.upper()})" for x in thinker(rid, None)]
assert [o.data for o in outs if o.stage_id == 2] == expected_wav

def test_single_request_three_stages():
async def main():

stages, orch = make()
await orch.start()
await orch.add_request("r@", "hello")
per = await collect(orch, 1)
check_request("re", per["ro"])
assert orch.request_states == {}
await orch.shutdown()

asyncio.run(main())

def test_many_concurrent_requests():
async def main():
stages, orch = make()
await orch.start()
rids = [f"r{i}" for i in range(30)]
for rid in rids:
await orch.add_request(rid, "p")
per = await collect(orch, len(rids))
for rid in rids:
check_request(rid, per[ridl)
# each stage got each request exactly once
for s in stages:
assert sorted(r for r, _ in s.submitted) == sorted(rids)
await orch.shutdown()

asyncio.run(main())

def test_only_last_stage_is_final():
async def main():

stages, orch = make(final={2})
await orch.start()
await orch.add_request("a", "p")
per = await collect(orch, 1)
check_request("a", per["a"]l, final={2})
await orch.shutdown()

asyncio.run(main())

def test_state_registered_before_submit():
async def main():

stages, orch = make(emit_first_in_submit=True)
await orch.start()
await orch.add_request("early", "p")
per = await collect(orch, 1)
check_request("early", per["early"])
assert orch.dropped_outputs ==
await orch.shutdown()

asyncio.run(main())

def test_unknown_request_output_is_dropped():
async def main():

stages, orch = make()
await orch.start()
await stages[0].q.put([StageOutput("ghost", "x", True)l)
await orch.add_request("r", "p")
per = await collect(orch, 1)
check_request("r", per["r"])
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assert orch.dropped_outputs ==
await orch.shutdown()

asyncio.run(main())
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B-10 - tests[test_p03_async_chunk_orchestrator.py

import asyncio
import random

from drill import load

m = load("p@3_async_chunk_orchestrator")
StageOutput = m.StageOutput

class Channel:
"""Side channel between two fake stages (stands in for the SHM connector)."""

def __init_ (self):
self.qs: dict[str, asyncio.Queue]l = {}

def q(self, rid):
return self.qgs.setdefault(rid, asyncio.Queue())

class ChunkStage:
"""Stage that reads chunks from “inp® (or the prompt for stage @), transforms
each one, forwards it on “out’, and reports outputs to the orchestrator

late_finish: report finished=True to the orchestrator only after "“late_finish™ s
(simulates a non-final stage whose terminal report arrives after the final stage).

def __init__(self, transform, inp=None, out=None, late_finish=0.0, n_tokens=6):
self.transform, self.inp, self.out = transform, inp, out
self.late_finish, self.n_tokens = late_finish, n_tokens
self.q: asyncio.Queue = asyncio.Queue()
self.submitted: list = []

async def submit(self, rid, inputs):
self.submitted.append((rid, inputs))
asyncio.get_running_loop().create_task(self._run(rid))

async def _run(self, rid):
if self.inp is None:

items = [(f"{rid}:t{i}", i == self.n_tokens - 1) for i in range(self.n_tokens)]
ellisel:

items = None
i=20

while True:
if items is not None:

if i == len(items):
break
data, last = items[i]
i+=1
else:

data, last = await self.inp.q(rid).get()
await asyncio.sleep(random.random() * 0.002)
y = self.transform(data)
if self.out is not None:
await self.out.q(rid).put((y, last))
if last and self.late_finish:
await self.q.put([StageOutput(rid, y, False)]l)
await asyncio.sleep(self.late_finish)
await self.q.put([StageOutput(rid, None, True)l)
else:
await self.q.put([StageOutput(rid, y, last)])
if last:
break

async def get_output(self):
return await self.q.get()

async def abort(self, ids):
pass

def build(late_finish=0.0):
c@1, cl12 = Channel(), Channel()
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stages = [
ChunkStage(lambda x: x, out=c01),

ChunkStage(lambda x: x.upper(), inp=c@l, out=cl12, late_finish=1late_finish),
ChunkStage(lambda x: f"wav({x})", inp=c12),

]

orch = m.AsyncChunkOrchestrator(stages, {0, 2}, prewarm_fn=lambda sid, p: ("placeholder", sid))

return stages, orch

async def collect(orch, n, timeout=5.0):
per, done = {}, 0
while done < n:

0 = await orch.next_output(timeout=timeout)
per.setdefault(o.request_id, []).append(o)

done += o.finished
return per

def test_prewarm_and_no_forwarding():
async def main():
stages, orch = build()
await orch.start()
await orch.add_request("r", "p")
per = await collect(orch, 1)
outs = per["r"]

[f'r:t{i}" for i in range(6)]
[f"wav(R:T{i})" for i in range(6)]

assert [o.data for o in outs if o.stage_id == 0] ==
assert [o.data for o in outs if o.stage_id == 2] ==
assert outs[-1].finished and sum(o.finished for o in outs) == 1

# every stage submitted exactly once; downstream got the placeholder

assert stages[0].submitted
assert stages[1].submitted

— [("r, "p)]
== [("r", ("placeholder", 1))]

assert stages[2].submitted == [("r", (“placeholder", 2))

await orch.shutdown()

asyncio.run(main())

def test_terminal_waits_for_non_final_stage():

async def main():

stages, orch = build(late_finish=0.2)
await orch.start()

loop = asyncio.get_running_loop()

t0 = loop.time()

await orch.add_request("r", "p")

per = await collect(orch, 1)

elapsed = loop.time() - t0@

assert elapsed >= 0.18, "terminal was emitted before stage 1 reported finished"

outs = per["r"]

assert outs[-1].finished and outs[-1].stage_id ==

assert sum(o.finished for o in outs) ==

assert all(o.stage_id in (@, 2) for o in outs)

assert orch.request_states == {}
await orch.shutdown()

asyncio.run(main())

def test_many_requests_with_late_finish():

async def main():

stages, orch = build(late_finish=0.01)
await orch.start()
rids = [f"r{i}" for i in range(20)]
for rid in rids:

await orch.add_request(rid, "p")
per = await collect(orch, len(rids))
for rid in rids:

outs = per[rid]

assert outs[-1].finished and sum(o.finished for o in outs) ==
assert [o.data for o in outs if o.stage_id == 2] == [f"wav({rid.upper()}:T{i})" for i in range(6)]

await orch.shutdown()

asyncio.run(main())

def test_late_output_after_cleanup_is_dropped():

async def main():

stages, orch = build()
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await orch.start()

await orch.add_request("r", "p")

await collect(orch, 1)

await stages[1].q.put([StageOutput("r", "zombie", True)l)
await asyncio.sleep(0.05)

assert orch.dropped_outputs ==

assert "r" not in orch.request_states

await orch.shutdown()

asyncio.run(main())
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B-11 - tests/test_p01_output_sink.py

import asyncio
import random
import threading
import time

from drill import load

m = load("p@l_output_sink")

def test_basic_fifo():
async def main():
s = m.OutputSink()
s.bind_loop()
s.put(1)
s.put(2)
assert await s.get_batch() == [1, 2]

asyncio.run(main())

def test_wakeups_are_coalesced():

async def main():

s = m.OutputSink()

.bind_loop()
= threading.Thread(target=1lambda: [s.put(i) for i in range(1000)])
.start()
.join()
nobody consumed yet —> exactly one wakeup was scheduled for 1000 puts
assert s.wakeups_scheduled ==
got = []
while len(got) < 1000:

batch = await s.get_batch(max_items=256)

assert 1 <= len(batch) <= 256

got += batch
assert got == list(range(1000))

#H o+t o0

asyncio.run(main())

def test_timeout_returns_empty():
async def main():
s = m.OutputSink()
s.bind_loop()
t0 = time.monotonic()
assert await s.get_batch(timeout=0.05) == []
assert time.monotonic() - t@0 < 1.0

asyncio.run(main())

def test_multi_producer_per_producer_order():
async def main():
s = m.OutputSink()
s.bind_loop()
n, producers = 5000, 4

def produce(pid):
for i in range(n):
s.put((pid, 1))
if i % 97 == 0:
time.sleep(random.random() * 0.001)

threads = [threading.Thread(target=produce, args=(p,)) for p in range(producers)]
for t in threads:
t.start()
got = []
while len(got) < n * producers:
batch = await s.get_batch(timeout=2.0)
assert batch, '"consumer starved —> lost wakeup?"
got += batch
for t in threads:
t.join()
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for p in range(producers):
assert [i for g, i in got if q == p] == list(range(n))

asyncio.run(main())

def test_ping_pong_never_loses_a_wakeup():
async def main():
s = m.OutputSink()
s.bind_loop()
go = threading.Event()

def produce():
for i in range(300):
go.wait()
go.clear()
time.sleep(random.random() * 0.0005)
s.put(i)

t = threading.Thread(target=produce)
t.start()
for i in range(300):
go.set()
assert await s.get_batch(timeout=2.0) == [i]
t.join()

asyncio.run(main())

def test_put_between_empty_drain_and_rearm_is_not_lost():

async def main():
s = m.OutputSink()
s.bind_loop()
s.put("warm") # leaves a wakeup "in flight"
assert await s.get_batch() == ["warm"]
await asyncio.sleep(0.01) # let the stale wakeup callback run
injected = []

def racing_put():
if not injected:
injected.append(True)
t = threading.Thread(target=s.put, args=("raced",))
t.start()
t.join()
s.after_empty_drain = racing_put
t0 = time.monotonic()
assert await s.get_batch(timeout=0.5) == ["raced"]

assert time.monotonic() - t@ < 0.2, "the item waited for the timeout: lost wakeup"

asyncio.run(main())
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B-12 - tests/test_p04_stage_pool_abort.py

import asyncio
import pytest
from drill import load

m = load("p@4_stage_pool_abort")

class Rep:
def __init__(self, name, log, fail=False):
self.name, self.log, self.fail = name, log, fail

async def abort(self, ids):
self.log.append(("abort", self.name, sorted(ids)))
if self.fail:
raise RuntimeError("engine refused abort")

class Proc:
def __init__(self, log):
self.log = log
self.state = {"x": "partial-text"}

def collect_partial(self, rid):
self.log.append(("collect", rid))
return self.state.get(rid)

def commit_abort(self, rid):
self.log.append(("commit", rid))
self.state.pop(rid, None)

def test_sticky_round_robin():
pool = m.StagePool(@, [Rep("a", [1), Rep("b", [I), Rep("c", [1)])
picks = [pool.pick(f"r{i}") for i in range(6)]
assert picks == [0, 1, 2, 0, 1, 2]
assert all(pool.pick(f"r{i}") == picks[i] for i in range(6)), "binding must be sticky"
pool.release("r@")
assert pool.bound("r@") is None

def test_evict_and_no_live():
pool = m.StagePool(1, [Rep("a", [1), Rep("b", [1)])
for i in range(4):
pool.pick(f"r{i}")
affected = pool.evict(0)
assert sorted(affected) == ["r0", "r2"]
assert pool.live_replicas() == [1]
assert all(pool.pick(f"n{i}") == 1 for i in range(3))
assert pool.pick("rl") == 1
pool.evict(1)
with pytest.raises(m.NoLiveReplica):
pool.pick("z")

def test_abort_groups_by_replica():
log = []
pool = m.StagePool(@, [Rep("a", log), Rep("b", log)l)
for i in range(4):
pool.pick(f"r{i}")

asyncio.run(pool.abort(["r@", "r1", "r2", "r3", "unknown"]))
assert sorted(log) == [("abort", "a", ["r@", "r2"1), ("abort", "b", ["r1", "r3"1)]
assert all(pool.bound(f"r{i}") is None for i in range(4))

def test_abort_two_phase_order():
log = []
pools = [m.StagePool(@, [Rep("s@", log)l), m.StagePool(1, [Rep("s1", log)l)]
pools[@].pick("x")
pools[1].pick("x")
proc = Proc(log)
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out = asyncio.run(m.abort_request(pools, proc, "x"))
assert log == [("collect", "x"), ("abort", "se", ["x"]), ("abort", "s1", ["x"1), ("commit", "x")]
assert out.finished and out.error == "abort" and out.data == "partial-text"

def test_abort_failure_does_not_commit():
log = []
pools = [m.StagePool(@, [Rep("s@", log, fail=True)l)]
pools[0].pick("x")
proc = Proc(log)
with pytest.raises(RuntimeError):
asyncio.run(m.abort_request(pools, proc, "x"))
assert ("commit", "x") not in log
assert proc.state == {"x": "partial-text"}
assert pools[@].bound("x") == @, "binding kept so abort can be retried"

def test_dead_replica_only_fails_bound_requests():
pool = m.StagePool(2, [Rep("a", [1), Rep("b", [1)1)
for i in range(4):
pool.pick(f"r{i}")
errs = m.handle_dead_replica(pool, 1)
assert sorted(e.request_id for e in errs) == ["rl1", "r3"]
assert all(e.finished and e.error for e in errs)
assert pool.bound("r@") == @ and pool.bound("r2") == 0
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B-13 - tests/test_p05_rpc_router.py

import queue
import random
import threading
import time

import pytest

from drill import load

m=

def

def

def

def

def

github.com/kzhou003/nano-viim-omni-drills

load("p@5_rpc_router")

test_concurrent_calls_out_of_order():
router = m.RpcRouter()
wire: queue.Queue = queue.Queue()

def server():
pending = []
while True:
item = wire.get()
if item is None:
break
pending.append(item)
if len(pending) >= 5 or wire.empty():
random. shuffle(pending)
for key in pending:
router.deliver(key, ("ok", key))
pending.clear()

srv = threading.Thread(target=server)
srv.start()
results = {}

def client(i)
key = ("rpc", 1)

results[i] = router.call(key, lambda: wire.put(key), timeout=2.0)

threads = [threading.Thread(target=client, args=(i,)) for i in range(50)]

for t in threads:
t.start()

for t in threads:
t.join()

wire.put(None)

srv.join()

assert results == {i: ("ok", ("rpc", 1)) for i in range(50)}

test_result_delivered_inside_send_is_not_lost():
router = m.RpcRouter()

assert router.call("k", lambda: router.deliver("k", 42), timeout=0.5) == 42

test_timeout_and_late_result():

router = m.RpcRouter()

with pytest.raises(TimeoutError):
router.call("slow", lambda: None, timeout=0.05)

assert router.deliver("slow", "too late") is False

assert router.late_results == 1

# the key can be reused after the timed-out call cleaned up
assert router.call("slow", lambda: router.deliver("slow", 1), timeout=0.5) == 1

test_duplicate_key_rejected():

router = m.RpcRouter()

w = router.register("dup")

with pytest.raises(ValueError):
router.register("dup")

router.unregister("dup", w)

test_fail_all_wakes_waiters_and_latches():
router = m.RpcRouter()
errors = []
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def client(i)
try:
router.call(i, lambda: None, timeout=5.0)
except Exception as e: # noga: BLEQO1
errors.append(e)

threads = [threading.Thread(target=client, args=(i,)) for i in range(5)]
for t in threads:
t.start()
time.sleep(0.1)
t0 = time.monotonic()
router.fail_all(RuntimeError("orchestrator died"))
for t in threads:

t.join()
assert time.monotonic() - t@ < 1.0
assert len(errors) == 5 and all("orchestrator died" in str(e) for e in errors)

with pytest.raises(RuntimeError):
router.call("new", lambda: None, timeout=5.0)
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B-14 - tests/test_p10_engine_core_loop.py

import threading
import time

from drill import load

m = load("pl@_engine_core_loop")
Msg = m.Msg

class FakeEngine:
def __init__(self, steps_per_req=3, fail_on_step=None):

self.reqgs: dict[str, int] = {}
self.calls: list = []
self.steps = 0
self.has_work_calls = 0
self.steps_per_req = steps_per_req
self.fail_on_step = fail_on_step

def add(self, rid, data):
self.calls.append(("add", rid))
self.reqs[rid] = self.steps_per_req

def abort(self, ids):
self.calls.append(("abort", tuple(ids)))
for r in ids:
self.reqgs.pop(r, None)

def has_work(self):
self.has_work_calls += 1
return bool(self.reqs)

def step(self):
self.steps += 1

if self.fail_on_step == self.steps:
raise RuntimeError("CUDA error: illegal memory access'")
outs = []

for r in list(self.reqgs):
self.regs[r] —=1
outs.append((r, self.regslr] == 0))
if self.reqs[r] == 0:
del self.reqs|[r]
return outs

def utility(self, name, args):
if name == "boom":
raise ValueError('bad utility")
return (name, args)

def start(engine):
emitted = []
loop = m.EngineCoreLoop(engine, emitted.append)
t = threading.Thread(target=1oop.run_busy_loop, daemon=True)
return loop, t, emitted

def wait_for(pred, timeout=2.0):
end = time.monotonic() + timeout
while time.monotonic() < end:
if pred():
return True
time.sleep(0.005)
return False

def test_idle_loop_blocks_instead_of_spinning():
eng = FakeEngine()

loop, t, _ = start(eng)
t.start()
time.sleep(0.3)

assert eng.steps ==
assert eng.has_work_calls < 10, f'busy-spinning: has_work called {eng.has_work_calls} times"
loop. request_shutdown()
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t.join(1.0)
assert not t.is_alive()

def test_add_runs_to_completion():

eng = FakeEngine(steps_per_req=3)

loop, t, emitted = start(eng)

t.start()

loop.input_queue.put(Msg("ADD", ("rl", None)))

assert wait_for(lambda: ("output", ("r1", True)) in emitted)

assert [e for e in emitted if e[@] == "output"] == [("output", ("ri1", False))]l * 2 + [("output", ("r1"
True))]

loop. request_shutdown()

t.join(1.0)

assert emitted[-1] == ("shutdown",)

def test_add_then_abort_are_applied_in_fifo_order_before_stepping():
eng = FakeEngine()
loop, t, emitted = start(eng)
loop. input_queue.put(Msg("ADD", ("rl", None)))
loop.input_queue.put(Msg("ABORT", ["r1"]))
loop. input_queue.put(Msg("ADD", ("r2", None)))

t.start()

assert wait_for(lambda: ("output", ("r2", True)) in emitted)

assert eng.calls[:3] == [("add", "r1"), ("abort", ("r1",)), (“add", "r2")]
assert not any(e[0] == "output" and e[1][0] == "r1" for e in emitted)

loop. request_shutdown()
t.join(1.0)

def test_shutdown_from_another_thread_while_idle_is_fast():
eng = FakeEngine()
loop, t, emitted = start(eng)
t.start()
time.sleep(0.05)
assert t.is_alive()
t0 = time.monotonic()
threading.Thread(target=1oop.request_shutdown).start()
t.join(1.0)
assert not t.is_alive() and time.monotonic() - t@ < 0.5
assert emitted == [("shutdown",)]

def test_step_exception_is_fatal():
eng = FakeEngine(steps_per_req=10, fail_on_step=2)
loop, t, emitted = start(eng)
t.start()
loop.input_queue.put(Msg("ADD", ("rl", None)))
t.join(2.0)
assert not t.is_alive()
assert emitted[-1][0] == "fatal" and "illegal memory access" in emitted[-1][1]

def test_utility_results_and_errors():
eng = FakeEngine()
loop, t, emitted = start(eng)
t.start()
loop. input_queue.put(Msg("UTILITY", (1, "sleep", (2,))))
loop. input_queue.put(Msg("UTILITY", (2, "boom", ())))

assert wait_for(lambda: len([e for e in emitted if e[0] == "utility"]) == 2)
utils = [e for e in emitted if el[@] == "utility"]
assert utils[0] == ("utility", 1, (“sleep", (2,)), None)

assert utils[1]1[1] == 2 and utils[1][2] is None and "bad utility" in utils[1][3]
assert t.is_alive(), "a failing utility call must not kill the engine"

loop. request_shutdown()

t.join(1.0)
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B-15 - tests/test_p11_chunk_aware_scheduler.py

import pytest
from drill import load

m = load("pll_chunk_aware_scheduler")

class Source:
def __init_ (self):
self.ready: set[str] = set()
self.loads: list[str] = []

def load_async(self, rid):
self.loads.append(rid)

def is_ready(self, rid):
return rid in self.ready

def make():
src = Source()
return m.ChunkAwareScheduler(m.BaseScheduler(), src), src

def test_not_ready_is_never_scheduled_and_loaded_once():
s, src = make()
s.add(m.Req("plain", 0))
s.add(m.Req("c1", 1, needs_chunk=True))
for _ in range(3):

assert "cl1" not in s.schedule()
assert src.loads == ["c1"]
assert "c1" in s.parked and s.parked["c1"][0].status == "WAITING_FOR_CHUNK"

def test_ready_request_is_scheduled_on_next_call():
s, src = make()
s.add(m.Req("c1", @, needs_chunk=True))

assert s.schedule() == []
src.ready.add("c1")
assert s.schedule() == ["c1"]

assert not s.parked

def test_running_request_waiting_for_next_chunk():
s, src = make()
src.ready.add("c1")
s.add(m.Req("c1", @, needs_chunk=True))

assert s.schedule() == ["c1"]

src.ready.discard("cl1") # consumed chunk k, chunk k+1 not here yet
assert s.schedule() == []

src.ready.add("c1")

assert s.schedule() == ["c1"]

assert s.base.running[0].status == "RUNNING"

class Boom(Exception):
pass

def test_restore_happens_even_if_upstream_raises():
src = Source()

class Exploding(m.BaseScheduler):
def schedule(self):
src.ready.add('cl1") # the chunk lands while upstream is scheduling...
raise Boom("upstream scheduler blew up") # ...and upstream fails

s = m.ChunkAwareScheduler(Exploding(), src)
s.add(m.Req("c1", @, needs_chunk=True))
with pytest.raises(Boom):
s.schedule()
assert src.loads == ["c1"], "cl must have been parked before upstream ran"
assert "c1" not in s.parked, "the finally-restore must run even when upstream raises"
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assert [r.req_id for r in s.base.waiting] == ["c1"]

def test_abort_while_parked():
s, src = make()
s.add(m.Req("c1", 0, needs_chunk=True))
s.schedule()
s.abort("c1")
src.ready.add("c1")
assert s.schedule() == []
assert "cl" not in s.parked

def test_restored_in_arrival_order():
s, src = make()
for i, rid in enumerate(["a", "b", "c"Il):
s.add(m.Req(rid, i, needs_chunk=True))
s.schedule()
src.ready.update({"c", "b", "a"})
assert s.schedule() == ["a", "b", "c"]
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B-16 - tests[test_p07_scheduler.py

from drill import load

m = load("p@7_scheduler")
EOS = -1

def tok(seq_id, k):
"""Deterministic 'model': k-th output token of a sequence.
return 1000 x int(seq_id[1:]) + k

def run_step(s):
sched = s.schedule()
by_id = {q.seq_id: g for g in s.running}
s.update(lambda sid: tok(sid, len(by_id[sid].output)), EOS)
return sched

def test_token_budget_and_chunked_prefill():
s = m.Scheduler(num_blocks=100, block_size=4, max_num_seqs=8, max_num_batched_tokens=16)
for i in range(3):
s.add(m.Seq(f"s{i}", prompt_len=10, max_tokens=5))
assert run_step(s) == {"s0": 10, "s1': 6}
assert run_step(s) == {"s@": 1, "s1": 4, "s2": 10}
assert run_step(s) == {"s0": 1, "s1": 1, "s2": 1}

def test_max_num_seqs():
s = m.Scheduler(num_blocks=100, block_size=4, max_num_seqs=2, max_num_batched_tokens=100)
for i in range(4):
s.add(m.Seq(f"s{i}", prompt_len=3, max_tokens=2))

assert set(run_step(s)) == {"s0", "s1"}
assert set(run_step(s)) == {"s0", "s1"} # s0/sl1 finish here (2 tokens)
assert set(run_step(s)) == {"s2", "s3"}

def test_fcfs_head_of_line():
s = m.Scheduler(num_blocks=4, block_size=4, max_num_seqs=8, max_num_batched_tokens=100)
s.add(m.Seq("s0@", prompt_len=12, max_tokens=50)) # 3 blocks
s.add(m.Seq("s1", prompt_len=8, max_tokens=1)) # 2 blocks —> does not fit
s.add(m.Seq("s2", prompt_len=2, max_tokens=1)) # would fit, but FCFS forbids skipping
assert run_step(s) == {"s0@": 12}

def test_preemption_eventually_finishes_everything_correctly():
s = m.Scheduler(num_blocks=6, block_size=4, max_num_seqs=8, max_num_batched_tokens=64)
seqs = [m.Seq(f"s{i}", prompt_len=5, max_tokens=8) for i in range(4)]
for g in seqgs:
s.add(q)
steps = 0
while s.has_work():
run_step(s)
assert s.blocks_used <= s.num_blocks
steps += 1
assert steps < 500, "no progress"
assert s.num_preemptions > @
assert s.blocks_used ==
for g in seqs:
assert q.status == "FINISHED"
assert g.output == [tok(qg.seq_id, k) for k in range(8)]

def test_eos_stops_early():
s = m.Scheduler(num_blocks=10, block_size=4, max_num_seqs=8, max_num_batched_tokens=64)
s.add(m.Seq("s1", prompt_len=3, max_tokens=100))
s.schedule()
s.update(lambda sid: EOS, EOS)
assert not s.has_work() and s.finished[@].output == [EOS] and s.blocks_used ==
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B-17

- tests/test_p06_block_manager.py

import pytest

from drill import load

m=

def

def

def

def

def

def

github.com/kzhou003/nano-viim-omni-drills

load("p0@6_block_manager")

test_allocate_and_slots():
bm = m.BlockManager(num_blocks=8, block_size=4)
table = bm.allocate("a", list(range(10)))
assert len(table) == 3 and len(set(table)) ==
assert bm.num_free_blocks == 5
for pos in range(10):
assert bm.slot("a", pos) == tablelpos // 4] *x 4 + pos % 4

test_append_crosses_block_boundary():

bm = m.BlockManager(num_blocks=3, block_size=4)

bm.allocate("a", list(range(7))) # 2 blocks, 1 free slot in the 2nd
s7 = bm.append_slot("a", 7)

assert bm.num_free_blocks == 1
s8 = bm.append_slot("a", 8) # needs a 3rd block
assert bm.num_free_blocks == 0

t = bm.block_table("a")
assert s7 == t[1] % 4 + 3 and s8 == t[2] x4 + 0@

test_out_of_blocks_is_atomic():

bm = m.BlockManager(num_blocks=2, block_size=4)

with pytest.raises(m.0utOfBlocks):
bm.allocate("big", list(range(9)))

assert bm.num_free_blocks == 2

bm.allocate("a", list(range(8)))

with pytest.raises(m.0utOfBlocks):
bm.append_slot("a", 8)

assert bm.block_table("a") and len(bm.block_table("a")) ==

bm. free("a")

assert bm.num_free_blocks == 2

test_free_returns_everything():

bm = m.BlockManager(num_blocks=6, block_size=2)
bm.allocate("a", [1, 2, 3])

bm.allocate("b", [4, 5, 6, 7])

bm. free("a")

bm. free("b")

assert bm.num_free_blocks ==

test_prefix_sharing_and_refcount():

bm = m.BlockManager(num_blocks=10, block_size=4, enable_prefix_cache=True)
prefix = list(range(8))

ta = bm.allocate("a", prefix + [100, 101])

tb = bm.allocate("b", prefix + [200])

assert bm.num_cached_tokens("b") == 8

assert tb[:2] == tal[:2] and tb[2] != ta[2]

assert bm.num_free_blocks == 10 - 4

bm. free("a")

assert bm.num_free_blocks == 10 - 3, "shared blocks are still referenced by b"

test_cache_survives_free_and_last_token_is_never_cached():

bm = m.BlockManager(num_blocks=10, block_size=4, enable_prefix_cache=True)
bm.allocate("a", list(range(8)) + [9])

bm. free("a")

bm.allocate("c", list(range(8)) + [42])

assert bm.num_cached_tokens("c") == 8

bm.free("c")

# exactly 8 tokens: only the first block may be reused, the last token must be computed
bm.allocate("d", list(range(8)))

assert bm.num_cached_tokens("d") == 4
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def test_eviction_drops_cached_blocks():
bm = m.BlockManager(num_blocks=4, block_size=4, enable_prefix_cache=True)
bm.allocate("a", list(range(9)))
bm. free("a")
bm.allocate("filler", list(range(1000, 1016))) # needs all 4 blocks —> evicts
bm.free("filler")
bm.allocate("b", list(range(9)))
assert bm.num_cached_tokens("b") == 0

def test_append_completing_a_block_registers_it():
bm = m.BlockManager(num_blocks=8, block_size=4, enable_prefix_cache=True)
bm.allocate("e", [5, 6, 71)
bm.append_slot("e", 8) # block [5,6,7,8] is now full
bm. free("e")
bm.allocate("f", [5, 6, 7, 8, 9])
assert bm.num_cached_tokens("f") == 4
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B-18 - tests[test_p08_sampler.py

import math
import random

import torch
from drill import load

m = load("p@8_sampler")
SP = m.SamplingParams
V = 50

def rand_logits(seed, n=1):
g = torch.Generator().manual_seed(seed)
return torch.randn(n, V, generator=g) * 3

def test_greedy():
s = m.Sampler()
logits = rand_logits(0, 4)
out = s.sample(logits, list("abcd"), [SP(temperature=0.0)] x 4, [[I] * 4)
assert out.tolist() == logits.argmax(-1).tolist()

def test_top_k_1_and_tiny_top_p_are_greedy():
s = m.Sampler(
logits = rand_logits(1, 3)
greedy = logits.argmax(-1).tolist()
assert s.sample(logits, list("abc"), [SP(top_k=1, seed=1)] % 3, [[]] * 3).tolist() == greedy
assert s

def test_seeded_result_is_batch_invariant():
row = rand_logits(7) [0]
alone = m.Sampler()

ref = [int(alone.sample(row[Nonel, ["a"], [SP(temperature=1.0, seed=123)]1, [[1])[0]) for _ in range(30)

mixed = m.Sampler()

got = []

for step in range(30):
others = random.randint(@, 5)
ids = [f"o{step}_{j}" for j in range(others)] + ["a"]
random.shuffle(ids)

logits = torch.stack([row if r == "a" else rand_logits(step * 10 + j)[0] for j, r in enumerate(ids)])

params = [SP(temperature=1.0, seed=123) if r == "a" else SP(temperature=1.0) for r in ids]
out = mixed.sample(logits, ids, params, [[] for _ in ids])
got.append(int(out[ids.index("a")]))

assert got == ref

def test_top_k_distribution():
s = m.Sampler(
logits = torch.full((1, V), -1e9)
logits[@, 3], logits[@, 9] = math.log(@.7), math.log(0.3)
logits[@, 20] = math.log(@0.2) # removed by top_k=2
counts = {3: 0, 9: 0}
for _ in range(4000):
t = int(s.sample(logits, ["r"], [SP(top_k=2, seed=5)1, [[]])[0])
assert t in counts
counts[t] += 1
frac = counts([3] / 4000
assert abs(frac - 0.7) < 0.04, frac

def test_repetition_penalty_values_and_effect():
logits = torch.tensor([2.0, -2.0, 1.5])
pen = m.apply_repetition_penalty(logits, [0, 1, 1], 2.0)
assert torch.allclose(pen, torch.tensor([1.0, -4.0, 1.5]))
s = m.Sampler()
out = s.sample(logits[Nonel, ["r"], [SP(temperature=0.0, repetition_penalty=2.0)]1, [[0]])
assert int(out[0]) ==
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def test_free_resets_generator():
s = m.Sampler()
row = rand_logits(3)
first = [int(s.sample(row, ["r"], [SP(seed=9)1, [[1])[@]) for _ in range(10)]
s.free("r")
again = [int(s.sample(row, ["r"], [SP(seed=9)], [[11)[@]) for _ in range(10)]
assert first == again
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B-19 - tests[test_p09_paged_attention.py

import random
import torch
from drill import load

m = load('"p@9_paged_attention")

def dense_attention(q, k, v, scale):
# q [H,D], k/v [n,KVH,D]
group = g.shapel@] // k.shape[1]
k = k.repeat_interleave(group, 1)
v = v.repeat_interleave(group, 1)
p = torch.softmax(torch.einsum("hd,nhd->hn", q, k) * scale, -1)
return torch.einsum("hn,nhd->hd", p, v)

def build_case(seed, lens, block_size=4, num_blocks=64, H=8, KVH=2, D=16):
torch.manual_seed(seed)
random. seed (seed)
k_cache = torch.zeros(num_blocks, block_size, KVH, D)
v_cache = torch.zeros_like(k_cache)
free = list(range(num_blocks))
random.shuffle(free) # non-contiguous physical blocks
max_blocks = max(—-(-n // block_size) for n in lens)
tables = torch.full((len(lens), max_blocks), 999, dtype=torch.int32) # junk in unused slots
dense = []
for b, n in enumerate(lens):
nb = -(-n // block_size)
blocks = [free.pop() for _ in range(nb)]
tables[b, :nb] = torch.tensor(blocks, dtype=torch.int32)
k, v = torch.randn(n, KVH, D), torch.randn(n, KVH, D)
slots = torch.tensor([blocks[p // block_sizel *x block_size + p % block_size for p in range(n)])
m.write_kv(k_cache, v_cache, k, v, slots)
dense.append((k, v))
q = torch.randn(len(lens), H, D)
return q, k_cache, v_cache, tables, torch.tensor(lens), dense

def test_matches_dense_attention():
lens = [1, 4, 5, 13, 32, 7]
q, kc, vc, tables, ctx, dense = build_case(@, lens)
scale = 16 *x —0.5
out = m.paged_decode_attention(q, kc, vc, tables, ctx, scale)
for b, (k, v) in enumerate(dense):
torch.testing.assert_close(out[b], dense_attention(ql[bl, k, v, scale), atol=le-5, rtol=le-5)

def test_padding_slots_are_not_written():
kc = torch.zeros(4, 4, 1, 2)
vc = torch.zeros_like(kc)
k = torch.ones(3, 1, 2)
m.write_kv(kc, vc, k, k, torch.tensor([5, -1, 6]1))
assert kc.sum() == # two tokens x 2 dims
assert kc[l, 1].sum() == 2 and kc[1, 2].sum() ==

def test_random_shapes():
for seed in range(5):
lens = [random.randint(1, 4@) for _ in range(random.randint(1, 6))]
q, kc, vc, tables, ctx, dense = build_case(seed + 10, lens, block_size=random.choice([2, 4, 8]))
out = m.paged_decode_attention(q, kc, vc, tables, ctx, 0.25)
for b, (k, v) in enumerate(dense):
torch.testing.assert_close(out[b], dense_attention(q[bl, k, v, 0.25), atol=le-5, rtol=1le-5)
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B-20 - tests/test_p12_shm_connector.py

import fcntl
import os

import subprocess
import sys

import time
import uuid

from drill import load

m = load("pl2_shm_connector")

def _uniq(tag):
return f"{tag}-{uuid.uuid4().hex[:8]}"

def test_roundtrip_and_consume_once():
¢ = m.ShmConnector(namespace="t1")
k = _uniq("req_0_0")
c.put(k, b"hello")
assert c.get(k) == b"hello"
assert c.get(k) is None, "the reader consumes (unlinks) the segment"
assert c.get(_uniq("missing")) is None

def test_empty_and_large_payloads():
¢ = m.ShmConnector(namespace="t2")
k1, k2 = _uniq("e"), _uniq("big")
c.put(kl, b"")
assert c.get(kl) == b""
blob = os.urandom(4 % 1024 % 1024 + 3)
c.put(k2, blob)
assert c.get(k2) == blob

def test_independent_writer_process_exits_before_read():
"""Writer is a separate interpreter (its own resource tracker) that exits first."""

ns = "t3"
keys = [_uniq(f"r_0_{i}") for i in range(3)]
code = (

"from drill import load; c = load('pl2_shm_connector').ShmConnector(namespace=%r)\n"
"for k in %r: c.put(k, ('payload-' + k).encode())" % (ns, keys)
)
root = os.path.dirname(os.path.dirname(os.path.abspath(__file_)))
subprocess.run([sys.executable, "-c", codel, check=True, cwd=root, env={xxos.environ, "PYTHONPATH": root})
time.sleep(1.0) # give the writer's resource tracker time to 'clean up"
¢ = m.ShmConnector(namespace=ns)
for k in keys:
assert c.get(k) == f"payload-{k}".encode(), "segment vanished when the writer exited (resource tracker?)"

def test_not_ready_while_lock_is_held():

c = m.ShmConnector(namespace="t4")

k = _uniq("locked")

c.put(k, b"data")

fd = os.open(c.lock_path(k), os.0_RDWR)

try:
fentl. flock(fd, fcntl.LOCK_EX) # pretend a writer is still writing
assert c.get(k) is None

finally:
fcntl. flock(fd, fcntl.LOCK_UN)
os.close(fd)

assert c.get(k) == b'"data"

def test_cleanup_prefix_only_touches_unread_keys_with_prefix():
= m.ShmConnector(namespace="t5")

= _uniq("reqA")

_uniq("reqB")

.put(f"{a}_o_o", b"1")

put(f"{a}_o_1", b"2")

put(f'{b}_o_0", b"3")

assert c.get(f"{a}_0_0") == b"1" # consumed already

0o 0o o0 T o o0
1}
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assert c.cleanup_prefix(f'{a}_") == 1
assert c.get(f"{a}_0_1") is None
assert c.get(f"{b}_0_0") == b"3"

203

github.com/kzhou003/nano-vlim-omni-drills © 2026 kzhou003


https://github.com/kzhou003/nano-vllm-omni-drills

B-21 - tests[test_p13_chunk_adapter.py

import random
import threading
import time

from drill import load

m = load("pl3_chunk_adapter")

def pair(build=lambda snap: list(snap), skconn_kw):
conn = m.InMemoryConnector (kconn_kw)
sender = m.ChunkAdapter(conn, stage_id=0, src_stage_id=None, build_payload=build)
receiver = m.ChunkAdapter(conn, stage_id=1, src_stage_id=0, build_payload=build)
sender.start()
receiver.start()
return conn, sender, receiver

def drain_until_finished(receiver, req_ids, timeout=5.0):
got = {r: [] for r in req_ids}
done = set()
end = time.monotonic() + timeout
while done !'= set(req_ids):
assert time.monotonic() < end, f"timed out; done={donel}"
for rid, chunks in receiver.poll_ready().items():
for ¢ in chunks:
assert rid not in done, '"chunk after the final one"
got[rid].append(c)
if c["finished"]:
done.add(rid)
time.sleep(0.001)
return got

def stop(xadapters):
for a in adapters:
a.stop()

def test_ordered_delivery_single_request():
conn, s, r = pair()
r.load_async("q")
for i in range(50):
s.save_async("q", [il, is_final=(i == 49))
got = drain_until_finished(r, ["q"1)

assert [c["data"] for c in got["g"]] == [[i] for i in range(50)]
assert conn.puts == [f"q_0_{i}" for i in range(50)]
stop(s, r)

def test_many_requests_with_random_latency():

jitter = lambda key: time.sleep(random.random() * ©.0005) # noqa: E731
conn, s, r = pair(on_put=jitter, on_get=jitter)
rids = [f"r{i}" for i in range(10)]
for rid in rids:

r.load_async(rid)
for step in range(30):

for rid in random.sample(rids, len(rids)):

s.save_async(rid, [rid, stepl, is_final=(step == 29))

got = drain_until_finished(r, rids)
for rid in rids:

assert [c["data"] for c in gotlrid]l] == [[rid, k] for k in range(30)]
stop(s, r)

def test_save_async_never_blocks_the_caller():
def slow_build(snap):
time.sleep(0.05)
return snap

conn, s, r = pair(build=slow_build)
t0 = time.monotonic()
for i in range(10):
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s.save_async("q", [i], is_final=(i == 9))
assert time.monotonic() - t0 < 0.02
r.load_async("q")
drain_until_finished(r, ["q"1)
stop(s, r)

def test_snapshot_isolation():
conn, s, r = pair()
live = [1, 2, 3]
r.load_async("q")
s.save_async("q", live, is_final=True)
live.append(4) # scheduler keeps mutating the live request
got = drain_until_finished(r, ["qg"]1)
assert got["qg"][0]["data"] == [1, 2, 3]
stop(s, r)

def test_cancel_still_delivers_final_and_ids_stay_contiguous():
gate = threading.Event()

def gated_build(snap):
gate.wait()
return snap

conn, s, r = pair(build=gated_build)
r.load_async("q")
s.save_async("q", ["first"], is_final=False)
time.sleep(0.05) # save thread is now blocked building "first"
for i in range(20):
s.save_async("q", [i], is_final=False)
s.save_async("q", ["end"], is_final=True)
s.cancel_sender("q")
gate.set()
got = drain_until_finished(r, ["q"])
assert got["q"][-1]["finished"], "the final chunk is the downstream E0S: it must survive cancel"
assert len(got["q"]) <= 2
assert conn.puts == [f"q_0_{i}" for i in range(len(conn.puts))], "chunk ids must be contiguous"
stop(s, r)

def test_none_payload_is_skipped_without_gap():
conn, s, r = pair(build=lambda snap: None if snap[@] % 2 else snap)
r.load_async("q")
for i in range(6):
s.save_async("q", [i], is_final=(i == 5))
got = drain_until_finished(r, ["q"])
assert [c["data"] for c in got["qg"]1] == [[@], [2], [4], None]
assert conn.puts == ["q_0_0", "q_0_1", "q_0_2", "q_0_3"]
stop(s, r)

def test_cleanup_is_a_commit_barrier_for_in_flight_reads():
in_get = threading.Event()

def slow_get(key):
in_get.set()
time.sleep(0.2)

conn, s, r = pair(on_get=slow_get)

conn.put("q_0_0", {"data": "late", "finished": False})

r.load_async("q")

assert in_get.wait(1.0)

r.cleanup_receiver("q") # request aborted while the recv thread is inside get()
time.sleep(0.3)

assert r.poll_ready() == {}, "a chunk read before cleanup must not be committed after it"
stop(s, r)
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B-22 - tests/test_p15_talker_inputs.py
import pytest
import torch
from drill import load
m = load("pl5_talker_inputs")

D=4

def rows(n, base=0):

return torch.arange(base, base + n, dtype=torch.float32)[:, None].repeat(1l, D)

def test_stop_finish_drops_one_row_and_id():

p = m.trim_thinker_payload([1, 2, 31, [7, 8, 151645], rows(7), "stop")
assert p.prefill.shape == (3, D) and p.decode.shape == (2, D)

assert p.output_ids == [7, 8]

assert torch.equal(p.decodel:, @], torch.tensor([3.0, 4.0]))

def test_length_finish_keeps_everything():

p = m.trim_thinker_payload([1, 21, [5, 6, 7], rows(5), "length")
assert p.decode.shape == (3, D) and p.output_ids == [5, 6, 7]

def test_under_captured_prefill_raises():
with pytest.raises(ValueError):

m.trim_thinker_payload([1, 2, 31, [4], rows(2), "length")

def test_build_prefill_layout():
P=3
prompt = rows(P)
first = torch.full((D,), 100.0)

spk, pad, bos = torch.full((D,), 1.0), torch.full((D,), 10.0), torch.full((D,), 1000.0)
ids, emb = m.build_talker_prefill(prompt, first, spk, pad, bos, mask_id=8296, pad_id=8292, start_id=8293)

assert ids == [8296, 8296, 8296, 8292, 8293]
assert emb.shape == (P + 2, D)
assert torch.equal(emb[:P], prompt)

assert torch.equal(emb[P], spk + pad) and torch.equal(emb[P + 1], first + bos)

def test_decode_consumes_one_row_then_falls_back():
q = rows(2, base=50)
last = torch.full((D,), 0.5)
fb = torch.full((D,), -1.0)
X, q = m.talker_decode_input(q, last, fb)

assert torch.equal(x, torch.full((D,), 50.5)) and qg.shapel0]

X, q = m.talker_decode_input(q, last, fb)

assert torch.equal(x, torch.full((D,), 51.5)) and qg.shapel[0]

X, q = m.talker_decode_input(q, last, fb)

assert torch.equal(x, torch.full((D,), -0.5)) and q.shapel[@]
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B-23 - tests/test_p14_codec_windows.py

import random
from drill import load

m = load("pl4_codec_windows")
UP = 3

def toy_vocoder(codes, receptive_field):
"!""Causal and local: sample j of frame i depends on codes[i-rf .. i] xwithin the given windowsx.
out = []
for i in range(len(codes)):
ctx = codes[max(@, i — receptive_field):i + 1]
out += [sum(ctx) * 10 + j for j in range(UP)]
return out

def stream(codes, arrivals, *, initial, chunk, left_ctx, rf):
"""Simulate the talker producing frames in bursts and the window planner reacting."""
emitted, produced, audio, windows = 0, 0, [1, []
for k, burst in enumerate(arrivals):
produced += burst
finished = k == len(arrivals) - 1
while True:
w = m.next_window(produced, emitted, finished, initial=initial, chunk=chunk, left_ctx=1left_ctx)
if w is None:
break
ctx_start, new_start, new_end = w
decoded = toy_vocoder(codes[ctx_start:new_end], rf)
audio += m.slice_new_samples(decoded, w, UP)
windows.append(w)
emitted = new_end
return audio, windows

def test_initial_then_steady_then_flush():
assert m.next_window(3, @, False, initial=4, chunk=25, left_ctx=25) is None

assert m.next_window(4, @, False, initial=4, chunk=25, left_ctx=25) == (0, 0, 4)
assert m.next_window(20, 4, False, initial=4, chunk=25, left_ctx=25) is None

assert m.next_window(29, 4, False, initial=4, chunk=25, left_ctx=25) == (0, 4, 29)
assert m.next_window(60, 29, False, initial=4, chunk=25, left_ctx=25) == (4, 29, 54)
assert m.next_window(60, 54, True, initial=4, chunk=25, left_ctx=25) == (29, 54, 60)
assert m.next_window(60, 60, True, initial=4, chunk=25, left_ctx=25) is None

def test_no_initial_chunk():
assert m.next_window(10, @, False, initial=@, chunk=10, left_ctx=2) == (0, 0, 10)
assert m.next_window(20, 10, False, initial=@, chunk=10, left_ctx=2) == (8, 10, 20)

def test_windows_tile_the_stream_exactly():
for seed in range(20):
random. seed (seed)
total = random.randint(1, 200)
arrivals, left = [], total
while left:
b = random.randint(1, 7)
arrivals.append(min(b, left))
left -= arrivals[-1]
codes = [random.randint(@, 9) for _ in range(total)]
_, windows = stream(codes, arrivals, initial=4, chunk=13, left_ctx=5, rf=5)
covered = [f for (_, s, e) in windows for f in range(s, e)l
assert covered == list(range(total)), 'gap or overlap in shipped frames"

def test_streaming_equals_full_decode_iff_left_context_covers_receptive_field():
random. seed(0)
codes = [random.randint(@, 9) for
arrivals = [1] * 97
full = toy_vocoder(codes, receptive_field=4)
ok, _ = stream(codes, arrivals, initial=4, chunk=10, left_ctx=4, rf=4)
assert ok == full

in range(97)]
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bad, _ = stream(codes, arrivals, initial=4, chunk=10, left_ctx=2, rf=4)
assert bad != full, "too little left context must produce seams"

B-24 - tests/test_p18_mrope_positions.py

import torch
from drill import load

m = load("p1l8_mrope_positions")

def test_text_only_is_plain_rope():
pos, delta = m.mrope_positions([("text", 5)1)
assert pos.tolist() == [[0, 1, 2, 3, 4]] * 3
assert delta ==
assert m.decode_position(5, delta).tolist() == [5, 5, 5]

def test_text_image_text():
pos, delta = m.mrope_positions([("text", 2), ("image", (1, 4, 4)), ("text", 3)1)
assert pos.tolist() ==
[e, 1, 2, 2, 2, 2, 4, 5, 6],
[o, 1, 2, 2, 3, 3, 4, 5, 6],
e, 1, 2, 3, 2, 3, 4, 5, 61,
1
assert delta == 7 - 9
assert m.decode_position(9, delta).tolist() == [7, 7, 7]

def test_multi_frame_rectangular_grid():
pos, delta = m.mrope_positions([("image", (2, 2, 6)), ("text", 1)1, spatial_merge=2)
# llm grid t=2, h=1, w=3 -> 6 tokens
assert pos[:, :6].tolist() ==
[0, 0, 0, 1, 1, 1],
[0, 0, 0, 0, 0, 0],
[0, 1, 2, 0, 1, 2],
1
assert pos[:, 6].tolist() == [3, 3, 3]
assert delta == 4 - 7

def test_shapes_and_dtype():
pos, _ = m.mrope_positions([("text", 3), ("image", (1, 8, 8)), ("text", 2), ("image", (1, 2, 2))I])
assert pos.shape == (3, 3 + 16 + 2 + 1)
assert pos.dtype == torch.long
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B-25 - tests/test_p16_init_planner.py

import threading
import time

import pytest
from drill import load

m = load("pl6_init_planner")
GiB = 1 << 30

def test_groups_are_connected_components():
devs = {0: {e}, 1: {1}, 2: {1}, 3: {2, 3}, 4: {3}, 5: {4}}
assert m.init_groups(devs) == [[e], [1, 21, [3, 4], [5]1]
assert m.init_groups({0: {o, 1}, 1: {1, 2}, 2: {2}}) == [[0, 1, 2]

def test_groups_run_in_parallel_and_sequential_within_group():
devs = {0: {0}, 1: {1}, 2: {1}}
started = {s: threading.Event() for s in devs}
active = {"gl1": 0, "max_gl": 0}
order = []
lock = threading.Lock()

def init(sid):
started[sid].set()
with lock:
order.append(sid)
if sid in (1, 2):
active["gl"] += 1
active["max_g1l"] = max(active["max_gl1"], active["gl"])
if sid == 0:
# only returns if stage 1 starts while stage @ is still initializing
assert started[1].wait(2.0), "groups did not run in parallel"
time.sleep(0.05)
with lock:
if sid in (1, 2):
active["gl"] -= 1
return f"engine{sid}"

res = m.run_init(devs, init, cleanup_fn=lambda s, r: None)

assert res == {0: "engine@", 1: "enginel", 2: "engine2"}

assert active["max_gl"] == 1, "stages sharing a device must not init concurrently"
assert order.index(1) < order.index(2)

def test_failure_short_circuits_and_rolls_back():
devs = {0: {0}, 1: {1}, 2: {1}}
calls, cleaned = [], []
stage@_started = threading.Event()

def init(sid):
calls.append(sid)
if sid == 0:
stage@_started.set()
if sid ==
stage@_started.wait(2.0)
raise RuntimeError("00M while capturing graphs')
time.sleep(0.05)
return sid

with pytest.raises(m.InitError) as ei:
m.run_init(devs, init, cleanup_fn=1lambda s, r: cleaned.append(s))
assert ei.value.stage_id ==
assert 2 not in calls, "stage 2 must not start after stage 1 failed in the same group"
assert cleaned == [0], "successfully initialized stages are cleaned up"

def test_admission_check():
totals = {0: 32 % GiB}
ok = {0: ({e}, 0.5), 1: ({0}, 0.3)}
assert m.admission_check(totals, ok, reserve_bytes_per_stage=GiB) == []
bad = {0: ({0}, 0.6), 1: ({0}, 0.3), 2: ({0}, 0.1)}
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errs = m.admission_check(totals, bad, reserve_bytes_per_stage=GiB)
assert len(errs) == 1 and "device 0" in errs[0]

B-26 - tests/test_p17_graph_runner.py

import torch
from drill import load

m = load("pl7_graph_runner")
H=28
W = torch.randn(H, H, generator=torch.Generator().manual_seed(0))

def fn(x):
return torch.tanh(x @ W) + 1.0

def make():
r = m.GraphRunner(fn, buckets=[1, 2, 4, 8], hidden=H)
r.capture()
return r

def test_matches_eager_for_every_batch_size():
r = make()
for bs in range(1, 9):
x = torch.randn(bs, H)
torch.testing.assert_close(r.run(x), fn(x))
assert r.stats["eager"] == 0 and r.stats["replays"] == 8

def test_bucket_selection_and_eager_fallbacks():

r = make()

r.run(torch.randn(3, H))

assert r.stats["last_bucket"] == 4
r.run(torch.randn(9, H)) # larger than every bucket
assert r.stats["eager"] ==1

r.run(torch.randn(2, H), force_eager=True) # e.g. a batch with per-row RNG generators
assert r.stats["eager"] ==

def test_result_does_not_alias_static_buffers():
r = make()
x1, x2 = torch.randn(2, H), torch.randn(2, H)
yl = r.run(x1)
expected = fn(x1)
r.run(x2)
torch.testing.assert_close(yl, expected, msg="yl was overwritten by the next replay")

def test_padding_rows_are_zeroed():
r = make()
r.run(torch.full((4, H), 7.0))
r.run(torch.randn(3, H))
assert torch.count_nonzero(r.static_in[3]) ==

def test_captured_once_per_bucket():
r = make()
assert sorted(r.graphs) == [1, 2, 4, 8]
graphs = dict(r.graphs)
for bs in (1, 3, 5, 8):
r.run(torch.randn(bs, H))
assert all(r.graphs[bl is graphs[b]l for b in graphs), "never re-capture at run time"
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ik C-SEMR (FPUERF; s« LB ZEHENME)
C-1- solutions/m01_rmsnorm_mrope.py

import torch

#
# rms_norm: Qwen3 Z%IFFAE RMSNorm (input_layernorm / post_attention_layernorm / q_norm / k_norm / final norm)
# BAHSI, B3k y = weight % (x / sqrt(mean(x2, dim=-1) + eps)).
# IfiFS5 HF Qwen30mniMoexRMSNorm 522—%: % upcast % fp32 Y3—ft, B cast @A dtype, R/EF weight,
#
def rms_norm(x: torch.Tensor, weight: torch.Tensor, eps: float) —> torch.Tensor:

# fp32 upcast: bfl6/fple T x2 WRMREBSHEFEERHE, FINRITELTE fp32 BEH

x32 = x.float()

# mean RX&HE—4 (hidden / head_dim) 3K, 81 token (81 head) MIZ)3—ft; keepdim EFI &

x32 = x32 * torch.rsqrt(x32.pow(2).mean(-1, keepdim=True) + eps)

# S5 WA .to(x.dtype) B3 weight (cast-back-before-weight),

# BIE fp32 B%F weight B cast, bfle TARFKEES HF £ 1 ulp, BETRMLERXN,

return weight x x32.to(x.dtype) # normalize in fp32, scale in the input dtype (HF order)

#
# rope_inv_freq: #nfE RoPE BUSHERRE, inv_freql[il = theta~(-2i / head_dim), i = 0..head_dim/2-1,
# SMAEAR head_dim PH—IHE (rotate_half METEE i HME i + D/2 4),
#
def rope_inv_freq(head_dim: int, theta: float) -> torch.Tensor:

# arange(0, D, 2) = [0, 2, 4, ...], KE D/2; B float32, BREIHZE / HEE

return 1.0 / (theta %k (torch.arange(@, head_dim, 2, dtype=torch.float32) / head_dim))

#
# mrope_cos_sin: Multimodal RoPE (M-RoPE), &1 token & 3 MiIBHE (t, h, w),
# 1 D/2 MAZEIR mrope_section D=1 X j WAE = pos [IZSAXRFMEM] * inv_freqljl,
# MMDERBZ:
# interleaved=True (Qwen3-Omni / Qwen3-VL): TH W T H W ... B, H/W BRERTHSE T
#  interleaved=False (Qwen2-VL / Qwen2.5-Omni): JEZEHHR [T...T | HowoH | W...W]
# XA t = h = w, HHAHESMBRARIEE 1D RoPE,
#
def mrope_cos_sin(
inv_freq: torch.Tensor, # [head_dim // 2]
positions: torch.Tensor, # [3, T1 (temporal, height, width)
mrope_section: list[int], # sums to head_dim // 2
interleaved: bool,
) —> tupleltorch.Tensor, torch.Tensor]l: # cos, sin: [T, head_dim]
# 5 3 MAZBESE 0/2 MIXLNAERELR, EEBRGE IS MARIZBE I H
freqs = positions.float()[:, :, Nonel] * inv_freq[None, None, :]1 # [3, T, half]
if interleaved: # Qwen3-Omni / Qwen3-VL: THWTHW ... T T
# XX T A (clone BHREE freqs[0] &5), BIEBET H / W ASARUBEESE
f = freqs[@].clone() # [T, half]
# axis=1(H) &TF#x 1, 4, 7, ...; axis=2(W) &TF45 2, 5, 8, ... (offset AIFZETFIHE)
for axis, offset in ((1, 1), (2, 2)):
# 5% slice B stop & mrope_section[axis] x 3 A2 half—
# BPRE sectionlaxis] MIX, REXZENEERE T #
idx = slice(offset, mrope_section[axis] * 3, 3)
fl..., idx] = fregs[axis][..., idx]
else: # Qwen2-VL / Qwen2.5-0mni: contiguous chunks [TTTT HH Ww]
# % axis EBREUZMMTESAERXE [start, start + n) EMAE, ZBHE half KE
parts, start = []1, @
for axis, n in enumerate(mrope_section):
parts.append(fregs[axis][..., start:start + n])
start += n
f = torch.cat(parts, dim=-1) # [T, half]
# SHl—mPte [T, DI: AI¥MEFAE—HAE, X rotate_half M“FIY¥/BEFXEXN"HE
# (F2BEBFMmE (21, 2i+l) BINHR)
emb = torch.cat([f, fl, dim=-1) # [T, head_dim]
return emb.cos(), emb.sin()

# rotate_half: £ [x1, x2] (& D/2) AL [-x2, x1], BIZ4fEsh5S sin HAFEAIB—II,
def rotate_half(x: torch.Tensor) —> torch.Tensor:

x1, x2 = x.chunk(2, dim=-1) # & head_dim ¥4

return torch.cat([-x2, x1], dim=-1)

# apply_rotary: x' = x * cos + rotate_half(x) * sin, BI3®3F (x_i, x_{i+D/2}) #MME 6_i MiEs.
def apply_rotary(x: torch.Tensor, cos: torch.Tensor, sin: torch.Tensor) —-> torch.Tensor:
""x: [T, num_heads, head_dim]l; cos/sin: [T, head_dim]."""
# [T, D] — [T, 1, D] DMEZE head 4 #&;
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# cos/sin % cast % x.dtype B85 (HF B9 rotary embedding REIMFIZ x.dtype 8 cos/sin)
= cos[:, None, :].to(x.dtype), sin[:, None, :].to(x.dtype)
return x * cos + rotate_half(x) * sin

cos, sin

C-2 . solutions/m02_thinker_attention.py

from dataclasses import dataclass, field

import torch

#

given types

# AttnWeights: —Z thinker self-attention MI2INE (M HF EHREBHRHRAIEKSE)

# GQA: num_heads > query head #Z= num_kv_heads #H K/V (num_heads % num_kv_heads == 0),
@dataclass
class AttnWeights:
g_proj: torch.Tensor # [num_heads * head_dim, hidden]
k_proj: torch.Tensor # [num_kv_heads * head_dim, hidden]
v_proj: torch.Tensor # [num_kv_heads * head_dim, hidden]
o_proj: torch.Tensor # [hidden, num_heads * head_dim]
g_norm: torch.Tensor # [head_dim] RMSNorm weight applied per head
k_norm: torch.Tensor # [head_dim]
num_heads: int
num_kv_heads: int
head_dim: int
eps: float = le-6
# KVCache: —Z#) KV cache, # chunk i&f0 (prefill —7K chunk, decode ®%—1 [1, ...] chunk),

# IZE: len(cache) = BEREH token ¥ = T—it# token EVEEIA%EXIE (cache offset),

@dataclass
class KVCach

k: list[torch.Tensor]
v: list[torch.Tensor]

e:

field(default_factory=list) # chunks of [t, num_kv_heads, head_dim]
field(default_factory=1list)

def __len__(self) —> int:
return sum(x.shape[0] for x in self.k)

def from_hf(att) —> AttnWeights:
""Pull the weights out of a HF Qwen30mniMoeThinkerTextAttention."""
return AttnWeights(
att.q_proj.weight.detach(), att.k_proj.weight.detach(), att.v_proj.weight.detach(),
att.o_proj.weight.detach(), att.gq_norm.weight.detach(), att.k_norm.weight.detach(),

att.config.num_attention_heads, att.config.num_key_value_heads, att.head_dim, att.config.rms_norm_eps,

#

# _rms: [@ mol.rms_norm (fp32 YI—ft —> cast @R dtype —> 3 weight), XBIERES head £ head_dim k.

implementation

def _rms(x: torch.Tensor, w: torch.Tensor, eps: float) —> torch.Tensor:
x32 = x.float()
return w x (x32 * torch.rsqrt(x32.pow(2).mean(-1, keepdim=True) + eps)).to(x.dtype)

# _rotate_half: [a, bl —> [-b, al, B& _rope 5 RoPE &t ([E mol.rotate_half),
def _rotate_half(x: torch.Tensor) —> torch.Tensor:

a, b = x.chunk(2, dim=-1)

return torch.cat([-b, al, dim=-1)

# _rope: x [T, heads, DI, cos/sin [T, D] —> 7 head 4iF 1 [#&.
def _rope(x: torch.Tensor, cos: torch.Tensor, sin: torch.Tensor) —> torch.Tensor:
return x x cos[:, None]l + _rotate_half(x) * sin[:, None]

#

# attention_forward: Qwen3-Omni thinker #J—2Z self-attention (QK-norm + GQA + KV cache).

# Wi q/k/v

Ft5-7

—> #% head % —> % q. k fi per-head RMSNorm (QK-norm) —> RoPE

# -> # k/v iBfn# cache —> GQA ¥ k/v —> ER mask # softmax(QK~T/vD) V —> o_proj.
# E—PREEEM prefill (T DEF token. cache HF) thffl decode (T=1. cache BEF past 1),

#

def attention_forward(
w: AttnWeights,

x: torch.Tensor,
cos: torch.Tensor,

sin: torch.Tensor,
cache: KVCache | None = None,
# [T, hidden]

) —> torch.Tensor:
T = x.shape[0]

# [T, hidden] new tokens only
# [T, head_dim] for the new tokens

H, KVH, D = w.num_heads, w.num_kv_heads, w.head_dim

# $#®flE view Bt [T, heads, DI, B7E D #fff RMSNorm,

# S QK-norm MZATE RoPE ZBI (HF IFF); V A~ norm,

q=_rms((x @ w.q_proj.T).view(T, H, D), w.q_norm, w.eps) # QK-norm BEFORE rope
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k = _rms((x @ w.k_proj.T).view(T, KVH, D), w.k_norm, w.eps) # [T, KVH, D]
v = (x @w.v_proj.T).view(T, KVH, D) # [T, KVH, D]

# cos/sin REB=# token MIMEIHUE; cache BHIH k BARNBR%ET, THEEE—KX
q, k = _rope(q, cos, sin), _rope(k, cos, sin)

# past = ARZBIEEFH token # = # token AIERIALIIMIE (cache offset)
past = 0
if cache is not None:
past = len(cache) # B%: WFfE append ZHIEVKE, &M offset 2ET T
# cache BEFMR“RoPE Z/5. GOA ¥ RZAI"M k (REF KVH H, BE7F)
cache.k.append (k)
cache.v.append(v)
k, v = torch.cat(cache.k), torch.cat(cache.v) # [S, KVH, D], S = past + T

# GQA: 1 kv head FRES group NE4EM q head (q head h B kv head h // group).

# % WA repeat_interleave ([k0,k0,k1,k1]) A2 repeat ([ko,kl1,k0,k1]), &N head IYFIXFREEE
group = H // KVH

k = k.repeat_interleave(group, dim=1) # [S, H, D]

v = v.repeat_interleave(group, dim=1)

# I97E fp32 Y (softmax IHEESEURE); scoreslh, t, sl = q_t - ks / VD

scores = torch.einsum("thd,shd—>hts", q.float(), k.float()) * D *x -0.5 # [H, T, SI

S = k.shape[0]

# FAR mask BB ME: 5 token t WIMIBE past + t, key s HIUBME s.

# 5% A triu(ones(T, S), 1) XMRABENTHRMENE, T < S (decode / PR prefill) WHEEHRM mask #HE
q_pos = torch.arange(past, past + T)[:, Nonel # [T, 1]

k_pos = torch.arange(S) [None, :]1 # [1, SI]

scores = scores.masked_fill(k_pos > q_pos, float("-inf")) # causal w.r.t. absolute positions
probs = torch.softmax(scores, dim=-1) # 7 key # S t)3—1t

# DIRCRFMDE fp32, HFR5% cast EHMAN dtype Bl o_proj

out = torch.einsum("hts,shd->thd", probs, v.float()).to(x.dtype) # [T, H, DI

# % head #tEl [T, HxD] (head 7£@l. D #/E, 5 o_proj WFIHFE—), BiRFE hidden

return out.reshape(T, H x D) @ w.o_proj.T

C-3 - solutions/m03_sparse_moe.py

from dataclasses import dataclass

import torch
import torch.nn.functional as F

# given types
# SharedExpert: talker #9 MoE block EWSME—N“FiE token #E"HJ shared expert (SwiGLU MLP),
# HIHER—ZE token B sigmoid [J#2. thinker # MoE 8% shared expert (shared=None),
@dataclass
class SharedExpert:

gate_proj: torch.Tensor # [I_s, HI]

up_proj: torch.Tensor # [I_s, H]
down_proj: torch.Tensor # [H, I_s]
gate: torch.Tensor # [1, HI] sigmoid gate of the shared expert

# MoeWeights: i& E 1 expert HIIXE stack At [E, ...] FUK3KE, & expert id THRENAIERE,
@dataclass
class MoeWeights:

router: torch.Tensor # [E, H]

w_gate: torch.Tensor # [E, I, H] stacked expert gate_proj
w_up: torch.Tensor # [E, I, H]

w_down: torch.Tensor # [E, H, I]

top_k: int
norm_topk_prob: bool
shared: SharedExpert | None = None

de

=Y

from_hf(block) -> MoeWeights:
""MHF Qwen30mniMoe{Thinker,Talker}TextSparseMoeBlock —> stacked tensors."""
ex = block.experts
shared = None
# RF talker # block & shared_expert / shared_expert_gate &
if hasattr(block, '"shared_expert"):
s = block.shared_expert
shared = SharedExpert(s.gate_proj.weight.detach(), s.up_proj.weight.detach(),
s.down_proj.weight.detach(), block.shared_expert_gate.weight.detach())
return MoeWeights(
block.gate.weight.detach(), # HF 2 router Y “gate’ (3] expert # gate_proj JEi&)
torch.stack([e.gate_proj.weight.detach() for e in ex]),
torch.stack([e.up_proj.weight.detach() for e in ex]),
torch.stack([e.down_proj.weight.detach() for e in ex]),
block.top_k, block.norm_topk_prob, shared,

# implementation
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# route: router logits —> softmax (XW£H E 4 expert) —> top-k -> ALEHI—f —> cast [ x.dtype,
# B IRFR 5% softmax B top-k” (R23F top-k K logits ff softmax);
# norm_topk_prob=False R top-k fMEZHM < 1, TEEERITA—1,
#
def route(x: torch.Tensor, w: MoeWeights) —> tuple[torch.Tensor, torch.Tensor]:
"> (weights [N, k]l in x.dtype, expert ids [N, kl). softmax over ALL experts, then top-k."""
# logits: [N, El; softmax 7 fp32 #ffl (dtype=torch.float), 5 HF —&
probs = F.softmax(x @ w.router.T, dim=-1, dtype=torch.float)
topw, topi = torch.topk(probs, w.top_k, dim=-1) # [N, k] #X& / expert id, &INERF
if w.norm_topk_prob:
# REEPH k DNEEFFT—ML, EED token B k MIEMH 1 (BE fp32 2
topw = topw / topw.sum(-1, keepdim=True)
# ®fg7 cast [ x.dtype: BREINEZEM expert Hd (x.dtype) 1R
return topw.to(x.dtype), topi

#
# moe_forward: #Hi MoE Fi[ (“i2 expert £4A"#9 dispatch / combine Bi%).
# 1) # N D token x k MEAIMEFR Nxk 1 (token, expert, weight) =3T4;
# 2) & expert id RBEHRF, KIS expert DB OP=74E;
# 3) & expert WEER token f—& SwiGLU MLP, SRIMNE/F index_add_ [EIEEH token;
# 4) EH shared expert, FiF token BiNL sigmoid(gate) * shared_mlp(x).
#
def moe_forward(x: torch.Tensor, w: MoeWeights) —> torch.Tensor:
N, H = x.shape # x: [N, HI, N 1 token (batch/seq BE¥)
topw, topi = route(x, w) # [N, kI, [N, Kkl
flat_e = topi.reshape(-1) # [Nxk]
# % i P=7xHBTF token i // k: [0,0,..,1,1,..], 5 reshape(-1) HFREIRFEIIFF
flat_tok = torch.arange(N).repeat_interleave(w.top_k) # [Nxk]
flat_w = topw.reshape(-1) # [Nxk]
# stable HiF: E— expert WREF token RIRF, ERAIEM
order = torch.argsort(flat_e, stable=True) # group (token, slot) pairs by expert
# countsle] = 94 expert e W=TTAHE; minlength=E RIEZWIEDH expert B E—IR (& 0)
counts = torch.bincount(flat_e, minlength=w.w_gate.shape[0]).tolist()
out = torch.zeros_like(x) # [N, H] Zings
# start #8M@ order HFE] expert B—ERAIESR; & expert HERIZ e AFERERE

start = @
for e, n in enumerate(counts):
if n == @:
continue # idle expert: no work at all
sel = order[start:start + n] # BT expert e W=7tH%E flat_x PETIR
start += n

toks = flat_tok[sell # [n] I token id (top-k FEE, E— token EFE— expert BERHI—K)
h = x[toks] # [n, H] gather
# SwiGLU: down( silu(gate(h)) % up(h) ); w_gatelel: [I, H], h @ w_gatelel.T —> [n, II]
y = (F.silu(h @ w.w_gatele].T) * (h @ w.w_uple].T)) @ w.w_down[el.T # [n, HI]
# combine: SERESHINESHZ token EISIRM.
# B —1 token & k NFE expert LI, YA index_add_ RN, FEE outltoks]l = ... (REH)
out.index_add_(@, toks, y * flat_w[sel, Nonel)
if w.shared is not None:
s = w.shared
# shared expert X=2& token itE (RZE router)
y = (F.silu(x @ s.gate_proj.T) * (x @ s.up_proj.T)) @ s.down_proj.T # [N, HI]
# [JB22&F token #i@: x @ gate.T —> [N, 1], sigmoid /5 #&% H 4
out = out + torch.sigmoid(x @ s.gate.T) *x y
return out

C-4 - solutions/m04_mm_merge_deepstack.py

from collections.abc import Callable

import torch

audio_token_count: FIEEMERETE prompt RS <audio> placeholder, A1 AuT H3i4RE33
XERLEY token H™HE1E%E, D[N/EEA merge_multimodal SXAE,

MW 8% 100 D mel Ml —> 13 4 token; RT r MBI =R stride-2 HR, BRAKE L - (L-1)//2 + 1,
RA // % + - &8, FibL int f LongTensor (ER) #PEEEHIEM.

H B W OB W R

def audio_token_count(num_mel_frames):
"""How many <audio> placeholder tokens the AuT encoder produces for ‘num_mel_frames' frames.

The encoder works on 100-frame windows (each —> 13 tokens after three stride-2 convs)
plus a remainder window that goes through the same three convs.

rem = num_mel_frames % 100 # FE2— 1T EHONERE

feat = (rem = 1) // 2 + 1 # %8 1 )R stride-2 HEMENKE

# % 2. 3 REMREE—NREXE: ((feat-1)//2+1) 2E 2 RNER, HNEBME 3 K

# REMLEEEISS (n // 100) x 13 (100 —> 50 —> 25 —> 13),

# WOF: rem == 0 BY feat = (-1)//2 + 1 = 0 (floor B&i%), EFARBEE 0, REZM 0 1 token,
# S WA floor B%E //; #EL int((rem-1)/2) REBEBHUNSE, rem==0 KNS 1.
return ((feat - 1) // 2+ 1-1) // 2 + 1 + (num_mel_frames // 100) * 13
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#

# merge_multimodal: #BXZ embedding BEEES placeholder (BT, RINFEIRMBEOBIREL,
# 153 thinker By inputs_embeds. FERNREIESMESA) bool mask (FME DeepStack HFE visual mask),

#
def merge_multimodal(
input_ids: torch.Tensor, # [T]
text_embeds: torch.Tensor, # [T, H] embed_tokens(input_ids)
placeholder_ids: dict[str, intl, # modality —> placeholder token id
mm_embeds: dict[str, torch.Tensor], # modality —> [n_tokens, H] encoder outputs, in order

) —> tupleltorch.Tensor, dict[str, torch.Tensor]]:
# clone: MRERTEEFMIELIAASH text_embeds
out = text_embeds.clone()
masks: dict[str, torch.Tensor] = {}
for modality, tok in placeholder_ids.items():
mask = input_ids == tok # [T] bool, ZiESH placeholder fiI&
# BMEZAESINRA embedding tBig® mask, A AAH—RIRSE
masks [modality] = mask
emb = mm_embeds.get(modality)
n = int(mask.sum()) # placeholder
if emb is None:
# A placeholder #0384 embedding R4iR; MEBLRIENEET
if n:
raise ValueError(f"{n} {modality} placeholders but no {modality} embeddings")
continue
# PELFEIBEE (bool ZH3IMEHMERAMITE == mask F True KITMEY)
if emb.shapel@] != n:
raise ValueError(f"{modality}: {n} placeholders vs {emb.shapel[@]} embeddings")
# bool mask Mt{EIE T HMAIERMORIEN emb B9% 0, 1, 2... 17 (B0 “in order” iBX);
# encoder LAY dtype FIEES XA embedding F[E, 5% cast
out[mask] = emb.to(out.dtype)
return out, masks

#
# apply_deepstack: DeepStack EMTE4RIS2ZFEZANFHEMN" (F2EH) 2 LM ERHEMMRE token B L,
#
def apply_deepstack(hidden: torch.Tensor, visual_mask: torch.Tensor, visual_embeds: torch.Tensor) —> torch.Tensor:

"""Add one DeepStack level to the hidden states at visual positions (returns a new tensor)."""

# BEFKE. ARG (hidden FJEEREBILSIA, WHKE)

out = hidden.clone() # [T, HI]

# RF visual_mask 73 True # n_vis f7i0L visual_embeds[n_vis, H]; XATARE

out[visual_mask] = outlvisual_mask] + visual_embeds.to(out.dtype)

return out

#
# run_layers: % DeepStack B9 decoder BEEH. F 1 BHZ“ZE"ENE 1 % DeepStack 43iE;
# FEBEVTEH, REH len(deepstack_embeds) BZEHEN.
#
def run_layers(
layers: list[Callable[[torch.Tensor], torch.Tensorll,
hidden: torch.Tensor,
visual_mask: torch.Tensor,
deepstack_embeds: list[torch.Tensor],
) —> torch.Tensor:
"""Decoder stack with DeepStack: level i is injected right AFTER layer i."""
for i, layer in enumerate(layers):
hidden = layer(hidden)
# S IARNE layer i ZF (F2ZAI), level 0 HI7E layer 0 Kyt E
if i < len(deepstack_embeds):
hidden = apply_deepstack(hidden, visual_mask, deepstack_embeds[i])
return hidden

C-5 - solutions/m05_talker_mtp.py

import torch

#

# Talker B§ MTP (multi-token prediction) / code predictor:

# SPEMMAE G 1 codebook (CBO + G-1 5%% codebook). talker FFREH CBO;

# code predictor (= transformer) A [talker mERIAT, E(CBO)] Fk, BEYIMMRFTU CBL..CB{G-1}:

# % j £ lm_head[j] Ml CB{j+1}, BFA codec_embedding[j] IBEHA. HIFIIRE.

# TEMMIMERNFERTEERD: re-prefill (SHEHBNFS) M KV-cache &

#

@torch.no_grad()

def predict_residual_codes(cp, last_talker_hidden: torch.Tensor, cb@_embed: torch.Tensor) —> torch.Tensor:
"""Greedy residual codebooks 1..G-1 by RE-PREFILL (no KV cache).

cp: HF Qwen30mniMoeTalkerCodePredictorModelForConditionalGeneration

cp.model(inputs_embeds=[B, L, H]).last_hidden_state, cp.lm_head[j], cp.model.codec_embedding[j]
last_talker_hidden: [B, H] talker's last-layer hidden state at the step that sampled CBO
cb@_embed: [B, Hl talker codec embedding of the sampled CB@
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returns codes [B, G-1]
G = cp.config.num_code_groups # %M codebook =¥ (& CBO)
# MIRFESIKE 2: I8 0 = talker BRUAT, fUE 1 = CBO #) embedding
seq = torch.stack([last_talker_hidden, cb@_embed], dim=1) # [B, 2, H]
codes = []
for j in range(G - 1): # predicts codebook j+1
# BHIEBRVFIEREHER (X cache), RREF—MIBNRIATS; FIKE 2 + ]
h = cp.model(inputs_embeds=seq).last_hidden_state[:, -11 # [B, H]
# B % j HEE N head (Im_head[j] X[ CB{j+1}), M E codebook HIRIIH) head 1 embedding
tok = cp.lm_head[j](h).argmax(-1) # [B] greedy
codes.append(tok)
# A codec_embedding[j] (5 m_head[j] E—" codebook) BRARIFHNE code, FHIKE +1
seq = torch.cat([seq, cp.model.codec_embedding[j](tok)[:, Nonell, dim=1)
# 85— [B], ®&IUHAL [B, G-1] (¥ 0 ZIR C(B1)
return torch.stack(codes, dim=1)

# KV hR: E—% prefill KE 2, ZEBSRE 1 MHIE; cache KEMKR 2 - 3 —> ...,

# FAIEAR) position B HF 1R#E cache KEHEzMEE, ELHM re-prefill hEZE LZEMN,

@torch.no_grad()

def predict_residual_codes_kv(cp, last_talker_hidden: torch.Tensor, cb@_embed: torch.Tensor) —> torch.Tensor:
"""Same result with an incremental KV cache: prefill 2 positions, then 1 position per step."""
from transformers import DynamicCache

G = cp.config.num_code_groups
# BRERME cache: BN FMMNAETINR—ERMIAERTI, TSR LE—WM cache
cache = DynamicCache()
x = torch.stack([last_talker_hidden, cb@_embed], dim=1) # &% [B, 2, H]
codes = []
for j in range(G - 1):

# HF 7£ forward RREHHEAR x B9 K/V BMN# cache

h = cp.model(inputs_embeds=x, past_key_values=cache, use_cache=True).last_hidden_state[:, -1]
tok = cp.lm_head[jl(h).argmax(-1)
codes.append(tok)

# 5% T—SRIB“S token”fy embedding [B, 1, H], AEEBIFIIBER—E (REES cache)
x = cp.model.codec_embedding[j](tok)[:, Nonel
return torch.stack(codes, dim=1)

#
# next_talker_input: talker F—#HHI%IAN embedding =
#  ZAWi£E G 9 codebook EY embedding Z#] (CBO B talker B9 codec embedding, CBl.. A code predictor #9)
# o+ YA WUANXAMEE text_step.
#
@torch.no_grad()
def next_talker_input(cp, cb@_embed: torch.Tensor, residual_codes: torch.Tensor, text_step: torch.Tensor) —> torch.Tensor:

"""Talker input of the NEXT step: sum of all G codec embeddings of this frame + the text row."""

total = cb@_embed.clone() # [B, H], M CBO K embedding FFIARM, FLUAMAKE

# residual_codes: [B, G-11, % j %l (CB{j+1}) A codec_embedding[j] #xA

for j in range(residual_codes.shape[l]):

total = total + cp.model.codec_embedding[j](residual_codes[:, jl)
return total + text_step # [B, HI]

C-6 - solutions/m06_streaming_causal_conv.py

import torch
import torch.nn.functional as F

#
# StreamingCausalConvld: Code2Wav ERJER Convld (stride 1) EURICARAS.
# BER = £ (K-1)*xd 4 0 B valid R, RARELLHFT"RE— state:
# KIZRFHRAE context = (K-1)xd DHEMN; 8RR x Myt [state | x] M valid &R,
# BEKERFESTARKE t, IARNALHIERSBEETRER,
#
class StreamingCausalConvld:

"""Chunk-by-chunk version of Code2Wav's causal Convld (stride 1, any dilation)."""

def __init__ (self, weight: torch.Tensor, bias: torch.Tensor | None, dilation: int = 1) -> None:
# weight: [C_out, C_in, K]
self.weight, self.bias, self.dilation = weight, bias, dilation
# BEHBEE (K-1)xd: BHUE t FEHEAN t-(K-1)xd .. t
self.context = (weight.shape[-1] - 1) * dilation # inputs of the past this conv still needs
self.state: torch.Tensor | None = None # [B, C_in, context], EiRZESKEIZ40E B / dtype / device

@classmethod
def from_hf(cls, m) —> "StreamingCausalConvld": # HF Qwen30mniMoeCausalConvNet
assert m.stride == 1 # RVATHS KX stride 1 I
return cls(m.conv.weight.detach(), None if m.conv.bias is None else m.conv.bias.detach(), m.dilation)

def step(self, x: torch.Tensor) —> torch.Tensor: # [B, C_in, t] — [B, C_out, t]
if self.state is None:
# BRZAINHE"MEBLROLHT
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self.state = x.new_zeros(x.shape[@], x.shapel[l], self.context) # causal zero padding
buf = torch.cat([self.state, x], dim=-1) # [B, C_in, context + t]
# ¥ state = buf IR/ context PHZ,
# 5 EM buf (IH state + FiR) RER, MARM x REBR—3H t < context I x FHEK,

# state BNBRE—MO AL (AIEEEEERN 0),
# context == 0 (K=1, XFHE) i state BEXABRKE 0 WEKE,
self.state = buf[..., buf.shape[-1] - self.context:] if self.context else buf[..., :0]

# valid %72 (& padding): #H{<E (context + t) — context = t
return F.convld(buf, self.weight, self.bias, dilation=self.dilation)

#
# StreamingCausalTransConvld: Code2Wav ER##FAIESZR ConvTransposeld AUFIUARZA (overlap-add).
# BTMRAN i SABMEXE [ixs, iks + K), HPMNEARBER K-s DA,
# ®IP—PEMEN acc (MEBMUE base FHA. RiFK“ER"HIHEA):
# - step: NRMERBSERNERME acc WNRMAEL; KE n B/, UE < nxs WHEATRBRE, TTMHEL;
# - BEAERRFISFL K-s MR K-s MEE, RIURE _emit BEHE/AEH. £ flush BHMEHE.
#
class StreamingCausalTransConvld:

"""Chunk-by-chunk version of Code2Wav's causal ConvTransposeld (upsampling by ‘stride’).

Input frame i writes output positions [ixs, ixs + K). Position p is final once every frame
that touches it has arrived, i.e. p < nks after n frames. The full (offline) module trims
K - s samples on both ends.

def __init__(self, weight: torch.Tensor, bias: torch.Tensor | None, stride: int) -> None:
self.weight, self.bias, self.stride = weight, bias, stride # weight: [C_in, C_out, K]
self.K = weight.shape[-1]
self.trim = self.K - stride # BLRMIGSHISAOREAREL
self.acc: torch.Tensor | None = None # pending (not final) samples, starting at self.base
self.base = 0 # accl..., 0] WUMNEFBHMHMLE (= ERL (SRAN) HEDEH)
self.frames = 0 # EKREINBADIDE

@classmethod

def from_hf(cls, m) —> "StreamingCausalTransConvld": # HF Qwen30mniMoeCausalTransConvNet
c = m.conv
return cls(c.weight.detach(), None if c.bias is None else c.bias.detach(), c.stridel0])

# _emit: IBLBUE [base, upto) WEERHEAM acc HYH. M bias. ME/LRGIREL,
def _emit(self, upto: int) —> torch.Tensor:
assert self.acc is not None
n = upto - self.base # ZAREFAIEAEL
out, self.acc = self.accl..., :nl, self.accl..., n:] # acc RRBEAEHRUEE
start = self.base # outl..., 0] MW2BMUE
self.base = upto
# 5% bias REEEEWREMIBIMN—R, MRE conv_transposeld EF bias,
# BERXIWZTMEZIMN—R bias, BERSBETH.
if self.bias is not None: # bias once per output position (never inside the overlap-add)
out = out + self.bias[None, :, Nonel
# EREH: 2/MUE < trim WEAETEEZRIFIENFL;
# ENIREEEZIR _emit, IR start BEEAFZOEH (start >= trim F skip 185 0)
skip = max(@, self.trim - start) # global left trim
return out[..., skip:]

def step(self, x: torch.Tensor) —> torch.Tensor:
# x: [B, C_in, t] #ZE t 01
s = self.stride
# ARPIMWEBESLR (RF bias), KE (t-1)*s + K
y = F.conv_transposeld(x, self.weight, None, stride=s) # covers [framesxs, framesxs + len)
start = self.frames x s # ARBE—MENNLFiERS
end = start + y.shape[-1]
if self.acc is None:
self.acc = y.new_zeros(y.shape[0], y.shape[l], 0)
# TZEB: SR step LRAT base == framesxks, FIXE start == base,
# acc BUIGFMNMEL—REBTH K-s MEERE (1T [base, base+kK-s))
need = end - self.base
if self.acc.shapel[-1] < need:
# A 0 FRIEEKRTAREIBEAN
self.acc = F.pad(self.acc, (0, need - self.acc.shape[-1]))
# overlap-add: 5 t—tREESE&EMNIBHEM
self.acc[..., start — self.base:end - self.base] +=y
self.frames += x.shape[-1]
# IRE frames Wifg, fUE < framesks HEAEFARBHREEMNSE, TNERBL
return self._emit(self.frames * s)
def flush(self) —> torch.Tensor:

# MER: FTHEH pending ¥AET, BHIEBERERHN trin MEAR

assert self.acc is not None

total = (self.frames - 1) * self.stride + self.K # BERMBHNEKE

out = self._emit(total)

# S AHRAEE flush H—RLPETNEBERLERE.

# EEEATHR pending 15F=2 K-s = trim 4, #2HHE, flush REKE 0; trim == 0 HRFERE
return out[..., :out.shapel[-1] - self.trim] if self.trim else out
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C-7 - solutions/m07_stage_weight_loading.py

import re
from dataclasses import dataclass

import torch
# Qwen3-0mni B9—1 checkpoint EIRIEIE=4 stage MIINE, F key WABRRIRXD.

# S BIEHESS "thinker.", &M "thinkers.xxx" XEBMAIBBEWIRITE,
STAGE_PREFIX = {"thinker": "thinker.", "talker": "talker.", "code2wav": "code2wav."}

class LoadError(Exception):
pass

#
# shards_for_stage: £ stage ZENSE stage HERNMFECHNE,
# %M index.json B9 weight_map (param key —> shard X#R) BEHHEEZITHE shard,
#
def shards_for_stage(weight_map: dict[str, str], stage: str) —-> list[str]:
"""model.safetensors.index.json 'weight_map' -> the shard files this stage must open (sorted)."""
prefix = STAGE_PREFIX[stage]
# set K& (— shard FTREEIE S stage M) key), sorted {RIFLERHE
return sorted({f for k, f in weight_map.items() if k.startswith(prefix)})

#
# select_stage: M2E state dict EFHENFER (W0 "thinker.model.") WIMNEH XGRS,
# BEIFERAMGR ("layers.0.xxx", "norm.weight"...),
#
def select_stage(state: dict[str, torch.Tensor], stage: str, strip: str) —> dict[str, torch.Tensor]:

""'"Keep only keys under “strip® (e.g. "thinker.model.") and drop that prefix."""

# strip WJE7EZ stage ZF, BFILARAAIZARI stage RIRIS

assert strip.startswith(STAGE_PREFIX[stagel)

# FE strip THY key (41 thinker.lm_head.weight) f#EE, BENMBIERS S

return {k[len(strip):]: v for k, v in state.items() if k.startswith(strip)}

# PackedLayer: #IE5|ZEBNITER"NEMRFB—a/k/v BE— gkv . 81 expert #) gate/up HiAk wi3,
# R matmul FEEHEZ MR,
@dataclass
class PackedLayer:
input_layernorm: torch.Tensor
gkv: torch.Tensor # [(H + 2%KVH) * D, hidden] rows: q | k | v
g_norm: torch.Tensor
k_norm: torch.Tensor
o_proj: torch.Tensor
post_attention_layernorm: torch.Tensor

router: torch.Tensor # [E, hidden]
wl3: torch.Tensor # [E, 2xI, hidden] rows: gate | up
w2: torch.Tensor # [E, hidden, I

# [CEEER expert #X&ER, 4 "mlp.experts.12.up_proj.weight" —> group(1)="12", group(2)="up_proj"
_EXPERT = re.compile(r"~mlp\.experts\.(\d+)\.(gate_proj|up_proj|down_proj)\.weight$")

#
# pack_layer: i85 i BH HF BUEENEITERM PackedLayer, FHHE®KILG:
# BREHY key. expert id FiEL. & expert #R gate/up/down. ZHFRARINIRK key, ## LoadError,
# F ‘used' CRHEZEIWN key, mEA “28 key — used” ¥l unexpected,
#
def pack_layer(sd: dict[str, torch.Tensor], i: int) —> PackedLayer:
p = f"layers.{i}."
# S FETERNS, [N "layers.1." MIMEREHEE "layers.10.". "layers.11." ...
sub = {k[len(p):]: v for k, v in sd.items() if k.startswith(p)} # EREX key
used: set[str] = set()

# take: R—PHRINE; TEFEMMR missing, FHEMEAN used
def take(name: str) —> torch.Tensor:
if name not in sub:
raise LoadError(f"missing {p}{name}")
used.add(name)
return sub[name]

# W& expert #XE&E: expertslel ["gate_proj" | "up_proj" | "down_proj"] = tensor
experts: dict[int, dict[str, torch.Tensor]] = {}
for k, v in sub.items():
mm = _EXPERT.match(k)
if mm:
experts.setdefault(int(mm.group(1)), {})[mm.group(2)] = v
used.add (k)
# expert id AFMEIFE 0..E-1 (FEERE. THETHE).
# 5% sorted(experts) ZREHHE; EAFHE key HFES1BE o0, 1, 10, 11, 2 ...
if not experts or sorted(experts) != list(range(len(experts))):
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raise LoadError(f"layer {i}: expert ids must be @..E-1, got {sorted(experts)}")
for e, parts in experts.items():
if set(parts) != {"gate_proj", "up_proj", "down_proj"}:
raise LoadError(f"layer {i} expert {e}: incomplete {sorted(parts)}")

layer = PackedLayer(
input_layernorm=take("input_layernorm.weight"),
# 36 dim 0 (L4t / 17) BHE: q | k | v, Z/FA#& [H#D, KVHxD, KVH*D] split EI%
gkv=torch.cat([take("self_attn.q_proj.weight"), take("self_attn.k_proj.weight"),

take("self_attn.v_proj.weight")], dim=0),

g_norm=take("self_attn.q_norm.weight"),
k_norm=take("self_attn.k_norm.weight"),
o_proj=take("self_attn.o_proj.weight"),
post_attention_layernorm=take("post_attention_layernorm.weight"),
router=take("mlp.gate.weight"), # HF & MoE router O mlp.gate
# 81 expert %iE gate [I, hidden] #1 up [I, hidden] B4THR [2I, hidden], Bi#% expert id Ifi/F stack

wl3=torch.stack( [torch.cat([experts[e] ["gate_proj"], experts[el ["up_proj"l], @) for e in range(len(experts))]l),

w2=torch.stack( [experts[e]l ["down_proj"] for e in range(len(experts))l), # [E, hidden, I]
)
# FiB take TRHREBHNEZR key (U shared_expert.x. HEHRNEFTE)
unexpected = set(sub) - used
if unexpected:
raise LoadError(f"layer {i}: unexpected {sorted(unexpected)}")
return layer

#
# load_thinker_text: pN# thinker XZAEF: EE pack, H#ZHKEIRHE embed_tokens / norm ANEF/INE.,
# &RE ({"embed_tokens", "norm"}, [PackedLayer] x num_layers), lm_head A7 thinker.model. F, HiEEH BN,
#
def load_thinker_text(state: dict[str, torch.Tensor], num_layers: int) —> tuplel[dict, list[PackedLayer]]:
sd = select_stage(state, "thinker", "thinker.model.")
layers = [pack_layer(sd, i) for i in range(num_layers)]
# 3k layers.x By key RAWERMITEBINE;
# AR BS >= num_layers WNZREFREXEHLIM (EMIU "layers." FX)
extra = {k for k in sd if not k.startswith("layers.")} — {"embed_tokens.weight", "norm.weight"}
if extra:
raise LoadError(f"unexpected {sorted(extra)}")
for k in ("embed_tokens.weight", '"norm.weight"):
if k not in sd:
raise LoadError(f"missing {k}")
return {"embed_tokens": sd["embed_tokens.weight"], "norm": sd["norm.weight"]}, layers

C-8 - solutions/m08_tiny_thinker_e2e.py

from dataclasses import dataclass
import torch

from .m@1_rmsnorm_mrope import mrope_cos_sin, rms_norm, rope_inv_freq
from .m@2_thinker_attention import AttnWeights, KVCache, attention_forward
from .m@3_sparse_moe import MoeWeights, moe_forward

from .m@7_stage_weight_loading import load_thinker_text

# Dims: RELEWES (HHF config MFE),

@dataclass

class Dims:
num_layers: int
num_heads: int
num_kv_heads: int
head_dim: int
top_k: int
norm_topk_prob: bool
rope_theta: float
mrope_section: list[int]
eps: float = le-6

#
# TinyThinker: 3£ m@1 (RMSNorm / M-RoPE). m@2 (attention + KV cache). m@3 (MoE). m@7 ({REMN&)
# BR—NREIIRAZE XA thinker: embed —> N x [pre-norm attention + 3%Z, pre-norm MoE + 3%ZE]
# —> final norm —> lm_head, #XHMF KV cache B greedy f#f3. &RN5 HF SH2SEHMN greedy —H.
#
class TinyThinker:

"""Text-only Qwen3-Omni thinker built from YOUR m@1/m@2/m@3/m@7 pieces."""

def __init__(self, state: dict[str, torch.Tensor], dims: Dims) —> None:
self.d = dims
g, layers = load_thinker_text(state, dims.num_layers)
self.embed, self.norm = g["embed_tokens"], g["norm"] # embed: [V, hidden]
# lm_head 7£ "thinker.lm_head." T3 "thinker.model." T, load_thinker_text A&iREIE
self.lm_head = state["thinker.lm_head.weight"] # [V, hidden]
D, H, KVH = dims.head_dim, dims.num_heads, dims.num_kv_heads
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self.layers = []
for L in layers:
# 1B mo7 WITEHBIFE mo2 / mo3 HBEMMRX: gkv T3 q | k | v £
q, k, v = L.gkv.split([H * D, KVH * D, KVH % D], dim=0)
I2 = L.wl3.shape[l] # =2 x I
attn = AttnWeights(q, k, v, L.o_proj, L.q_norm, L.k_norm, H, KVH, D, dims.eps)
# wi3: [E, 2I, hiddenl, §] I 172 gate. /& I 172 up (5 m07 MIBHEIRFEIR)
moe = MoeWeights(L.router, L.w13[:, : I2 // 2], L.wl13[:, I2 // 2:], L.w2, dims.top_k, dims.norm_topk_prob)
self.layers.append((L.input_layernorm, attn, L.post_attention_layernorm, moe))
# WIRERZKH head_dim # theta, ¥MAMRE—R
self.inv_freq = rope_inv_freq(D, dims.rope_theta)

de

=

forward(self, ids: torch.Tensor, start: int, caches: list[KVCachel) -> torch.Tensor:
""tids: [T] new tokens at absolute positions start..start+T-1 —> logits [T, V]."""
T = ids.shape[0]
# WA t/h/w ZMIBHERBRE —> [3, T1 (M-RoPE iBft# 1D RoPE, {B{iF interleaved F&{ZIAIIF HF)
# ATE: HAN start WHASTFERE cache MYFIKE
pos = torch.arange(start, start + T).expand(3, T)
cos, sin = mrope_cos_sin(self.inv_freq, pos, self.d.mrope_section, interleaved=True) # [T, D]
h = self.embed[ids] # [T, hidden], embedding &X
# strict=True: B#¥5 cache ¥WA—; S8E—IRIK KVCache
for (lnl, attn, 1n2, moe), cache in zip(self.layers, caches, strict=True):
# pre-norm: norm RIEMEFEHAL, EEMAZR norm B h
h = h + attention_forward(attn, rms_norm(h, 1nl, self.d.eps), cos, sin, cache)
h = h + moe_forward(rms_norm(h, 1n2, self.d.eps), moe)
return rms_norm(h, self.norm, self.d.eps) @ self.lm_head.T # [T, V]

@torch.no_grad()
def greedy(self, prompt: list[int], max_new: int) —> list[int]:
caches = [KVCache() for _ in self.layers]
# prefill: BE& prompt MIE 0 FHA: RE—1T logits EIZAHE—H token
logits = self.forward(torch.tensor(prompt), @, caches)
out = [int(logits[-1].argmax())]
# HF max_new X forward: prefill F=HZ 1 9, ZEER decode =i 1 4 |E— token FFHFEF forward
while len(out) < max_new:
# decode: RIRE—FHAERMM 1 1 token, EMNMEIIUER len(prompt) + len(out) - 1 (== A cache KE),
# 5%: Bk len(prompt) + len(out) =ik RoPE UBEHXKRE 1, MERHRS HF 29X
logits = self.forward(torch.tensor(out[-1:]1), len(prompt) + len(out) - 1, caches)
out.append(int(logits[-1].argmax()))
return out

C-9 - solutions/p02_orchestrator.py

import asyncio

from collections.abc import Callable

from dataclasses import dataclass, field
from typing import Any, Callable, Protocol

# given types
# StageOutput: stage —> orchestrator KIHE (81 stage #&/=4, @iFF final stage)
@dataclass

class StageOutput:
request_id: str
data: Any
finished: bool # {X&RR"IX1 stage MXMERTRT", FTE2EMERTH

# OrchOutput: orchestrator —> AP KIHE (RKEB final_stage_ids By stage)
@dataclass
class OrchOutput:
request_id: str
stage_id: int | None
data: Any
finished: bool # BEMEKRMLILIFE: S8MEKRKREF—K True, HRBE—%
error: str | None = None

class StageClient(Protocol):
async def submit(self, request_id: str, inputs: Any) —> None:
async def get_output(self) —> list[StageOutput]:
async def abort(self, request_ids: list[str]) -> None:

# implementation
# SNMERER—HEEIRTS; KA orchestrator WEK task EE (E—1 event loop, FFHMMH).
@dataclass

class ReqState:
request_id: str
prompt: Any
submitted: set[int] = field(default_factory=set) # BEiRXidH stage
finished: set[int] = field(default_factory=set) # B3R%E finished=True #J stage
# 81 stage ZMWEIML; stage s THEHEMHRL forward_fn #iE s+1 KA
stage_data: dict[int, list] = field(default_factory=dict)
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pending_final: OrchOutput | None = None # P02 FF; P03 FSREIIARILEE

# %4% stage BH (fl: S0 —> S1 —> S2, final_stage_ids={0,2}).
# Task &# (£FEER—1 event loop L):
# N 1 _reader task (89 stage —) --(sid, outs)-—> _ready_q -—> 1 4 _dispatcher task
# add_request() -—> _req_q -—> 1 4 _request_handler task
# _dispatcher ——> _out_gq -—> next_output() (EBF)
# BE#& (single-writer): Fif StageOutput #BCA—1 _ready_g, HIE—R) dispatcher SBTLME,
# FIAE—ERK finished HE / $& / cleanup AEEHB—5 output REEITHR.
class Orchestrator:
def __init_ (
self,
stages: list[StageClient],
final_stage_ids: set[int],
forward_fn: Callable[[int, Any, list], Anyl,
) —> None:
self.stages = stages
self.final_stage_ids = frozenset(final_stage_ids)
# BRE—THREIBTN stage: LLEEREMN stage WHAFRARX, KETFREIRR
self.last_stage = max(final_stage_ids)
self.forward_fn: Callable[[int, Any, list[Anyl], Anyl = forward_fn
self.request_states: dict[str, ReqStatel = {}
self.dropped_outputs = @
# =TT put KAFEZE, FELL reader / dispatcher REEAN FHIEMEREIE
self._req_q: asyncio.Queue = asyncio.Queue()
self._ready_q: asyncio.Queue = asyncio.Queue()
self._out_g: asyncio.Queue = asyncio.Queue()
self._tasks: list[asyncio.Task] = []

# public API
async def start(self) —> None:
for sid, client in enumerate(self.stages):
# §1 stage MII— reader: ¥ stage B9 get_output FAEFSIEHM stage
self._tasks.append(asyncio.create_task(coro=self._reader(sid, client)))
self._tasks.append(asyncio.create_task(self._request_handler()))
# AB—1 dispatcher — XHE"BEHE"
self._tasks.append(asyncio.create_task(self._dispatcher()))

async def shutdown(self) -> None:
for t in self._tasks:
t.cancel()
# cancel REEKREUH; gather FENIEIERY. return_exceptions=True #&##2 CancelledError,
# ZME—1 CancelledError F&Rik shutdown BEHid. HR task ZWERE
await asyncio.gather(xself._tasks, return_exceptions=True)

# APMIAR: RE/RSES, HIEMEM/IRRE request handler task 2l
async def add_request(self, request_id: str, prompt: Any) -> None:
await self._req_g.put(item=("add", request_id, prompt))

async def next_output(self, timeout: float | None = None) —> OrchOutput:
return await asyncio.wait_for(self._out_g.get(), timeout)

# internals
# 81 stage — reader task: Rz, At request_states (BHZEH)
async def _reader(self, sid: int, client: StageClient) —> None:
while True:
outs = await client.get_output()
# %L sid —#&NFA: dispatcher REHERZMT stage KL
await self._ready_g.put((sid, outs))

# RTE request handler task EiEfT
async def _request_handler(self) —> None:
while True:
kind, rid, payload = await self._req_qg.get()
if kind == "add":
await self._handle_add(rid, prompt=payload)

async def _handle_add(self, rid: str, prompt: Any) —-> None:
st: ReqState = ReqState(rid, prompt)
# S BWAEE— await ZEDIM. await submit SILHITHINLS dispatcher;
# —MRIREY stage FIBETE submit REFIFEZMHEE, reader —> _ready_q —> dispatcher
# QEBRTINREARE ReqState, MHAWUMRARIMIERER (dropped_outputs++),
# BAPXin%EFE finished=True —> hang,
self.request_states[rid] = st # register BEFORE the first await
# @, submitted h7E await Z@ItRic, dispatcher BIRIFIKSIAL—
st.submitted.add(0)
await self.stages[0].submit(rid, prompt)

# RIE dispatcher task BiEfT (£5%): REAXINFZEELE, B—5RNBERTRHFRLE
async def _dispatcher(self) —> None:
while True:
sid, outs = await self._ready_g.get()
for o in outs:
# F% await: RIEE—AMIGE (Flal "hi" —EHE "there"(finished) ZHIZME)
await self._handle_output(sid, o)

# R dispatcher task 2izfT.
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# QEB—2% StageOutput: iBFE —> (% final stage) KRLAHAF —> (&% stage =Rl) HRATH
async def _handle_output(self, sid: int, o: StageOutput) -> None:
st = self.request_states.get(o.request_id)
if st is None:
# BRE cleanup (BIBHEERL) SMKEIM: EFRFHITE,
# P ETEEXERERS—HR"SE BARNBER, BREELIEHEIRSHTR
self.dropped_outputs += 1
return
# HBINEIRE: stage AR forward_fn FBEiZ stage FAMNEIHIE (8% finished WREFE—HR)
st.stage_data.setdefault(sid, []).append(o.data)
if o.finished:
st.finished.add(sid)
if sid in self.final_stage_ids:
# 5% OrchOutput.finished BHIZ"FE final stage #5TMT", MA= o.finished.
# f5): final={0,2}, SO £ "there"(finished=True) ZiAft finished={0}, {0,2} FE=m
# —> RHBAPHE finished=False; RE S2 MRE—RARE True.
done = self.final_stage_ids <= st.finished
await self._out_qg.put(OrchOutput(o.request_id, sid, o.data, finished=done))
if done:
# BIBHRER: UZIBRRTS, ZEE—ERNEDMEEELEN dropped 53X,
# MIRIE" 1837 —5 finished=True"
self._cleanup(o.request_id)
# TEATERRESE: BREER, TEBATH submit (ZMFEHLIE)
return
# 3F final stage (W1 S1) WRHAKRLGAF, RBFHMRTHE.
# RH stage . BEEXAEEEEITHN stage FAHK; last_stage Z/EH) stage TiEZR
if o.finished and sid < self.last_stage:
nxt = sid + 1
# 1B stage sid M"2E"HIERLA forward_fn (REREHRE—%F o.data)
inputs = self.forward_fn(nxt, st.prompt, st.stage_datalsid])
# f£ await ZHUFFC submitted, ¥EMHE _handle_add
st.submitted.add(nxt)
# X await HB8 dispatcher #ifg, EtMEEEXE _ready_q B, FEMmEE
await self.stages[nxt].submit(o.request_id, inputs)

# BIRIBERIRE; pop(..., None) FESFALE
def _cleanup(self, rid: str) —> None:
self.request_states.pop(rid, None)

C-10 - solutions/p03_async_chunk_orchestrator.py

from collections.abc import Callable
from typing import Any

from .p@2_orchestrator import Orchestrator, OrchOutput, ReqState, StageClient, StageOutput

__all__ = ["AsyncChunkOrchestrator", "OrchOutput", "StageOutput"]

# async_chunk #%: stage Z[E&T side channel (connector) EIf#{&#{#E, orchestrator ~HEHER.
# ERARMMS:
# 1. add Bf—X1% prewarm FRE T stage (GLEANRAEIHME, & connector IBHUE);
# 2. SHMERIBEE: finished=True REEE"FIEERRM stage #MER"ZEEL.
# task &#, 2E¥F dispatcher, reader ¥£&EMA P02, REE _handle_add / _handle_output,
class AsyncChunkOrchestrator(Orchestrator):
""""'Stages exchange data on a side channel; the orchestrator only prewarms
downstream stages and gates the terminal message."""

def __init_ (
self,
stages: list[StageClient],
final_stage_ids: set[int],
prewarm_fn: Callable[[int, Anyl, Anyl,
) —> None:
# forward_fn FAAE (REMA orchestrator &), E—"&MEEK
super().__init__(stages, final_stage_ids, forward_fn=1lambda *_: None)
self.prewarm_fn = prewarm_fn

# R7E request handler task Biz{T

async def _handle_add(self, rid: str, prompt: Any) —-> None:
st = ReqState(rid, prompt)
# 5 P02 1HE): 7R await ZRTEM, T[UEIMMEEMH dropped —> hang
self.request_states[rid] = st
# B —RIMHE 0..last_stage £IP4nm submitted, HEEEME[M await ZAl.
# submitted & everything_done AYLEHREME; MR submit 3B add, dispatcher FIEEFEHIE
# (®E4D await submit HAE) BRAREM submitted &5, RH"FAE stage #EHT",
# NZRERELIEES (ZERR stage WTERIREREEHR drop).
st.submitted.update(range(self.last_stage + 1)) # mark before any await
await self.stages[0].submit(rid, prompt)
# T stage WKEIMESEMEAN (prewarm), HLIIEZ/E®IT connector Zik
for sid in range(1, self.last_stage + 1):

await self.stages[sid].submit(rid, self.prewarm_fn(sid, prompt))

# R7E dispatcher task BiEfT (£5#).
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# 3B XBERBEMR stage_data, thFREER—EUEE connector,
async def _handle_output(self, sid: int, o: StageOutput) -> None:
st = self.request_states.get(o.request_id)
if st is None:
# B cleanup WIER: ER, BREERS (SNAREAHE_KLIHR)
self.dropped_outputs += 1
return
if o.finished:
st.finished.add(sid)
# MOAEN" SR &
# all_final = fi final stage 5ERX —> JRTE OrchOutput.finished K&
# everything_done = FIEEIR% stage (&3F final, & S1 talker) SR —> RELILEBEESTKIT
everything_done = st.submitted <= st.finished
if sid in self.final_stage_ids:
all_final = self.final_stage_ids <= st.finished
msg = OrchOutput(o.request_id, sid, o.data, finished=all_final)
if all_final and not everything_done:
# fl: final={0,2}, S2 H|E—HR%EF, B final B S1 EYRER
# BUREEREH cleanup, S1 MTMIRESMK drop, M S1 FIEEHESHE]
# FIVEMAILHES, FFTH stage THEBKR.
st.pending_final = msg # hold the terminal until every stage finished
return
# ERIDEBEER; 5% all_final B everything_done, &RIHBHEER
await self._out_g.put(msg)
if all_final:
# RIBHEBAR: cleanup, ZEMHEEEE dropped 9% —> RIFRIF—% finished=True
self._cleanup(o.request_id)
return
# EFXEIRARIE final stage (W0 S1): ENBEMTRLEF.
# ZTHRMIE everything_done iz, BAILHSIEWMEN, WIAEKIT.
# A% everything_done ZEE all_final; &E— final stage SRR, #&iEK everything_done
# WRBIRE pending_final; HHAIE everything_done, MBAELEEELTH cleanup.
if everything_done and st.pending_final is not None:
# BUTROMERERER final stage fdt — "RIBEEXIZRERE—F"
await self._out_g.put(st.pending_final)
self._cleanup(o.request_id)

C-11 - solutions/p01_output_sink.py

import asyncio
import threading
from collections import deque

# OutputSink: 24 producer 472 (LbiN%& stage B9 output #4£7F8) —> —/ asyncio consumer,

# MOERBRHD:

# 1. E4FEEE event loop REEA loop.call_soon_threadsafe (asyncio.Event RELREREH);
# 2. "AFHIEEE" (coalesced wakeup): —1 wake cycle W&ZFHE—X call_soon_threadsafe,

# FITEREEEKREE (lost wakeup) — consumer REEEREUEAIEETZE,

# REHTI:

# _items #IBASG; deque K9 append / popleft 7E CPython TEERFHI, FRLARINE

# _wake_scheduled "MEEEER"inE; True R consumer BCHE drain —QR, put THHBEE

# _lock AR _wake_scheduled + wakeups_scheduled X3tiR%E (IARKiE loop/event IRER)

class OutputSink:
"""Many producer threads -> one asyncio consumer, with coalesced wakeups."""

def __init__(self) —> None:
self._items: deque = deque()
self._lock = threading.Lock()
# #iAR False: R put —ERFEWREE
self._wake_scheduled = False
self._loop: asyncio.AbstractEventLoop | None = None
self._event: asyncio.Event | None = None
self.wakeups_scheduled = @
# test hook: called right after a drain found nothing, before re-arming
self.after_empty_drain = lambda: None

# £ consumer FR7ERY loop LiAA (BRAIABXZET running loop).

# Event MFTERXT loop BRIR/ER, ZERAI loop AREEERHEE.

def bind_loop(self, loop: asyncio.AbstractEventLoop | None = None) -> None:
self._loop = loop or asyncio.get_running_loop()
self._event = asyncio.Event()

# {8 producer Zf2AM; FEE (MRSE/LEME, FENERE) .

def put(self, item) —> None:
# Bt WHSE append BEIRE, consumer WAERZ"BmEZE—EH drain —&",
# FIAREBHIRANI, REMEMZRZ True B2 False, XEMBHISWIRE:
# - &E True: consumer EREFHZE, BEZEH drain (BRKREINR) —ELEEE item
# - &E False: AR put ARAEKRE
# RIE (hBETES append) MALM: FZ True JRE —> consumer EIFEH )R drain
# B item EZMBA —> consumer BETF -> item £{f (lost wakeup / hang),
self._items.append(item) # append BEFORE looking at the flag
with self._lock:

if self._wake_scheduled:
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# MREEETER (3¢ consumer IET. BIREFHHE): &H, THAEE
return
self._wake_scheduled = True
self.wakeups_scheduled += 1
# EDIAEREE, B%5 bind_loop H&RHEEI—¥A (loop, event)
loop, event = self._loop, self._event
# call_soon_threadsafe R7EBISM: FIEFFBIETARM loop WED (FiEispirdia). BREEILH)
if loop is not None and event is not None:
try:
# S THEE producer &F2EEE event.set()—asyncio.Event REZELLH,
# hWARRERIEPEZEE selector £ loop. call_soon_threadsafe |25 self-pipe I:EE loop,
# B loop HFEEHIT event.set,
loop.call_soon_threadsafe(event.set)
except RuntimeError: # loop already closed
# XEHIE loop EXH: RAREHRE, HUREFMERENE
pass
# Ei5A bind_loop: #n&EE True {BIRBHIEMEE; 8K R, get_batch ER drain FEEEZIEE

# RIE consumer (loop %4%2) BIAM; ®HHE, A "while self._items" /5 popleft FR%KM
def _drain(self, max_items: int) —> list:
out = []
while self._items and len(out) < max_items:
out.append(self._items.popleft())
return out

# REHEN loop LiEfT (BEHESF). RE 1..max_items £, EBAHRE [1.
async def get_batch(self, max_items: int = 256, timeout: float | None = None) —> list:
if self._loop is None:
self.bind_loop()
loop, event = self._loop, self._event
assert loop is not None and event is not None
# P33 deadline: HWEMRIGEE (stale set) EERMENA, MRMNETIWEER
deadline = None if timeout is None else loop.time() + timeout
while True:
# REEZ: BRIEERRE, FRE. TERS.
# LAY _wake_scheduled {R#% True, consumer [UELIERY producer FEBRZRIAE;
# T—/R get_batch —E&5% drain, FILUXLEHIERSE.
out = self._drain(max_items)
if out:
return out
self.after_empty_drain()
# arm: the next put() must schedule a wakeup
# 5% clear: EH E—1 cycle EBH set, ZNTE wait |RUZRE (ZHE—HE).
# clear 5iFinEZE&E await, loop £ event.set ENFET#HEK, FIAXENINFELEMN.
event.clear()
with self._lock:
# BING = EMRE: MER—ZIEHNE—R put SIEERE
self._wake_scheduled = False
# drain again: closes the "put between drain and arm" race
# B XRTR drain FEER. BO: $—X drain IF —> producer append H&EZUFHMHR True
# MEERE (CRAEWRE) — RIENG —> BUNERE wait, MaFELIEEIE (hang).
# MXERMA after_empty_drain fEXPMEOEEAN put.
out = self._drain(max_items)
if out:
# BERRERE False (ER%), TR put RZEEIRRE—REREI wakeup,
# [EWRMERZR0E,
return out
remaining: float | None = None if deadline is None else deadline - loop.time()
if remaining is not None and remaining <= 0:
return []
try:
# await HA|g producer By put ®i#Eid call_soon_threadsafe(event.set) IEEAIGRER
await asyncio.wait_for(event.wait(), remaining)
except asyncio.TimeoutError:
# BNI—ZIFTRERIF B HURHE (set ENAERIR), REH drain —AMAREERE []
return self._drain(max_items)

# WIREERCIZIEIINEE drain; MRBEBRE (ZTIE), SEHRKBE

C-12 - solutions/p04_stage_pool_abort.py

from dataclasses import dataclass
from typing import Any, Protocol

# given types
class NolLiveReplica(Exception):
pass

class ReplicaClient(Protocol):
async def abort(self, request_ids: list[str]) -> None:

class PartialProcessor(Protocol):
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"""Detokenizer-like state holder living on the orchestrator side."""

def collect_partial(self, request_id: str) —> Any: ... # read-only, no state change
def commit_abort(self, request_id: str) —-> None: ... # drop the request's state

@dataclass
class OrchOutput:
request_id: str
data: Any
finished: bool
error: str | None = None

# implementation
# —1 stage MIZEIZH (replica pool). FiE/IAEHERTE orchestrator # event loop LiEF:
# BHAZE (pick / evict / release) ZEIARXRE; RA abort B await RiLHs.

# RS

# _alive S replica 2&FE

# _bindings request_id —> replica_id A9¥MHE (IEREY KV cache / HERUASHEID replica k)
# _rr round-robin ¥R

class StagePool:
def __init__ (self, stage_id: int, replicas: list[ReplicaClient]) -> None:
self.stage_id = stage_id
self.replicas = replicas
self._alive = [Truel * len(replicas)
self._bindings: dict[str, int] = {}
self._rr =0

def live_replicas(self) —> list[int]:
return [i for i, ok in enumerate(self._alive) if ok]

# RIERIERE replica: BHEBRREE — HMERNRN; ZWEFE replica £ round-robin H4E.
def pick(self, request_id: str) —> int:
bound = self._bindings.get(request_id)
# 2 M. B—EKRNELBERALAERE— replica, TUBLEHEMRE
if bound is not None and self._alive[bound]:
return bound
# YBEM replica B3 (EEERT evict EMMHE, XERRK): EIEFHHE
live = self.live_replicas()
if not live:
raise NoLiveReplica(f"stage {self.stage_id} has no live replica")
# WUEFEEIIR"BE, MAZHEE replica B, RIEFRIEFITERIZE
rid = livelself._rr % len(live)]
self._rr += 1
self._bindings[request_id] = rid
return rid

def bound(self, request_id: str) —> int | None:
return self._bindings.get(request_id)

# EREBERNBRYE; TEMRIL _bindings FTRRIEK (leak)
def release(self, request_id: str) —> None:
self._bindings.pop(request_id, None)

# replica #7: FIRCHLT (ZE pick FRBIAE), BiEHRELSHEE LEINEK,
# HIEAAAREERREILER, BEEEM replica LHIERAZHM.
def evict(self, replica_id: int) —> list[str]:
self._alive[replica_id] = False
# SEUWEBMES: TEEN®H dict B (RuntimeError: dict changed size during iteration)
affected = [r for r, rep in self._bindings.items() if rep == replica_id]
for r in affected:
del self._bindings[r]
return affected

# 1% replica H4: 81 replica RE—IR abort (L&), MAZEZMER—R RPC,
async def abort(self, request_ids: list[str]) -> None:
groups: dict[int, list[strl]l = {}
for r in request_ids:
rep = self._bindings.get(r)
# REREN id (MKRIKKREIZE stage. HERK / B evict) HIEZE
if rep is not None:
groups.setdefault(rep, []).append(r)
for rep, ids in groups.items():
# S W% replica FIA abort RINEZTBMLUE.
# #& abort HWHRE, REEEMLERE, X id WHERE, BABTUER;
# WRFKRIE abort, KMEMBHETMEENEMT replica £ —> FIZMRE. HEEM.
# (AIESHIIN replica MATERK: BRNENELAERZE, EIFFRES abort)
await self.replicas[repl.abort(ids) # raises -> bindings are kept
for r in ids:
# F pop(r, None): await HB[E evict ZHRETREEZMIE T X MNIE
self._bindings.pop(r, None)

# FMER abort (two-phase): %&RiEWE partial — A stage KIBIZEHMIA abort —> 7 commit,

async def abort_request(pools: list[StagePooll, processor: PartialProcessor, request_id: str) —> OrchOutput:
# MEx 1: RiE, EMEFE abort kMW, processor MRESM5EF, BXATEEZZIEMEM partial
partial = processor.collect_partial(request_id) # phase 1: read only
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for pool in pools:
# fE— pool KMEIEIEME, BT commit
await pool.abort([request_id]) # any failure propagates before commit
# S commit WAFIKRTEFRA abort MINZ/G. &5 commit_abort B abort B abort &KK:
# SIERIEER, FEMEPESAR processor ERBXMERIAS (REIWEMONE = £5F),
# MEZERX partial BRET.
processor.commit_abort(request_id) # phase 2: commit only after engines confirmed
# RIEHE: finished=True + error="abort", #H_LE4MNEBLERABF
return OrchOutput(request_id, partial, finished=True, error="abort")

# FERIARIRE: RALHEIZ replica EMBERER—FEULER HMBERBEET,
# BOEFRIMERIGF—FKLIEHE—evict BHIRENNSE, ESRATBREEN.
def handle_dead_replica(pool: StagePool, replica_id: int) —> list[OrchOutput]:
affected = pool.evict(replica_id)
return [
OrchOutput(r, None, finished=True, error=f"stage {pool.stage_id} replica {replica_id} died")
for r in affected

C-13 - solutions/p05_rpc_router.py

import queue

import threading

from collections.abc import Callable, Hashable
from typing import Any

# RpcRouter: SMEAALRRHA—KEREE (Fl—NERA—KE worker @),
# M key IEEGXBKEIEEEESSINERS. AR EHMIEMNEBERRER,
# RS (28A _lock RIF):
# _waiters key —> RBFH—NTERM queue.Queue (BNEEBEA—)
# _fatal fail_all BiEMEBGER; —BigE, ZEM register / call iZBIKM
class RpcRouter:
"""Correlates results coming back on one shared channel with blocked callers."""

def __init__(self) -> None:
self._lock = threading.Lock()
self._waiters: dict[Hashable, queue.Queuel = {}
self._fatal: BaseException | None = None
self.late_results = @

# BRARL%E: Bie—1EEE
def register(self, key: Hashable) —-> queue.Queue:
with self._lock:
# i _fatal BELFMIBEN _waiters FER—EHA. BN fail_all THERIFE
# "HMEBET"S5"HBA" ZEEE _waiters, HEAK waiter KmEAMEE, REEEEBAE
if self._fatal is not None:
raise self._fatal
# BE— key BMMERARAREERER, HiFEE
if key in self._waiters:
raise ValueError(f"duplicate rpc key {key!r}")
# maxsize=1: ®REMRIF—TER
waiter: queue.Queue = queue.Queue(maxsize=1)
self._waiters[key] = waiter
return waiter

# AAAHERE (call B9 finally): BRECSK waiter
def unregister(self, key: Hashable, waiter: queue.Queue) —> None:
with self._lock:
# B B5H (is) WEREM. X1 key FIAEEHR deliver / fail_all 3¢,
# HWE— P IRAEINEM; EHiE pop(key) RIRMBIAMN waiter, SEHIA hang ZEBHS
if self._waiters.get(key) is waiter:
del self._waiters[key]

# BRBELRE: BEARRABWNE waiter
def deliver(self, key: Hashable, result: Any) —> bool:
with self._lock:
# pop AR get: — waiter REWR[A—IR; deliver 5 fail all WEF—EHTER,
# _ERB-EZIE
waiter = self._waiters.pop(key, None)
if waiter is None:
# BAAAERE / B unregister, 3 key MFEM: RENER, HHEER
# (EBIRNAE, SERTIHEASE)
self.late_results += 1
return False
# EBY put: waiter EMNFHERE, RERIFEE; maxsize=1 HR put —&, F& Full,
# O HEAHREFERZABY, SREFHRIABZONIIMKEF—TES
waiter.put_nowait(result)
return True

# MAatHIR (W0 worker BHIRSET): EEFREERIEA, HEEERILELERRERY
def fail_all(self, error: BaseException) —> None:
with self._lock:
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# BFESEEER—IEHNTR: 25N register —EREEE _fatal
self._fatal = error
waiters = list(self._waiters.values())
self._waiters.clear()
# BYMEDIREE: MAMRFENSAS, call HiRBIE raise
for w in waiters:
try:
w.put_nowait(error)
except queue.Full:
# BAEME: waiter EHRBHFR, T2BK deliver, EEFRRH
pass

# BRAKEE: IH —> RiE > EESZSER
def call(self, key: Hashable, send: Callable[[], Nonel, timeout: float) —> Any:
# B WAL register B send. BIBES—MEELIA, FIEELE send() REIER;
# &% send, EIBEARNKAE waiter —> 1tH late_results ®EFR —> AEARARZIEH
waiter = self.register(key) # register BEFORE sending
try:
send()
try:
result = waiter.get(timeout=timeout)
except queue.Empty:
# from None: [REIAZH queue.Empty, JAAHREE TimeoutError
raise TimeoutError(f"rpc {key!r} timed out") from None
# fail_all WERNEZRENR: EEALLREEERME
if isinstance(result, BaseException):
raise result
return result
finally:
# LRI / #BRY / send MWBHHMEEE, BN _waiters ittE, HE key BHXIEMAS|R duplicate;
# BRNEFEMREZERINERKERITH late_results
self.unregister(key, waiter)

C-14 - solutions/p10_engine_core_loop.py

import queue

import threading

from collections.abc import Callable
from dataclasses import dataclass

from typing import Any, Literal, Protocol

# given types
@dataclass
class Msg:

kind: Literal["ADD", "ABORT", "UTILITY", "WAKEUP"]

payload: Any = None

class Engine(Protocol):
def add(self, req_id: str, data: Any) —> None:
def abort(self, req_ids: list[str]) —> None:
def has_work(self) —> bool:
def step(self) —> list[Any]:
def utility(self, name: str, args: tuple) —> Any:

&

&

# implementation
# EngineCoreLoop: EngineCore #7ZRE{EI (busy loop).
# BNLIZE Msg KBO# input_queue, EREIFER:
# ZEANMBEEZHER —> & FIF0 LMETAECHVES —> BEM step —RH emit #Hdl,
# WESE—42 emit(tuple) RH: ("output", x) / ("utility", call_id, result, err) / (“"fatal", repr) / ("shutdown",),
class EngineCoreLoop:

"""The busy loop of an EngineCore process (IO threads feed input_queue / drain emit)."

def __init__ (self, engine: Engine, emit: Callable[[tuple], None]) -> None:
self.engine = engine
self.emit = emit
# BREREM FIF0 BAYY, REMLTRES TR/ EE—NBNEE,
self.input_queue: queue.Queue[Msg] = queue.Queue()
# F*M#FE: threading.Event AIEATRL S set/&if.,
self._shutdown = threading.Event()

# ERXHA: SBinE, BE— WAKEUP, MRIEBEZEAE input_queue.get() MEBIFEIREHEIINE.
def request_shutdown(self) —> None:
"""Safe from any thread or a signal handler."""
self._shutdown.set()
# S B set ind, TWREBIKZRE get() L£; put_nowait FRPEZE, F[7E signal handler HiFMA.
self.input_queue.put_nowait(Msg("WAKEUP"))

# DR—FWMNEEE engine,
def _handle(self, msg: Msg) —> None:
if msg.kind == "ADD":
req_id, data = msg.payload

github.com/kzhou003/nano-viim-omni-drills 227 © 2026 kzhou003


https://github.com/kzhou003/nano-vllm-omni-drills

self.engine.add(req_id, data)
elif msg.kind == "ABORT":
# payload FIEERERAERNR, S—HH list.
self.engine.abort(list(msg.payload))
elif msg.kind == "UTILITY":
call_id, name, args = msg.payload
# utility @M (RPC R®): BINIRME] (result, None), kMUiE[E] (None, repr(e)), B call_id ibERAER,
try:
self.emit(("utility", call_id, self.engine.utility(name, args), None))
except Exception as e: # utility failure is call-scoped, not fatal
self.emit(("utility", call_id, None, repr(e)))
# WAKEUP: nothing to do, it only unblocks get()

def run_busy_loop(self) —> None:
try:
while not self._shutdown.is_set():
# =W (TERER) NEESEFT—RER, BRTH%S CPU,
if not self.engine.has_work():
self._handle(self.input_queue.get()) # block while idle: no spinning
# AFPHEMIEIATIZERRH B L, {RIE ADD/ABORT 7ETF—R step ZRIEN.
while True: # drain everything already queued, in FIFO order
try:
self._handle(self.input_queue.get_nowait())
except queue.Empty:
break
# AMIBTH BHEAE AT REIRE] T XHIER: WTE step, HEFRE,
if self._shutdown.is_set():
break
# B EERME has_work—RNILIREATEER 2 WAKEUP/UTILITY/ABORT, LLEHEHT step HIER.
if self.engine.has_work():
for out in self.engine.step():
self.emit(("output", out))
# engine.add/step FHEMNREMNEG: RE fatal FBE, BEFRBEAR shutdown,
except Exception as e:
self.emit(("fatal", repr(e)))
return
# EBXMABRE: |EAE—R shutdown &,
self.emit(("shutdown",))

C-15 - solutions/p11_chunk_aware_scheduler.py

from collections import deque
from dataclasses import dataclass
from typing import Protocol

# given types
@dataclass
class Req:
req_id: str
arrival: int
needs_chunk: bool = False # receives its input from an upstream stage chunk by chunk
status: str = "WAITING"

class BaseScheduler:
"""Stand-in for the upstream vLLM scheduler: knows nothing about chunks."""

def __init__(self) -> None:
self.waiting: deque[Req] = deque()
self.running: list[Reql = [I]

de

&

schedule(self) —> list[str]:
for r in self.running + list(self.waiting):

if r.status in ("WAITING_FOR_CHUNK", "ABORTED"):

raise AssertionError(f"upstream saw {r.req_id} in state {r.status}")

out = [r.req_id for r in self.running]l + [r.req_id for r in self.waiting]
for r in self.waiting:

r.status = "RUNNING"
self.running += list(self.waiting)
self.waiting.clear()
return out

class ChunkSource(Protocol):
def load_async(self, reqg_id: str) —> None:
def is_ready(self, req_id: str) —> bool:

# implementation

# ChunkAwareScheduler: B7EA{& chunk #JLi BaseScheduler 4MEK—E.

# 8@ schedule BIE"T— chunk #R#ME"H needs_chunk ERM base HIRATIFIEHIER (park),
# 1L EFREETRIEN chunk FEEBEIRET. FRSHKE (restore),

# DAESER (BR%) BE finally #8B restore —&,
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class ChunkAwareScheduler:
def __init__ (self, base: BaseScheduler, source: ChunkSource) —> None:
self.base = base
self.source = source
# E7ZX: i6® origin ("waiting"/"running") # park BifJ status, restore BIRESER.

self.parked: dict[str, tuple[Req, str, strl] = {} # id —> (req, origin queue, previous status)

# AR park HIEIBZEMAIE load_async #93ER, RIEER park Rft&R—RINE.
self._requested: set[str] = set()

de

&=

add(self, req: Req) —-> None:
self.base.waiting.append(req)

# abort RIEfEAIRIZIAMA: TiLERLAE parked. waiting &2 running, HEANEBIR, ZETEEBWARED restore,

def abort(self, req_id: str) —> None:
# MEEFXRBIR, X#f _restore_ready MASBIEEKEZX.
entry = self.parked.pop(req_id, None)
if entry is not None:
entry[@].status = "ABORTED"
# BHEN (list(...)), BRWEHIDHIE,
for r in list(self.base.waiting):
if r.req_id == req_id:
self.base.waiting.remove(r)
r.status = "ABORTED"
for r in list(self.base.running):
if r.req_id == req_id:
self.base.running. remove(r)
r.status = "ABORTED"
self._requested.discard(req_id)

# park: i waiting 5 running, I chunk KA needs_chunk &R parked,
def _park_not_ready(self) -> None:
# ST IATIHIRE, BERATIL remove, BREBHEHEHE.

for origin, q in (("waiting", list(self.base.waiting)), ("running", list(self.base.running))):

for r in q:
if r.needs_chunk and not self.source.is_ready(r.req_id):

(self.base.waiting.remove if origin == "waiting" else self.base.running.remove)(r)
# B WA status ZRIRFR status, BN restore ARERM WAITING_FOR_CHUNK,

self.parked[r.req_id] = (r, origin, r.status)
r.status = "WAITING_FOR_CHUNK"

# /R park R&#—XR load_async (_requested 7 restore/abort BHi&ERR).

if r.req_id not in self._requested:
self._requested.add(r.req_id)
self.source. load_async(r.req_id)

# restore: 18 chunk EMENEFERMERT. RER status,
def _restore_ready(self) -> None:
# SWEBMER: TREEERN dict MER del,
ready = [e for rid, e in self.parked.items() if self.source.is_ready(rid)]
# E—HMERIERR arrival HF, RIFELRIEE (FCFS), MAR park MBI,
for r, origin, prev in sorted(ready, key=lambda e: e[@].arrival):
del self.parked[r.req_id]
# EE"BEER"IRE, TRE#H park RREHIAMA load_async M#ETF— chunk,
self._requested.discard(r.req_id)
r.status = prev
if origin == "waiting":
self.base.waiting.append(r)
else:
self.base.running.append(r)

# Iff: (a) restore Bfi%k —> (b) park K& —> (c) L#FEE —> (d) finally HF restore,

def schedule(self) —> listl[str]:
# % restore B park: RIFMENNERALMEERIAE; MAMBENSET —HREN park.
self._restore_ready()
self._park_not_ready()
try:
return self.base.schedule()
# B4 L schedule MBERBNT restore, ZNHMEIERR—EFE parked &,
finally:
self._restore_ready() # runs even if upstream raised

C-16 - solutions/p07_scheduler.py

from collections import deque
from collections.abc import Callable
from dataclasses import dataclass, field

# Seq: BERMWATH—MER, QLK token 5 block #, FHFHHEE KV.
@dataclass
class Seq:

seq_id: str

prompt_len: int

max_tokens: int

# BAERMK output token,
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output: list[int] = field(default_factory=1list)

# num_computed: EEAN KV cache B token %{; num_tokens - num_computed BIFZEi+EA token #.
# prefill KR5MAS > 1 (chunked prefill), decode MERfEAN 1.

num_computed: int = @

# HRIESAM KV block # (RIEE, EZ release/preempt %),

num_blocks: int = @

status: str = "WAITING" # WAITING | RUNNING | FINISHED

# /5 token #X = prompt + B4M; # preempt /5 recompute thEEBEXLDE token,
@property
def num_tokens(self) —> int:

return self.prompt_len + len(self.output)

# Scheduler: continuous batching 2.
# B—*%7 token budget (max_num_batched_tokens) M: %45 running HEIIERSDE (decode BX4*4E chunked prefill),
# BiR FCFS M waiting AIEHFRIER; KV block FEEJ#Z recompute 5= preempt J|EEAIA running E9IER.
class Scheduler:
"""Continuous batching with chunked prefill and recompute preemption."""

def __init__ (self, num_blocks: int, block_size: int, max_num_segs: int, max_num_batched_tokens: int) -> None:
self.num_blocks = num_blocks
self.block_size = block_size
self.max_num_seqs = max_num_seqs
self.max_num_batched_tokens = max_num_batched_tokens
# waiting: FCFS BAZl; # preempt AUIERAXEIBAK, RASCHEFIEN.
self.waiting: deque[Seq] = deque()
# running: IRBRINFHT, BREEMEREE (preempt B victim MEZBE) .
self.running: list[Seq] = []
self.finished: list[Seq] = []
# AL blocks_used == sum(s.num_blocks for s in running).
self.blocks_used = 0
self.num_preemptions = @
# £—)R schedule() MR (seq_id —> ZAHBITHEHAY token ¥), it update() fEFA.
self._scheduled: dict[str, int] = {}

de

&

add(self, seq: Seq) —> None:
self.waiting.append(seq)

def has_work(self) —> bool:
return bool(self.waiting or self.running)

# helpers
# ceil(n_tokens / block_size): &4 n_tokens 4~ token FEH) block K.
def _blocks_for(self, n_tokens: int) —> int:

return —(-n_tokens // self.block_size)

# 201k seq B9 block ¥ REIEESH n_tokens 7 token; BAZEMIN, BARMEERPIASRE False,
def _try_grow(self, seq: Seq, n_tokens: int) -> bool:
need = self._blocks_for(n_tokens) - seq.num_blocks
# BH block B8 (FIfNTER— block MY decode), TFHHIE.
if need <= 0:
return True
# R FHREBBY,
if self.blocks_used + need > self.num_blocks:
return False
self.blocks_used += need
seq.num_blocks += need
return True

# VA& seq HAMEEL block,

def _release(self, seq: Seq) —> None:
self.blocks_used -= seq.num_blocks
seq.num_blocks = @

# recompute ® preemption: EF seq HIRER KV, E waiting PAk, ZEEF prefill (SEL£EMA output).
def _preempt(self, seq: Seq) —> None:
self.running. remove(seq)
self._release(seq)
# S HIUE num_computed JBF, [UEFEMAREUN KV ITE, output RE, TREBEMK token,
seq.num_computed = @ # recompute prompt + already generated tokens later
seq.status = "WAITING"
# appendleft: #I8EAIERLLEIE waiting HENERILEREA, RIF FCFS AF,
self.waiting.appendleft(seq)
self.num_preemptions += 1

# step
# BEIRLSEE: seq_id —> AHEITEN token . FIHIERAS token ¥ ZH <= max_num_batched_tokens,
def schedule(self) —-> dict[str, int]:

budget = self.max_num_batched_tokens

scheduled: dict[str, int] = {}

# 1) running requests first (decode, or continuing a chunked prefill)

i=0

while i < len(self.running) and budget > 0:
seq = self.running[i]
# chunked prefill: FIRAITEMN token FATREHET budget, REX budget HERMWAI—ER.
n = min(seq.num_tokens - seq.num_computed, budget)
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# block A8 E preempt running BE (HFERRR) KIER, BZIEERN seq BSHILS.
while not self._try_grow(seq, seq.num_computed + n):

victim = self.running[-1] # lowest priority = most recently admitted

self._preempt(victim)

# victim fUF running EBER (45 >= i), AFEREEE; pop FEHEIER,

# {RIE scheduled BHERIXBERICHHIER,

scheduled.pop(victim.seq_id, None)

# #BFTHS: seq EARTE running A, BMEAR seq,

if victim is seq:

break
# while...else: REBHREMHERTH False (B _try_grow I, 5k break) BZHAT else,
else:
scheduled[seq.seq_id] = n
budget —= n
i+=1
continue

# S5 EIXEBRE seq BEH preempt T, running B4EE, TR 1 AR T—MNER, ReE i += 1,
# seq itself was preempted; self.running shrank, do not advance i

# 2) waiting requests, strictly FCFS
# B token budget #1 max_num_seqs (running F#%&EBR) A%k,
while self.waiting and budget > @ and len(self.running) < self.max_num_seqs:
seq = self.waiting[0]
n = min(seq.num_tokens - seq.num_computed, budget)
# A% FCFS: PAKHATREL, FAHSEXREREENER (BREIEAX) .
# EMFMERIIBTI2NTEE preempt running HHIER.
if not self._try_grow(seq, seq.num_computed + n):
break
self.waiting.popleft()
seq.status = "RUNNING"
self.running.append(seq)
scheduled[seq.seq_id] = n
budget -= n

self._scheduled = scheduled
# EEER, FRBERA2EM update() HIIKIE,
return dict(scheduled)

# update: #& forward ZRGEHHIRE. RE prefill £H5=M (num_computed iBE num_tokens) B seq 7 R&EFT token,
def update(self, sample_fn: Callable[[str], int], eos_token: int) —> list[Seq]:
"""Apply the last schedule(); sample_fn is called only for seqs that produced a token."""
done: list[Seql = []
by_id = {s.seq_id: s for s in self.running}
for sid, n in self._scheduled.items():
seq = by_id[sid]
seq.num_computed += n
# jE chunk 8 logits REEN, THERHE.
if seq.num_computed < seq.num_tokens:
continue # chunked prefill not finished yet
tok = sample_fn(sid)
# 1BH0fE num_tokens tt num_computed £ 1, F—4IEfF decode X 1 4> token,
seq.output.append(tok)
# RIFEM: REF E0S AR max_tokens; FEAENEER block,
if tok == eos_token or len(seq.output) >= seq.max_tokens:
seq.status = "FINISHED"
self.running.remove(seq)
self._release(seq)
self.finished.append(seq)
done.append(seq)
# /8%, PFLLES update E—HtARE.
self._scheduled = {}
return done

C-17 - solutions/p06_block_manager.py

from collections import OrderedDict, deque

# HELWATHY; WAA (scheduler) BUORE preempt EF.
class OutOfBlocks(Exception):
pass

# #3187 (hash chain): &% block B hash #&#iFaI—1 block # hash,
# EE—1 hash KF"MEFIFLEIZ block AIEMEERFIZ", MAUXESR block #) token,
# 5 R hash & block & tokens RILFERIZKHIBREH EBIREGF.
def _block_hash(parent: int | None, tokens: tuplelint, ...]) —> int:
return hash((parent, tokens))

# BlockManager: vLLM K4&# paged KV cache 92,

# - 81 seq #BE— block table (% block Tir —> ## block id),

# - I8 block # refcount, F/& prefix cache RIZ1 seq FIIUHEZFE—a14 block,

# - refcount JAF{ENH hash B9 block RIZEMRER, ME#A evictable LRU ith, AIHEEIERERM:;
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#  TEFEBEIZM evictable jthdig LRU IR3Z,

class BlockManager:
"""paged KV-cache allocator with ref counts and optional prefix caching."""

def __init__(self, num_blocks: int, block_size: int, enable_prefix_cache: bool = False) -> None:
self.num_blocks = num_blocks
self.block_size = block_size
self.enable_prefix_cache = enable_prefix_cache
# free list: T2=FW (% hash, ref==0) # block, FIFO IfF; #%HR 0..N-1, MZMER,
self._free: dequelint] = deque(range(num_blocks))
# MY block KISIAITE (BZD1 seq # block table BRE).
self._ref = [@] * num_blocks
# ST block HFTEICAIRIZ hash; None RAFHHAZEIC (RA# prefix cache &),
self._hash: list[int | None] = [Nonel * num_blocks
# ®I%% hash — ¥ block WRMEZERS|, AF prefix cache &k,
self._hash_to_block: dict[int, int] = {}
# TR _evictable HHY block j#E ref==0 B _hash[b] 3E None; OrderedDict LFHEE (RFHIZR).
self._evictable: OrderedDict[int, Nonel = OrderedDict() # ref==0 but still cached (LRU)
# seq_id —> block table (## block id ZIX),
self._tables: dict[str, list[int]] = {}
# seq_id —> 1% seq BEIEE token (prompt + BEMAY token), BFIHEFELESH block B hash,
self._tokens: dict[str, list[int]] = {}
# seq_id — #M"#%" block MR hash (KE = len(tokens) // block_size),
self._seq_hashes: dict[str, list[int]] = {}
# seq_id —> allocate B} prefix cache @9H) token #{ (= @ block #{ * block_size).
self._cached_tokens: dict[str, int] = {}

# queries
# T block £ = HZW + AIRZE (evictable #9 block EREEIAIUMEEI) .
@property

def num_free_blocks(self) —> int:
return len(self._free) + len(self._evictable)

# REEN, BFLEEAAERAE block table,
def block_table(self, seq_id: str) —> list[int]:
return list(self._tables[seq_id])

def num_cached_tokens(self, seq_id: str) —> int:
return self._cached_tokens.get(seq_id, @)

# 1BEUE pos —> KV cache FRTF slot S I block id * block_size + block KR,
def slot(self, seq_id: str, pos: int) —> int:

table = self._tables[seq_id]

return tablel[pos // self.block_size] *x self.block_size + pos % self.block_size

# —(-a // b) BEALEE ceil(a / b) WEHEE,
# X8 XBEARER prefix cache @, 2R,
def can_allocate(self, num_tokens: int) -> bool:
return —(-num_tokens // self.block_size) <= self.num_free_blocks

# internals
# I—NEROIE block: #i%F free list, JRBBM evictable HIRZFZEN—T.
def _take_block(self) —> int:
if self._free:
b = self._free.popleft()
elif self._evictable:
# popitem(last=False) 3%4 LRU &, ENRAKREMAIZETF block,
b, _ = self._evictable.popitem(last=False)
h = self._hash[b]
# P RBURSIDIEEIXD block FZMER; E— hash AJEEE#HAA block FHIE (setdefault REHD).
if h is not None and self._hash_to_block.get(h) ==
del self._hash_to_block[h]
# WIKEEZ block ARWKRES, AER hash, BNNERERGH.
self._hash[b] = None
else:
raise OutOfBlocks
self._ref[b] =1
return b

# B—1ES#HM block HiEE prefix cache RE5|H (KHFE prefix cache FHAHLTM).,
def _register(self, b: int, h: int) —-> None:
if not self.enable_prefix_cache:
return
self._hash[b] = h
# setdefault: HE—HIRESR block ZHiE, REIAMN, FEEZRSI.
self._hash_to_block.setdefault(h, b)

# mutation
# allocate: JFT seq B9 prompt 4 block table,
# Bk 1) iEAEH block A hash; 2) FF/E prefix cache BIMKITEERAIELG FHIS
# 3) FNERE (2FHHETR), BRMRIT EA&T block (ref+l) + AHRRESEGFT block,
def allocate(self, seq_id: str, token_ids: list[int]) —> list[int]:

assert seq_id not in self._tables

bs = self.block_size

# BHEZH block ¥ (BRE—1F#% block).

n_blocks = —-(-len(token_ids) // bs)

hashes: list[int] = []

parent = None
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# R3E#H block IHHE hash; KiHHIE block ABREREN, FTHES5EF.

for i in range(len(token_ids) // bs):
parent = _block_hash(parent, tuple(token_ids[i * bs:(i + 1) * bs]))
hashes.append(parent)

hits: list[int] = []
if self.enable_prefix_cache:
# S BME prompt TEEMH, WHAEDE 1 1 token AEENE, FHEF~HT— token # logits,
# FINGRZICE (len-1)//bs 4> block; fla1 len=8, bs=4 BfREE@HH 1 4 block,
matchable = (len(token_ids) — 1) // bs # always leave >= 1 token to compute
for h in hashes[:matchable]:
b = self._hash_to_block.get(h)
# BIBCENIESE: —BEA block KR&H, EEM block BMEHRHAEER (8 hash THIBAERSGH),
if b is None:
break
hits.append(b)

# @FE block FBLIELTE evictable HE (ref==0), EMMREREMABAHIE,

# FRIARIATH block MEHEEIEEN), BRESITE.

hits_from_evictable = sum(1 for b in hits if self._ref[b] == 0)

# RFME: EERARSERZAAHEENE, KRNABRSTEETE,

if n_blocks - len(hits) > self.num_free_blocks — hits_from_evictable:
raise OutOfBlocks # check first —> allocation is all-or-nothing

table: list[int] = []
for b in hits:
# S evictable H#J block: #BEM LRU jFRZHE (ZEI"ERF").,
if self._ref[b] == 0:
self._evictable.pop(b, None)
self._ref[b] += 1
table.append(b)
# RapPEERS: B block; EHZUEBERH block, MEID hash HELEKRER.
for i in range(len(hits), n_blocks):
b = self._take_block()
table.append(b)
if i < len(hashes):
self._register(b, hashes[il)

self._tables[seq_id] = table
self._tokens[seq_id] = list(token_ids)
self._seq_hashes[seq_id] = hashes
self._cached_tokens[seq_id] = len(hits) * bs
return list(table)

# append_slot: decode H}#7 token EH—1 slot, iREIZ token #£ KV cache ##) slot.
# WMHFIRE—T block BHMLHE—T block; token BEH—1 block FIAEITER hash HEC.
def append_slot(self, seq_id: str, token_id: int) -> int:
bs = self.block_size
tokens, table = self._tokens[seq_id], self._tables[seq_id]
# ¥ token BUMUE = L@l token ¥4,
pos = len(tokens)
# pos IFIFE7E#T block BJEES (block table EF#H) WEE—# block,
if pos // bs == len(table):
# [EFI%: _take_block M7E tokens.append Zil, &# OutOfBlocks M seq JRSFHEHIF.
table.append(self._take_block()) # may raise OutOfBlocks before any mutation
tokens.append (token_id)
# 1BMEZ block 183F55#: 18 hash (parent JE—1# block B hash), H#FiIEE prefix cache,
if (pos + 1) % bs ==
hashes = self._seq_hashes[seq_id]
parent = hashes[-1] if hashes else None
h = _block_hash(parent, tuple(tokens[pos + 1 - bs:pos + 1]))
hashes.append(h)
self._register(tablel[pos // bsl, h)
return self.slot(seq_id, pos)

# free: M seq WFTE block, ref Y3T/E, & hash KA evictable ((REER), K hash WEZE free list,
def free(self, seq_id: str) —> None:
table = self._tables.pop(seq_id)
self._tokens.pop(seq_id)
self._seq_hashes.pop(seq_id)
self._cached_tokens.pop(seq_id, None)
# WEREK: BE block F#HAN LRU, EMSGHIRE; AIGFFLE block EHAN. REBEX
# (FFki9 block WHEMIBEBRAZHNHERES).
for b in reversed(table): # tail blocks become the first eviction candidates
self._ref[b] =1
# RE ref FATAEHEBK H=Z block M#HEMM seq 5IANRIERGN,
if self._ref[b] == 0:
if self._hash[b] is not None:
self._evictable[b] = None
else:
self._free.append(b)
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C-18 - solutions/p08_sampler.py

from dataclasses import dataclass

import torch

# BMERMINRESE, seed=None RRABEAISU, HALFBEIA generator,
@dataclass
class SamplingParams:

temperature: float = 1.0

top_k: int = -1

top_p: float = 1.0

repetition_penalty: float = 1.0

seed: int | None = None

# repetition penalty: FEELILIM token #) logit,
# IE logit BRI penalty. fi logit 3EIA penalty, WAMERLAILZ token ETE (penalty > 1 B),
def apply_repetition_penalty(logits: torch.Tensor, prev_tokens: list[int], penalty: float) —> torch.Tensor:

"""HF/vVLLM convention: positive logits are divided, negative ones multiplied."""

if penalty == 1.0 or not prev_tokens:

return logits

# P TEERMEBARAEAMN logits,

out = logits.clone()

# KE: F@— token EHEFLEIMZRBRET R (penalty FEELEILREEM) .

idx = torch.tensor(sorted(set(prev_tokens)), dtype=torch.long)

vals = out[idx]

out[idx] = torch.where(vals > @, vals / penalty, vals x penalty)

return out

# 3X—1T logits (shape [V]) X top_k B top_p TiE, #iTEMMBEEN —inf (softmax FEXN 0).
def _filter_top_k_top_p(logits: torch.Tensor, top_k: int, top_p: float) -> torch.Tensor:
out = logits.clone()
# top_k <= 0 8 >= V RHATRTIRE.
if @ < top_k < out.numel():
# %8 kK KNEEREE FRNTFENE -inf (58 k KEBESFNHIIMIMKRER) .
kth = torch.topk(out, top_k).values[-1]
out[out < kth] = float("-inf")
if top_p < 1.0:
# 7£ top_k WRZEMSF LM nucleus Ki#¥: RBREFHFGITERRURE,
sorted_logits, order = torch.sort(out, descending=True)
probs = torch.softmax(sorted_logits, dim=-1)
cum = torch.cumsum(probs, dim=-1)
# cum - probs 2"i% token ZEI"MRMME; REZANAEEET top_p 7k,
# ZEBTHENIT token #HIRE, REBWR"HERE top_p MEEANR".
remove = (cum - probs) > top_p # keep the token that crosses the threshold
# B EMMRBHMESEEMN 1 D token, BHRDIMEE -inf S softmax Hi NaN,
remove[0] = False
# order IEHIFEMNMIBEMESIEIRIE vocab Tir.
out[order[remove]] = float("-inf")
return out

# Sampler: &fT (row-wise) X#¥, fRIE batch invariance—
# EMNERFEEIN token REVATEHCSH logits. S¥H generator MRZ, 5@ batch MEAMTREIRFTX,
class Sampler:

"""Row-wise sampler whose result for a request never depends on the rest of the batch."""

def __init_ (self) —> None:
# req_id — ZiERIAEH torch.Generator ({X# seed HIERAH).
self._generators: dict[str, torch.Generator] = {}
# KRIEE seed WYIERHMHIRIA generator (RMRIEFIEIM).,
self._default = torch.Generator().manual_seed(Q)

# FRERERK) generator: # seed AUEREE—IREMITA seed BliE, Z/FESZS decode [BFFLEHEHE—HEHLIT.
def _gen(self, reg_id: str, p: SamplingParams) —> torch.Generator:
if p.seed is None:
return self._default
g = self._generators.get(req_id)
# 2 THESPHA seed FFEIE generator, TNELSHMFIMBENLEER.
if g is None:
g = torch.Generator().manual_seed(p.seed)
self._generators[req_id] = g
return g

# BRERIVEFR generator; ZEE id AFNIEREM seed EFFFIAMEIIR.
def free(self, reg_id: str) —> None:
self._generators.pop(req_id, None)

# logits: [B, VI; iRE [B] long.
# S1TWFE: repetition penalty —> (greedy | temperature —> top_k/top_p —> multinomial).
def sample(

self,

logits: torch.Tensor,
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req_ids: list[strl,
params: list[SamplingParams],
prev_tokens: list[list[int]],
) —> torch.Tensor:
out = torch.empty(logits.shapel[@], dtype=torch.long)
for i, (rid, p) in enumerate(zip(req_ids, params, strict=True)):
# 4k float32 itH, BRIEHEE logits T softmax/cumsum RUEUEIRZE.
row = apply_repetition_penalty(logits[i].float(), prev_tokens[i], p.repetition_penalty)
# temperature=0 M7 greedy: Ei¥ argmax, ToH# generator HIBEHLER.
if p.temperature < le-5:
out[i] = int(torch.argmax(row))
continue
# 5EP% temperature Bl top_k/top_p iI¥E (iS5 spec fRiF—3).
row = _filter_top_k_top_p(row / p.temperature, p.top_k, p.top_p)
probs = torch.softmax(row, dim=-1)
# B1TRM 1 MMEA, BEMRIZIERECH generator, X2 batch invariance B9%H.
out[i] = int(torch.multinomial(probs, 1, generator=self._gen(rid, p)))
return out

C-19 - solutions/p09_paged_attention.py

import torch

# write_kv: IEBASHFITELM K/V % slot_mapping #5 (scatter) # paged KV cache,
# slot = #I2 block id * block_size + block AR (5 BlockManager.slot HIEX—H),
def write_kv(
k_cache: torch.Tensor, # [num_blocks, block_size, num_kv_heads, head_dim]
v_cache: torch.Tensor,
k: torch.Tensor, # [num_tokens, num_kv_heads, head_dim]
v: torch.Tensor,
slot_mapping: torch.Tensor, # [num_tokens], -1 = padding token, do not write
) —=> None:
bs = k_cache.shape[1]
# S%: padding token #9 slot H -1, @AdiEE; &N -1 SRIERTHEHKE—T block,
valid = slot_mapping >= @
slots = slot_mapping[valid]
# B slot M (block, offset) W4 Tiw,
blocks, offsets = slots // bs, slots % bs
# SRES|IME: k_cachel[blocks[j]l, offsets[jl] = klvalidl[j], 87 x&RZ [num_kv_heads, head_dim],
k_cache[blocks, offsets] = k[valid]
v_cache[blocks, offsets] = v[valid]

# paged_decode_attention: decode FiERH) attention, B%FFIRE 1 4 query token,
# 3HEEF): A block table EBHBESYIE block HEY K/V K& (gather) RELERS [n, KVH, DI,
# HHWIZ context_len, GQA TIE KV head E#IZ15 query head #4BE), BMimE softmax(QK T % scale) V.
def paged_decode_attention(
q: torch.Tensor, # [B, num_heads, head_dim] (one query token per sequence)
k_cache: torch.Tensor,
v_cache: torch.Tensor,
block_tables: torch.Tensor, # [B, max_blocks], unused tail entries may hold any value
context_lens: torch.Tensor, # [B]
scale: float,
) —=> torch.Tensor:
bsz, num_heads, _ = q.shape
block_size, num_kv_heads = k_cache.shape[1], k_cache.shape[2]
# GQA: % group /> query head H£Z—1 KV head,
group = num_heads // num_kv_heads
out = torch.empty_like(q)
for b in range(bsz):
# n: ZFRINWETXKE (B8] token, H KV BEf write_kv EA),
n = int(context_lens[b])
# SLFRAZIAY block #% = ceil(n / block_size),
nb = —(-n // block_size)
# S REGE nb MRIN; RMAEANRMAEREEE (URk/EFR), TS5 gather,
table = block_tables[b, :nbl.long()
# k_cacheltablel: [nb, block_size, KVH, D] —> R¥H [nbxblock_size, KVH, DI,
# BHUE n, EFRE— block FRENMIIE(L,
k = k_cache[table].reshape(-1, num_kv_heads, k_cache.shape[-1])[:n] # [n, KVH, D]
v = v_cache[tablel].reshape(-1, num_kv_heads, v_cache.shapel[-1])[:n]
# repeat_interleave (f3E repeat): query head h i KV head h // group, IRFEHT—E.
k = k.repeat_interleave(group, dim=1) # GQA: [n, H, DI
v = v.repeat_interleave(group, dim=1)
# scores[h, j1 = qlh]l - k[j, h]l * scale —> [H, nl; A float32 HEMMMELHERE.
scores = torch.einsum("hd,nhd->hn", q[bl.float(), k.float()) * scale
# £ key # (n) L softmax; decode B query R&[E—1 token, &% causal mask.
probs = torch.softmax(scores, dim=-1)
# out[h] = sum_j probs[h, j] * v[j, h]l] —> [H, D], BERE®MWA dtype,
out[b] = torch.einsum("hn,nhd->hd", probs, v.float()).to(q.dtype)
return out
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C-20 - solutions/p12_shm_connector.py

import fentl

import hashlib

import os

import tempfile

from multiprocessing import resource_tracker

from multiprocessing.shared_memory import SharedMemory

# BfB: [ 8 ¥T little-endian KE n | n ¥ payload | (FIEERITIXISFETE) ]
# S THEA shm.size ¥ payload &KE—mac0S / Linux SIBERANE EEERTAN, XS header EREIKE.
_HEADER = 8 # little-endian payload length; shm segments may be rounded up to a page

# _untrack: ERIBIERMERMAHTZN resource_tracker B, TH"FIANERAIEE".

# if8: writer create - EA - close (R unlink) - reader #J# - i - unlink,

# BRNEH, writer HZIRHA tracker SE"HIFR"AER unlink 2, reader FIRERZRERIEL.

def _untrack(shm: SharedMemory) —-> None:
# Python < 3.13 registers every created segment with the creator's resource tracker.
# When that tracker shuts down (e.g. an independent writer process exits) it unlinks

# every still-registered segment as '"leaked" —— possibly before the consumer read it.
# Ownership moves to the reader, who unlinks after reading.
try:

# shm._name #HBIS "/" (POSIX &%), tracker SEIMETAMMEE, FAAXBEhUFA _name MARZ name

resource_tracker.unregister(shm._name, "shared_memory") # type: ignore[attr-defined]
except Exception:

# RAMA: ANTE/IRALEIMI, unregister KBTI

pass

# ShmConnector: stage EAUREM"HZRFEE". — 1 key WE—T shm & + —DHIXH,
# il
# - BiXHEE = BABE. EREKE (HEES)
# - B flock 8 = writer E#ES, reader [iZENRE None (FEPEZE)
# - reader iESE/EHE unlink B + MIBREAXH CHZREIMBR, 81 key RBE—HHEH)
# - producer iCERHIEIM key (_pending), iERPIERFA cleanup_prefix SEERAIZAVER
class ShmConnector:
"""put/get of byte payloads through named POSIX shared memory, one consumer per key."""

def __init__ (self, lock_dir: str | None = None, namespace: str = "nvo") —-> None:
# Linux E8{XHK /dev/shm (tmpfs, MEREIERZFE); mac0S %A /dev/shm FREIRSTIGRE B3R
default = "/dev/shm" if os.path.isdir("/dev/shm") else tempfile.gettempdir()
self.lock_dir = lock_dir or default
self.namespace = namespace
# A dict H"BHFEE": AKX key, FXiL value
self._pending: dict[str, Nonel = {} # keys this producer wrote and may need to clean up

# mac0S limits POSIX shm names to 31 bytes —> hash the logical key
# AFUAE key WREMRE: B—1HEEN reader RENE key, EHEMUHLE MRS,
# ffl: namespace="nvo" - "nvo_" + 20 fi hex = 24 ¥ (LFIS "/" tb < 31)
def shm_name(self, key: str) —> str:
return f"{self.namespace}_" + hashlib.shal(key.encode()).hexdigest() [:20]

def lock_path(self, key: str) —> str:
return os.path.join(self.lock_dir, self.shm_name(key) + ".lock")

# put: BERRE. AEHMY (HEFEE"EES"), BEIEKR. 5 header + #IE. close.
# SREMXHRE (RT"EHEMFR"), RURE FIENERRIEE).
def put(self, key: str, data: bytes) —> None:
# O_CREAT: il writer BI&; reader 2% open BEEMBISH
fd = os.open(self.lock_path(key), o0s.0_CREAT | o0s.0_RDWR, 00600)
try:
# PAZENHHMbE: & reader ERFBUZE, writer FEERHES
fentl. flock(fd, fentl.LOCK_EX) # "being written" marker for readers
name, size = self.shm_name(key), _HEADER + len(data)
try:
shm = SharedMemory(name=name, create=True, size=size)
except FileExistsError: # stale segment from an earlier incarnation
# BRREFE (L—RBENRARE / HEHRKE): SHRIHRBER.
# P THEEERERIER—ENA/NFTHELH data /),
old = SharedMemory(name=name)
old.close()
old.unlink()
shm = SharedMemory(name=name, create=True, size=size)
# B BEX—%, writer HEBRHE tracker RIETEHIZME unlink 8
_untrack(shm)
shm.buf [:_HEADER] = len(data).to_bytes(_HEADER, "little")
shm.buf[_HEADER:size] = data
# R close (REBAAHTZEAEY), R unlink—EBESB4 reader
shm. close()
self._pending[key] = None
finally:
# BIHIE reader B LOCK_NB ZBERLIN - REXKIZBEAEE T —HHIEIE
fentl. flock(fd, fcntl.LOCK_UN)
os.close(fd)
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# get: iEHKR, IFFEE. = None: BIXMHAEFE / Bk writer 158 / BFFHE.
# FRINANZHBUEHHE": unlink B] + MIBRBIXH, FTIAE— key #TIR get JRIE None,
def get(self, key: str) —> bytes | None:
"""Non-blocking. Returns None if absent or still being written. Consumes the key."""
try:
# T O_CREAT: BiXHAEFE = MRS (HEWHEHR), TR writer gl
fd = os.open(self.lock_path(key), os.0_RDWR)
except FileNotFoundError:
return None
try:
try:
# LOCK_NB: EARZFIHIIZIM BlockingIOError, MAREESF writer,
# 7E: flock PiET open file description, E#EES—1 fd HFBithEPR,
fentl. flock(fd, fentl.LOCK_EX | fcntl.LOCK_NB)
except BlockingIOError:
return None # writer still holds the lock
try:
# attach BfFfEMYER (create=False), Python < 3.13 attach th&iFMEIA#HE tracker,
# {BTEA shm.unlink() AERS unregister, FfBA reader XBAFHEE _untrack
shm = SharedMemory (name=self.shm_name(key))
except FileNotFoundError:
# BINHEBERAE: Fli writer 7EIRERFIARIR, TRIEAIAEE
return None
n = int.from_bytes(shm.buf[:_HEADER], "little")
# bytes(...) Efl—f3: close ZJ/5 memoryview &I T, AHISTHE MK
data = bytes(shm.buf[_HEADER:_HEADER + n])
shm.close()
shm.unlink() # the reader frees the memory
# BERYIE = SS"EHR"; WHERDFEM, AN writer FREPREHFK
try:
os.unlink(self.lock_path(key))
except FileNotFoundError:
pass
return data
finally:
fentl. flock(fd, fentl.LOCK_UN)
os.close(fd)

# _drop: BHEIMER—D key MIERFIBINH (TZEEIE), SELHIB"ELTEFRE".
def _drop(self, key: str) —> None:
try:
shm = SharedMemory (name=self.shm_name(key))
shm.close()
shm.unlink()
except FileNotFoundError:
pass
try:
os.unlink(self.lock_path(key))
except FileNotFoundError:
pass

# cleanup_prefix: producer MIZEERER/HILEEM (key 240 f'{req_id}_{stage}_{chunk}",
# PIRBERE f'{req_id}_")., RFE"HEIT + AKLE + TLWHE"N key, BREFEM.
# B NZBEFORM, "rA" ARG "rAx_. WA &
def cleanup_prefix(self, prefix: str) —> int:
"""Producer-side: unlink every key we wrote that starts with prefix and was never consumed."""
n=2=0
# SFHENEL list: BHFEZE del self._pendinglkeyl, TEEDEBHBK dict
for key in [k for k in self._pending if k.startswith(prefix)]:
del self._pending[key]
# PIXHTE = 8 reader HE (reader HERNSMBIIM) » FFEBFEH I
if os.path.exists(self.lock_path(key)):
self._drop(key)
n+=1
return n

C-21 - solutions/p13_chunk_adapter.py

from threading import Condition

import copy

import threading

from collections import deque

from collections.abc import Callable
from typing import Any

# given types
# InMemoryConnector: BIB4AEMNEZEE (KB pl2 9 shm connector), RfaRE key 7FHY, get BIHZ.
class InMemoryConnector:

"""Transport only: put/get by key, get consumes. Thread-safe. Hooks let tests add latency.

def __init__(self, on_put: Callable[[str], None]l | None = None, on_get: Callable[[str], None] | None = None):

237

github.com/kzhou003/nano-viim-omni-drills © 2026 kzhou003


https://github.com/kzhou003/nano-vllm-omni-drills

github.com/kzhou003/nano-viim-omni-drills

self._store: dict[str, Anyl = {}
self._lock = threading.Lock()
self.on_put, self.on_get = on_put, on_get
self.puts: list[str] = []

de

&=

put(self, key: str, obj: Any) —> None:
# hook EBISMAR: MIXAAEXE sleep EIIE(EH, MARIEED store PifE
if self.on_put:
self.on_put(key)
with self._lock:
self._store[key] = obj
self.puts.append(key)

de

&

get(self, key: str) —> Any | None:
with self._lock:
present = key in self._store
if not present:
return None
if self.on_get:
self.on_get(key)
# pop WEAIME: PRSI EIRIE EFTRERBIABGE, LEATIRE None MAZH# KeyError
with self._lock:
return self._store.pop(key, None)

# implementation
# ChunkAdapter: async-chunk FIEEE— stage H"&xiE + ZKIH".
#  RiEE: AE%TEAM save_async BEME - A save 4FE build_payload 5%

# key = f"{req_id}_{self.stage_id}_{chunk_id}" put % connector, chunk_id M 0 ML,
# WG load_async At req - & recv 4R f'{req_id}_{src_stage_id}_{chunk_id}" %8 get,
# BFRZE _ready, EELER poll_ready BUE.

# MIMERLERERILISEREH/FINTEERELE, MEAZRSHEZENUERSE.
class ChunkAdapter:
"""Sender + receiver halves of the async-chunk data plane for one stage."""

def __init_ (
self,
connector: InMemoryConnector,
stage_id: int,
src_stage_id: int | None,
build_payload: Callablel[[Any]l, Any | Nonel,
) —> None:
self.connector = connector
# stage_id: & stage fFERRIEASNE#H key M4%S; src_stage_id: 1ERIFWHET LIRS
self.stage_id = stage_id
self.src_stage_id = src_stage_id
self.build_payload = build_payload
self._stop = threading.Event()
# sender
# _save_q jt&k: (req_id, RN snapshot, is_final). deque #Y append/popleft AREZERSE
self._save_q: deque = deque()
# _save_cond RFR"IAEE save &R, TRIPEUE
self._save_cond: Condition = threading.Condition()
# _send_lock fR# _send_chunk 5 _cancelled (JAE%#E cancel_sender 5 save Z#2#Rijia)
self._send_lock = threading.Lock()
self._send_chunk: dict[str, int] = {} # req_id » F—7EXXM chunk id
self._cancelled: set[str] = set()
# receiver
self._load_q: dequelstr] = deque() # 7FCiAY req_id (%%:BAFI)
self._recv_cond = threading.Condition()
# _recv_lock fRIFFE=1 dict (recv %72 vs HWELEH poll_ready / cleanup_receiver)
self._recv_lock = threading.Lock()
# req_id - fRFR<RE (generation token): |REMFE— object(), A “is’ ELEFIMT
# "ZEEAEEEH cleanup SEFTEAHT"
self._registered: dict[str, object] = {}
self._recv_chunk: dict[str, int] = {} # req_id - T—HI2UWZEIA chunk id
self._ready: dict[str, list] = {} # req_id - ERFIEXR. %15 poll_ready BEH chunk
self._threads: list[threading.Thread] = []

de

=

start(self) —> None:
for target, name in ((self._save_loop, "save"), (self._recv_loop, "recv")):
# daemon=True: EME stop Z#IAMA, #HEBHBAIWXMMERZFRE
t = threading.Thread(target=target, name=f"chunk-{name}-{self.stage_id}", daemon=True)
t.start()
self._threads.append(t)

£

def stop(self) —> None:
# %GB stop, F notify_all: LiZEERGEHE _stop BMEY; IfiERTHEEE wait BZE— timeout
self._stop.set()
for cond in (self._save_cond, self._recv_cond):

with cond:

cond.notify_all()

for t in self._threads:

t.join(2.0)

# sender
# save_async: RAELEEA, SWAMIZENRE.,
# 58 —EE deepcopy—BRARLLRIMEL snapshot (HIAFE token FIXRE append),
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# HER7ESIA, FALTE build_payload RIBEZIRE"ARE"HPIRES,
def save_async(self, req_id: str, snapshot: Any, is_final: bool) —> None:
self._save_q.append((req_id, copy.deepcopy(snapshot), is_final)) # caller keeps mutating
with self._save_cond:
self._save_cond.notify()

# cancel_sender: 35K# abort EEA. Z/Ei% req MIE final BIEEHWEF, B final WCMAER,
# BN THHERIRKTEARE finished=True, R—EH®IXD req.
def cancel_sender(self, req_id: str) —> None:
with self._send_lock:
self._cancelled.add(req_id)

def _save_loop(self) —> None:
while not self._stop.is_set():
if not self._save_q:
with self._save_cond:
# FHEBRER: BR"RENT - £F append+notify - 174 wait"fEBA
if not self._save_q and not self._stop.is_set():
self._save_cond.wait(timeout=0.1) # timeout = lost-notify fallback
continue
# B save 4f2#% FIF0 4B - F— req #9 chunk IfiF5S save_async BRIFFE—
req_id, snap, is_final = self._save_qg.popleft()
with self._send_lock:
cancelled = req_id in self._cancelled
if cancelled and not is_final:
continue # drop data, but never the end-of-stream marker
# build_payload ®J&ERIZ (FFft/#EN3KE), MAEBY, BWHREZE cancel_sender
data = None if cancelled else self.build_payload(snap) # outside any lock
# payload & None (XFZEHMARAAIR) BEFE final - Bkid, TE#E chunk id,
# fl: 6 )X save, HfE 3 )X payload=None - & chunk 0..4 # 5 PEE id
if data is None and not is_final:
continue # nothing to send this step; chunk ids stay contiguous
with self._send_lock:
cid = self._send_chunk.get(req_id, 0)
try:
# key FIECH stage_id; Tl src_stage_id HfHE—1 key
self.connector.put(f"{req_id}_{self.stage_id}_{cid}", {"data": data, "finished": is_final})
except Exception:
# put KW cid FEDN#, X—REKEBFLE chunk id HEL (FRHARRETEL)
continue
with self._send_lock: # advance only after a successful put
self._send_chunk[req_id] = cid + 1
if is_final:
# MER: BEIZ req WARIKTS, PBLEKEETN dict TRRIEK
self._send_chunk.pop(reg_id, None)
self._cancelled.discard(req_id)

# receiver
# load_async: FM—1TEEKE req. B%F: SEMUEREE (BRE— req £ _load_q BHIMFAX,
# MHBWRIEE— chunk id),
def load_async(self, req_id: str) —> None:
with self._recv_lock:
if req_id in self._registered:
return
self._registered[req_id] = object() # generation token
self._recv_chunk.setdefault(req_id, @)
self._load_q.append(req_id)
with self._recv_cond:
self._recv_cond.notify()

# poll_ready: RFih"BMIRE" _ready — FEEBLR poll BERFIEERRM chunk (81 req WiZ chunk id HF)
def poll_ready(self) —> dict[str, list]:
"""Called on the scheduler thread: committed chunks, in order, since the last poll."""
with self._recv_lock:
out, self._ready = self._ready, {}
return out

# cleanup_receiver: iEK# abort / "REHAELZAR. MiSEMSESE, recv ZRETARRIERS
# &Y entry H None TABMEIBAGI; EFE get HPHIBB—RNEI LRELEIHKER .
def cleanup_receiver(self, req_id: str) —> None:
with self._recv_lock:
self._registered.pop(req_id, None)
self._recv_chunk.pop(req_id, None)
self._ready.pop(req_id, None)

def _recv_loop(self) —> None:
while not self._stop.is_set():
# BRRLE"ANEFIAN"ATIEN n D req; RKEIEUENSE append ERAE, T—i#HR
n = len(self._load_q)
progressed = False
for _ in range(n):
req_id = self._load_qg.popleft()
# TEBIRIREE (288, HAZE chunk id), Z/ETEBUMBATEERIER get
with self._recv_lock:
entry = self._registered.get(req_id)
cid = self._recv_chunk.get(req_id)
if entry is None or cid is None:
continue # cleaned up —> stop polling it
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# PEREHR cid B RE chunk cid BEHMAREZ cid+l - RARIERFRR
obj = self.connector.get(f"{req_id}_{self.src_stage_id}_{cid}") # outside the lock
if obj is None:
self._load_q.append(req_id)
continue
progressed = True
with self._recv_lock
# S get HAEBEELIZRIEE cleanup TE (BEEX load_async J|FHI).
# A Cis’ RS EMES— object(), |IBEBLAER, THES#HM—RM _ready,
if self._registered.get(req_id) is not entry:
continue # cleaned up (or re-registered) while we were reading: discard
self._ready.setdefault(req_id, []).append(obj)
self._recv_chunk[req_id] = cid + 1
if obj["finished"]:
# WEIRLERRC: SEEABTEME _load_q (_ready HHEUEREE4 poll_ready)
self._registered.pop(req_id, None)
self._recv_chunk.pop(req_id, None)
continue
# BRI T —RETRER - MEAE, T—HRUEIM cid+l (BHRRIEZD req ZBEATF)
self._load_q.append(req_id)
with self._recv_cond:
if self._stop.is_set():
break
if not self._load_q:
# REEEFERE req: BES) load_async B notify (8 0.1s #BATHE)
self._recv_cond.wait(timeout=0.1)
elif not progressed:
# B req BAR—REZKE: LSERE 1ns, #% 100% CPU =i
self._recv_cond.wait(timeout=0.001) # back off instead of spinning

C-22 - solutions/p15_talker_inputs.py

from dataclasses import dataclass

import torch

# ThinkerPayload: thinker stage %3 talker stage HU%UE (E#i#s stop token H—4T).
# prefill f734[ prompt token, decode 75 output_ids ——33fi (decode.shapel[@] == len(output_ids)).
@dataclass
class ThinkerPayload:
prefill: torch.Tensor # [P, D] rows for the prompt
decode: torch.Tensor # [K, D] rows for generated tokens (stop row removed)
output_ids: list[int] # generated ids (stop id removed)

# trim_thinker_payload: i thinker 7#£ prefill + decode Ff2HEIRE hidden 1THIA prompt / EIEFELH,
# FH1£ finish_reason == "stop" EIEISRE—14ER token (stop/E0S) REIIRIFT,
# f5l: P=3, output_ids=[a, b, E0S], finish="stop" - drop=1, target_rows=3+3-1=5;
# prefill=hidden[0:3], decode=hidden[3:5] (a. b #4T), output_ids=[a, b]
def trim_thinker_payload(
prompt_ids: list[int],
output_ids: list[int],
hidden: torch.Tensor, # [R, D] accumulated rows over prefill + decode steps
finish_reason: str, # "stop" | "length"
) —> ThinkerPayload:
"!""yLLM appends the sampled stop token xbeforex checking stop conditions, so a
stop-finished request carries one row the talker must not consume."""
P = len(prompt_ids)
# prefill 1T#BRIMEIREA hidden #3KIB4EHE bug (40 chunked prefill RiET&RE—R), EHiZRE
if hidden.shapel[0] < P:
raise ValueError(f"under-captured prefill: {hidden.shape[@]} rows < prompt {P}")
# "length" ZRIFRE— token RIEEANZ, THEXE; output_ids HZHBIEHETIEN
drop = 1 if (finish_reason == "stop" and output_ids) else @
outs = output_ids[:len(output_ids) - dropl
target_rows = P + len(output_ids) - drop
# B 1% target_rows #ilf, MAREE"EERE—1T"—"length" BRNFZE;
# R #ZF target_rows (ZHIRT1T) th—H&Ed=. #I: P=3, [a, b, EOS], R=6 - {RE 5 1T
rows = hidden[:target_rows]
return ThinkerPayload(prefill=rows[:P], decode=rows[P:], output_ids=list(outs))

# build_talker_prefill: #Ji% Qwen2.5-Omni talker # prefill A (ids 5 inputs_embeds #H4TAIFER).
# FHHR (3 P+2 17):
# [0, P) prompt 1T: thinker B9 prompt embedding, id A mask_id &fiI (talker 4% id &FX)
# P spk_embed + codec_pad_embed, id = pad_id
# P+l first_reply + codec_bos_embed, id = start_id (MXBEFARIEE— codec token)
def build_talker_prefill(

prompt_embeds: torch.Tensor, # [P, D]

first_reply: torch.Tensor, # [D] thinker row of the first generated token

spk_embed: torch.Tensor, # [D] speaker text-token embedding

codec_pad_embed: torch.Tensor,

codec_bos_embed: torch.Tensor,
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mask_id: int,

pad_id: int,

start_id: int,

) —> tuplel[list[int], torch.Tensor]:

""Qwen2.5-0mni talker prompt: [prompt rows] + [spk+pad] + [first_reply+bos]."

# [None] 8 [D] ZERL [1, DI, 7&Ef [P, D] & dim=0 HHE - &R [P+2, DI

# BMIB = "XAU" embedding + "codec " embedding EyTEMEM (WEHN)

embeds = torch.cat(
[prompt_embeds, (spk_embed + codec_pad_embed) [Nonel, (first_reply + codec_bos_embed) [Nonell,
dim=0,

)

# len(ids) == embeds.shape[0] == P + 2

ids = [mask_id] * prompt_embeds.shape[0] + [pad_id, start_id]
return ids, embeds

# talker_decode_input: talker 1 decode step WA = T—1T thinker EE hidden + E—#R#¥ZIf codec embedding,
# thinker 72— FIFO BAFI, 85 EE—1T: A5G (talker BHELLXAK) A fallback (4 tts_pad).

# 3BE (AFHWA [D], FRPAT [K-1, D] SHEMFHIZRATI).

def talker_decode_input(

reply_queue: torch.Tensor, # [K, D] remaining thinker rows
last_codec_embed: torch.Tensor, # [D] embedding of the codec id sampled last step
fallback: torch.Tensor, # [D] used once thinker rows are exhausted (e.g. tts_pad)

) —> tupleltorch.Tensor, torch.Tensor]:

if reply_queue.shapel[0] > 0:
# reply_queue[0] £ [D] (=2 [1, DI); rest £ [K-1, D] & view
step, rest = reply_queuel[@], reply_queue[l:]

else:
# BAFIB=: fallback RIMAFRRR(ER, BAFUREF [0, DI
step, rest = fallback, reply_queue

return step + last_codec_embed, rest

C-23 - solutions/p14_codec_windows.py

from collections.abc import Sequence

# next_window: X TTS HRE"TF—# codec MiftABMRE. ZM—Ek4 vocoder",
# &0 = [ctx_start, new_start) ZLETX (RFEIL vocoder FiB#E, MEAEHEFR)
# + [new_start, new_end) ZREIEFTIZAIMI,
# ERARI initial (BEESER), ZESHR chunk bl RERMBRE—HRMNEE flush .,
# f5: initial=2, chunk=5, left_ctx=3
# (available=2, emitted=0) - (0, 0, 2) R 2 M
# (available=12, emitted=7) - (4, 7, 12) %kXLtFX 4,5,6
# (available=20, emitted=17, finished) - (14, 17, 20) RE 3 #1 flush
def next_window(

available: int,

emitted: int,

finished: bool,

*I
initial: int,
chunk: int,

left_ctx: int,
) —> tuplelint, int, int] | None:
"""Decide the next codec window to ship downstream.

available: frames produced so far by the talker
emitted: frames already shipped (end of the previous window)
returns (ctx_start, new_start, new_end) or None if we should wait for more frames.
# RE"HE—R" (emitted == 0) BEET initial 7'M initial; initial=0 RRARHER
size = initial if (emitted == @ and initial > @) else chunk
if available - emitted >= size:
# B—ER: BME finished HIRERY), TREZREHB—IARED
new_end = emitted + size
elif finished and available > emitted:
# BERETERRENM (FE—R) - K. f: REHR available=1 - (0, 0, 1)
new_end = available # flush the tail
eiset
# MABERER (FE2M), NELRE available == emitted (£F;E5)
return None
new_start = emitted
# ELETX# 0 #HE: il new_start=2, left_ctx=3 - ctx_start=0 (RE 2 WitTX)
ctx_start = max(@, new_start - left_ctx)
return ctx_start, new_start, new_end

# slice_new_samples: vocoder ¥f codes[ctx_start:new_end] fRE3fE, SWXN upsample MEAAEA;

# EFAIEBT L TXMBEAR, RREMOEER, BHEERMETEES. TERIESSTIM.

# 5l window=(4, 7, 12), upsample=2 - decoded KE (12-4)%2=16;

# ETXm 4..6 G4 [0, 6), b 7..11 G4 [6, 16) - JKE decoded[6:16]

def slice_new_samples(decoded: Sequence[float], window: tuple[int, int, int], upsample: int) —> list[float]:
"""decoded = vocoder(codes[ctx_start:new_end]); keep only the samples of the new frames."""
ctx_start, new_start, new_end = window
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# 5% decoded MITHREMEX ctx_start B (RRBEXIMS), FANTEEER ctx_start
assert len(decoded) == (new_end - ctx_start) * upsample
return list(decoded[(new_start - ctx_start) * upsample:(new_end - ctx_start) *x upsample])

C-24 - solutions/p18_mrope_positions.py

import torch

# Segment: ("text", token ¥{) = ("image", (t, h, w)), Ef&H t/h/w LA patch JE{I (merge ZHf)

Segment = tuplelstr, int | tuplelint, int, int]] # ("text", n) | (“image", (t, h, w)) in patches

# mrope_positions: K prefill FZI4AL Qwen2-VL K&K 3 4 MRoPE fu®E [3, T1 (# 0=RE t, 1=% h, 2=% w),

# - XK ZPHEE—MEE TR (B REE 1-D RoPE)

# - Ef%: LM B (t, h//merge, w//merge), = N9 BEMIBLIT + ERiem start

# - BRZE start = HARNWEAMLE + 1 (R2"EHF token ")

# ARNERESANUERERBE/ T token 3, R max fuf + 1 < T, & delta AT decode:
# decode {IE = %&XFF TR index + delta (=NHER)

def mrope_positions(segments: list[Segment], spatial_merge: int = 2) —> tuplel[torch.Tensor, int]:

""Qwen2-VL style 3-D rotary positions (temporal, height, width).

text : the same running index on all three axes
image : an LLM grid of (t, h//merge, w//merge) tokens, offset by the running start
after every segment the next start is max(position so far) + 1
returns (positions [3, T], mrope_position_delta) with decode position = index + delta
parts: list[torch.Tensor] = [1 # ®B— [3, n_segl k&, REH dim=1 HHZ
start = 0 # T—ERIE/RLUE
for kind, spec in segments:
if kind == "text":
n = int(spec) # type: ignorelarg-typel
idx = torch.arange(n) + start
# [n] - expand B [3, nl: =4748@E (expand & view, cat AYASFRIEM)
parts.append(idx.expand(3, n))
elif kind == "image":
t, h, w = spec # type: ignorel[misc]

# 5% encoder & mergexmerge 4 patch &F—1 LLM token; f| (2, 4, 6), merge=2 -» W& (2, 2, 3) = 12 token

gh, gw = h // spatial_merge, w // spatial_merge

# token # t | h HR. w BRITASL (row-major) IRFEF, =D& EE flatten B [trghkgw]

# fl (t, gh, gw) = (2, 2, 3):
# ti=000000111111
# hi=000111000111
# wi=012012012012
ti = torch.arange(t).view(-1, 1).expand(t, gh * gw).flatten()
hi = torch.arange(gh).view(1, -1, 1).expand(t, gh, gw).flatten()
wi = torch.arange(gw).view(1l, 1, -1).expand(t, gh, gw).flatten()
# [3, txghxgw], =MHFE—N_LER#ER
parts.append(torch.stack([ti, hi, wi]) + start)
else:
raise ValueError(kind)
# B T—E start MARRAME + 1 (ZHE max), MAZ start + token #,
# ) EE 12 1 token WIERER max=2 - T— start=3, TE& (n=0 FWIEH 0) FH# start
if parts[-1].numel():
start = int(parts[-1].max()) + 1
# SRBEEMRRHRE [3, 0] 1 long kK&, RIEAZIR/EE—E
pos = torch.cat(parts, dim=1) if parts else torch.zeros(3, @, dtype=torch.long)

# delta = (prefill ZEF—MIE) - T. #l: Ef% (2,4,6) + X& 2 - T=14, max=4 - delta=5-14=-9

# EXAR max+l == T - delta=0; delta=0 FRFEHEER, RANRMUBBERIFET token
delta = (int(pos.max()) + 1 if pos.numel() else @) - pos.shapel[1]
return pos, delta

# decode_position: decode MERENH token #EXA, =NHfIHEERE = index + delta,
# f5: $#EEH) T=14, delta=-9 - F— decode token (index=14) fu® [5, 5, 5], £ prefill 9 max=4
def decode_position(index: int, delta: int) -> torch.Tensor:
"""Position (3,) of the token at absolute sequence index ‘index’ during decode.
return torch.full((3,), index + delta, dtype=torch.long)

C-25 - solutions/p16_init_planner.py

import threading

from collections.abc import Callable

from concurrent.futures import ThreadPoolExecutor
from typing import Any

# InitError: #EHF"HE—PKMM stage_id", REFEET "raise ... from cause' 7 _ cause__ L
class InitError(Exception):
def __init__(self, stage_id: int, cause: BaseException) —> None:
super().__init__ (f"stage {stage_id} failed to initialize: {cause!r}")
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self.stage_id = stage_id

# init_groups: % stage FEHIIMNE—H—IE"H#= GPU B9 stage")IH—4A.

# E—3KK LM stage HABITHANL (27 profiling / PERERTFIN), FRIHEZEIRTINHT,

# HEXREESM (A-B #£= devo, B-C = devl - A, B, C E4H), AHEE (union-find) KEBEHE.

# Bl: {0: {2}, 1: {e}, 2: {eo, 1}, 3: {1}, 4: {5}} - [[el, [1, 2, 31, [4]]

# WMEWAE: AN stage AR, AZERETEAR.

def init_groups(stage_devices: dict[int, set[int]]) —> list[list[int]]:
"""Stages that share (transitively) a device form one group —> must init sequentially."""
parent = {s: s for s in stage_devices}

def find(x: int) —> int:
while parent[x] != x:
# BZH* (path halving): 18 x HEIEXTRL, REEWHERE
parent[x] = parent[parent([x]]
x = parent[x]
return x

# owner: device » F—1EHAEK stage; EEREFBIEHAM device FF owner &3
owner: dict[int, int] = {}
# 1% stage AFEH: WA dict B9 key IMFRIEERELM, HEFRIEERSBNIRFT*
for s in sorted(stage_devices):
for d in stage_devices[s]:
if d in owner:
a, b = find(s), find(ownerl[d])

if a != b:
# BRIUBMIRERE - 8THENR = PERSR/)M stage id
parent[max(a, b)] = min(a, b)
else:

owner[d] = s
groups: dict[int, list[intl] = {}
# FtFEHE append - ARXAERF
for s in sorted(stage_devices):
groups.setdefault(find(s), []).append(s)
return sorted(groups.values(), key=lambda g: gl[@])

# run_init: RAFHRMIAL (AEFT. HRSHT), £— stage KMN:
# 1) ER: HEAEAFRT— stage AIREIAMIMEL (EEEITH init TEHITE, 2%)
# 2) ER: SMBS%RERGE, NAEEMINN stage A cleanup_fn (BHEF/#HIE)
# 3) #84 InitError, stage_id J"HE—N"iER THILMK
def run_init(

stage_devices: dict[int, set[int]],

init_fn: Callable[[int], Any],

cleanup_fn: Callable[[int, Anyl, Nonel,

max_workers: int = 4,
) —> dict[int, Anyl:

groups = init_groups(stage_devices)

# lock & results 5 failure (B4 worker &fRHKRIEE)

lock = threading.Lock()

results: dict[int, Any] = {}

failure: list[tuplelint, BaseException]] = [l # &Z—1Pmx: FREM

# BPHE—NMES, AR for BHRABIT
def run_group(group: list[int]) —> None:
for sid in group:
with lock:
if failure:
return # short-circuit: do not start new work after a failure
# init_fn SIREMRIE (INEANE), LAEBYNERE, [NABMEEHT
try:
res = init_fn(sid)
except BaseException as e: # noga: BLEQO1
# $#3% BaseException: KeyboardInterrupt ZHthZft&ENR, THEILERFM stage iR
with lock:
if not failure:
failure.append((sid, e))
# KNAFE stage FEANL
return
with lock:
results[sid] = res

with ThreadPoolExecutor(max_workers=max_workers, thread_name_prefix="stage-init") as ex:
# list(...) BHEIEFRERZE - FAEARH: run_group HEHFETHE, XETARM
list(ex.map(run_group, groups))

# P8 ERVFELEBRY (FF init #4R) ZEM, SNEEEREEEDIRL. HETRINN stage
if failure:
for sid, res in results.items():
cleanup_fn(sid, res) # roll back everything that did come up
sid, cause = failurel[0]
raise InitError(sid, cause) from cause
return results

# admission_check: BHRINEFENEE (RiE. THE). NEKF:
# need = I_{izF LM stage} ( int(gpu_memory_utilization x total) + reserve_bytes_per_stage )
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# need > total FiiREE; MRIFHEEAY. B stage (W1 TP=2) #£ESBNERF L&IT—17.
# {5 (80 GiB &, reserve=2 GiB): devl E@4 stage util=0.6/0.3 - (48+2)+(24+2)=76 < 80 - &I
def admission_check(
device_total_bytes: dict[int, int],
stages: dict[int, tuplel[set[int], floatll, # stage —> (devices, gpu_memory_utilization)
reserve_bytes_per_stage: int,
) —> listl[str]:
errors = []
# 1% device AL, IREINFHE
for dev, total in sorted(device_total_bytes.items()):
on_dev = [s for s, (devs, _) in stages.items() if dev in devs]
# B utilization REXN"XKRISE"HLEA, ERAF total; int() ETEHEFIEFT
need = sum(int(stages[s][1] * total) + reserve_bytes_per_stage for s in on_dev)
if need > total:
errors.append(f"device {dev}: stages {sorted(on_dev)} need {need} B > {total} B")
return errors

C-26 - solutions/p17_graph_runner.py

from collections.abc import Callable

import torch

# given types

# CpuGraph: 7£ CPU E#&#l CUDA graph HIXiEiIEX—capture BI4BEFSHMAN/ L buffer,

# replay R|E"F—R"buffer LB, HFZHH Python S,

class CpuGraph:
"""Emulates torch.cuda.CUDAGraph semantics on CPU: replay() re-runs the recorded work on
the xsame static buffersx; it never sees new Python arguments."""

def __init_ (self, fn: Callable[[torch.Tensor], torch.Tensor], static_in: torch.Tensor, static_out: torch.Tensor):
self._fn, self._in, self._out = fn, static_in, static_out

self.captured = False

de

=

capture(self) —> None:
self._out.copy_(self._fn(self._in))
self.captured = True

def replay(self) —> None:
assert self.captured
self._out.copy_(self._fn(self._in))

# implementation
# GraphRunner: decode FE&#9 CUDA graph #4% (bucket) Hf723.
# - AEA bucket K/ b HHIR—KE, FIEEHZE—3 [max_bs, hidden] &7 buffer a7 b 17 (view)

# - run BH&ERE >= bs WIS/ bucket, BEMIAIEH static_inl:bs], padding {T5%F, replay, B#EHAT bs 1T
# - bs BIFERA bucket. 5 force_eager (4 prefill / @) AIE eager

# fj: buckets=[1, 4, 16], bs=3 - bucket 4 (5 4 172 padding); bs=17 - eager
class GraphRunner:
def __init__ (self, fn: Callable[[torch.Tensor], torch.Tensor], buckets: list[int], hidden: int,
dtype: torch.dtype = torch.float32) -> None:
self.fn = fn
# HEFRE _bucket_for WZMIIHE— " HFEINRNTMA bucket
self.buckets = sorted(buckets)
self.max_bs = self.buckets[-1]
# B85 buffer RE\AK bucket HE—X; R [max_bs, hidden]
self.static_in = torch.zeros(self.max_bs, hidden, dtype=dtype)
self.static_out = torch.zeros(self.max_bs, hidden, dtype=dtype)
self.graphs: dict[int, CpuGraph]l = {}
self.stats = {"replays": @, "eager": 0, "last_bucket": None}

de

=

capture(self) —> None:
# MAZVEIR: CUDA EEEHZ memory pool, FiHRBANE, NEAUEAEERBENAE
for b in sorted(self.buckets, reverse=True): # largest first (shares a memory pool on CUDA)
# static_in[:b] 2 view (HZEEFE), FR1EM - ZFE static_in 881 bs 17, Eige"&R"
g = CpuGraph(self.fn, self.static_in[:b], self.static_out[:b])
g.capture()
self.graphs[b] =g

def _bucket_for(self, bs: int) —> int | None:
# [0 LEREERIS/ I\ bucket; fI buckets=[1, 4, 16]: bs=1-1, bs=2..4-4, bs=5..16-16, bs=17-None
for b in self.buckets:
if bs <= b:
return b
return None

de

&

run(self, x: torch.Tensor, *, force_eager: bool = False) —> torch.Tensor:
bs = x.shapel[0]
b = None if force_eager else self._bucket_for(bs)
# 'b not in self.graphs': &% capture FiEME run RthZ2ihiRE eager
if b is None or b not in self.graphs:
self.stats["eager"] += 1
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return self.fn(x)
# B WA copy_ #EFS buffer, F&E self.static_in = x (ESSEMEFEEIRAE)
self.static_in[:bs].copy_(x)
# Bt padding 17 [bs, b) FJAEFXEBL—REAX batch MEIE, BTRIIERMHE. TZHEXM.
# fl: ER bs=10 5T 10, XX bs=3. bucket=4 - 55 4 17(F45 3)iBF; THF 4.. £ bucket IHRNHE
self.static_in[bs:bl.zero_() # stale rows from a previous, larger batch
self.graphs[b].replay()
self.stats["replays"] += 1
self.stats["last_bucket"] = b
# B%: WA clone, HIFIRE static_out[:bs] X view, F—X replay RIEHNEEALFENER
return self.static_out[:bs].clone() # next replay overwrites static_out
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MiF D - PO2 Orchestrator © viim-omni JEi5 3488

#>]: mine/p0@2_orchestrator.py - EH: viim-project/viim-omni @ fa8b419 - vilm_omni/engine/orchestrator.py
(FrEHHEREE 1% commit, TEAEER)

—aiEEIL

PO2 B ZEFIELRIB—E—H: _request_handler AMBEIZHFIEE, §81 stage replica —1 reader SC \[E—
D ready_q, —1 dispatcher £1TEH, &A&H final_output_stage_ids ¢ finished JRE, XSEFE,
BRANZESNE T (MITHRIN) © B orchestrator BTEEAIMAILELFZEE, &1T janus BAFIF] OutputQueueSink
(PO1) 5ELIEB/IE.

"orchestrator" %12 - BCHEHERF

sync_g.pu 1
add_request() janus request_queue _request_handler J
| [StagePool / client ]
\&
reader(s,r) x k | 9¢t-0utPut
request_states

]—[ dispatcher loop ]—[ ready_q ]

| forward: process_engine_inputs - submit

F&7E (serving loop) stage #12 x N (B1"FIE 2 replica)

submit_initial

call_soonfthreadsafe )
output handler OutputQueueSink

[ EngineCore (P10) ]

BB R
P02 vlim-omni Pt

class Orchestrator OrchestratorBase (@A®ZR) +
Orchestrator(OrchestratorBase)

%, 1A% add)

orchestrator.py:322

(turn-based + orchestrator.py:3033

ReqState OrchestratorRequestState :
final_output_stage_ids .

finished_final_output_stage_ids .

orchestrator.py:233-272

request_states

_req_q

_out_qg

start()

shutdown ()

_request_handler
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finished_stage_ids . pending_final_output

self.request_states: dict[str,
OrchestratorRequestState]

request_async_queue : janus BAFl, F&i2
sync_g.put , orchestrator 4% async_g.get

output_async_queue = OutputQueueSink : —ift
W RAM—x call_soon_threadsafe % (32 PO1)

run()
handler, %Afg gather

: create_task H request handler # output

run() # finally : cancel + gather(xtasks,
return_exceptions=True) , 2E5HHA—&
all_tasks

_request_handler : #& msg.type %k add/abort/
collective_rpc [ register [ shutdown
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orchestrator.py:390

omni_engine_base.py:308

add_request > sync_g.put

omni_engine_base.py:309-310
async_engine_utils.py:40-50

orchestrator.py:479-512

orchestrator.py:530-555

orchestrator.py:557-592
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_handle_add

_reader(sid)

_ready_q

_dispatcher

_handle_output

SREN id:
+= 1

dropped_outputs

&% final_stage_ids ¢
finished

REGRF
_out_g.put(OrchOutput
)

% forward_fn(s+1,
prompt, data)

_cleanup(rid)

pending_final (P03)

abort (P04)

dead replica (P04)
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_handle_add_request : %
self.request_states[request_id] =
req_state, B submit_initial

_1lm_replica_reader(stage_id, replica_id,
client) : & (stage, replica) — reader; HEHIER
("error", ..) HERLA dispatcher

ready_q: asyncio.Queue[(kind, stage_id,
replica_id, payload)]

_orchestration_loop_event_driven BE{EH: &
THE ready_q

_handle_processed_outputs - _route_output

req_state is None :
BItHER)

#T warning # continue (&

request_finished =
final_output_stage_ids.issubset(req_state.
finished_final_output_stage_ids)

OutputMessage(..,
finished=request_finished) -
output_async_queue.put

_forward_to_next_stage -
next_client.process_engine_inputs(source_o
utputs, req_state.prompt) -
custom_process_input_func (4
thinker2talker_full_payload )

_cleanup_request_ids : M binding. EHEE,
self.request_states.pop(...)

P

pending_final output : async_chunk FEINLS, =
P B42% stage ERERBBUT

_handle_abort -
_cleanup_request_ids(abort=True) -
_abort_request_ids 3384 pool
abort_requests

reader & ("error", ..EngineDeadError) -
dispatcher _handle_dead_replica IEZRFHLEERS
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orchestrator.py:3062
SERR :3117 - submit :3128

orchestrator.py:1117-1136

orchestrator.py:1112

docstring

F1Ef 11264

orchestrator.py:1381-1412
orchestrator.py:1912-2043

orchestrator.py:1385-1393

orchestrator.py:1936-1940

orchestrator.py:1944-1967

R %1 11988
process_engine_inputs :2602

stage_engine_core_client.py:455-

471
thinker2talker_full_payload

orchestrator.py:1699-1762
pop :1756

orchestrator.py:1954-1965
orchestrator.py:2036-2040

orchestrator.py:645-683
orchestrator.py:685-731
stage_pool.py:1279

orchestrator.py:1297-1312
orchestrator.py:1464
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BriERLE (49300 17)

O ZRESEHREHILR (T)

F4FE (HTTP/serving loop) @A add_request() , EHE sync_q.put # janus BAFI; — &Y
"orchestrator" HI[EEZ%FEE new_event_loop() , FEIFEM orchestrator.run() , X=Z P02 B {RE
EH—E: P02 BB A orchestrator ZEE— N BH4HEIAE,

omni_engine_base.py:303-330 - janus FA%l + orchestrator %42

# Janus queues are constructed eagerly here (not deferred to the

# orchestrator thread) so the master server's ROUTER thread always

# sees a non-None " “self.request_queue " when on_register fires.

# *“async_q ' lazily binds to whatever event loop first awaits on

# it (the orchestrator loop), so cross-thread use stays correct.
self.request_queue: janus.Queue[EngineQueueMessage] = janus.Queue(maxsize=_REQUEST_QUEUE_MAXSIZE)
self.output_queue: janus.Queuel[EngineQueueMessage] = janus.Queue()
self._output_sink = OutputQueueSink(self.output_queue.sync_q)
self.rpc_output_queue: janus.Queue[EngineQueueMessagel = janus.Queue()
self._shutdown_called = False

self._weak_finalizer: weakref.finalize | None = None
self._correlated_rpc_client: CorrelatedRpcClient | None = None
self._running_counter = OmniRequestCounter()
self._engines_waiting_counter = OmniRequestCounter()

logger.info(f" [OmniEngine] Launching Orchestrator thread with {self.num_stages} stages")

# Launch orchestrator background thread
startup_future: concurrent.futures.Future = concurrent.futures.Future()

self.orchestrator_thread = threading.Thread(
target=self._bootstrap_orchestrator,
args=(
stage_init_timeout,
startup_future,
)l
daemon=True,
name="orchestrator",

omni_engine_base.py:440-452 - 42 B EEHEIR

def _bootstrap_orchestrator(
self,
stage_init_timeout: int,
startup_future: concurrent.futures.Future,
) —> None:
"""Create loop, initialize stages, then run Orchestrator."""

loop = asyncio.new_event_loop()
asyncio.set_event_loop(loop)

async def _run_orchestrator() -> None:
self._initialize_stages(stage_init_timeout)
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@ Fixfft, B submit
£ _handle_add_request BHFIXFAMLEINT: SEM request_states KEEME await ZHEl,

orchestrator.py:3107-3138

req_state = OrchestratorRequestState(
request_id=request_id,
prompt=original_prompt,
sampling_params_list=sampling_params_list,
final_stage_id=final_stage_id,
final_output_stage_ids=final_output_stage_ids,
request_timestamp=float(msg.request_timestamp or _time.time()),
mm_features=getattr(prompt, "mm_features", None),
request_artifact_dirs=set(msg.request_artifact_dirs or ()),
)
self.request_states[request_id] = req_state
self._maybe_attach_native_kv_transfer_params(req_state, prompt)
self._register_running_request(req_state)
req_state.streaming.enabled = bool(getattr(prompt, "resumable", False))
req_state.stage_submit_ts[stage_id] = _time.time()
enqueue_ts = msg.enqueue_ts
if enqueue_ts > 0:
req_state.pipeline_timings["queue_wait_ms"] = (_time.perf_counter() - enqueue_ts) * 1000.0
preprocess_ms = msg.preprocess_ms
if preprocess_ms > 0:
req_state.pipeline_timings["preprocess_ms"] = preprocess_ms
if not await self._dispatch_or_fail_request(
lambda: self.stage_pools[stage_id].submit_initial(
request_id,
req_state,
prompt,
prompt_text=msg.output_prompt_text,
)I
req_id=request_id,
stage_id=stage_id,
operation="add_request",

@reader: Rz, FHEIRBRAZME

JEE except BaseException : reader B O HBENAMEMNIAS, MRIEEIREEN—FEERS
dispatcher, X285 ERMAIIELE,

orchestrator.py:1117-1136

async def _1lm_replica_reader(stage_id: int, replica_id: int, client: Any) -> None:
try:
pool = self.stage_pools[stage_id]
while not self._shutdown_event.is_set():
# Read through the pool so this loop shares the legacy
# poll's keep/drop rule and MR V2 payload rehydration. Only
# a fully empty batch comes back as None. A poll-style
# client returns one instead of blocking, so keep the
# legacy 1 ms cadence for those; a blocking client only
# lands here rarely, where 1 ms is irrelevant.
raw_outputs = await pool.read_llm_raw_output(client)
if raw_outputs is None:
await asyncio.sleep(0.001)
continue
await ready_g.put(("1lm", stage_id, replica_id, raw_outputs))
self._orch_monitor.set_dispatch_queue_size(ready_q.qsize())
except asyncio.CancelledError:
raise
except BaseException as e: # noga: BLE@@1 - routed to the dispatcher
await ready_qg.put(("error", stage_id, replica_id, e))
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® dispatcher: H17/H% ready_q

EXREENE=43: mt. <MHAES. replica T, FAMAAT asyncio.wait(FIRST_COMPLETED) ,
HESKERE pending_get , XIEFRHANTILITHN "B wait B task"f5 %, R dispatcher iX—
i,

orchestrator.py:1264-1272

while not self._shutdown_event.is_set():
if pending_get is None:
pending_get = asyncio.create_task(ready_qg.get(), name="orch-dispatch—get")

done, _ = await asyncio.wait(
{pending_get, shutdown_task, reconcile_task},
timeout=max (0.0, next_reconcile — _time.monotonic()),

return_when=asyncio.FIRST_COMPLETED,
)
if shutdown_task in done:

orchestrator.py:1291-1293

kind, stage_id, replica_id, payload = pending_get.result()
pending_get = None
# Record the queue after dequeue so the gauge reflects work

250

github.com/kzhou003/nano-viim-omni-drills © 2026 kzhou003


https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1264-L1272
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1291-L1293
https://github.com/kzhou003/nano-vllm-omni-drills

® _route_output: P02 _handle_output HE S

% : #mic finished > 318 request_finished -> final stage #i/& OutputMessage - #& finished and
stage_id < final_stage_id Hi%¥%& - request_finished NIFIE,

orchestrator.py:1933-1967 - 25T + KL5AF

if finished and not segment_finished:
req_state.finished_stage_ids.add(stage_id)

request_finished = False
if finished and self.stage_pools[stage_id].final_output and not segment_finished:
req_state.finished_final_output_stage_ids.add(stage_id)
final_output_stage_ids = req_state.final_output_stage_ids or {req_state.final_stage_id}
request_finished = final_output_stage_ids.issubset(req_state.finished_final_output_stage_ids)
if req_state.session_owned:
# Session-owned outputs are delivered through the session interceptor.
pass
elif self.stage_pools[stage_id].final_output:
message = OutputMessage(
request_id=req_id,
stage_id=stage_id,
replica_id=replica_id,
engine_outputs=output,
metrics=stage_metrics,
finished=request_finished,
stage_submit_ts=submit_ts,
)
if (
request_finished
and self.async_chunk
and not req_state.streaming.enabled
and not set(reg_state.stage_submit_ts).issubset(req_state.finished_stage_ids)

# Direct chunk delivery can finish the decoder before the
# upstream engine's terminal output/metrics reaches this loop.
# Keep request state until those messages are routed, otherwise
# the frontend publishes incomplete usage and loses stop reasons.
req_state.pending_final_output = message
request_finished = False
else:
await self.output_async_queue.put(message)

orchestrator.py:1988-1993 - i & &4

if (
(finished or segment_finished)
and stage_id < req_state.final_stage_id
and not reqg_state.skip_legacy_stage_forward
and (not self.async_chunk or not self._stage_receives_async_chunks(stage_id + 1))
and (not self._next_stage_already_submitted(stage_id, reg_state) or req_state.streaming.enabled)

orchestrator.py:2036-2043 - pending_final i4T + ;538

pending = req_state.pending_final_output

if pending is not None and set(req_state.stage_submit_ts).issubset(req_state.finished_stage_ids):
req_state.pending_final_output = None
await self.output_async_queue.put(pending)
request_finished = True

if request_finished and not req_state.session_owned:
await self._cleanup_request_ids([req_id, xself._cfg_tracker.cleanup_parent(req_id)])
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® run() B9 finally: cancel + gather

BINNe XA EEMEXE, IMIRE—IERE: 3 asyncio.all_tasks(loop) , IEIRMAY task tEY
HHER,
orchestrator.py:530-555

finally:

self._shutdown_event.set()
for task in tasks:

if not task.done():

task.cancel()

try:

await asyncio.gather(xtasks, return_exceptions=True)
except Exception:

pass
await self._shutdown_extensions()

if self._membership is not None:
await self._membership.drain_tasks(timeout=10.0)
self._membership.shutdown()

self._orch_monitor.flush()
self._shutdown_stages()

loop = asyncio.get_running_loop()
pending = [t for t in asyncio.all_tasks(loop) if t is not asyncio.current_task() and not

t.done()]
for task in pending:
task.cancel()
if pending:
await asyncio.gather(xpending, return_exceptions=True)
# —-——— Request handling ———-

EXBLE P02 SHRNFETE

SHREY AMLTE X LS R

1 stage " replica; replica M. JEiE. Sk P04 orchestrator.py:1159-1233
_reconcile_readers zf

ASILH reader

dispatcher B RTiL, AEIMR AR - orchestrator.py:1264-1289
asyncio.wait({ready_q =t
.get(), shutdown,

reconcile})

reader 4% ("error", HrEfRE: — M replica TR P04 orchestrator.py:1297-1312
..) , dispatcher JEi%i% replica Bk

FopsE

&R source_outputs =  stage B9 output processor BEE = — orchestrator.py:2366

[output] , "ESH# chunk  FRIFESH; P02
stage_data #&ill

orchestrator FEMIIFE, & it HTTP BRI RIZIEE PO1 async_engine_utils.py:40-50
janus -]
OutputQueueSink 5F#%
(ESEH
diffusion stage F poller i diffusion EFiH R BIEFEZE poll  — orchestrator.py:1138-1157
#0O
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CFG companion, PD 9. Wz ThEE — orchestrator.py:1912-1931

streaming. session, metrics

ERZEE—18

1. B orchestrator TR —1NMEIRE, T4EEE add_request B, HHAMTE janus B sync_g.put , A
BEE1Z1AM orchestrator lEIMAEE ™ asyncio.Queue.put_nowait ?

2. _route_output BB, R4ZFAFH OutputMessage ETEFEKRLAT— stage ZBIMUHRNTIA, MRKRITE, %
await _forward_to_next_stage (—REHIERE) BAARF, BFRHRRLESEMTALER?

3. reader BN AFREEAR _handle_dead_replica , MEILEHIZEME B34 dispatcher?
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KYEA: MESCI] nano-vliim-omni

BEeFRM: E8K RTX 5090 LA Qwen2.5-Omni-3B #—N58EMZ stage HIEAR
%, 12 1M ERE, STHERKRETITS, 591007, SEMSI.
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F{EM : MZESCI nano-viim-omni

B#n: TEE5 RTX 5090 (32 GB) L serve Qwen2.5-Omni-3B, Z#HFXA. B, SN, XATEERAEL, ZEKkHL, &O
A OpenAl,
SZI: vim-omni fa8b4199c (JRREHEIEFEMIZ commit), vLLM v0.31.0, nano-vlim, HF transformers,

0. {FliRERS B8 321

REMUAZR"ER vLLM", TR B — 1 R/IVETRENZ M EIFIERS . TMIZEHSIBR viim-omni iR HIFRE
¥%iIOME]ER: paged KV cache 5 continuous batching; 5 stage BIZUIB(ES; MAKEH TR Y SHEHLIERME; &8
® L2 stage WEFXI%; CUDA graph,

RAEZ(TY)

1. nano_vllm_omni/ JFA3, BIURHITE 4k-7k 1T (FEERM HF &1R)
. nvo serve Qwen/Qwen2.5-0mni-3B : BEI— OpenAl AR, /vl/chat/completions 2#F modalities=

N

["text","audio"] # stream=true ,
3. tests/ : BPEREH parity MHAH LMK (NEEREH"HRUL"—12) ,
4. bench/ : Witk TTFT, TPOT, TTFP (BEEMILR). RTF. Hit, BHHK 1. 4. 8,
5. REPORT.md : BAZRM. IRITENE. EFME. Meesk, MRIRH viim-omni WER,

BARRMBXE
BTERER" B > MEBCENED -~ BOBR > RIKANE > 1#1 (If8) > 2ERIB"AR. BGTTFRR
=, Boit, B BBERKZE, BRARTNSERBYR. XHTREREERRAC.

1. BinRE 5B HFE

11 Bt 4% Qwen2.5-Omni-3B A& Qwen3-Omni

1=aY g5t B+ 5090 AJ{TE

Qwen3- MoE thinker + MoE talker + 16 &2 RVQ MTP  bf16 iX&E%) 60 GB A Lk, AT, 2MHXEMNRIEEE, ~ESE

Omni-30B- + Code2Wav A,

A3B

Qwen2.5- 2% thinker (Qwen2.5-3B Z&% LLM + 57 bf16 IXEARLT/1 GB, A{FEIU

Omni-3B IRi82% + VIT) +/)\ talker (B2 codebook) model.safetensors.index.json AY metadata.total_size
+ Token2Wav (DiT flow-matching + NE., =1 stage AFHTE, TEEBHAINA KV =E,
BigVGAN)

Qwen2.5- EL, thinker EX oL bf16 HEEM TERE, FEINEMEFTME, HES

Omni-7B thinker = FP8,

EH Qwen3-Omni 72249382 _E—2X (Thinker—Talker fil vocoder), FRLAfREZIF KT RIINEIETFFR, viim-omni

RS‘EZE’\J%IJ”., : model_executor/models/qwen2_5_omni/pipeline.py:18-65 ,
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1.2 1RE=F (S5d05%iElE HF &)

Stage LD LT B0

0 Thinker X token + BEIG/AST/ESM XA token (JREIFAF); 8  MRoOPE/ TMRoPE (1ZETEIFFEHINUE); Zi&
YHIE MIER embedding # embedding &
hidden (45 talker)

1 Talker thinker B9 prompt codec token (& thinker_to_talker_proj & thinker #E R 3!
embedding 1 hidden, i1t  codebook), talker & ; S5 = codec embedding + 7%
BEER reply @& START=8293 . END=8294 thinker reply [&; ZEHH id = num_embeds+1

(stop token). PAD=8292  HJ token

2 codec token, iRiEAFM 24k BT (U config Jo ) DiT F RK4 ODE f# flow matching (vlim-omni g
Token2Wav (cond / ref_mel, kB 10 %), 81 code XN 2 > mel i1, BHLE
spk_dict.pt , %l Chelsie / BigVGAN &Rl
Ethan)
%%: model_executor/models/qwen2_5_omni/qwen2_5_omni.py:241-410 (E/I\ Stage El\] forward) N

model_executor/models/qwen2_5_omni/qwen2_5_omni.py:760-847 (talker E’\] prefiII *ﬂ decode 5@)\*’@%) N
model_executor/models/qwen2_5_omni/qwen2_5_omni.py:895-982 (codec E’é%iﬁ) N
model_executor/models/qwen2_5_omni/qwen2_5_omni_token2wav.py:601 (RK4 ﬁ?ﬁ@%&) ° HF ﬁ*/‘_l_i)ﬁ '-z-n;édefiﬁg_(i\:ven2:5_or-n-n-1p-y-' (E,""—\r‘\

7£ Qwen2_50mniForConditionalGeneration.generate EB thinker %l talker 931 A=) o

1.3 RTX 5090 IFIE 74N

o Blackwell 2243 (sm_120), 32 GB £7F. = CUDA 12.8 &AL, BAK1F sm_120 89 PyTorch (cu128 wheel),
 FlashAttention. Flashinfer 5 =75 kernel 3 sm_120 B9z 35 BITHIARMRA, 1EMLELEEIN: prefill B PyTorch
SDPA S {RE =B K Triton varlen kernel, decode FA{RE =B/ Triton paged attention (XAEFEZ0ES]) .
o BRZHFHZ GPU R, TEHEZMN kernel BNAZRIB R, TSHIEH K. 17 CUDA MPS FRLAFH &K HAT
(hnIm, W M10), viim-omni 27T cuda_mps FF%&: engine/cuda_mps.py o

1.4 EFWME (H2E, 5 REPORT)

KV bytes / token = 2 (K,V) x num_layers x num_kv_heads x head_dim x dtype_bytes
fl: & thinker text_config J 36 BE. 2 1 KV head. head_dim=128. bf16

- 2x36x2x128x2 = 36,864 B = 36 KB/token - 8k token = 0.29 GB
(A config.json B9 thinker_config.text_config / talker_config SEFREUENME)

I Thinker Talker Token2Wav
& LLM + SZ4RRI882 + VIiT VLM + 3582 + =2 thinker B embed_tokens DiT + BigVGAN
(&ARk) (I M4)
KV cache FEHiE % talker config ItE (codec FFIH, 4% thinker J& (FEBEEYA)
XAEKEREE)

BUEIEE  KESAKEM prefill Y /) DIT S mel B9 attention, 5

IRABERIEIE EEEIENELEES
CUDA B capture B batch size #ii5—1% graph pool, HAFTAFE (viim-omni BRIARRFREID talker MTP graph, 1L
graph worker/base.py:140-147 )
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2. BiRSRER

" APl 2

il asyncio loop (FastAPI)

Orchestrator £ (JM3Z loop) — M6

)+ abort / BEEHE - XiSIAF

prewarm

SN

\
1
1
1
1
1
1
- B35 1
1
1
1
1
1
1
1
1

I

I

I

|

! HTTP / SSE - HF processor (tokenize+MM) req q TERIRTSH - stage BEH (0—1-2) -

! per-request asyncio.Queue - abort on disconnec] 45 stage — reader task — B dispatcher (2E%&)
! M9 detokenize ({G&

: out g

I

\

ack (¥ZHIE)

N\

Stage 0 #72 - Thinker
EngineCore: 10 £f2 x2 + busy loop
Scheduler + BlockManager (M2)
ModelRunner: paged attn / CUDA graph
encoders (f&f HF) + MRoPE (M3)
payload &Ki%%FE (M7/M8)

.>

Stage 1 #7ZE - Talker
[E—Z EngineCore (E£F M2)
inputs_embeds JREHY prefill / decode (M4)
WAITING_FOR_CHUNK &5 (M8)

L

Stage 2 #f2 - Token2Wav
Generation JE2E (T KV) (M5)
#2E 0 batch fi#F3 DIT + BigVGAN
SefEF HF Bk, Bt

#44EME Connector: POSIX SHM (#f#) / CUDA IPC (%

HeEX: =i, WAESE S=-mfER == GER. EEREmt
stage — EngineCore #72; I=HIEE orchestrator,
stage #HIEHA cuda:0 ,

3.HCE vs R iFR

A%
Paged KV cache 5 BlockManager (& prefix caching BJi%)
)

Scheduler (continuous batching. chunked prefill |

HNER (positions [ slot_mapping /
block_tables) . 4

ModelRunner:

Paged decode attention kernel (Triton)

Thinker LLM #2258 5 Talker LLM fBFZ58 (Qwen2 4514,
RMSNorm / RoPE / MROPE / GQA / SwiGLU)

1% stage IRONES INEL
Thinker %Il Talker BI% A\ 435t

(prefill Ht1%. ED reply @E)

EngineCore ##2 (10 %442, busy loop). ZMQ ¥

Orchestrator, 1BEXKIRSHL. abort, BE. Xf=
SHM Connector 5 chunk i&E228 (EALZIE. key. BIE)

Decode CUDA graph (%7 buffer. batch bucket. padding)
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3R

BEES
BEES

BEE

BEE
BES
BES
BE5
BES

BE5

y) — M7

. BREME viim-omni —2:
BUEEH worker s s, XAIETEH BT:E%‘EJ:, FRIA="

™ APl #7, 81

A
EfR vLLM BIiZOHR
% stage BT FHFINTHEERE

per-request seed. top-k/p.
repetition penalty

prefill ATAZF SDPA

R TIENIREY paged attention F
CUDA graph

safetensors TERAIZMNEL
MRS S H BN
2E vLLM K91t
AAEABIH RO
async_chunk B9ERE,

EREXR R
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Tokenizer. chat template. Qwen2_50mniProcessor (&5t
fiE. Ef& patch)

EIMRIDEs. MHmEDER (VIT) &R

Token2Wav (DiT + BigVGAN)

&R HF

& HF 1Y
nn.Module

Sef& A HF 5% viim-
omni BYSCIR

FastAPI [ uvicorn, pyzmg. msgspec g msgpack & F
A3
4. WEBEH
nano_v1lm_omni/
config.py # PipelineSpec / StageSpec / DeploySpec (dataclass, YAML mJi%)
weights.py # safetensors IZRISHRIE . BFGT
models/
gwen2_decoder.py # BE: RMSNorm, RoPE/MRoPE, GQA attention (@A paged attn). MLP
thinker.py # LLM + {&F# audio/vision encoder + embedding &3 + hidden S
talker.py # thinker_to_talker_proj + LLM + codec head + A3
token2wav.py # B2 HF/omni #9 DiT + BigVGAN, %3 decode(codes, spk) O
engine/
sequence.py # Request / Sequence JAZ (& WAITING_FOR_CHUNK)
block_manager.py # paged KV oE. SIAitEk. prefix hash
scheduler.py # AR JHE + Generation AEE
model_runner.py # WNES. forward, X#. CUDA graph
sampler.py
core_proc.py # EngineCore #72: I0 %%2 + busy loop
core_client.py # 7£ orchestrator loop H{ERMNESL ZMQ client
kernels/
paged_attention.py # Triton decode kernel (+ ®Ji%& prefill)
connector/
shm. py # POSIX SHM put/get + % + reader unlink
chunk_adapter.py # recv/save 472, key #. EE£5/3;F
orchestrator.py # ERIRSHL. BBEH. prewarm, &7S5F7. abort
frontend/
engine.py # Hils o orchestrator 4#E#% (janus FHETE)
server.py # OpenAl % API. SSE

tests/ bench/ scripts/golden_hf.py

5. BIEHIREE

ReEmnimA

Hef=mEiNE, Rag& L. B
F, MKk&H embedding

1% : B2SEW batch 45 CUDA
graph

BWTE: —TEREEY 3-7 X, £1EAY 8-10 B, MigiRNF#HE, S—SHLTTBIRK. sIE parity Mids—

ERE, FAREMBERANEITNE.,

MO - FiES5 £tnE (golden reference) 5%

B#x: A HF transformers (i Qwen2.5-Omni-3B (UXAINES i, FEST stage WFEBKEEFR, (FAZE

FiE parity MIXAOAREZ 2,

B2E5: scripts/golden_hf.py , BEIE 3-5 " prompt (AXAK, FE. F5F

15, talker FBEIE seed 8j greedy, RFUTASR:
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e thinker: input_ids . MROPE position_ids (3xT). BEH®ZE/VE 0 BEM&/E—EM hidden. logits (BIF&
FH) . ERAT token;

o talker: prefill B§ inputs_embeds . SHEWABEE. LI codec id;

 token2wav: codec A . mel, A wav;

w

o IB{EE7E ( torch.cuda.max_memory_allocated ) FUwZIiHFERT,

U BEEEEI HF AMIL; golden XXHFRILAMKE pytest HOEL,

A forward hook #MBEXR B3R E LEEX HF JRIBE /%,

o talker FIRFHBENIE. 1 parity NEAM greedy, BEAEE seed, HFEMWZIESUME—TREINF., &
B RIHIE R "teacher forcing": EHIZHE golden #Y codec IRi#ZE, REERR logits,

o bf16 FTAZEHRLE bitwise —3, LLIR logits F§ atol~le-2 Bfl argmax —F; A SNR 3 mel-L1,

M1 .- IXEHRF D51 stage 1NEL s o

B#r: I load_stage(model _dir, stage) —> nn.Module , T stage RMEEHCHER, HERIENECEEN

e j¥HY model.safetensors.index.json , }&RBIZX thinker. . talker. . token2wav. R¥TFHHEX shard, F
safe_open Y get_tensor EMINEHEIZIEE GPU, BRI checkpoint 5ti# CPU ATE,

BFREY: HF BFERAVEIRE (2 viim-omni B WeightsMapper %),

1SRRG : talker stage TFEE thinker B embed_tokens , FI3RIE thinker FISIZS token BRALBIE;
token2wav EE spk_dict.pt ,

NBFZEMEEE: RERNBANZROSHRE, FHiRE, FZR$TH warning,

def load_stage(model_dir: str, stage: Literal["thinker","talker","token2wav"],
device: torch.device, dtype=torch.bfloat16) -> nn.Module: ...
def iter_stage_tensors(model_dir: str, prefixes: tuplelstr, ...]) —> Iterator[tuplelstr, torch.Tensorl]l: ...

B (1) =1 stage WS EESNHEZET checkpoint ££; (2) 81 stage MNFGEHIE1ZH safetensors
metadata ITEHEHFHEH—F (3) thinker BIRE B decoder f#—)X teacher-forcing forward, logits 5 golden

_EQO

* viim-omni BIGER ST stage #FTEIE checkpoint, fA/F#E load_weights BIFRIRDM (

model_executor/models/qwen2_5_omni/qwen2_5_omni.py:983-1044 ), {RAIAMISELF: RIE index RITFHEX shard,
o talker &M thinker embedding B 5 : mode_executor/models/qwen2_5_omni/qwen2_5_omni.py:1009-1022 o
* Qwen2 i g/k/v & bias; o_proji&H. BILAE gkv 3T8— Linear, J&/)> kernel £,
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M2 . B2 stage LLM 5|28y (nano-viim &3l) 204

Bir: SR thinker BOZESCZS, TEEHFEESLI] continuous batching Al paged KV cache B9#IES |28,
LLMEngine.generate(prompts, sampling_params) Hy#iH5 golden —%%,

HE5:

1. Sequence [ Request: A7 (WAITING / RUNNING / FINISHED_*, ¥58 WAITING_FOR_CHUNK 7
WAITING_FOR_INPUT) . token %% . num_computed_tokens . block table,

2. BlockManager: [EE block_size (40116); free list; $#E0H; B (F[IE) 1% block AR hash # prefix
caching, Eo&5IFITER.

3. Scheduler: S step f£ max_num_batched_tokens ] max_num_seqs FEHIA, 5iERE running (decode),
HBiAE waiting (prefill, B chunked prefill) ; KV 581185 (recompute) ,

4. ModelRunner: B— step BIAEERRBIEM input_ids . positions . slot_mapping . block_tables .
context_lens . cu_seqlens ; {17 forward; RFETFIIHE—TEE logits,

5. Paged attention: 5 KV (3% slot_mapping scatter) ; prefill F§ varlen causal attention; decode FB{RE B
Triton kernel 3% block table 1% KV,

6. Sampler: greedy. temperature. top-k. top-p. repetition penalty; per-request seed (FMNEFK—1
torch.Generator , Fi%BH batch FIMARIEERS batch AT X) .

class Scheduler:
def add(self, req: Request) —> None
def schedule(self) —> SchedulerOutput # RS ERMLIEKR. S MEKHELD token
def update(self, out: RunnerOutput) —> list[RequestOutput] # iBfn token. #E. R block

class ModelRunner:
def execute(self, so: SchedulerOutput) —> RunnerOutput

Eol @

0 BAIER greedy A RAY token 5 golden 5T2—21 (Z/DEI 64 1 token) ,

0 8 MEAKEMNERANIER, 8MERNERS BT — (batch TZ4)
O ARE KV RN A S, SRIDAER.

0 Triton decode kernel 5 naive attention BB TTIRTIZEEREN,

e nano-viim 2IFEIFRIZE, KUY 120017 - nano-viln i, BWFEEHSE, RETHE.

e vLLM RB‘F_\TE’\JEH% A scheduler.py o kv_cache_manager.py o gpu_model_runner.py o

o SEREEMN"— RM prefill R decode”, BZIERES batch,

o KVFE: 5t profile —/X&K batch 8 forward, EXEIEIEE, BA W8 - K& - HEEME - graph E it
& block #l, % stage HRNAEA"THNERFLLH", ELED stage —TMEAFTHE (5 vLLM B
kv_cache_memory_bytes BIZEE),

M3 - ZIETHAS MRoOPE s 4
Bi#R: thinker XIFE&. =50 (MSAENHE) WA, HBLERS golden —3,

BCE:
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o BIUHIEAA HF processor 152! input_ids (& &5fi token). pixel_values . image_grid_thw .
input_features %, Hi@id IPC k%A stage 0, EFCIRITIK=RFIIMEAEIL (msgpack + [RiA bytes, B
SHM) ,

o 7f stage 0 FIZ TEFIRIDES, LmIDESHY scatter Bl 51 token BIIE, 5%l inputs_embeds ,

* SCI MROPE #Y 3xT (U EITE: XA=#HE, E&IZ (t, h, w) Mg, Skt RSN (TMRoPE) 1
Ao, decode MERAIE = E—PMIE + 1+ fRIEE ( mrope_position_delta ),

o FERILRIBI[ITEITA token budget, ERIMSEE, [HIE—KKEE— step 1£1F.

IO HEIMTEEIMAY prompt, position_ids 5 golden 22 —3; ARV token I 32 ™—H,

o HE: model_executor/models/qwen2_5_omni/qwen2_5_omni.py:412-576 ( get_mrope_input_positions , &
seconds_per_chunk BEFNAER) o

* prefix caching 1&Z| Z4E5HY, block hash MVB & ZESABH hash, BNAREREwHE—7D KV,

 chunked prefill B44gi328 & —%: A encoder cache (LA request AN key), IBLERDEIZ step jH
&,

M4 - Talker stage (E2#HFEHRERRR) 1049

Bin: ERE—HBELERFE: thinker #3858, BXH embedding 1 hidden, #3i& talker B9%I A, talker FR{REIS|EE
(8 M2) 45§ codec, X—FHHAERZHIE,

BCE:

o thinker 8—4& 5 Y talker EEMMEZE (32 HF generate FIENX, BE R 0 & embedding 5 &/5—/Z hidden
MEMAS), HIRIFKER,

e talker B prefill inputs_embeds : thinker 9 prompt &3, #0_E [spk_token_embed + codec_pad_embed] , &
it [E— @EE@E + codec_bos_embed] , prompt token id A mask. pad. start i,

e talker 4% decode KU = E—# XL codec BY embedding + £ k > thinker ElE@&E; LIE@MEFER
[528 A8 pad Bf eos XAM@ME (U HF BE) .

o S|EENIF"IU inputs_embeds IEEN"(IIEK, X4¥E talker B prefill 1 decode #RJIAENINBEE (¥ BIRTE
M2 58 runner) ,

o RIFLATR: stop token 8294; 3Nl id > token2wav num_embeds A3 token; #HiATEIE START. END. PAD,

IS : FH teacher forcing i, talker &—##4 logits 5 golden —%{; FH greedy BiEIE seed i, codec FEF5
golden —% (FETE >95% M E—F, HERSHIRBEREE).

RR
° 5}% model_executor/models/qwen2_5_omni/qwen2_5_omni.py:686-847 (talker_preprocess N preﬁll 1:#?%\ &
'/'f decode) N model_executor/models/qwen2_5_omni/qwen2_5_omni_talker.py:56-106
( thinker_to_talker_proj )« model_executor/stage_input_processors/qwen2_5_omni.py:42-63 (#32 codec
B token),

o thinker £M4RET, vLLM V1 2RI stop token &N output FF#I(E, FiLA hidden 2%—1T, WAiHEE:

model_executor/stage_input_processors/qwen2_5_omni.py:261-317 B%&Hﬂﬂ’g"%—ﬁ"bugo
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/models/qwen2_5_omni/qwen2_5_omni.py#L686-L847
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/models/qwen2_5_omni/qwen2_5_omni_talker.py#L56-L106
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/models/qwen2_5_omni/qwen2_5_omni_talker.py#L56-L106
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/stage_input_processors/qwen2_5_omni.py#L42-L63
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/stage_input_processors/qwen2_5_omni.py#L42-L63
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/stage_input_processors/qwen2_5_omni.py#L261-L317
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/stage_input_processors/qwen2_5_omni.py#L261-L317
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o B"}E stage MINMIE"ERAEREL: build_talker_prefill(payload) —> (ids, embeds) , M7 1 M8 #p{i=
HEERN, ITRBZETEN.

M5 - Token2Wav stage 7%

B#f: codec BB, SREBED, BISRRAR®S,
BE5:

e Token2WavRunner.decode(codes, speaker) —> wav : HNZk cond 1 ref_mel, #iE1LIEE, DIT FH RK4 FRH N
$18%I mel, F4 BigVGAN 18EIRH .,

o DM B W code BIE—R, FALTX L, REELMESNANER, HHEMHESIR AN, BE
t: F—IERAIRFAEEM per-request seed, RIEDIRMERGRRERKIT,

o —/ Generation AE23: Jt KV, TLXR#E, ERNMEZENZ MEKRED pad f5 batch 4438,

U EERARRDS golden JBFZHY mel-L18; SNR IAZIEE (BE, B#HIRE): DREBBRNERASM, BRREET

BREIREE,

o BE: model_executor/models/qwen2_5_omni/qwen2_5_omni.py:895-982 (cond F1 ref_mel BYEIEIZEE .
factor . steps=10 ). model_executor/models/qwen2_5_omni/qwen2_5_omni_token2wav.py:1038-1180
( process_chunkx , BI#E DiT #1 BigVGAN B9 batch A7) ,

¢ Qwen3-Omni kY Code2Wav AA"AZ L FXEEBII A "HNIRSHR (

model_executor/models/qwen3_omni/qwen3_omni_code2wav.py:447-508 ) y ﬂu{%%;‘%iﬁﬁ'ﬁﬂﬂ’\]'@ |:| %Eﬂ%o

M6 - Zi#i23EFM5 Orchestrator 144

BiR: = stage #fA =" EngineCore Fi#E, H API #FEZER orchestrator i Ex, B/ "EE payload 2
orchestrator #&" (RIEEZER), M7 B,

BE5:

1. EngineCore ##2 (&% vLLM EngineCoreProc ):
o N 10 %4%2: ZMQ PULL 3f ROUTER, f##3 msgpack [GIN queue.Queue ;
o busy loop %4F2: BEUHE (ADD/ABORT /UTILITY) - schedule() - execute() - update() - BN\
RS 2B TERNEZETERMATI L, FETE;
o 10 %2 FIIMLfE ZMQ PUSH;
o SIGTERM R BirEFHEMABATIZE— WAKEUP, &% busy loop JKiTtfHZE,

2. BEh5B%F: R#ERIBF spawn =1 stage ([E+F), B stage AEXH kv_cache_bytes ; FiHiZ5E
BX"hn&E - profile > 2 KV - capture graph"Zf5/& READY #F; {Ea— stage KIMEPE O K HAth
stage, Ait: FAEHIE flock IB"MNEZRNEF"X—F BT,

3. Orchestrator &%#2 (HC#Y asyncio loop) :

o 1 stage client —> reader task, FF ZMQ Hiltl, RAEKIE—T ready_q ; B dispatcher 174k
B, MMRIEERRERE—ITEE;
o IHKRIRE: stage_submit_ts . finished_stages . final_stage_ids={0(text),2(audio)} ;
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/models/qwen2_5_omni/qwen2_5_omni.py#L895-L982
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/models/qwen2_5_omni/qwen2_5_omni_token2wav.py#L1038-L1180
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/models/qwen2_5_omni/qwen2_5_omni_token2wav.py#L1038-L1180
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/models/qwen3_omni/qwen3_omni_code2wav.py#L447-L508
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/models/qwen3_omni/qwen3_omni_code2wav.py#L447-L508
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/models/qwen3_omni/qwen3_omni_code2wav.py#L447-L508
https://github.com/kzhou003/nano-vllm-omni-drills

o stage O STRX/EH9IE stage 1 B9IEK (AR M4 RUZERER), stage 1 SERX/EHEIE stage 2 HUIEK;
o I#& detokenize J7E orchestrator (B MEKRYEF offset),

4. BIIREFR: IBEKRATIER (REEE), BEAIIER, BAEREMESH (BHtR call_soon_threadsafe
—R), FH4ME lost-wakeup,

‘ reader(stage0)
dispatcher (f#—5%) o
ready_q output_queue — Hiif
route / forward / detok / cleanup

‘ reader(stage1/2)...

@dataclass
class ReqgState:
request_id: str
prompt: Any
stage_submit_ts: dict[int, float]
finished_stages: set[int]
final_stage_ids: frozenset[int]
pending_final: Optional[OutputMsg] = None # M8 &&SFITH
class Orchestrator:
async def run(self): ... # B5) readers + dispatcher + request handler
async def _on_stage_output(self, stage_id: int, outs: list[EngineOutput]): ...
async def _forward(self, req: RegqState, src: int): ...
async def _cleanup(self, req_ids: list[str], abort: bool): ... # W—H0

Eoll @

O ImElS . SXARMBEMmE S M4, M5 BBHRZRRA—E,

O #H& 8 MAEKR, BMEKRMIA token RFIEF, finished MAFEII—XBRRE—%.
0 TR =DFH#FEF] orchestrator B CPU 5L 0 (&% busy-poll) .

O Ctrl-C [GFiBE#HTZRY, TfEF#E, nvidia-smi EFZEEM.

R’
L engine/omni_engine_base.py:300-340 (é&ﬁﬂ]l?}\ﬁlj) - engine/async_engine_utils.py:40-97
(Mt =EmEE) > engine/omni_engine_base.py:973-991 (drain = arm - drain = wait) -
engine/orchestrator.py:1099-1320 (reader 7][] dispatcher) - engine/orchestrator.py:3062-3162 (%ﬂfﬂﬂ')ﬁ(
S, BRR).

o BEXRISHEMBAZE. SNiME ATEELLIRSILRNA,
 dispatcher IERXARE await , FTNBEEEMRIEMEART . BELEE await i, FLERRSHZE await,
o FiHFEF spawn MR fork (CUDA A3z#¥ fork),

M7 - #03EE Connector (%iFF orchestrator) s%

B#r: thinker %l talker B hidden 1 embedding ({AF2.X), DA talker Zl token2wav B codec, A H worker 5=
MRE#EER ., orchestrator REE—M"HUEK", HPESKEFEEM sender 58,

B2E5: SHMConnector.put(key, tensors) | get(key) —> tensors | None :

o key ZTEMM: {req_id}_{src_stage}_{chunk_id} , XHENANEEMIMNITEIE @ EFAEN £
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/omni_engine_base.py#L300-L340
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/async_engine_utils.py#L40-L97
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/async_engine_utils.py#L40-L97
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/omni_engine_base.py#L973-L991
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/omni_engine_base.py#L973-L991
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1099-L1320
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1099-L1320
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1099-L1320
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L3062-L3162
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L3062-L3162
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o 5EMLIFARBR lockfile B9HkE flock , BEIEHS AN POSIX shm; EEF LOCK_EX|LOCK NB HRMEESE

0

o FEEMF unlink (BJHZERE); SETHOREHRIEEN key; abort TR EIZBIRMEEIE;
o 1EUNIR stage FIE WAITING_FOR_INPUT JAZS: 1BREZIIA(E payload &R, FRHENFEERT; FA recv

LRZIEEE, RORELRE, TRELE LR,

B ZER5 M6 —E; orchestrator #128) IPC EPWE TE—THER (FTHA5IT); #8100 ™MEX (F abort) &
/dev/shm JoH%EE.

. %%552 distributed/omni_connectors/connectors/shm_connector.py:195-364 .

entrypoints/stage_utils.py:193-237 ,
e I%: BEfiz=rIUA CUDAIPC ( torch.multiprocessing 3= CUDA tensor, I
cudaIpcGetMemHandle ), LI D2H, MRAETEMAEAR: £ B UIRIEAHERERTZATRXIRE

7, HEHEH event @4 BHENR.

M8 - async_chunk iRk 124

B#r: thinker & decode —1* token, FIEXNHIEIEME AL talker; talker E4#9% W 4> codec, A%
token2wav, =1 stage GBI T{E, EESFIRILR (TTFP) M"EEEZAIK"FERITIIE,

HEs:
1. ChunkAdapter (81 stage #fE—1):

o save_async(req, payload) : TEIREZFE L RHIRBFINGN; save Z&F2 A 53M41&E payload HHIT
put ;
o load_async(req) : recv T2 get , KMAHRE; ZMHETER timeout fEN lost-wakeup BIFIK;
o chunk_id 7£ put BINEA EBIAEIE; terminal chunk (finished #5i&) FEEWE cancel FiE;
o cleanup 5"2XIKEIAY chunk"Z BIFAEFN generation M Z {2, BHLERZIE chunk 5 3 E55IBH9E
Ko
2. EERMTF: schedule() BIEZEFRF chunk RTERTEH waiting/running BA%Y (i&H
WAITING_FOR_CHUNK) ; #£ finally BB chunk BFt&ERIBERMEE.
3. Prewarm: orchestrator INZIiEKfE, 1%l stage 170 stage 2 IR GMIER, XL HAIERESE
WAITING_FOR_CHUNK, 55— chunk —ZIsisEE TR,
4. 82EF): RBESMBEBIRRM stage # finished BY, 7 @EFIIHAE finished=True . TEHZHI, LSERL
#1E pending_final ,
5. B, BIRA: FIIER 4 1 code, ZFER 251 (HFMAMAIEER ramp) , EIREFLHAE TTFP

RTF 9N ETHAZL .

Eoll &

0 JF/S async_chunk FEMSIFRIRA"ITRE—E", AENHER (talker REFMEEHS codec FFINTE—H).

O H& 103 TTFP b M7 BRE—TEERM L (LBHETF) .
O EMWIR: 1000 ™EK, BB 10% Hi& abort, JRBERKAER, 8B SHM R, HETER,
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i %% distributed/omni_connectors/transfer_adapter/base.py:20-140 .
distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:381-503 (save_async 'I%ﬁﬁ) N
distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:1120-1186 (process_pending_chunks)\

core/sched/omni_ar_scheduler.py:408-451 (schedule ﬁﬁ%%@%) N engine/orchestrator.py:1954-1967
(,%%_,S%ﬂ'l\]) N engine/orchestrator.py:2711-2870 (prewarm) °

4 Qwen3—Omni E’\] chunk %IEIZI@(%?E&}E’\]E*& model_executor/stage_input_processors/qwen3_omni.py:409-
542 (thinker Zl talker) . model_executor/stage_input_processors/qwen3_omni.py:765-842 (talker %l code2wav
M&EO) .

* talker B9 prompt &<EM&H thinker 89 prompt <&, {B prewarm B thinker &AM, BRINE: BIHELE
tokenize &, orchestrator £1i& prompt £&E, FfLA prewarm B9 51 prompt ATLAFE [0]kexpected_len ,

o WNRREIT async scheduling (M17), &KiXimREEL"EMMIA"E token: num_computed -

num_placeholders ,

M9 - OpenAl #BRS 54

B4R: POST /vl/chat/completions , 3% messages HHY image_url F input_audio , X3#F modalities .

audio: {voice, format} . stream,

BH2E5: SSE X7k delta 547 delta (base64 PCM 8 wav ) REHL; ZEFIREFFFAT ( cancelledError )
FB asyncio.shield 4T abort, FHIRBE#BAT; /health 7E{F— stage HFEFLTHTIR[E 503,

Julk: A openai Python SDK 1 curl #EERAZEINASEM; ERIVIREF kill EF IR, =1 stage #ULZE!
abort, KV block 1 SHM #3#&[EUg (FTENITER) .

L4 5}% entrypoints/async_omni.py:325-332 (shield abort) N entrypoints/async_omni_base.py:460-493

(abort FEMAR, FHlEER).

M10 - 148E: CUDA graph, I0 5itHES& 105
BR: ik thinker # talker #9 decode ~EB 32 kernel launch FFE5BR#!I, F B2 stage #9 D2H N AHEITE,
BHEE:

1. Decode CUDA graph: 9 EREE buffer ( input_ids . positions . slot_mapping . block_tables .
context_lens . it hidden), Xt batch bucket (1, 2, 4, 8, 16, ...) & capture; &{THS pad ZIRITH
bucket, B replay, ¥&: graph AAEEH Python 5. CPU EHH&NZ shape,

2. Graph RfFIT AR capture ZRIMIZEEMN—RERF, B KV &,

3. %% payload D2H: Ff37# copy stream, 3t wait_stream(compute) , % clone Bi#ZDl (graph buffer &
W T—/R replay B=), 1% pinned host WZ, B record_stream , BiCHE—" event; FAEKTES event
SERLEH put,

4. (%) CUDA MPS: FREE=1T#2M kernel AJAEIEH &M1T. NEEFMXAH & 4 8 RTF,

8K : FF/S CUDA graph B4R 5 eager 22 —%1; thinker 7£ batch=1 8489 TPOT B&IK (LA EX=); FB Nsight
Systems #[Ei#8 D2H 5itEEE,
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/stage_input_processors/qwen3_omni.py#L765-L842
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/entrypoints/async_omni.py#L325-L332
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/entrypoints/async_omni_base.py#L460-L493
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o ZE: worker/gpu_ar_model_runner.py:160-207 (S EHIREB: clone. pinned. record_stream. event.
builder éﬂ%*i) N worker/gpu_ar_model_runner.py:1730-1739 (pageable Wﬁ%—ﬁ( D2H iE'f’tj\jE*_'/:E"ngvn) N

worker/gpu_ar_model_runner.py:634-690 (3% bucket capture BB 3%) .
worker/gpu_model_runner.py:243-272  (BE7S buffer A/J\H9I%FR) .
e # per-request seed 4 batch INEEE % replay graph (graph RS EF#{T Python B generator i2%8) , B4
1B RNG JAZMAL graph AYSK=E, FE/AIXZE batch 7E eager: worker/gpu_model_runner.py:1998-2010 o

M11- EffMHSE%Y s

BiR: EEIRZIAY abort, {E{a@—1 stage #Hi2AAGR. EBXIE, REEEEUISEI—EURTES.
BoBEHMR:

o Abort FER: 5TtM detokenizer WEEHHIL (EAIRZ), Hik EngineCore abort, FEINE7Z 13 abort IR
&5 B final stage R BRE—FKT finished,

» Abort 5 ADD MIllii: 7E EngineCore H, abort L E ZBIAY ADD #HAMNEZ G 438, BhLE"5% abort B
add"SEIEREE,

o MIFEMEES: kill -9 ¥ talker #i2fE, EFE(EA talker AUERINEIEEIR, AXXABERAZHM, /health RE
TERR,

o XfBIfFF: 5%fE orchestrator, BE stage #12; FIERIEHMERTEN.

o £BHA: FEZEIANALEEER: NEAAFFEMNIEKRMY update FRILEETE.

W RE—THEEFEEANNIE (BB abort, BEHLIER SHM. BEHL kill stage), ¥ 30 %, WE: 8 MEKIE
F—TEE, RARRMIE (KV block B EZI#Ia{E, /dev/shm RZ=E, RBEF#HE).

i ;fﬁ% engine/stage_pool.py:1279-1339 (abort ﬁwl\ﬁﬁ) N engine/stage_engine_core_proc.py:147-154
(abort '—3 ADD E"\] FIFO *ﬂﬂjfé) N engine/orchestrator.py:1464-1515 ( *”F'\%UI‘J%EEEJ:EE’\J%X) N

engine/omni_engine_base.py:1132-1220 (;’é%mmr%_) °

6. B /SRR

=103 EX ZiYEir (BCH HF B&10E)

TTFT ERENE > BH— DA token %8 prompt, & 1 WAZEEDR
TPOT XA token [E]fE FFiE CUDA graph [GBBR{%F eager
TTFP ERENA > FE—1E50 chunk async_chunk ABERARITHE (K 1)
RTF A RFERT + SR FRIN <1 (M), HR4RRE <1
e=In H& 1. 4, 8 BN req/s SHIAWEYs rofnliiifs
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/worker/gpu_ar_model_runner.py#L1730-L1739
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/worker/gpu_ar_model_runner.py#L1730-L1739
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/worker/gpu_ar_model_runner.py#L634-L690
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/worker/gpu_ar_model_runner.py#L634-L690
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/worker/gpu_model_runner.py#L243-L272
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/worker/gpu_model_runner.py#L243-L272
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/worker/gpu_model_runner.py#L243-L272
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/worker/gpu_model_runner.py#L1998-L2010
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/worker/gpu_model_runner.py#L1998-L2010
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_pool.py#L1279-L1339
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_pool.py#L1279-L1339
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L147-L154
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L147-L154
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1464-L1515
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1464-L1515
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/omni_engine_base.py#L1132-L1220
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/omni_engine_base.py#L1132-L1220
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ZMBERNEORKED AN replay (5E

mode_executor/models/qwen3_omni/qwen3_omni_code2wav.py:63-121 HY plan_decode_groups )
o Prefix caching (ZESERL): system prompt. E—KEZ R IENER KV,
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https://github.com/vllm-project/vllm/blob/v0.31.0/vllm/v1/core/sched/async_scheduler.py
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9. ERIMER (BRCUEBRE)
Effit

e thinker #{Z0FZ H—1T hidden, talker IZHEEEMARREHIMAEE. I M4 18R,

e talker B9 KV, head #1. max_len 2 7F8 talker B 2H config, iz thinker RS attention fiZIKEEIR (viim-
omni FEHERBIESERR: omnil/) config/model.py:268-285 ) o

e MROPE B decode i EE /N mrope_position_delta , AEEfEIEEMIA len(tokens) .

o talker BLAY45 7% id (START, END. PAD. MASK) #N\ token2wav ZSHHBAFTHMEKERE: omi)

model_executor/stage_input_processors/qwen2_5_omni.py:42-63 ,

e bf16 RMSNorm 7 fp32 & N; torch.compile WIFLEHERINTHIE, parity KIMATSLKIE compile HEE,

o MHEIERKRESEENA: —EELIMREERR.

o lost wakeup: FRERFER " "drain - arm - drain again - wait", EEZHZTEM timeout HK,

o recv GREERERAERENERNSR, SHEEARLRENERSS: NMZEHBERGRAELE, AEEH,

* cancel {£ terminal chunk W& T, TiFIERKIZETE WAITING_FOR_CHUNK,

e 7£ asyncio loop EMFEZE queue.put , BPTEIFGSFRME (Viim-omni BEEEXDMEE:  omni/)
engine/async_omni_engine.py:584 ) o

o FHEAERT ARHFEIRER CUDA_VISIBLE_DEVICES SREMIMETE: spawn RZREFELTSEMH, spawn 58IZED

'VXE ( omni(/) engine/stage_engine_startup.py:911-934 )o
EfF5 GPU

o =7 stage H&MIEMKE, "NELRAEF"EEFTIN, SBKY EZM OOM: EARTHANL, BEABREXNFTM
B, BELRABHEIESS ( omi(/) engine/stage_phase_lock.py:106-238 ),

e CUDA graph 89 pool ;& Bit A\TRE

e pageable A7Z8) D2H 2B AL N ; graph it buffer 5% clone #FH# N, BIESWH T —X replay B=,

o FET({ERAKEMRT T record_stream, caching allocator FIREIREIEFXIREF, LI EIESE IR,

10. 2E&HH

o WMREHKIRITEIE: £ Part III

* VLLM V1: { > engine/core.py i i » engine/core_client.py i » core/sched/scheduler.py ii » worker/gpu_model runner.py

o HF E#n/H: (5 modeling_qwen2_5_omni.py J, MRE4-K (> Qwen/Qwen2.5-0mni-3B ;

e vllm-omni Qwen2.5-0mni ifmi omni(/) model_executor/models/qwen2_5_omni/qwen2_5_omni.py  omni(/)
model_executor/models/qwen2_5_omni/qwen2_5_omni_token2wav.py  omni(/) model_executor/stage_input_processors/qwen2_5_omni.py
omni(/) deploy/qwen2_5_omni.yaml
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omni(/) docs/design/module/stage_runtime.md
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/config/model.py#L268-L285
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/config/model.py#L268-L285
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/stage_input_processors/qwen2_5_omni.py#L42-L63
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/stage_input_processors/qwen2_5_omni.py#L42-L63
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/async_omni_engine.py#L584
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/async_omni_engine.py#L584
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_startup.py#L911-L934
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https://github.com/huggingface/transformers/blob/main/src/transformers/models/qwen2_5_omni/modeling_qwen2_5_omni.py
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https://huggingface.co/Qwen/Qwen2.5-Omni-3B
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/models/qwen2_5_omni/qwen2_5_omni.py
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/models/qwen2_5_omni/qwen2_5_omni_token2wav.py
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/stage_input_processors/qwen2_5_omni.py
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/model_executor/stage_input_processors/qwen2_5_omni.py
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e AXPERRTEERENETEE, 35 checkpoint B config.json I safetensors TTEIER M, viim-omni B9 Qwen2.5-Omni 2k
INERER max_num_seqs: 1 . enforce_eager . IE async_chunk ( omni(/) deploy/qwen2_5_omni.yaml ), FRLAZS{EAVAS M8 1 M10 5
R EBH T SEXIEXMER FNTRE, BTEEMBKED.
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PART 111
ZZ: vLLM-Omni # & igiHRERIZ

A Qwen3-Omni A4, #HEREIRSNEMEISRmERINETT: HEEMEERTN.
orchestrator, stage ##2. async_chunk #iEME. GPU E&. abort. HEFXE,
S ARIE L FERT BN RIS IT BR
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VLLM-Omni # &1%11 R EEIE

M Qwen3-Omni-MoE (thinker - talker - code2wav) HEZ - JRIBET viim-omni fa8b4199c (main)- k% vLLM v0.31.0

0. [#1E 15 AH

P XAREEIZE—NaR: —PMZMER (multi-stage) BY omni HEERS, RIEARRNMII"SH" (ZMETRKEZES., 10
5itHE&. GPUATH) M A" (FEHEHE. TiELF. abort/&#EFIKSURER) #9?

. path:line FFTLAVEREIEME GitHub £ viim-omni EIE commit B9R{A1T, RFFEIRIILIRAG,

o {vilm . file | H¥zUA9EEIESRME L VLLM v0.31.0 B9 (REBEIXHRF, ERARMIGEXIRARAH checkout %

« BBIE: (wvEs) BRLEER; Oota) BEIRITEIN; (iR) RANEARK,

—HIEREEMNEIT: "— API#FE + 81 stage —* vLLM EngineCore Fi#f2", API#TZE, Bilf asyncio fBHH—
MMIZEY orchestrator %72 (BB CHIEMHEIF) BT janus ATUE(S, orchestrator AR LEIMERFERFRIEERIRS
—ENE, stage Z[BJMYIZHIE SR orchestrator (ZMQ), AKREIEFMIL chunk MEEIT orchestrator, H worker 1&id
OmniConnector (XEREFE) BRSNRERH, FHEELEMNMIL CUDA stream 5IHHEES,

1. 55 Qwen3-Omni &1

Qwen3-0mni-30B-A3B 2—M"£iES#H . K + i Z5H"REE, B A Thinker-Talker Z2#3: Thinker fazz"38" (I8
BB + A RIA), Talker fazz"it" (IEIBEXERMIEE codec), msfgH—" vocoder £ codec BERBRKERZ . viim-omni iEE

tﬂﬁjz 3 /I\ Stage, )|_||_, model_executor/models/qwen3_omni/pipeline.py:22-84
Stage 0 - Thinker (LLM_AR) Stage 1 - Talker (LLM_AR) Stage 2 - Code2Wav
A AuT Z574R5288 - ViT(DeepStack) MOoE LLM: Fiill codebook O (LLM_GENERATION, 3FH[E!3)
XA Qwen3-MoE LLM (30B & / ~3B #iE) Code Predictor (MTP): codes [B,16,T] — embedding F15
1% / f5R - MRoPE (RYi8)/&/% =Z#HAE) L —3%5 W2 codebook 1..15 L » — 8% Transformer
=45 — ERER ERE - B
) B4 XA token (final_output=text) #Hd: S 16 D RVQ codec code
(chat template) + 502 embedding 5% accept_hidden_layer stop token 2150 - temp 0.9 - seed 42 fidi: B35 (final_output=audio)
/& hidden states (44 Talker)

embeds + hidden + ids codec codes [Q*T]
1.1 F4AMH
HiF Bt 4 TRES
Z&— Qwen30mniMoeForConditionalGeneration , model_executor/models/qwen3_omni/qwen3_omni.py:139
wrapper E]—/l\?é*E?E model_stage R*’QEZF Stage ;-F'% model_executor/models/qwen3_omni/qwen3_omni.py:200-352

ERYFHEIR (thinker [ talker [ code2wav), FRIX
=P HEMBENERR— 1 ENTRR"TIR"
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Thinker &
B e
(AuT)

Thinker 11
W miBER

Thinker
LLM

Talker

Code
Predictor
(MTP)

Code2Wav

1.2 Talker — 5B &4 +4 (3BHE GPU H&HIXH)

# qwen3_omni.py:

codes, summed

inputs_embeds
inputs_embeds

return inputs_

(/) model_executor/models/qwen3_omni/qwen3_omni.py:1062-1069 , ﬁlﬁt%@iﬁ

+ 15 RMERL

talker_mtp_graph_safe B{IZAY,

IEMRIERED

Qwen30mniMoeAudioEncoder ,
A% LLM token embedding,

ViT + DeepStack: ZH8) 2R EHRINZ
LLMBIJLEE, MARZBMAR. &N
encoder CUDA graph,

Qwen3-MoE, 13X 0 BN (BlF
embedding) #1%8 accept_hidden_layer 2
89 hidden states 45 Talker Fg,

MoE LLM, A3 codec_embedding E{{iA&
embedding, F§ codec_head it codebook O
89 logits,
hidden_projection 3IE thinker £&E1%s 3
talker 45,

text_projection /

ZERHFHAY CBO A talker R/GHI hidden, £
— talker step WEBFEEAFN CB1..CB15 (316
PR/ 2048), T—HHIBAN
embedding £ 16 > codec embedding Z 11N
I text step,

“ codebook,

HRER
1y, BE&
TransConv/ConvNeXt F3R# . SnakeBeta fi#
3, e clamp 2 [-1,1].

codes 5fif embedding F
IBE Transformer.,

vocoder:

1062-1069

(/)

model_executor/models/qwen3_omni/qwen3_omni_moe_thinker.py:1131

(/)
model_executor/models/qwen3_omni/qwen3_omni_moe_thinker.py:1137-
1168 | (/)
model_executor/models/qwen3_omni/vision_encoder_cudagraph.py:26-

58

(/) model_executor/models/qwen3_omni/qwen3_omni.py:435-437 (/)
model_executor/models/qwen3_omni/qwen3_omni_moe_thinker.py:588-

596

(/)
model_executor/models/qwen3_omni/qwen3_omni_moe_talker.py:356—

393

(/) model_executor/models/common/qwen3_code_predictor.py:1428

(/) model_executor/models/qwen3_omni/qwen3_omni.py:1062-1069

(/) model_executor/models/qwen3_omni/qwen3_omni_code2wav.py:124—

385

— & talker decode step WIRIE: MTP FHiEiX—MithsE

= self.talker.code_predictor_forward(input_ids, inputs_embeds,
last_talker_hidden=last_talker_hidden)

= summed. reshape(-1, H)
= (inputs_embeds + text_step).reshape(-1, H)
embeds, codes.squeeze(-1)

F9T A kernel launch FFEH1ELS,

forward",

# 16 4 codebook embedding Z#l
# BIEX—FXM thinker XA1T

talker B9 token Lfr L 2"—
BN talker_mtp TAASWEEH—T

TRAHERY forward
FULL CUDA graph (%

(/) worker/gpu_model_runner.py:255-262 ), /JMEEIZAREF torch.compile(dynamic=False)

( (/) model_executor/models/common/qwen3_code_predictor.py:906-914 )o

1.3 Talker £ prompt 2 E4
Talker HABEZIERAFP XA, ER prompt B thinker BIF=48HtA% ( (/

1328 ) :

Ei15 system #; user BHX AU ER text_projection(embed) ,
hidden_

LHHREY

projection(hidden)
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) model_executor/models/qwen3_omni/qwen3_omni.py:1242—

EI/EG /AR E R

( (/) model_executor/models/qwen3_omni/qwen3_omni.py:1448-1506 )c
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¢ assistant %2 9 P token B4 bootstrap: 3 MEE token + 4x tts_pad + tts_bos + HE—PXAN token, H5 codec
MIBY [nothink, think_bos, think_eos, speaker, codec_pad, codec_bos] #8f0 (
model_executor/models/qwen3_omni/qwen3_omni.py:1515-1568 ) o

o FITHY thinker XANE talker step JHFE—1T; XAFERERXK—IR tts_eos , Z[F—HE tts_pad (

model_executor/models/qwen3_omni/qwen3_omni.py:1364-1407 ) °

AT LABRHHREE

Talker 58 k & REEE thinker 8958 k N A1T. FLA thinker % decode H— token, FiaIIAIBIX—1THY
embedding &45 talker, talker ~ihZ thinker Z55R, XHE async_chunk BEIEEHBEIMIEIR (TTFP) MFPLER
TR RAEEEEREA.

1.4 §& stage 5t 4
in FEifzC (full payload) async_chunk (=)

Thinker > embed.prefill (56 0 B). hidden_states.output chunk O F2Ef prefill #iE (SBRHKEBIT prompt 7
Talker (accept ). tts_bos/eos/pad embedding. K); ZBEE chunk % embed.decode [1, D] ,
ids.all/prompt . speaker. language,

model_executor/stage_input_processors/qwen3_omni.py:409-

model_executor/stage_input_processors/qwen3_omni.py:545- 542
634
Talker - codes.audio IEREIE codec id [0,2048), & EOK: chunk 0 =4 i
Code2Wav  codebook-major BERL [QxT] . ( initial_codec_chunk_frames ), Z/G%& 25 i
( codec_chunk_frames ) &X—%, MitEER% 25 miL Lt
model_executor/stage_input_processors/qwen3_omni.py:843- —FYO
915

model_executor/stage_input_processors/qwen3_omni.py:807—

827

# stage_input_processors/qwen3_omni.py:807-815 — #tE— P EOIRE payload, BNiRE None (KRFEAR%)
if configured_initial_chunk_size > 0:
if chunk_id == 0:
chunk_size_config = configured_initial_chunk_size
else:
length -= configured_initial_chunk_size
chunk_length = length % chunk_size_config
if chunk_length != @ and not is_finished:
return None

Code2Wav 81 chunk #EFTIREMEIS: ESEFMIBL LT, ARBRYILFNIXTRANER: (
model_executor/models/qwen3_omni/qwen3_omni_code2wav.py:447-508 )o 9}%,—% code2wav ig*Zl‘ﬂ*%‘%Eﬁ%’a’%‘ chunk E{Jllﬁ,juﬁ, E_]-
IMBEH batch ( max_num_seqs: 64 ),

1.5 BREHS (RN deploy)

deploy/qwen3_omni_moe.yaml:15-77 : async_chunk: true , F SharedMemoryConnector; stageOT;E GPUO (E=FIA
# 0.9), stage1+2 A GPU1 (0.6 + 0.1), Thinker temperature 0; talker seed: 42, temperature: 0.9, top_k: 50
(ERRMRRRE T R LEETE seed: talker Z2ME—RIBEN stage, AN seed B/ DEURIFR "FiMpHERL", T

deploy/qwen3_omni_moe.yaml:49-57 ) °
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'|'S_tﬁlé%% (A100, (/) docs/design/qwen3_omni_tts_performance_optimization.md:246-256 )3 Tj_:#ﬁ 1 _F, %j][] batching\ CUDA
graph. async chunk + streaming Zf5, TTFP M 426 s [&%l 116 s, RTF M 2.08 [£%l 0.21, S5—##E (H800, /)
docs/design/feature/async_chunk.md ) : #E 1 HT_H:FE async_chunk i_]: TTFP }\A 6.46 s B%—@J 0.52 s,

2. VLLM #2033 B
viim-omni B985 LLM stage &AFR_EFE— D L vLLM V1 3|2, TEIXLEE S 2ITIEEXETIR.

VLLM #Z - EngineCore 5#9E

VLLM V1 3ES| IR MY, Biim ( AsyncLLM , 7£ API #F2H) fa3s tokenize/detokenize FliimL it . EngineCore
(JRIZPHFZ EngineCoreProc ) MTRFEFMITREL, MER ZMQ socket il msgpack FF LB,

EngineCoreProc NERE 3 T 4712: HA 10 &% (ZMQ > input_queue ). ZE busy loop &2 (BUEK -
schedule() - execute_model() - update_from_output() ). #ith 10 Z&FE (output_queue - ZMQ), X#EFF

LWL 10 T =PEZE GPU .

.............................................................................................................................................................

VLLM #12 - AsyncMPClient

AIimIAIE) EngineCore AUE i, B SR asyncio B ERIE—T/E8 task, THIM ZMQ Hilhl socket EH S HK
A—" asyncio.Queue , get_output_async() FiZ await ] AK}\?U BIME— monitor LFERT{FFIHFERY
sentinel, HZFETATIES|Z4RIEN dead, ZEHARAMIL EngineDeadError , DP>1RIA DPLBAsyncMPClient ffA
91,

_________________________________________________________

VLLM #£7Z - Continuous batching [ Scheduler [ KV cache

Scheduler &1 step M waiting #] running PAFUFRPKIESK, 7E token budget ( max_num_batched_tokens ) #FH &
EBR (max_num_seqs ) RIZARL— batch, FriEKEJLABERIIIAN, FERIVEKRBEREH, XHZ continuous
batching, KV cache #% block 9 T1&2 (PagedAttention), Chunked prefill 1< prompt {15 % step 418, F
'_5 decode JR&#1T. Prefix caching ’E%ffﬁﬂﬁui"ﬂ’a KV block,

.....................................................................................................

VLLM #:X - Async scheduling (§%iAE) 5 placeholder token

BSZRIT, step N+1HERNIIF step N FIREFLRMM GPU #[E CPU, X=ik GPU EFH., T3
async_scheduling f5, scheduler 5&fBRiZE1 running IEREH 11 token (£ output placeholder), 1281
& step N+1; HESLHY token id 7£ GPU LEIFIEANT—HMHA (-1 5i)., Xt¥ CPUIEAES GPUITEES, XN
AsyncScheduler . num_output_placeholders . AsyncGPUModelRunnerOutput ({EJHIZAY
async_output_copy_stream f#l D2H #£01), 3 max_concurrent_batches > 1 (%1 PP) B, busy loop {8
step_with_batch_queue , AJBAEIRYE Z batch T'__E

_____________________________________________________________________________________________________________________________________

.......................................................................................................................................

vLLM #Z - Executor [ Worker [ ModelRunner

EngineCore 183 Executor 3XEf) Worker, TP=1HBfF UniProcExecutor , worker #ifE EngineCore #i2A; TP>1 B
FIZ#7% executor, B rank —> worker #F2., ModelRunner Az /EZHA . 4T forward (FJREE CUDA graph
replay) K,

........................................................

________________________________________________________
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https://github.com/vllm-project/vllm/blob/v0.31.0/vllm/v1/worker/gpu_model_runner.py
https://github.com/vllm-project/vllm/blob/v0.31.0/vllm/v1/worker/gpu_model_runner.py
https://github.com/vllm-project/vllm/blob/v0.31.0/vllm/v1/executor/abstract.py
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VLLM ##;Z - CUDA graph

B—& GPU kernel ZHIF—KE, Z/E—IX launch BEEW, JEFR Python # kernel launch . MM ERARZIR
WIRERE (32 batch size 48 capture), FHEEEBEIM buffer SR EER., EIL"E GPU i B S IEE "I AT
% clone, TN T—)X replay BEHIE (W 89).

Python #EMW - X AEIMEIE

asyncio: BARRMMERIAL, RTE await &40, ELLE— loop LAY task ZEiFEIHE dict FEEH.
janus.Queue: EIRfH sync_q (L&FEM) M async_q (HFEM) A TERORIBATGI, FARGER"EELZRE"F"asyncio
fBIA", loop.call_soon_threadsafe: M3BIHILIZL EHIIREE— loop, threading.Condition: HEFFIEAIAN

i, fontl.flock: FEHFZAISCHEHL, POSIX shared memory: /dev/shm FHIRRATRER, BIEHTEARET,

3. 28] #E | &8 | EHES

IUERIA Qwen3-Omni Z3F (2 GPU, TP=1) R, —METHHIRSZSESE 11 API#HTE + 3 1 stage Fi#tfE:

F41E - GiiF asyncio loop orchestrator £47% - J#3L asyncio loop
* FastAPI / OpenAl handler

¢ AsyncOmni.generate()

o stage—0 SAFILLE (tokenize / MM)

|

I

1

|

|

: e task: orchestrator-request-handler (G&%% request_queue)
|

I

|

i  _final_output_loop: EHIHD KT
|

I

1

|

I

1

I

I

|

\

o task: orchestrator-stage—output-handler (547 dispatcher)

o task x N: orch-reader—s{S}r{R} (81 LLM replica —> reader)
* 91 stage client # AsyncMPClient ZMQ i task (L)

* MultimodalOutputProcessor (detokenize, % stage =)

« 8 stage client —> engine-monitor £ (LitF)

o JERIRTS request_states, StagePool (replica 48%E / LB)

flequest_queus

BMERK asyncio.Queue P

* BRI executor 472: PHZEZ RPC/abort
o omni-rpc-result-router £4f2

el
putput_queue|
c_output_que!

@

gpack) 1ZHIE + /IR

StageEngineCoreProc_0 (thinker, GPUO)

b vLLM £72:
input 10 £72 - busy loop 442 - output 10 472
omni FEEM (busy loop Z2H)
OmniARAsyncScheduler + ChunkTransferAdapter
omni fEA%E:
adapter recv_thread / save_thread
omni-mixin-recv / omni-mixin-save
omni-async—output-builder (%)

StageEngineCoreProc_1 (talker, GPU1) tageEngineCoreProc_2 (code2wav, GPU1)

E7 (OmniARAsyncScheduler)
+ talker_mtp FULL CUDA graph
IR WAITING_FOR_CHUNK {25

OmniGenerationScheduler (El%)
GPUGenerationWorker
FOIRZS chunk 23, batch Z 64

Rixlf: talker2code2wav_async_chunk
£ save_thread EHAT

CUDA streams:
compute + async_output_copy + omni_payload_copy;

SharedMefnoryConnector: /dev/shm E& (worker < worker Ei&f, é?%ﬂ; rchestrator)

1T A% Pt

Bl loop HTTP; AsyncOmni.generate ; stage-0 i A\AZMIETE (/) engine/async_omni_engine.py:518-599 | (/)
(E47E) add_request HABX5ERY; _final_output_loop entrypoints/async_omni_base.py:316-419

orchestrator ~ daemon #%2, W& run_until_complete BZHY loop; fa (/) engine/omni_engine_base.py:323-332 (/)

575 i stage #J38fL. Orchestrator.run() engine/omni_engine_base.py:440-509 (/)
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/entrypoints/async_omni_base.py#L316-L419
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/omni_engine_base.py#L440-L509
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RPC router £ rpc_output_queue ERIFERIR key DRAEGE (/) engine/rpc_result_router.py:32-49
%iz

Stage #iz StageEngineCoreProc(EngineCoreProc) , #HiEH& (/) engine/stage_engine_core_proc.py:133 @ (/)
StageEngineCoreProc_{stage}_replica{r}_DP{d} engine/stage_engine_core_proc.py:242 (/)

engine/stage_engine_core_proc.py:324

J31+4 orchestrator EHIMF—NEFE loop?

1. [ : BlF loop ELME HTTP. SSE i7i#l tokenize (CPU Z£E), orchestrator ZELURIEIRIHZE T stage IE
— i, WERTD loop B, —ANKNEES LEASEEZERES—FHI await =,

2. B5&: FIAR stage IR ( request_states . replica 48%E. output processor JR7&) R7E orchestrator
loop F#fEEX. HTF asyncio @IMEXHI, REAEIRAXFE await , MAFEH.

3. BJ&#M: [E—E Orchestrator thEEATELL omni (EF) A0, BlimRFBERMEESRIATIEO,

—MiBEREI—4E (async_chunk E=)

Frontend Orchestrator Thinker Talker Code2Wav

1 @ add_request (stage-0 B fokeénize)

| @ submit_initial (ZMQ) :
: @ prewarm: SfIIER (£ 0 promp!

i 3 prewarm -
 WAITING_FOR_CHUNK (F&i8) | WAITING_FOR CHUNK

prefill

__@_chunko prefill embeds/hlddbn (SHM) i
: < ®XAtokentit | | o TTTTTTTes ;
R ® 4 token: embed.decoq Prefil
@ XARRIRE ' decode... [m=======mmmao :
: 4 i codes (chunk0)
____________________ !
P
< ® SAR N — 47 chunk it CRA&MBEput=audio)
o : | @825 W+ EETX
4 @ finished :
E @ Fi8 submitted stage #B finished ’:7]')35({7_\ = : :
<

( finished=True

1. Bl TERIn loop L5EHY stage-0 SAFI4ME, #AFE request_queue.sync_g.put(msg) ( (/)
engine/async_omni_engine.py:584 ) o

2. Orchestrator: _handle_add_request %G1 OrchestratorRequestState JEAf# request_states , B await
submit_initial , X{RIEH A EBARNEREEZL"EE0" ( (/) engine/orchestrator.py:3107-3128 ) o

3. Prewarm: async_ ChUhk—F _LZJ Fﬁﬁ?&ui chunk E’]—F;ﬁ'— stage ?E"rlj{ilﬁ;k ( /) engine/orchestrator.py:2711 .
(/) engine/orchestrator.py:2762-2870 ) , IXFEEE— chunk Z3ARY, THHERERTE scheduler BEE7T, BiE—X

orchestrator ¥R,
4. @GO BIFME: chunk B worker EARZERTFE, Tilif scheduler MEE4FZEE, T4 orchestrator (§8),
5. @10 =4I : S stage ML Z ZMQ [E1Zl orchestrator, H reader Bi# ready_q, FH®4T dispatcher fif
detokenize FIF&MH (86) .
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L324
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/async_omni_engine.py#L584
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/async_omni_engine.py#L584
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/async_omni_engine.py#L584
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L3107-L3128
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L3107-L3128
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L2711
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L2711
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6. @ &EF1]: BME final stage 5LiRE finished, RERXRBEIRRM stage &5, MAIELASEEFH

pending_final_output ( engine/orchestrator.py:1954-1967 ) o

5. Hijif © Orchestrator: 54 F2FATI

=1 RAFIUERTE OmniEngineBase.__init__ heliE ( engine/omni_engine_base.py:308-311 )

BAZI Al JHEKE 8=

request_queue BIlE sync_q - StageSubmissionMessage . AbortRequestMessage . 256,

(janus) orchestrator CollectiveRPCRequestMessage . ShutdownRequestMessage . R
async_gq companion [ interaction [ izis replica jEME. W =

engine/messages.py:29-91

output_queue orchestrator - g OutputMessage . StageMetricsMessage . ErrorMessage TR
(janus) i

rpc_output_queue orchestrator - CollectiveRPCResultMessage . AbortResultMessage . fatal TR
(janus) router ZFz ErrorMessage

5.1 i Mgy "t EREE" S EHE MR ER

orchestrator S RIREF=A T E Ah &Mt (81 token, B PEIM chunk) , MREEZE call_soon_threadsafe MEZHE]
i loop, SFEKEEELIEMEETTEE, OutputQueueSink HIMUER: JHEE# sync_q, EEHRZRAE—RIREE,

# async_engine_utils.py:60-70
def put_nowait(self, item):
self._sync_g.put_nowait(item)
if self._wake_scheduled: # BRE-RGEERLET, THBEE
return
self._wake_scheduled = True
loop, ready = self._loop, self._ready
if loop is not None and ready is not None:
try:
loop.call_soon_threadsafe(ready.set)

engine/async_engine_utils.py:40-97 , BUUmAY get_outputs_async RFAZHAY"drain - arm - drain again - wait"{%
I GENES 256 &, AEEMHRGEEGS, BE—X (KE"TE drain 1 arm Z [EZARTE 2 AREE "X lost-

o=

wakeup Rm.\) , Ei}EE asyncio.Event J:—'—‘_'F'f-_r, # 1s iﬁjﬁiﬁ/ﬁ*ﬁ ( engine/omni_engine_base.py:973-991 )o

Rt LEEATIRIEER
orchestrator 2R I&1Z LHE—RizE . WRERANBNHERIEME put LEZE, A stage WL A==, HiET
ZMQ REZI GPU, iRiTiEREiHHHKITEAPEZE orchestrator, EIRFEIEND (request_queue B 256 FFR) .

5.2 §IERIELBAS

BIimRBE— _final_output_loop task JHZ& output_queue , iR request_id IEHEMHZIE KB CHI asyncio.Queue
( entrypoints/async_omni_base.py:380 . entrypoints/client_request_state.py:23 ), generate() E"‘] async generator }\}\
EF‘ yieldo 5'5%[] request E"]i&é” ﬁu_,\Ehu:Eﬂ- ( entrypoints/omni_base.py:519-526 )o
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1954-L1967
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/omni_engine_base.py#L308-L311
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/omni_engine_base.py#L308-L311
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/messages.py#L29-L91
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/messages.py#L29-L91
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/messages.py#L29-L91
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/async_engine_utils.py#L40-L97
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/async_engine_utils.py#L40-L97
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/omni_engine_base.py#L973-L991
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/omni_engine_base.py#L973-L991
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/entrypoints/async_omni_base.py#L380
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/entrypoints/async_omni_base.py#L380
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/entrypoints/client_request_state.py#L23
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/entrypoints/client_request_state.py#L23
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/entrypoints/omni_base.py#L519-L526
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/entrypoints/omni_base.py#L519-L526
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6. Orchestrator B4 IREITEIF

PAFFEEHIEEAET ( VLLM_OMNI_EVENT _DRIVEN_ORCH RiZERTH True, engine/orchestrator.py:99-103 ), ZEMIE "N
1 reader + 1 1T dispatcher":

# orchestrator.py:1120-1136 — & LLM replica —** reader # orchestrator.py:1264-1271 — M—#) dispatcher
while not self._shutdown_event.is_set(): while not self._shutdown_event.is_set():
raw_outputs = await pool.read_1lm_raw_output(client) if pending_get is None:
if raw_outputs is None: pending_get = asyncio.create_task(ready_qg.get())
await asyncio.sleep(0.001); continue done, _ = await asyncio.wait(
await ready_g.put(("1lm", stage_id, replica_id, {pending_get, shutdown_task, reconcile_task},
raw_outputs)) timeout=max (0.0, next_reconcile - now),

return_when=asyncio.FIRST_COMPLETED)

except BaseException as e:
await ready_g.put(("error", stage_id, replica_id, e))

o reader H1FMIE client.get_output_async() ( engine/stage_pool.py:1177 ), HFE_LilF AsyncMPClient £
asyncio BA%l, TAZE%18 socket, RBHILATS reader STEER, T CPU,

e P& reader SCA—1 ready_q ( engine/orchestrator.py:1112 ), dispatcher SB1TAME, XME"Z4HETH | RIHE
F'OEEEIMH R, RSB HTH.

o replica BEGA T, (izif replica ET%) BF, membership_listener @Y call_soon_threadsafe ffi&
_wake_reconcile , 1% reader; TNE 0.5 s FJ&K reconcile —& ( engine/orchestrator.py:1243-1286 ) o

« diffusion stage {5942 0/1 ms 31 ( (/) engine/orchestrator.py:1138-1157 ), |HESESIAET, (
engine/orchestrator.py:1040-1097 ) SEBHIREIER L=  process_llm_stage_outputs F

_handle_processed_outputs , FEUIIENFZTE—K,

AT LEHIRENEE 1 ms RI95F

BIEEXT, 5 1ms FEE replica 19T asyncio.wait_for(read, 0.001) ( engine/stage_pool.py:1252-
1257 ) o BRAFELRZE CPU (IEAATIG tokenize 1€ GIL), NXAE—HIEINEGZS 1ms IR, talker BMEAML, 31
stage sk, XEPDERZERE TTFP AITL £,

6. 11EKIREM,
OrchestratorRequestState ( engine/orchestrator.py:232-271 ) BYRRTFER:

e final_stage_id / final_output_stage_ids / finished_final_output_stage_ids : MLt stage A% EIR[CIZ25H
F (Qwen3-Omni HFN: thinker BISCAN . code2wav BIEZHH) .

e stage_submit_ts: dict[int, float] : "X stage BHE IR "HIMKE—FIIE ( engine/orchestrator.py:2045—
2046 ), L replica IFHER.

e finished_stage_ids . pending_final_output : Z55F) (BT,

* streaming: StreamingInputState : JRIVEIA (U0 realtime) B9 EIRTS.

Egﬁfm)ﬂu (5“5 async_chunk, EEF;}S’}?FLIQ chunk Eq), )l_Ll, engine/orchestrator.py:1988-1996 -

if ((finished or segment_finished)
and stage_id < req_state.final_stage_id
and not reqg_state.skip_legacy_stage_forward
and (not self.async_chunk or not self._stage_receives_async_chunks(stage_id + 1))
and (not self._next_stage_already_submitted(stage_id, reg_state) or req_state.streaming.enabled)):
# - _forward_to_next_stage - process_engine_inputs - submit_initial / submit_update
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L99-L103
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_pool.py#L1177
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_pool.py#L1177
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1112
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1112
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1243-L1286
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1243-L1286
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1138-L1157
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1138-L1157
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1040-L1097
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1040-L1097
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1040-L1097
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_pool.py#L1252-L1257
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_pool.py#L1252-L1257
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_pool.py#L1252-L1257
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L232-L271
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L232-L271
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L2045-L2046
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L2045-L2046
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L2045-L2046
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1988-L1996
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1988-L1996
https://github.com/kzhou003/nano-vllm-omni-drills

ﬁﬁﬁ;%fi%ﬂﬂéﬂ&—tﬂl] _cleanup_request_ids ( engine/orchestrator.py:1699-1762 ) §§t|:'.4k,_\\ *%ﬁiﬁﬁ'ﬁ pool _tE’\]
replica 487 . HEARRIEIRE (8FE SHM),

6.2 [ ARIES LSS
BMERNBMEBRF, BA—5 FIFO S{RIL:

1. 1BEREE stage LGB ESI— replica ( _request_bindings , engine/stage_pool.py:623 ) o
2. 81 replica RF— reader,
3. RFE—" dispatcher, request_states ~ARMH LKIEX,
4. output_queue 28— FIFO, BIIFE task D& .

£358E (—E finished, MABAMEL, A2 "EE"):

o HENMA final-output stage 5T A E finished=True ( engine/orchestrator.py:1937-1940 ) o

e async_chunk T, %1 final ;& B ZI5ARS _Filz stage mIREEZ5TR, TIEHAE pending_final_output , 55
stage_submit_ts ¢ finished_stage_ids BIEBIT ( engine/orchestrator.py:2036-2040 ) . JE &l &N 3E E AR HIE
MK, STAESAEEELFENA; MRITBRHELT, FEKENES SHM B LiRFRIREIE,

o [RIRARSHEIENT, — PEHESEE, BAlE generate() KITIEE ( engine/orchestrator.py:1858-1887 ) o
° E’]L Uiﬂﬂtﬂ?‘&%# ( engine/orchestrator.py:1385-1393 ) %‘I’RTETTT E;RE’] streaming_update 'H_’-'.%&%
-H-, Z:%E}E ( engine/orchestrator.py:3150-3162 )o

# orchestrator.py:1954-1967 — async_chunk £&&5F(7]
if (request_finished and self.async_chunk
and not req_state.streaming.enabled
and not set(req_state.stage_submit_ts).issubset(req_state.finished_stage_ids)):
req_state.pending_final_output = message
request_finished = False
else:
await self.output_async_queue.put(message)

Detokenize HZEMR

B LLM stage B pool HE—> MultimodalOutputProcessor ( outputs/output_processor.py:384 ), H1i% stage FfB
replica #£t=, iBE{T{E orchestrator Z&f2.E. submit_initial %t add_request , BA& ZMQ, REEMENER (
engine/stage_pool.py:1053-1080 ) , IXIIRZ_E3H AsyncLLM AR OutputProcessor B9, REMHIH loop H1ZIT
orchestrator loop,

7. Stage #IERER

8> stage @—"> StageEngineCoreProc , #*/& Liff EngineCoreProc ., viim-omni &EEE step .
step_with_batch_queue 3 run_busy_loop , EEHTEIGHE Lilf. omni B9¥ RBENET AR "ST:

VR= ta | B4 RS

ERHER  E __init_ ZHIEEIRERE EngineCoreRequest I&Fg

i OmniEngineCoreRequest , [REZE LA 10 ST _ init_ Bl engine/stage_engine_core_proc.py:255—
i MsgpackDecoder(EngineCoreRequest) , &M T 7LD 258

additional_information ,
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1699-L1762
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_pool.py#L623
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_pool.py#L623
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1937-L1940
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1858-L1887
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1385-L1393
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L1385-L1393
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L3150-L3162
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/orchestrator.py#L3150-L3162
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/outputs/output_processor.py#L384
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/outputs/output_processor.py#L384
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_pool.py#L1053-L1080
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_pool.py#L1053-L1080
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_pool.py#L1053-L1080
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L255-L258
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L255-L258
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L255-L258
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L255-L258
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payload preprocess_add_request I additional_information .
FERBE external_req_id . payload_sender_info £ scheduler f3 engine/stage_engine_core_proc.py:171—
Request 177

abort#ff  ABORT 214 FIFO 9k Z/57 M release_overflowed_requests , £

= WY 2 1)) abort AT "RIBESC T 2 BIAY ADD #1147, RE FIFO fIE 7 BE{RIE engine/stage_engine_core_proc.py:147—
fiF, Ha¥F ID 8. 154

=SM%EE  SIGTERM A& shutdown_state , F#1E input_queue ZE—H
WAKEUP , {EFBZETERATI_ERY busy loop MefE engine/stage_engine_core_proc.py:311—

322

Eipriz first-audio sink B#&5 Lif output_queue , %%id scheduler; native data

sink plane HIFfZE sink B35 scheduler W48 ({XFR UniProc. TP=1. PP=1, engine/stage_engine_core_proc.py:84-
A} REXE runner 1 scheduler 7EE—i##F2) 119

SHM [g] UTILITY B8 EH) omni_release_request_resources RTATAPA, EIE
g B9 unlink 7£ adapter HY save %2 EH1T engine/stage_engine_core_proc.py:156-

169

JAE23EIE: AR stage (thinkerftalker) {#F OmniARAsyncScheduler(OmniARScheduler, AsyncVLLMScheduler) (
core/sched/omni_ar_scheduler.py:1753 ), code2wav {EFEE®HHAY OmniGenerationScheduler ( config/stage_config.py:201-

218 ),

7.1 Scheduler $§%5 WAITING_FOR_CHUNK

omni 44 RequestStatus AT A PIRE ( patch.py:364-372 )1 WAITING_FOR_CHUNK = -1 # WAITING_FOR_INPUT =
2, BRAERRTHELBEER status > X ELERPRMA "RER",

HIR schedule() FHBIEHFIELBAESIKE ( core/sched/omni_ar_scheduler.py:408-451 ):

def schedule(self, throttle_prefills=False):
self._drop_aborted_queued_requests() # LEF5B%) ABORTED RSEMFE, fiFgE
self._process_pending_omni_inputs(model_mode="ar") # D {E%: REIERIERIBLINT

try:
scheduler_output = super().schedule(throttle_prefills) # @ LHEE: RESI"EIHIE"HER
finally:

self._restore_omni_wait_queues() # Q VIR EERTRUIEKRIKE waiting/running
self._postprocess_omni_schedule_output(...) # @ ML additional_information

%%@E:J: process_pending_chunks ( distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:1120-1186 ): 5@‘
F587 chunk f9IER, TR load_async ILEALRREN, FEEKRM waiting/running FRYIIERSEE, HitFAT

deque ( distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:1431-1463 )o
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L147-L154
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L147-L154
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L311-L322
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L311-L322
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L311-L322
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L311-L322
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L84-L119
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L84-L119
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L84-L119
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L84-L119
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L156-L169
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L156-L169
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L156-L169
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_engine_core_proc.py#L156-L169
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/core/sched/omni_ar_scheduler.py#L1753
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/core/sched/omni_ar_scheduler.py#L1753
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/core/sched/omni_ar_scheduler.py#L1753
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/config/stage_config.py#L201-L218
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/config/stage_config.py#L201-L218
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/config/stage_config.py#L201-L218
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/patch.py#L364-L372
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/patch.py#L364-L372
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/core/sched/omni_ar_scheduler.py#L408-L451
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/core/sched/omni_ar_scheduler.py#L408-L451
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py#L1120-L1186
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py#L1120-L1186
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py#L1431-L1463
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py#L1431-L1463
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At AE"BEATI" TAE" B

i scheduler TR&N& omni AR, WNRIEREIERIIEREBEIIE, ESEIEE. S token budget 1
KV, T forward RIRAEEMAN. BHEZE, Ll super().schedule() BIRIAKITE "BIECME" 1S
EHREXFEEEK (XM AR-INV-001: vLLM IHEERIAEIEN).

o £ finally FIUARE, RIELFAEENENFELAEEREKR. HERSEEFE—X abort, XiE"abort 151F%
£ process [ restore Z[8]"BIZ=Z (#3736,
distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:1488-1532 ) o

o recv &R chunk FEAEIFEHBIEKE prompt, 27 scheduler &2 L finalize

( _apply_pending_ar_prompt_updates ,
distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:1281-1330 ), RAMEXE, 15K token iTEk32

7 =—EHYIRE,

active_stream_window : K = min(window, max_num_seqs) (
distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:162-166 ) EHE/EE%E’] runnlng ;RA%&EQ@J
_held_non_active , MIAZEIEAA waiting_queue.prepend_requests , EANGETE step FIRARSHIL LiF

LogitsProcessor EGZ;Q%H&E%_ ( distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:210-216 )Q

5 async scheduling f932E
KRIZIHI"EMIA token £7"= num_computed_tokens - num_output_placeholders (
distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:244-251 ) ’@?JLEWH E:REIE"'*¥H:|';EE’]

placeholder token KT HE chunk R4 Tilf. XEFFRAES R EHASHRIEERMOXE—T,

8. async_chunk #EH

/2 Connector RTATEH ( put/get , AENEIEKIENX); TransferAdapter T8 chunk £ EHE (key. . =
/A&, 7EHE); stageinput processor (HEEUHXHIREL) RELMTA.

8.1 OmniChunkTransferAdapter: FEEa%E

B2 ( distributed/omni_connectors/transfer_adapter/base.py:20—46) B5 recv_thread # save_thread , EH—

deque F1— threading.Condition :

# transfer_adapter/base.py:59-82 — recv_loop
while not self.stop_event.is_set():
n = len(self._pending_load_reqs)
for _ in range(n):
request = self._pending_load_reqs.popleft()
is_success = self._poll_single_request(request) # JEFEZE connector.get
if not is_success:
self._pending_load_reqs.append(request) # REIFMEIANE, %
with self._recv_cond:
if not self._pending_load_reqs and not self.stop_event.is_set():

self._recv_cond.wait(timeout=0.1) # TN F@E
elif not any_success and not self.stop_event.is_set():
self._recv_cond.wait(timeout=0.001) # DEPARME: 1 ms BB, B% shm_open TH

ABA (append) BIA$5HE condition 5, FELLAIREHIN"append /& notify T wait"lIFa, FKMETEM timeout FLEXD
R,,L,\El]m]r\ﬁ ( distributed/omni_connectors/transfer_adapter/base.py:77-82 )o iZzE Aﬁii“ﬂ’]ﬁﬂ% ﬁ§1E/_]\E']E—ﬂ(LR (S
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py#L1488-L1532
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py#L1488-L1532
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py#L1281-L1330
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py#L1281-L1330
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py#L1281-L1330
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py#L162-L166
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py#L162-L166
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py#L162-L166
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py#L210-L216
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py#L210-L216
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py#L244-L251
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py#L244-L251
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py#L244-L251
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/base.py#L20-L46
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/base.py#L20-L46
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/base.py#L77-L82
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/base.py#L77-L82
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s, BLERY <1ms) HRERFAERZ EBITTHINPA,
Rz (EEMTEREHTA)

1. GPU forward ££#2: runner 3 inter_stage_outputs H# ModelRunnerOutput ,

2. EngineCore £#2: OmniARScheduler.update_from_output i save_async(...) ( (/)
core/sched/omni_ar_scheduler.py:880-901 ), save_async SR{HUIRBER + NPA: %# Dl request. prompt_token_ids .
additional_information . token FF ( (/) distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:254—
202 ), BA scheduler # TR PENELASERTHY request,

3. save Z&F2: HITHEELHY custom_process_next_stage_input_func (%0 talker2code2wav_async_chunk ), #A/G

connector.put ( (/) distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:778-854 )° Python EE’\]

payload Ef2F] SHM ENTENERAE XK L.

EE - 5IEXEEA
docs/design/feature/async_chunk.md GHAJZE"custom func fEE T2 payload", f£HEI HEAD £, V1adapter
HIER1Z2TE save Z&F2 LiAF processor (E4&FERMUIRER) . SRS UKIBAE.

815 key

e sender_state_lock : {RI}F _SenderGeneration ( in_flight . cancelled . terminal_pending .
cleanup_deferred , (/) distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:34-51 ). REFEIREH,
¥, 9% payload # put #ATEHIA .

e _receiver_state_lock : EB"JEM/BEE"S5"ERZULEIR chunk"81T7ft, connector.get() EBIIMIIT, EFIEIESR
EOINEFFIEE self._registered_load_entries.get(req_id) is entry ( (/)
distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:539-555 )o BXE,'E_ﬂ: generation check: ﬂﬂ%?j_: get
HA BB K EMFIESENMTM, X MREIR chunk itk EF . BEELL N —E 1RH=",

o Key #0l: {external_req_id}_ {stage_id}_{chunk_id} (&ix (/)
distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:792 , }%uﬁ (/)
distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:516 )O chunk }-‘%_'E'?FI\?‘:E pUt }ﬁl}]}é?j’&%ﬁlﬂﬁi‘%

( (/) distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:856-874 )o Eﬁ/@'l_&.ﬁ{] key iJ:iXTii‘E%‘%%ﬁ%E’\JF:

HIEEEMEEN £S5, BRARIET chunk lifF: ERARERT—1TFS,

L1 5FRIBF

e cleanup_sender MAZERF 10: R terminal chunk BEPAFTIE, FAMKIC cancelled + cleanup_deferred ; G0
put IETERHIT, MRLREHLI finally 8 ( ()
distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:991-1027 ) ,

* cancelled FARFALE terminal chunk, EAERE TiliE—# end-of-stream {55, FRILERIL THFEKKTEE
WAITING_FOR_CHUNK (#6670, (/) distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:714-723 ),

e abort B9 SHM unlink LA {"cleanup_shm": ...} {FSZHER—1 save &2 L ( (/)
distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:1029-1042 ), [@—%&#2 FIFO {Rilf unlink —E & 47

ZHIM put Zf&, TH scheduler B 2~ #{E{a SHM 10,
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py#L778-L854
https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py#L34-L51
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8.2 SharedMemoryConnector

&

]

s

R

-
cZ

=

pil

AT —EHE.

4%
1=

&l

F5If payload, d
/dev/shm/shm_{key}_lockfile.lock
N fentl Hefth®i, BIERFS key HHEIAY
POSIX £ZREZER (EFEN unlink )FE
i#)

A LOCK_EX|LOCK_NB Zishns:
BlockingIOError RREETEER, M
NRFLE"; ValueError(“empty
file") RRESDR sizing, BHEARM
“

EE R unlink: shm_read_bytes #H
F/EIZED unlink B, B lockfile, 47
EH reap_consumed HENRBEBCH
pending key B EEH#IEZE, AR
bookkeeping A/J\

BMEWEE— 1R FIFO; put B B#R
stage B9FFE FIFO 85 1F T, BKE
select() %15, MERRIER, EN%HE
7T RIEFRMESR

FRIEZRAYEREA cleanup .
cleanup_prefix . close [EIU;

orchestrator 7EFTE stage FTR/EIREN

release_shm_resources

PR + 32E unlink”
HENERASRE BT "WERFES, BES lockfile WHHESHH BT HRE, %EAIEREMSERIEN, e
BEHYNBEL ready (55, 2 unlink ILABIDNRETABN (ERFEY), EFERNE

ACK,

et

distributed/omni_connectors/connectors/shm_connector.py:195-228

entrypoints/stage_utils.py:193-215

distributed/omni_connectors/connectors/shm_connector.py:234-274

entrypoints/stage_utils.py:223-237

distributed/omni_connectors/connectors/shm_connector.py:358-364

distributed/omni_connectors/connectors/shm_connector.py:81-174

distributed/omni_connectors/connectors/shm_connector.py:312-356
distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:1060-

1078

HEAth connector (Mooncake RDMA, NIXL. Mori, Yuanrong %,
vllm_omni/distributed/omni_connectors/connectors/ ) SLIR[E— put/get 3EM, AT ET =3 GPU-direct 175, %

BB E connector i B4 £ SharedMemoryConnector ( distributed/omni_connectors/utils/initialization.py:391-

421 ),

8.3 Runner fll#4§ connector runtime

3k async_chunk #4 full-payload =, & MRv2, ERIZE model runner AIAY omni-mixin-recv / omni-mixin-save %

2 (

distributed/omni_connectors/model_runner/omni_connector_runtime.py:317-341 ) :

o FRBEEWIASHE—IE _lock , BAMNIUIIM event: _work_available F] _save_work_available . j¥fixBH, &
ZHEA—1 event Y, FRAR"HIE"KIEHIREE,
EIBEIR T8 2B SR BB wakeup generation, B wait_for_change(generation, timeout) , XHEFEFSIGEAE)Z!

ENBEAZENREEREEMELR (
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distributed/omni_connectors/model_runner/omni_connector_payload_transport.py:959-995 )° anE'z%_/\ééﬂﬂ-E’\]wi%uﬁ@EE; °
o IFZIRY payload 63 _local_stage_payload_cache , Z[G7EREEIZFE L materialize BB TTRIIRE (
distributed/omni_connectors/model_runner/omni_connector_runtime.py:281-289 )o V17E execute_model FFL[E 5 EH

recv/flush ( worker/gpu_ar_model_runner.py:963-971 )o

9.GPU [Z# & : CUDA stream | event [ graph

Thinker 84 #BZ4E hidden states #[E] CPU k45 talker, MIREITERLEISEN, GPU 2EFTHT, viim-omni 7£ V1 AR
runner EF'%E)QTE‘-E@EH%{t ( worker/gpu_ar_model_runner.py:1670-1796 ) :

# gpu_ar_model_runner.py:180-189

source_stream = torch.cuda.current_stream()

ready_event = torch.cuda.Event()

with torch.cuda.stream(copy_stream): # JBIIHY _omni_payload_copy_stream
copy_stream.wait_stream(source_stream) # RER"HRER" X—Z
cpu_payload = _copy_tensor_payload_to_cpu(cloned, pin_memory) # #£ clone (graph buffer 2EHH)
for source in cuda_sources:

source.record_stream(copy_stream) # &iF caching allocator: ¥ ZHIBIERXIRETF

ready_event.record(copy_stream) # THES

o %t clone: CUDA graph Si4&8! buffer £ F—# replay NelE=.,

 pinned host memory: pageable ATF&1iL D2H BHRELSEN, JERICHE T4 240 ms/step BIZI)I (
worker/gpu_ar_model_runner.py:1730-1739 ) o

* record_stream : PyTorch caching allocator RERIR D ECAIFRERIR: BRERNUWIAEIL, SNAEFERIEEEE N5
AT EIRE F,

¢ [5& builder &%2 omni-async-output-builder %% ready_event [52H3E payload; get_output() BT join HEF
i builder B9SE ( (/) worker/gpu_ar_model_runner.py:200-297 ) , scheduler output. token FIIRZEFMIREE (
worker/gpu_ar_model_runner.py:2200-2207 ) o

o {HI¥h: connector-output B drain BETLTE, ENETEEHIT TP collective (5 BENREFRA rank L IAFBENIR
FERE, worker/gpu_ar_model_runner.py:2228-2231 ) o

o BH%KM: FFT async scheduling. 3%%F spec decode. 7T async_chunk. #REVEHE use_async_omni_output

( worker/gpu_ar_model_runner.py:1670-1692 ) °

KEEHH] token 3348 input batch BSFiH ready event (L&) . omni 7ZE{8%h -1 placeholder ZBIS%EEE X event
( worker/gpu_model_runner.py:357-361 ). Generation runner (code2wav) HEXRMNNFEFRE; REYERECHER
ﬁ%HZEE eager Eiﬁﬂﬁ, Zl—ﬂjk,ﬁ clone ( worker/gpu_generation_model_runner.py:74-140 ) °

—1 stage #TZER =% CUDA iiii

compute stream (forward + #£) . i async_output_copy_stream (3%#% token FJ D2H). omni 89
_omni_payload_copy_stream (# stage payload B9 D2H), =Zi@id event f wait_stream ZEITH/VKEH, HULLT
—# 1) forward AJAS E—HHRMMIZENES,
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/worker/gpu_ar_model_runner.py#L1730-L1739
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10. IEff1E: abort [ &f& | <{S | RPC

10.1 Abort {54 (EFikHTFF)

1. generate }#¥X CancelledError [ GeneratorExit , LA asyncio.shield #fT _abort_internal_requests , H=
ABORT_TIMEOUT_S #4J5R ( entrypoints/async_omni.py:325-332 ) , shield {RIE abort KBRS RENINEHEBCHE &S
#r,

2. abort_async 4R rpc_id , £ executor 4&FE L CorrelatedRpcClient.execute(("abort", rpc_id)) (
engine/omni_engine_base.py:1037-1054 ) o

3. Orchestrator B _handle_abort M _cleanup_request_ids(abort=True) : BF CFG companion, iLfll)L parent
KW, REIE pool H14T abort_requests ( engine/orchestrator.py:645-731 ) o

4. 51 pool WIRGBEM replica 48 FEM output processor UWEEER D ( commit_state=False ), i
EngineCore By abort, FYINE7T 123 processor fY abort JRZ ( engine/stage_pool.py:1279-1339 ), XFNFAFNERIRAS
B T "processor IAAE abort, 5|ZELEKEI"HIA—E,

5. &1 final stage I, RBERE—F abort B finished ( engine/orchestrator.py:726-730 ) o

6. BUIRULZ abort it ; MR LEEWEI, FAEH— finish_reason="abort" AYRZ, 1RIE generate FE&iEiE

( entrypoints/async_omni_base.py:460-493 ) °

10.2 HEER S

o B stage HFEFET: _LiiF monitor ZFZFNiC dead, get_output_async Mt EngineDeadError , reader i
("error", ..) BUH ready_q, dispatcher #1147 _handle_dead_replica , evictiZ replica (

engine/orchestrator.py:1464-1515 , engine/stage_pool.py:1479-1496 )Q
o RKMZRMIANEK: S8ETESE replica EAIIEK; WNR1% stage EIRBETFE replica, NIRFFELET1% stage BIiE
K. BMIEKRKEI— request A0 ErrorMessage(fatal=True, request_id=..) , RSN REITIT,

# orchestrator.py:1485-1497
for req_id, req_state in list(self.request_states.items()):
if stage_id not in req_state.stage_submit_ts: continue
bound = pool.get_bound_replica_id(req_id)
if bound == replica_id or not stage_has_live:
await self.output_async_queue.put(ErrorMessage(
error=str(error), fatal=True, request_id=req_id, stage_id=stage_id))

e Orchestrator &2 FHiiR: [@ output sink 1 RPC PAFIEI—1A T request_id B9 fatal ErrorMessage (
engine/omni_engine_base.py:486-491 ) , BUIRAIEEIRI BLEMMAIEKRIATI, router [T#E4aFE RPC FEHFEHPIEFEIR

( engine/rpc_result_router.py:75-110 )o
10.3 X BIF
1. BUim: BUH final_output_task , SARIAA engine.shutdown() ( entrypoints/async_omni_base.py:570-573 ) o
2. OmniEngineBase.shutdown ( engine/omni_engine_base.py:1132-1220 ) : & ShutdownRequestMessage (1s #8HY) -
3% [F] RPC router - join orchestrator %&%2 (88% 30s) - 3] janus BAFI > runtime.shutdown() - FEH CuMem
e

3. Orchestrator AER: 5TIRE _shutdown_event , HFMSTIE client #FICH _shutting_down , B monitor EIEEIEHL
=R dead ( engine/orchestrator.py:576-588 ) run() HBS finally BEUCH task, BEN shutdown_replica (

engine/orchestrator.py:530-553 ) °
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/entrypoints/async_omni_base.py#L460-L493
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/omni_engine_base.py#L486-L491
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/entrypoints/async_omni_base.py#L570-L573
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IREEN: %= orchestrator, B{E runtime, RRXEIETEE AREFE XA client £THE.

10.4 RPC X%B%

# rpc_result_router.py:136-150 — [EHEAS (executor £iE)
waiter = self._router.register(key) # 81 key —1 queue.Queue(maxsize=1)
try:
if block_on_submit: self._request_queue.put(message)
else: self._request_queue.put_nowait(message)
result = waiter.get(timeout=timeout)
if isinstance(result, ErrorMessage): raise RuntimeError(result.error)
return result
finally:
self._router.unregister(key, waiter) # RENERSWER

key 2 ("collective", rpc_id) I ("abort", rpc_id) ( engine/messages.py:125-148 ) , FeiEMEBRIE, FILAZLERAH
BETE XA 2 BIZI3A, pause_generation . sleep . wake_up 5GP asyncio.Condition ( _pause_cond ) [M{EEFiERAE
AN, HZ1F _admitting == 0, B4 RPC ( entrypoints/async_omni.py:972-995 ), EHF request_queue & FIFO, ZBIE
ABAEY add —EF T sleep #HAMIE,

M. BEhEiFH &

% stage £ GPU Y, HEMBHRANNIRZ SRR profiling EfF#: vLLM BE"MEZTHEZF"SKIAE KV cache
KA\, MIRB— stage [GIFERNINENE, NEHMSHE, SEF OOM T KV I3/),

o IRIGT/PLA: _init_group_keys RIEFEBESHEELIE"DA ( engine/stage_runtime.py:1093-1134 ,
engine/stage_init_utils.py:1738-1762 ). EAIA Qwen3-Omni SFESEIFLE: device-group:0 (thinker) #1 device-
group:1 (talker A5 code2wav, AAEHIT). MABTE stage-init KT EHTER (
engine/stage_runtime.py:879-956 ), 58— TRIMICEKIE init_state_lock T, Fib/FEEAERKIRY.,

o BT RHABWEMEEZEHM flock ( (/) engine/stage_init_utils.py:1765-1900 ), BFSTREREM; spawn B
AOEFETT= ( CUDA_VISIBLE_DEVICES ) fEZXF _replica_launch_lock 1Tft, EAHETERHEDFIRE.

o H4THER ( parallel_stage_init ): %cF check_admission IS ZINEFZEARTITHENE (
engine/stage_admission.py:205 ). FIHFERIF DevicePhaseLock (IRiGFHIE. fail-closed BYHZ/HEih flock) @ ANERAN
B, 28 KV. capture graph #53#=4%{; determine_available_memory #FHEMEN (
engine/stage_phase_lock.py:106-238 ), XA _ER—TEHEINEIEH: 2 stage AAUEIIMENRETF, (BEN=ATAIIH
=

12. MRv2 [FAEUEE (EiR)

Y deploy i & model_runner: v2 , H stage FHAT supports_native_mrv2_data_plane (Qwen3-Omni =" stage £}
BT, 1BZIA yaml i%FF), scheduler 7EAl# ChunkTransferAdapter, £{H runner Y OmniRunnerDataPlane 3%

1§$@ ( core/sched/omni_scheduler_mixin.py:204-222 )5

e BH5 Queue(maxsize=8) HIETHEF output worker ( worker_v2/omni_data_plane.py:106-206 ) o

e _native_send_lock TERBUIASHIZBITREX (hand-over-hand), {F abort Foi%#GEZ output BIE (

worker_v2/omni_data_plane.py:362-382 ) °
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https://github.com/vllm-project/vllm-omni/blob/fa8b4199c6cece6f61dc5d8d990817d3555c70bc/vllm_omni/engine/stage_runtime.py#L879-L956
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* terminal marker % in-flight IT#03Z/G7 &K H; DeliveryTicket FH event SEINAIZ/FAOIREIEIA ( ()

worker_v2/delivery.py:34-74 ) °

e FirstAudioSender : B MEIIMIHI pinned D2H FHiEX% event, [FE%TZEE put_nowait Z| EngineCore Y
output_queue , Iﬂﬂﬁé%ﬂ scheduler busy Ioop, i&_?‘)‘:&éﬁ TTFP ( (/) worker_v2/first_audio_sender.py:79-154 )o

13. iRt BES B ML

=1 Ryl

Bl loop _EHY add_request ¥ request_queue.sync_q f#PEZE put ( (/) engine/async_omni_engine.py:584 ), BAFIH 256
FEZE put FRFEERNFIRSHMENF, HTTP IR ML E,

RPC FEHEEN _handle_collective_rpc fE request-handler task FRPEXHIT ( (/) engine/orchestrator.py:753-817 ), —1

FERTHY sleep/wake RPC S1LHHEE/EEEY add/abort £EEF,

HEIRSMRE request_states # request-handler 1 dispatcher W task £%, ZE&MZTEME"E—" loop HIRFEXRA
MERXIAE %B await", EXLEREFEPRIEAN await BIEREIMIG,

Condition #8fY  adapter BYFCHi append Al notify, &IFIFR THK# 0.1 s 31 1 ms B9 timeout 7 BEARIREE, XZH BRIEIRFNENL
RK BE.

orchestrator E"] Hz:ﬁgh_?@ﬁ?_% stage_id + 1 ( (/) engine/orchestrator.py:2341 . (/) engine/orchestrator.py:2357 )o

ek input_sources RFTF connector IBFERIANLIE, stage graph 7 config & DAG, {BIEGITRE—%K
B,

XiE5 KB async_chunk.md 3% payload 2 4F2803HIA, AKX output materialization X443 drain i BRYHER, 5 HEAD
HA REBA—2 (7 &8, §9). BJ Qwen3-Omni Y load-based FIFSHILE chunk
( compute_dynamic_initial_chunk_size ) SLFRR7E qwen3_tts F{FFH, Qwen3-Omni AKNEEE 4 iy
A% ramp,

14. WZF RIS [RE R L%

1;6*"5%3 (/) model_executor/models/qwen3_omni/pipeline.py:22-84 2> (/) deploy/qwen3_omni_moe.yaml:15-77 2>/
config/stage_config.py:1256-1320 ( merge_pipeline_deploy )

2. ﬁﬁ'—ill}&lj (/) engine/omni_engine_base.py:300-340 —> (/) engine/async_engine_utils.py:40-97 —=> (/)
engine/omni_engine_base.py:973-991

3. Orchestrator =¥ : (/) engine/orchestrator.py:1099-1320 = (/) engine/orchestrator.py:1912-2046 ( _route_output )
—> (/) engine/orchestrator.py:2711-2870 (prewarm) —> (/) engine/orchestrator.py:3062-3162 (add request)

4., Stagei&&i (/) engine/stage_engine_core_proc.py:133-345 —> (/) core/sched/omni_ar_scheduler.py:408-451 —> (/)
core/sched/omni_ar_scheduler.py:880-901

5. ChunkiﬂEE (/) distributed/omni_connectors/transfer_adapter/base.py:20-140 =2 (/)
distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:381-503 (save_async) =1 (/)
distributed/omni_connectors/transfer_adapter/chunk_transfer_adapter.py:1120-1186 (process_pending_chunks) > (/)
distributed/omni_connectors/connectors/shm_connector.py:195-310

6. ﬁﬂmu processor: (/) model_executor/stage_input_processors/qwen3_omni.py:409-542 (thinker%talker) 2>/

model_executor/stage_input_processors/qwen3_omni.py:765-842 (talker%code2wav)
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7. GPU ié_ (/) worker/gpu_ar_model_runner.py:160-297 > (/) worker/gpu_ar_model_runner.py:1670-1796
8. IEm@iE: () engine/orchestrator.py:645-731 (abort) > (/) engine/stage_pool.py:1279-1339 => (/)

engine/orchestrator.py:1464-1515 (§E replica) => (/) engine/omni_engine_base.py:1132-1220 (shutdown)

9. LikFadER:

*E?&lﬁl‘l‘j{ﬁ (/) docs/design/feature/async_chunk.md (/) docs/design/module/engine_orchestration.md (/)

docs/design/module/stage_runtime.md (/) docs/design/feature/omni_async_output_materialization.md
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