CUDA C++ — Triton — Flashinfer = CuTe + MoE / FP8 : MLX

Kernel Dev il&E: LA Flashinfer AF %

IO L% ZE CUDA — Triton > MEFE#IE attention — I1E Flashinfer FESE API SLI
H3H, REFAECWEBIMEERIE: #MEoEE CuTe mEREL. MoE 5 FP8. Apple
silicon EHJ MLX, BB —sK“&EE8 X W@ X HEI&M kernel” 2 Rt B FEHHAE,

# 25 @ 2 23 B 20 73 503 : RTX 5090 + Flashinfer 0.7.2 - Apple M2 + MLX 0.32
Triton FAJ7E CPU LI T# PDF - GitHub

B 0/ 25 - #ERRFAEXTNERFE -

Part O - &fif O

Yk 5 F%

SER—T BEBSEAN. SETEAH. EWONSLE, WRHEY EMIZEHEIT
Ao

1. B¥r 4. BIBHHIEN
2. W% il — #HM 5. BESWY
3. B&E 6. TEMpRe
7. BRI (249 24 /)\AY)
Bix

MEXEM, (RRIXEEMEI=14F:

1. ZEEHBEH IR kernel: Al CUDA C++, Triton, CuTe 1 MLX / Metal £51d—i&
elementwise. reduction, GEMM. attention, MoE, #&E—EBMMHERE R Al
B, HBEA roofline B EEH LRAEBZIn,

2. WMIEIRX: 17155 FlashAttention, paged attention. split—-KV. GQA. MoE grouped
GEMM. FP8 block scaling WIRIEFENE, UERARIEE . FEES LB kernel 2
SAINRERE. T4,

3. 43 Flashinfer & PR: ZNEEMRIBZY . plan/run 3L, JIT R, Wik
benchmark F5E, FEHEZFEFIMIEMNTED APl (F1—F4) , BEFE A ZMERHREN
. LERMEE,
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file:///Users/kzhoulatte/development/gpu-kernel-drills/gpu-kernel-drills.pdf
https://github.com/kzhou003/gpu-kernel-drills

Bk &b —

Part 0 Eit + 2RME (RE x EH x SRR kernel)

#iy |- C CUDA C++ C1-C4 £72mEF. &Fih7F. warp /RiE. GEMM tiling
- T Triton T1-T5 block %42, RE. tl.dot. FlashAttention

- L 2 attention L1-L3 paged KV, decode + GQA, split-KV (MEFE)

L. F FlashInfer F1-F5 CSR 7 T1#&3(. merge_state. B& norm, R+, TEAZHE

#H | G Layout / CuTe G1-G2 BlockedLayout / Slicelayout, CuTe #/BLE
M MoE 581t M1-M3 B&EIXf5%. fused MoE grouped GEMM. FP8 block scaling (|

L. X MLX / Metal X1-X3 Apple GPU L& elementwise. simdgroup Y3%). simdgroup

|
HiddE - WR (F—%. Mizng)

At 224 Flashinfer By kernel R FiE CUDA C++ (DAK#ER#ZH CuTe DSL)
T Python £7. vLLM / SGLang B9 K2 kernel X2 Triton, FRAFE C. T }TEE& B
B L MEE Y paged attention, Jw/EE F BEXtE Flashinfer FIESLEOSTMHNIH, HMED
PDAEMAMEG TEFRSERE RLWEMAE: CuTe (CUTLASS 3/4. FlashAttention—4.
DeepGEMM #EFE) . MoE 5&¥EE. Apple i8& LH) MLX,

B L% E

EERLZ

ZI0
C - CUDA C++ T - Triton L - I attention F - FlashInfer
C1-C4 T1-T5 L1-L3 F1-F5 - X + Z=#
1
'

g
Part 0
it + 2Ri0E

HM '
I
'
G - Layout / CuTe | M - MoE / FP8 Ll X MLX/Metal | .
61-G2 M1-M3 X1-X3

o H
s

SELEBWNRNELINT; ELAEMED P USFmER O Z FRETRT B,

BE—EESN

W EF

L XA kernel HASAREHIER, Ni+AEES
EAZIAIR R AR B EATR R
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NS 3!

A EER BRI R, shape / dtype. BFRFMH. WKITE
AT mine/ BRIBRXHEX: {RRE TODO
o Wik as L FWIKAES, F BEIM Flashinfer B 73 SLIATA

BELI/L2/L3 FF10-15 DHBREFEF; L3 EXAMETE

SER B—1THEIBRNZEXI, ExBHE

A = SCMIEE (RTX 5090 / Apple M2) . RIDAMBIRISEES . EXIE(D)
CES®MS

./check.sh f2 # JRSET mine/ f2_merge_state.py

./check.sh f2 —-solutions # WZZHFE (HIAFIER &)

./check.sh f2 —-bench # [HEE: AYLH vs FlashInfer / PyTorch (ZZ NVIDIA GPU.

./check.sh x2 # X ZEzpER .venv-mlx (Apple silicon)

./check.sh all # TH0
TP

27811 gEMIt A

R%E CcPU T. L. FI=F4, G. M1—M2 ROIEMMERRELOUL : 2B GPU BYBmFTH

ot on

TRITON_INTERPRET=1 , macOS LEj&F triton wheel, BRI Linux &2,

BcShY NVIDIA 2EC/T/L/F/MEH benchmark, EB%ET torch + triton 4 Python B[l
GPU (tbal RTX 7], A"EERZALR CUDA toolkit: ./setup_env.sh /path/to/python , XEEB T

5090) shell 5t source env.sh , Flashinfer: pip install flashinfer-python ,
Apple silicon X @: python3 -m venv .venv-mlx && .venv-mlx/bin/pip install mlx numpy
Mac pytest (WAZIE arm64 BY Python) ,

ColabT4 / & T4 & sm_75: bf16 A FP8 MiX= Bk (FP8 HFE sm_89+) ., H100 / B200
GPU L7 8ER FlashAttention—-3/4, DeepGEMM., wgmma / tcgen05 #HXRNA,

TIE RSN E=F3RH: RTX 5090 (sm_120) + torch 2.13 (CUDA 13.0) + Triton 3.7 +
Flashinfer 0.7.2; Apple M2 (24 GB) + MLX 0.32,
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EAERLZ (29 24 /)\E)

R AR (DS
1 Part O £fitl + £ RHE 2h
2  C1+C2+C3 2h
3 ca4 15 h
4 T1+T2+T3 1.5 h
5 T4+T5 2.5h
6 L1+L2+L3 2.5h
7 F1+F2+F3 2h
8 F4 + F5 (TIgR3Chk, RIBMRAIZIR) 3h
9  G1+G2 1.5 h
10 M1+M2+M3 3h
1M X1+X2+X3 2.5h

[E—AR: Part0 > T1>T2 >T5 > L2 > L3 ~>F1 > F2 > F4 > M3, BiZ—EHEX
A

Part O - EfH 1

GPU HUITIRESAFEIR
5 kernel Z BT FHERNT REMMKE: SIREABR, BELLEMW. —1 kernol IR
REIHARTE.

1. 32HELK: grid — block — warp — thread 3. TEBELIR: roofline
2. ATERER: dmdmR ., ) 4. EfRS5 L
5. RS &R

%IENES: grid — block — warp — thread

B4R zfta KEHF (NVIDIA)
thread =/ATEREN, FECHNFEF:S BHERS 255 1

32-bit FEF2R
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B& z=fta REBHF (NVIDIA)

warp 32 M2, E—FRIELERAIT (SIMT) KITE 32

block (CUDA) / —4 warp, WIAEZIE—T SM Lk, AIUHE= 5% 1024 %72
program (Triton) shared memory. B _ syncthreads() [E®%

grid —% kernel launch BIFFH block, 1RItZIEEE gridDim.x A 2¥-1

BEFER BRTER)

SM (Streaming Multiprocessor) & FR“#Z”: A100 F 108 4>, H100 SXM & 132

™, T4F 401, L4 EF 581, —1 SM EIRIEFEEZ1 block, STEI#ERAMEILEER warp
B —1rR51ES. BN warp ®FAEN, Ht warp TNk, X#ZE GPU [RREIERIA .
FINRZERBZH warp £7%: XPEEFIIU occupancy (38 warp #1 / SM E[R) . FF:
# shared memory 5%, 8ERIATIEEEAY block #E,

(
warp divergence

B—1 warp EMERET if WAEASXE, MTOXSBTHIIT, SEERES—F
iz, WRWE (if (i <n)) REMHRE—T warp, KHOR; ERBEEND X
(EEaN#% token REEARMNED) AIREILLATRESF .

AFERR: TR,

17 {E R B (D) WE /&R (ER)
EXEET “HiETLA £ SM 64K x 32-bit =256 KB  &IR, £ 1cycle
shared memory / L1 block A= & SM %4 100—228 KB (A100 24 20—30 cycle

164 KB, H100 228 KB)

L2 cache % GPU JL+ MB (A100 40 MB, H100

50 MB)
HBM / GDDR (global % GPU, kernel 16—80 GB £ 400—800
memory) 2B cycle; HRI TR

&HiHE (coalescing)

global memory DA 32 &% sector JNE{{EfH, — warp KH—%% load 18RS, MEEIE
32 PMEERMUE S H AR E /DM sector:

o 32 NEEFRIE 32 NELEER float (128 ) : 4 4 sector, 100% AR,
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o 32 NEIEREIEMR 4 KB # float: 32 4 sector, 81" RFH 4 1, BME 12.5%,

FIAE kernel F9E—& MM : iLHMBLETE ( threadIdx.x #HLB) iplEiESEHLE, C3 (% &)
EEHAMELEXME,

shared memory A9 bank

shared memory 735% 32 4* bank, 8 bank BEHRSZ—1 4 FTF, it a (R4 F
Hit) SE7E bank a % 32, F— warp EZPE&F2iHEE— bank BIREMLAT S BTE

(bank conflict) ; ThEIE—ELLNZ 8, RBEWPR. FHEONBEFERILSE _HEHREMN—
5 padding: tile[32][33] ,

48 EPR: roofline

— kernel EAHAEFEFFERE, EARKENRE, FIMEERBEE (arithmetic

intensity) :

AI = FLOPs / M global memory iEZBRIFTIEN

MBEEN“ESR" 1BE FLOP/s + IE@EFE ER: Al {ETFIBERME memory-bound, 7 E
=MEBEFEYT (e, EF. KBE) ; 5T1HA2 compute-bound, {1t 75 [0EAF
Tensor Core. JE/VEFE[FIZE,

GPU BE®HS FP16/BF16 Tensor Core (f§%) FP32 (3JE Tensor IBe
Core) (FP16)
T4 ~320 ~65 TFLOP/s ~8 TFLOP/s ~200
GB/s FLOP/B
L4 ~300 ~121 TFLOP/s ~30 TFLOP/s ~400
GB/s FLOP/B
A100 80GB  ~2.0 ~312 TFLOP/s ~19.5 TFLOP/s ~156
SXM TB/s FLOP/B
H100 SXM ~3.35 ~990 TFLOP/s ~67 TFLOP/s ~295
TB/s FLOP/B
RTX 5090 ~1.79 ~210 TFLOP/s (FP32 £#0; il ~105 TFLOP/s ~117
TB/s CUBLAS = 218) FLOP/B

(TERTFFIRERANE, SLIREEAEINT R —ARZIEEN 80—90%. )

JLDNEDR kernel B9 Al, iBEERFE T :
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kernel
vector add (fp32)
softmax. LayerNorm

GEMM (nXnXn, fp16)
decode attention (&

token)

prefill attention

HE— kernel 1F 447

1: EaE

Elf# S5 kL

REBR o BHER

W EEG LREEZ D,

grld
—/® kernel launch

?ﬁﬁi

warp
32 4iERE—KIES

?F?EJZ

thread
BT ESR

block / program
< 1024 %72

ELRFERBEROME, ARIRENEEMG LEEME, block REYZIZE
&, IEERERED block (FER—

Al (FLOP / byte)
1/12
~1

~n/3

~1 (GQA Bt

X group)

™ SM k.,

B3
&

7Ki& memory-bound: #EEifEZ GB/s
({33 \,—, Ly | \,—’”

memory-bound: BER“E—k. E—R

n ARt compute-bound: #EiFES
TFLOP/s

memory-bound: ¥RFZE KV cache

compute-bound

memory-bound 9 kernel & BRHFR = WIIEENFT / 6, fMIEETREL;
compute-bound BYE TFLOP/s, MIEEENLE., RiF“LE PyTorch 1R 1.3 5" 248
bench.py XN SEITENXMmFHFE2—.

__________ GPU
108-170 1> SM

_______ SM
EIRS3EE 21 block

__________ warp FEE
SR ER warp

_________ CUDA core / Tensor Core
HiTE T

£EH= shared memory. BE[E
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AFERR: i NERE

N s . - N N
HBM (global) &t L2 cache tl_l_e _}ﬂf"zf shared / L1 %Fﬁ_%/x F1788
1.8-3.4 TB/s - Jl+ GB j) 40-50 MB - £ GPU = T < 228 KB / SM j> 256 KB / SM - BiR

BEA—R, FEN—"FTHER. FER—UER. LFMERLHBESR—HEE: iL—TM HBM EXH
, EERMARARAESZR,

XLt - BEN=EM#Y

HBM BHXNEKIEE (K. &) , L2 E# T#ERZE, shared memory Ztt85HIHE
8, FFREMFEEZENGRA, FRITAZESY)-TDERME—#HEeE: —XE—EX
mREEEES (tiling) , B LREWA (ER) . kernel ALIREIRHME“DHEE".

KLE - warp 2—XXEREA

32 ARFMR—THR[KR (SIMT: E—5K1ES) . MR—FABELR. —FABLK
(DZRE) , REEFILTDMWF L. FOBFEF, BRIK, BERF, EZAEF
2 (7)) N, BESDLEMRE ALY XMENTA SM LERNEERBEZH

warp (occupancy) .

2.LE - roofline 2L A LR

T =E=SHHSREG: ERcERNEE (FE) MNBSNINEE (8H) . 8HE
PNEENINIEMEEAREE: MIED (elementwise, decode) BY, HlzZREEEFR
#£l: memory-bound; INIITEKX (K GEMM. prefill) B, FRBEETOZEHE:
compute-bound, FEHIKFREWIL, BRERMEBELE LR,

occupancy: #iR/RTEHEEIEEZ D warp

BARETERN

ncu: Registers

{§ block shared memory

ncu: Shared Memory

#1 SM BERULT block 388 warp ¥ ReBiF7FIER
R=&KZ0H1T = occupancy x LR warp EHUREIRA

block KiJv
5774
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KLt - SHIFFGHE

— 4 warp £H—X load, Fif% 32 PA—RIE: MBAREE—HE (LHES) |, 4
2 (4 4 32 T sector) MALRIRIE; MR 32 MAREERTRL (BHH
5) , MEE 32 HiE, BERL—IA, E (55) NHBEETH, LTHRRERE.

RS EHE

X#4: CUDA C++ Programming Guide - CUDA C++ Best Practices Guide - How to
Access Global Memory Efficiently - Using Shared Memory in CUDA C/C++ - Roofline

model

BE¥H: NVIDIA H100 Tensor Core GPU Architecture - NVIDIA Blackwell Architecture

Part O - &t 2
CUDA C++ iBFFE

CUDA C++ EE kernel RFE+/ITXR#EF, XER"EX — B — R3] - @F — warp
[Ri& — &1 PyTorch” M= E—i&E.

1. EXFZEN kernel 4. [RTRE
2. shared memory 5E% 5. #&# PyTorch: load_inline
3. warp RIFI1E 6. Bfg5ELE

7. R3S B A

ENXFBEN kernel

// __global__: 7 GPU _E#7T. M CPU /Zzpa9eRZ, RIEIEMSTE void

_global__ void scale_kernel(const floatx _ restrict__ x, floatx _ _restrict__ y, fl
int64_t i = (int64_t)blockIdx.x x blockDim.x + threadIldx.x; // Z£E4EHE
if (1 < n) yli]l = a *x x[i]; // DFREE

// __device__: HEEFE GPU _L#EM GPU REBEFHIHEIREL
__device__ _ forceinline__ float square(float v) { return v x v; }

// JEaf: <<<grid, block, zfZ shared memory FT#f, stream>>>
int threads = 256;
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https://docs.nvidia.com/cuda/cuda-c-programming-guide/index.html
https://docs.nvidia.com/cuda/cuda-c-best-practices-guide/index.html
https://developer.nvidia.com/blog/how-access-global-memory-efficiently-cuda-c-kernels/
https://developer.nvidia.com/blog/how-access-global-memory-efficiently-cuda-c-kernels/
https://developer.nvidia.com/blog/using-shared-memory-cuda-cc/
https://en.wikipedia.org/wiki/Roofline_model
https://en.wikipedia.org/wiki/Roofline_model
https://resources.nvidia.com/en-us-tensor-core
https://resources.nvidia.com/en-us-blackwell-architecture

int64_t blocks = (n + threads - 1) / threads; // [ LEXEE, BEABETE
scale_kernel<<<blocks, threads, 0, stream>>>(x, y, 2.0f, n);

RNEESE a¥X

threadIdx.{x,y,z} T2 block ARYALHR
blockIdx.{x,y,z} block £ grid KIRYALFR
blockDim.{x,y,z} block BIfZIR (BUELIZE)
gridpim.{x,y,z} grid BIRZIR (B4 block #7)

4 launch FH dim3 : dim3 block(32, 8); dim3 grid(ceil(N/32), ceil(M/8)); . HNE
threadldx.x WNAFERREMNVEE ((TEFEERNS) , XE— warp B9 32 1N%i2
Thla)ELE It ,

4

#5|i@ih
blockIdx.x * blockDim.x & 32-bit LI SEE, TEIIBT 22 HEBH ., g
int64 t BF, TEF T row x N + col EIE,

grid-stride loop
for (int64_t i = blockIdx.x % (int64_t)blockDim.x + threadIdx.x; i < n; i += (int64

by

2 /N

grid K/NABEEEZE n: AIMEER“SD SM HF 1 block”, BNERRBIRBIEZ NI
=, IFAE launch BB 5 E#IEA/NT X, block #0TEEAFHE T/, SN&IENEM (W0
reduction) BRAJUNBESFSRE,

shared memory 5[E¥

_global__ void k(...) {
_ shared__ float tilel321[331; // EZ& A/, block AAIELERE
tile[threadIdx.y] [threadIdx.x] = ...;
__syncthreads(); // block AIELHFEZIRIXE 2/ HE

. = tile[threadIdx.x][threadIdx.y];

o __syncthreads() W7 block ARBELENITE., IEERHREHRIELESTHAN
if BERIEBESEIMKREXITH,
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o BHFUZT: load — sync — compute — sync, F£ 1 sync fHLE T—#&RH load B
=R ABTEIRRIEIE .

warp F[RiE
warp A 32 MEIER MEERIRSTEFRENE, 721D shared memory:

float v = ...}

// M lane (laneid + offset) iE v, BHEEHT lane 1EZHEEHIE

v += __shfl_down_sync(oxffffffff, v, 16); // OXTFffffff: 2549 lane #tS (£55 32
v += __shfl_down_sync(oxffffffff, v, 8);

// 5 #/5 lane 0 #5F 32 TMEHIF
float s = _ shfl_xor_sync(exffffffff, v, 1); // butterfly: 5 lane ~ 1 X%, FiE lant

lane = threadIdx.x % 32, warp = threadIdx.x / 32 (—#f block B)

[RF1R{E

atomicAdd(float* addr, float v) : ZP%FE / block £t inzIE—Hbit, KN EE—1ih
it ERRFIRIERBITH, FTA—RR“STE block BY3Y, &ES block R—R
atomic”, FRINENHELE SR, FRFMNERBRETAERERE/LM GFREMNE) .

§&# PyTorch: load_inline

FrE CUDA B#AXMER, {RREEE .cu X{F; mine/<H>.py ARHFNSH:

#include <torch/extension.h>
#include <ATen/cuda/CUDAContext.h> // at::cuda::getCurrentCUDAStream()
#include <c1@/cuda/CUDAException.h> // C10_CUDA_KERNEL_LAUNCH_CHECK()

_global__ void my_kernel(const floatx x, floatx y, int64_t n) { ... }

torch::Tensor my_op(torch::Tensor x) { // host R#: SHKE + 20 +
TORCH_CHECK(x.is_cuda() && x.is_contiguous(), "...");
auto y = torch::empty_like(x);
my_kernel<<<blocks, threads, 0, at::cuda::getCurrentCUDAStream()>>>(
x.data_ptr<float>(), y.data_ptr<float>(), x.numel());
C10_CUDA_KERNEL_LAUNCH_CHECK(); // launch FEfHIREEXERLIH
return y;

from torch.utils.cpp_extension import load_inline
mod = load_inline(name="my_ext", cpp_sources="torch::Tensor my_op(torch::Tensor x);
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cuda_sources=open("my.cu").read(), functions=["my_op"])
y = mod.my_op(x)

e F PyTorch Haif9 stream B5f, kernel A SHMBIGEH torch &EIEMHE .

o BE—RYIFEY 30—60 ¥, ZEPEFE (~/.cache/torch_extensions ) ,

o kernel ARSI EIEE AR IUZIRE, MEE F—TEFP K[ illegal memory
access , &I ATI% CUDA_LAUNCH_BLOCKING=1, Z{Z&EH compute-sanitizer python -m
pytest ... ,

Ef#5SKLE

load_inline: —" .cu 34 EAL TR torch EF
{ ninja §&iE import Python &1 }

{REY .cu nvcc
kernel + host BR%K - cuda.o
- B .so t mod.my_op(x)

{ C++ =HE ERHE K

Cc++
cpp_sources i - main.o (pybind) “‘

2
~/.cache/torch_extensions
BE2F + FBREF
o

FRERAEREFE (30—60 %) , ZEEEMHEF. KAEER  common/cuda_ext.py | IEIREDIEHBUAEIR
&, FIASE .cu REMEHHRIE.

kernel launch 5%

Python i enqueue CUDA stream [ZIRFHAT GPU HF TRETERER EEA
synchronize()

TENRE j’"'t kernel HEBA t grid $£%| sM i t .item() /

FRIXA (time.time() BME—XRFA, MEMRZ“THRHNE; BALENRECEREEEEETESRT
HI,

o

£t - launch i8I TiTE

kernel<<<...>>> BREMLETE: AERRXMERET, & (HR) *ERLE, EE3E
(ELER. FIED. .item() ) , MEFRENIO (BF) . FALTIERE “WE " IR
& (CUDA event + synchronize) , MAEE“TF2"K,
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- __syncthreads BEFSE

R MEEMRME ATMIGTFAIRIRT, NREABLHE if 2XEBEXKEAEEK, BN
—BETE (FE8]) . FALA __syncthreads() WAIRTEFRE &IZEFSHTEIRIM A,

AN\

ZELE - grid-stride loop REE AENRKE

AE2“RKZVHEEMESZLIN, MEEEEHEMIA (SM # X k 1 block) , A
ME—FMEEEFTLET 5 (1 += 288658 ) , RZRVMEEE—FEVE, TANF
AKA (FEFEREM) TEE—EHIE T,

shared memory BtRET =

MEINE tile __syncthreads() itE __syncthreads()
[N GER—TD B PN e B AR SRAENHE ERMBARAR

-
‘‘‘‘‘‘

BT sync REZR: REE, BERNELESEINALEZNE, LT tile E#E—1R shared

memory,

¥.LE - atomicAdd B RE—TEOMNRT

REAFE-—TKFPEFSE, RE—MEGEOD (At FNRFRIESSHT) © A#S
AR, FRIASGIEENIAIEEEST (block BV3Y)) , BARIK—NASHBA, FREK
X" IRFEIIFEX, HAREORRE, FINSRERNERE/VIAERE.

RS EH

X#4: CUDA C++ Programming Guide - An Even Easier Introduction to CUDA -
Compute Sanitizer - PTX ISA

JBE8:  pytorch > load_inline ' * | cudasamples > vectorAdd.cu
cudasamples > reduction_kernel.cu | *  flashinfer > vec_dtypes.cuh = (Flashinfer BS[@Z 4 0
TH)

Kernel Dev Il 47 - 13 /306


https://docs.nvidia.com/cuda/cuda-c-programming-guide/index.html
https://developer.nvidia.com/blog/even-easier-introduction-cuda/
https://docs.nvidia.com/compute-sanitizer/ComputeSanitizer/index.html
https://docs.nvidia.com/cuda/parallel-thread-execution/index.html
https://github.com/pytorch/pytorch/blob/fbab7cc90f5699714d5785aaa2f153c739435d6f/torch/utils/cpp_extension.py#L2212
https://github.com/NVIDIA/cuda-samples/blob/5443602d89ed99aede2e4b7bf329daddeadb320e/cpp/0_Introduction/vectorAdd/vectorAdd.cu
https://github.com/NVIDIA/cuda-samples/blob/5443602d89ed99aede2e4b7bf329daddeadb320e/cpp/2_Concepts_and_Techniques/reduction/reduction_kernel.cu
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/vec_dtypes.cuh

Part O - £t 3

Triton iIBEIEE (Mt Gluon &S

Triton BYOVEEEZ “— program ZME—REIE”: (RS block REIEEKE, RiFEMAT
EERLZLIZ. LHE shared memory FIR7KZ,

1. 5 CUDA H3$ 1 5. @i

2. &x/)\#9 kernel 6. Gluon &%
3. M5 &R API 7. EIfR5 L
4. EETEXREY launch %X 8. RIS &N

5 CUDA B934 Rz

CUDA Triton

i =R V] —PNEEBLE— T —1 program 24— block ([EE /
= ¥EpEIR)

R/ blockIdx + tl.program_id(axis) ; &% threadldx
threadIdx

—REEIRTZ Bo® pid * BLOCK + tl.arange(@, BLOCK)

5 if (i < n) mask=offs < n &5 load / store

shared memory. El%. &k F5 “RiFEIE NI

7. @MEN

warp £ blockDim launch Z%{ num_warps

¥Ep% 5 WMMA / mma PTX tl.dot

=/\HJ kernel

import torch, triton
import triton.language as tl

@triton.jit
def add_kernel(x_ptr, y_ptr, out_ptr, n, BLOCK: tl.constexpr):
pid = tl.program_id(axis=0)
offs = pid * BLOCK + tl.arange(®, BLOCK) # [BLOCK] 1 int32 fH#
mask = offs < n
x = tl.load(x_ptr + offs, mask=mask, other=0.0)
y = tl.load(y_ptr + offs, mask=mask, other=0.0)
tl.store(out_ptr + offs, x + y, mask=mask)
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def add(x, y):

out = torch.empty_like(x)

n = x.numel()

grid = (triton.cdiv(n, 1024),) # program #{; tBAE[L{Z lambda meta
add_kernellgridl (x, y, out, n, BLOCK=1024) # torch.Tensor BziZ LI

return out

M5 ER API

tl.constexpr : fRIFHAE S, block K/\. head_dim. E& causal XERENBAIX
S HEBEARR constexpr; BMEVERIFL—TIHEILAY kernel,

block FZIRANINE 2 BIFE: tl.arange(@, BLOCK) AY BLOCK TR 2 R, T N
= 2 WERS, A triton.next_power_of_2(N) EX E5R, BHF mask BikZHHED,
IBHEAR + T E " 4R ptrs = base + rows[:, Nonel * stride + cols[None, :]
B3 [R, C] HIIEEFER, tl.load(ptrs, mask=...) EH I[R, C1 HIE,

&3
Y349

EIT

=
&

]2

FZAR
I8

dtype:

tl.load IR[EIEFHIEMAYZEERY; .to(tl.float32) iEHE; 7ZAERIFE[D

out_ptr.dtype.element_ty ,
masked load #J other : #HEKRMERIE. M max BFE -inf , f sum BHE 0,

API

tl.

tl.

tl.

tl.

x[:

tl.
tl.

sum(x, axis) . tl.max . tl.min . tl.argmax

exp . tl.log . tl.sqrt . tl.sigmoid . tl.maximum . tl.where(cond, a, b)

zeros(shape, dtype) . tl.full(shape, value, dtype) . tl.arange

dot(a, b, acc) : [M,Kl @ [K,N], M. N, K #Z/>16; fp16 / bf16 A\, fp32 il

, Nonel . tl.trans(x) . tl.reshape . tl.broadcast_to

cdiv . triton.cdiv . triton.next_power_of_2 . tl.static_assert .

device_print

HHEFERAY launch SE]

num_warps : B program 89 warp £ (EAIA 4) . block #K, FEMMZ warp K5

138

num_stages : H{EFRKERE., BIEM tl.load EWEFETFH AL, & shared
memory &%, ITEHHEFEES, TEZM GEMM / attention XZEHF K HIFH
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kernel,

e @triton.autotune(configs=[triton.Config({...}, num_warps=.., num_stages=..)],
key=[...]) : BN key (EEW M. N. K) 3BFRA config B—iE, EEFHIRMN
B

e TRITON_INTERPRET=1 : 7£ CPU L& program @17, AILAZE kernel B print . #7
. AEERE GPU IYE&NITH.

e tl.device print("x", x) : GPU LE3JE]; tl.static_print : 4gi¥HBFTEN constexpr
# shape,

o EYmIErTY): kernellgridl(...) REIMNINZRE .asm["ttir"] . ["ttgir"] .
["ptx"] , ttgir BEEBRFIRIFRHEENIKEIXM layout, LA #blocked . #mma .
#shared , XIE=® G1 BHIERA,

s

Gluon R

Gluon £ Triton FTE—/EMIES ( triton.experimental.gluon) : i&A# Triton R1&, 1B
layout HIREINIEE, shared memory IS EC. FH I, warp specialization thE{R1E
#l, Triton fRiZZRBIRMAVIBLIRE, & Gluon EHFECSE.

# & Gluon API i@ experimental, S EZUTERAKE S tutorial A&
from triton.experimental import gluon
from triton.experimental.gluon import language as gl

@gluon.jit
def copy_kernel(src, dst, n, BLOCK: gl.constexpr, layout: gl.constexpr):
pid = gl.program_id(0)
offs = pid * BLOCK + gl.arange(0, BLOCK, layout=layout) # FEK=%2Z layout
mask = offs < n
gl.store(dst + offs, gl.load(src + offs, mask=mask), mask=mask)

layout = gl.BlockedLayout(size_per_thread=[4], threads_per_warp=[32], warps_per_cta
copy_kernel[(triton.cdiv(n, 512),)]1(src, dst, n, BLOCK=512, layout=layout, num_warp

BlockedLayout(size per_thread=[4], threads_per_warp=[32]1, warps_per_cta=[4]) BE
BR: BT4%EZE 4 MEERER (EF—/X 16 FUMM@MEN load) , — warp &&= 128 1
TE, 4 warp %% 512 1, G1 A4 Python X T IRFIFFRE: BT =TT warp,
B lane. /LT FFEE, UREXNESHIBFMPAAKCMENI, BETX—F, &£ ttgir
5 Gluon HEBHRZ.
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EfEFS %KLL

Triton RRIZEEZ

@triton.jit B TTIR  REERE layout  rgg { LLVM IR }
Python AST Lk EicE t+ layout - smem - JR/KZ ’

CPU B
1

2
TRITON_INTERPRET=1 3 launch PTX — cubin
NumPy & program {7 grid x num_warps ptxas

o

RARBE TTIR X—F (REKzE) ; TTGIR EHIMAY (#blocked . #mma . | #shared  FiEimiIFESE(RMHY

RE, G1 =EUREIEEL].

—* program EATREIE

warp O
— lane 0-31
#% layout 1%
{ program pid { BHEETSTESH }

offs = pid-B + arange(B) sizePerThread
warp 1...
num_warps

ZLE - CUDA B4 T A, Triton B4R Tk

CUDA ERa8 1T A (412) B+ “REF/LS, MARFE/LTMEF", Triton B
RRLTIL (program) 5: “BiX—7F (block) &EB5E”, TXHSREEADEHEFT

(num_warps X 32 PM&FE) . #HZ/L1D. EARESHRIR., mask MRERE—FMNH, T
BFME“BE” 75 tl.constexpr 2EEHERS: MRITMEBEHAFE (BEFREEZ) .

autotune: F—XIFAAEST config #iX—iE

81 config Mi—& it o {ETZRIREY config ¢
| BLOCK - num_warps - num_stages o
b
{ kernellgrid](M, N, K) }\ A key RiFME?
key = (M, N, K)

i
\{ ERFIEE config }
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ZEE - num_stages RIRFIEH

FEIm#EE k BXRE, BIERKERSE k+1. k+2 BRI (num_stages = 3) : ITEMKE
BT #IT, REESHBASHY, EE—M&RNSESL—HRPIES (shared memory) ,
BFBH T, BERRNFIAEIT (occupancy) #MADT.,

N <, BN

EBS ER

MXH#: Triton XMET - Tutorials B3 - triton.language API

JR85:  triton > @1-vector-add.py | * | triton > interpreter.py (TRITON_INTERPRET)
triton > Autotuner @ - | triton > Gluon @l-intro - | triton > Gluon ©@2-layouts
triton > ©8F Gluon tutorials  * | puzzles » Triton-Puzzles

Part O - Efifi 4

i, 1HBFS profiling
B kernel #ER—"1EI: reference — HREHEMEMIIN — Mid — benchmark —
profile > — R RR—1THEZXE.

1. IEF@&ME: #0 PyTorch 33A 3. Profiling: #EIEIEAVIRIN
2. i8S BIF time.time() &—) %A 4. BfR 5Lt

5. RiS5 &EH

IEffE: 1 PyTorch ¥t

torch.testing.assert_close(out, ref, rtol=..., atol=...)

e reference HESIEEE: fp16 kernel ] fp32 (EZE fp64) Y reference b, WA=
MB—" fp16 LILL,

o BEEMBESXFRRENR: fp32 BFTREBHE 1le-5; fpl6 Hilh 1e-2 BR (fp16 R
B 3 UBMEF) ; 4N (%E. B cache) EXTEHRE.

o 5 shape —EZEM: 1. block X/ £1, JF 2 9T, AT block, TKE. FFELE
(%8 / YREWN view) , KZE bug HERE—TTZTEM block,

e CUDA NESFIEEA—TFE H1AAEm: compute-sanitizer ——tool memcheck python -m
pytest tests/test_c3_transpose.py BEPMEE K,
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https://triton-lang.org/main/index.html
https://triton-lang.org/main/getting-started/tutorials/index.html
https://triton-lang.org/main/python-api/triton.language.html
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/01-vector-add.py
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/triton/runtime/interpreter.py
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/triton/runtime/autotuner.py#L19
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/gluon/01-intro.py
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/gluon/02-layouts.py
https://github.com/triton-lang/triton/tree/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/gluon
https://github.com/srush/Triton-Puzzles/tree/4d794abed02292081500ebf4b1e35cd5fc5fb019

ited: BUFE time.time() B—)RiEH
GPU ARBEZRPH: Python R2IE kernel BURRAFIFLIRE T . IEFRIMIE:

import triton.testing
ms = triton.testing.do_bench(lambda: my_kernel(x), warmup=25, rep=100, return_mode=

do_bench &%t warmup (4®i¥. autotune. EEFHR) , BXNE/1BEZ L2, B CUDA
event 1tHY; BRINREIFISIE, £ return_mode="median" EXFR{UZN, "B ZHBEIVIERER
wiR. BECEMIRERIER:

start, end = torch.cuda.Event(enable_timing=True), torch.cuda.Event(enable_timing=T
for _ in range(10): fn() # warmup

start.record()

for _ in range(100): fn()

end.record(); torch.cuda.synchronize()

ms = start.elapsed_time(end) / 100

RELERNER £ GPU BS | dtype. shape, FHER GB/s 8 TFLOP/s, /)\ shape T/1
MBS EEER launch i, LERTEEAYR Python / launch 812, ~2 kernel &5,

Profiling: %3 K 1FA9HR S

IR El1 &Y 8] we
Nsight Compute B kernel AT AIE: TREAT 2D ncu ——set full -k
(ncu) occupancy. warp £t/ bank conflict, &  regex:softmax -o prof
FE python bench.py t2

Nsight Systems  BJ[E%: kernel Z|BEREZF. CPU Z242HR nsys profile —o timeline

( nsys ) . launch 7Z/D1 kernel python bench.py t2
PyTorch Profiler #EZREME FEHT(8] torch.profiler.profile(...
)
compute- R, ZBEEMH. R¥BH shared memory compute-sanitizer —-tool
sanitizer racecheck ...

ncu IREBMAB=TEF:
1. Memory Throughput (% of peak) : memory-bound B kernel F7i%#E 80% M Et,

2. Compute (SM) Throughput: compute-bound B9 kernel &HiXE, AKX Tensor Core
FIAE,
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3. Warp State Statistics: warp A& Bt [E{E7EM, Long Scoreboard FRRFEZ global
memory, Barrier R/R{EZHF _ syncthreads, MIO Throttle X/~ shared memory

<A,

—RA—1TEE

BRI RR—HE (block X/\. num_warps. fl padding. 0 tiling...) , M—x,
I TFHFENER, #e—=8, A=ATE5 TRt 4. X774, #AZ)D. ELRA
ZZ0, XMIcEMERITESTA README.md,

Elf# 5Lt
£ kernel #EVF RES

PyTorch reference R SC iz benchmark
eRE SoRIERR B5R shape / dtype GB/s - TFLOP/s

SERIE: I
A

LR oo A—1TEZE profile
HrE + RE tile / warps / @& ncu / nsys

[
KLt - AFE—RRAE—THF

BIRN=1"#F, FETF THIRTEERMNETER. kernel PM—F: BRXRR—
%= (block X/, num_warps. padding...... ), M=k, 1B TFE,
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¥ ncu RS =1MBEFEARAM

Memory Throughput & ERFRE LR
> 80% IE{E REEMEFT
{ SM / Tensor &t }—\ EEENER
BMEIRNIES / BE

Long Scoreboard
O~ /_ ¢
N _ M/ W % global memory
AN S & Warp State
warp EEHA?

BOBE / RR
\{ Barrier / MIO }

sync 2 smem HEPA

ELE - ncu BHEIRS

AE— XM Iz (BEBASH) . A& AKRES: FRELHT (WEEm) , B
RETTENRE; MIEAS, WARBMEET £, MEE warp EFMT4: B2EEZEN
7 (Long Scoreboard) , ®2EZEF (Barrier) ,

PRI RS S
SZ#4: Nsight Compute - Nsight Systems - Compute Sanitizer -
torch.testing.assert_close

JET8:  triton > do_bench | * | pytorch > assert_close | * | flashinfer > bench_gpu_time

(Flashinfer 89 CUPTI it6T)

Part O - £t 5

=iE: RE x Ef X Hais{l kernel
EEEA—EB ZEIFCEIIME: —PMERAIRS B EEMZE kernel £, X2 kernel S iE
B HEIATAZIRSE, UEITA,

1. %638 kernel 9 5. 1RIE BRI
2. —A LLM I step HIET 8% 7 1 6. SRR LR EIAN
3. B RBEEMHATHA 7. Efg5 %Lt
4. FBER: YBTHE D RMER 8. R3S Bkt
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https://docs.nvidia.com/nsight-compute/NsightCompute/index.html
https://docs.nvidia.com/nsight-systems/UserGuide/index.html
https://docs.nvidia.com/compute-sanitizer/ComputeSanitizer/index.html
https://docs.pytorch.org/docs/stable/testing.html
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/triton/testing.py#L288
https://github.com/pytorch/pytorch/blob/fbab7cc90f5699714d5785aaa2f153c739435d6f/torch/testing/_comparison.py#L1415
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/testing/utils.py#L1566

9. KR

S48 kernel 953

JUERREHIE / I EE5E T FE/ L2 kernel £, BEARE “ESM7OHE, FHE2E0E:
XMER | XPMER, HEEEREM—XL? X—EEXREH EE compute-bound F 2

memory-bound?

&3 B+ B R AED
A% GEMM QKV / O / MLP 8. LM prefill F1 A batch B compute— ca. T4
head bound; /J\ batch decode Bi$4X

&, memory-bound

{E¥5E GEMM FP8 (per-tensor / block— EL, B8X MMA BEITEIZ. N M3
scaled) . NVFP4 / MXFP4, BFTEF
W4A16

grouped B expert EE—/\R B expert U M R/, 955 B M1, M2

GEMM (MoE) RS thEFH

attention: FlashAttention & compute—bound (S? #§ FLOPS) T5

prefill

attention: paged decode. split-KV, memory-bound (i& KV cache) L1—

decode MLA decode L3,

F1. F2

4% attention / Mamba., GDN (Qwen3- chunked scan; decode BIRSEH  MiF

SSM Next) . KDA (Kimi)

BaRNEF RMSNorm + 5% . RoPE. memory-bound, X¥%; FREM TI1—
SwiGLU, Zft. adaLN #% launch FHEMZREZE1EIE T3. F3
modulate

K top-k / top—p / min-p. #%# 1@k 15 5 HiFEHHam Fa
fRRSE0IIE

B all-reduce. MoE # all-to-all EHEFR; BiitEHES B 3%

(DeepEP)

— LLM 32 step AURT B T 1D

o prefill (—/RAIBEEZ prompt) : GEMM gAk, attention iE S? &, 1K prompt By
attention FIAFBIE —3, MEHBZE compute—bound, IEEFEEH Tensor Core BYFIF
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e decode (B8N FI 11 token)
o /]\ batch: GEMM Bt EfFE@E, BB =~ E—RBEIPNE., EANE
(W4A16. FP8. NVFP4) HiZiRtbEI&n g,
o K batch, KETFX: KV cache B9IZEX=831XE, decode attention T FE
FF44. paged attention. GQA / MLA. KV 1. split-KV #B1ERIRIXMHEE,
o batch = 1 B9RiIRER (EEZ0 VLA, iwmM) : 81 kernel REJLHFY, launch FF
tHA0 CPU JAE kMmN AHRZN, FRLAZESE CUDA graph FlEBUHMES.
e MoE #&E&: GEMM #FR/LT LB expert B9/ GEMM, EFRH1T (EP) BHEEM
+ all-to-all &3,

BiE: REBGLETHA

E

A100 (sm_80)

RTX 4090 / L40S
(sm_89)

H100 / H200
(sm_90a)

B200 / GB200 /
B300 (sm_100 /
sm_103)

RTX 5090 / RTX
PRO 6000
(sm_120, HEH

Blackwell)

Jetson Thor
(sm_110) / Orin
(sm_87)

AMD MI300X /
MI325X / MI355X

KR

mma.sync Tensor Core.
cp.async ; %8 FP8

0N FP8 mma.sync ; %8
wgmma / TMA

wgmma (warpgroup REEH
MMA) | TMA (GKERTFHNE
2) . KEEREE. warp

specialization

tcgen05 MMA + TMEM (3K
E2A7TF) . 2-CTAMMA, &

4 block-scaled FP8 / FP6 /
FP4 (MXFP8, NVFP4)

i®H tcgen05 / TMEM /
mma.sync VR
FP8 / FP6 / FP4 (& block

scale)

wgmma;

imfll, INFEZIR; R—AF

MFMA %EF%$8<; MI355X
X\ FP4 / FP6

X—HRHK R kernel

FlashAttention-2. Flashinfer (FA2 Fif) .
cuBLAS / CUTLASS 2.x. Triton

FA2 Z£ kernel; FP8 GEMM

FlashAttention-3. Flashinfer 89 FA3 Fif.
DeepGEMM, CUTLASS 3 (CuTe) .
FlashMLA

FlashAttention-4 (CuTe DSL) . TRT-LLM
4RI kernel (Flashinfer B9 trtllm-gen /5§
i) . cuDNN attention. DeepGEMM
(sm_100) . CUTLASS 4 / CuTe DSL

FA2 X1&H) kernel, Triton, SageAttention3

(FP4 attention) . Flashinfer f§ sm_120 &
F kernel (#0 nvfp4_attention_sm120 , 7£
Flashinfer BT experimental /5i#) ;
DeepGEMM A #F

TensorRT; Flashinfer E& sm_110 B9 GQA
decode kernel

AITER (Triton + Composable Kernel + F£5
sC4R: attention, fused MoE. MLA.
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mE{ ESESEE — BT kernel
(gfx942 / GEMM) . CK. HipKittens; vLLM / SGLang
gfx950) 3T VLLM_ROCM_USE_AITER=1 ZHFx=A

Ki—AF (FEL 100—800
GB/s) ; simdgroup (32 %
2) . simdgroup_matrix
8%x8 MMA; M5 & GPU W&

neural accelerator

MLX: steel GEMM / attention. decode £F
DHEMH gnv / gmm |
MoE FBRY gather_mm / gather_gmm , DAKE
[ M5 neural accelerator 9 x_nax kernel;

Apple M &7l
B9 sdpa_vector .

BENX kernel F§ mx.fast.metal_kernel (X
#751)

TPU / Trainium Bk EhpES Pallas (JAX) . NKI: ZEFLRB=

ATESIcENR:
e RTX 5090 Y Blackwell, {EERESE (sm_120) # B200 (sm_100) F—#: &H
tcgen05 1 TMEM, FfA FlashAttention—-4, DeepGEMM X3/ sm_100 E8Y kernel
TEEEEW, £ 5090 5 kernel, BIEE“H FP4 #Y Ada”, Flashinfer AYTRRAIERIth
8 SM12x Y38 experimental [Fi,
o HLFTAVIEME, &I kernel BARIIE[TAVIES
Xth2 CUTLASS / CuTe DSL. Gluon XE“BEEXITHIEH"MWTE
TEBERERE: Triton BB RN Hopper / Blackwell EEHIEFFE kernel,

(wgmma, TMA. tcgen05) #1 warp

specialization,

LR SaNERRITEE

MLA)
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XEKRIBARIRZ 2026 ETFHE vLLM / SGLang XZEER serving HEZRHYE I BRIAS ik
#, THRIR, AZENEEXNAEZRNE,
- H100 B200 RTX 5090 AMD MI3xx  Apple
prefill FA3; FA4; trtlim- FA2 25; AITER / CK MLX steel
attention Flashinfer gen / cuDNN Flashinfer FA2 attention
(FA3 f5im) (2 &
Flashinfer) SageAttention
decode Flashinfer trtllm-gen (& Flashinfer FA2 ~ AITER paged MLX
attention decode / FA3 Flashinfer) ; | attention sdpa_vec
(GQA, & XQA tor
)
MLA FlashMLA; Flashinfer AL AITER MLA  —
(DeepSeek—  Flashinfer (CUTLASS /
V3 ) MLA trtlim-gen



&3

8% GEMM

MoE grouped
GEMM

NEFRE

H100

CuBLAS /

CUTLASS;

DeepGEMM
(FP8 block)

Triton
fused_moe;
DeepGEMM
(FP8
grouped)

Flashinfer
norm / RoPE /
activation;

Triton

Flashinfer

sampling

Dense LLM (GQA)

B200

cuBLAS /
CUTLASS
(NVFP4 /
MXFP8) ;
DeepGEMM

Flashinfer #
TRT-LLM /
CUTLASS /
CuTe-DSL MoE

@

Bx=

RTX 5090

CuBLAS;
Triton

Triton

fused_moe

@ %

AMD MI3xx

hipBLASLt;
AITER

AITER fused
MoE

AITER;

Triton

o prefill: attention 1 GEMM #B:2 compute-bound, EXIRIEH ERIFHY
FlashAttention X,fx (A100 A FA2, H100 A FA3, B200 A FA4 g trtlim-gen) .,

e decode: paged decode attention (L &%l. F1) , KETXHE split-KV (L3) , GQA
FTIEEE KV KRE—R (L2) .

o Ei: BiE RMSNorm + %% (F3) . Bi& RoPE + 5 KV cache (Flashinfer &
fused_qgk_rmsnorm_rope ) . SwiGLU (F3) . F~"HEFHIERE (F4)

o =1t: Hopper L FP8 (per-tensor 5§ block-scaled) , Blackwell = NVFP4 /
MXFP4; /) batch decode RIEEXIKTRA.

MLA &8 (DeepSeek-V3/R1. Kimi K2 %)

Apple

MLX steel
GEMM

MLX
gather_m
m /
gather_q

mm

MLX
mx.fast.

*

MLX

MLA 3B K. V EZEF)—MEFE latent BB, KV cache /MEZ ., decode B, BILAIE latent B9 E
KRIRKGH Q, attention HIETE latent £l (head_dim 512 + 64 B9 RoPE &%) ., X{F
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decode attention WEAREELL GQA &, FEE(]H kernel: FlashMLA (Hopper) .
Flashinfer B BatchMLAPagedAttentionWrapper ,

MoE &% (DeepSeek-V3. Qwen3-MoE, gpt-oss. Kimi)

o BMESHT: top-k EEZR. 1€ token IRERDAFHTR tile K/ (M1)

e grouped GEMM: —)% launch EFIBEEZX (M2) . prefill B contiguous i/ (&
R token ELEHFT) ; decode Efigs CUDA graph, F masked fnf@ (¥o ECi7F
BT ERNRKAITY, RIMBEREK) . DeepGEMM EIRREXFAMLE

o {RKARE: DeepSeek-V3 M FP8 iJIIZMEIE(ER 1x128 (FUE) # 128x128 (IX&FE) W
block scale (M3) , NVFP4 MoE NI& Blackwell FAIE R,

o B{E: EZXHTH, dispatch / combine B all-to-all F§ DeepEP (EF NVSHMEM)
XEE, HRES5ITEES, DeepGEMM 2026 & 4 BN TIE dispatch, FE
FP8 XFP4 GEMM, combine Fi&7E—#2A) Mega MoE kernel,

%t attention / JBS%EH (Qwen3-Next. Kimi Linear., Mamba 2§)

1 attention MBURSK/NEERZEHE (GDN, KDA, Mamba2) , &Lt TXAEf decode BIFF
HABMEKEIEK, kernel EERE flash-linear—attention (Triton) INH, Flashinfer 0.7
HELZ N GDN / KDA B prefill 5 decode kernel, i)IIZ:F0 prefill B9 RHAITH chunked
scan, decode Zi& token BPRSEH, AHFERMS,

FEUER (DIT B / #150)

e &H KV cache, th}&F decode: BN EIFFEHEXNEES token BY—)X compute-
bound FiE, fSMRERIFIIRKENAL LR+, attention FES—F LA LRI
8],

o HHEIRABMEY kernel Fa:

o Ex§FHJ FlashAttention f{Fx (H100 f FA3, B200 F FA4) ;

o 21t attention: SageAttention &%l (INT8 / FP8; SageAttention3 £ RTX
5090 EF FP4, {E&#RS attention kernel 22 FlashAttention2 B9 5 3,
HunyuanVideo i#Zi%4 3 2) ;

o & attention: JBaf tile. radial. VSA —EFIRMAS = BEBMRIAGIES

o & adaLN: DiT 8E#HE norm - scale/shift - gate - residual,
Flashinfer 28 fused_dit x ZRIIEF;
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o {KEE4F GEMM: SVDQuant / Nunchaku B9 W4A4;
o ZK: xDiT Y Ulysses / ring FFIF#1T; VAE #Ei5RY 3D EFRUH cuDNN,
o ERIRFIIRUE . RIRSEAVER . $51EEF (TeaCache %) EELEEAED kernel
FIRFER K., WELFRIIERT attention R ER/N—EBHHIFIF: kernel R 4 5, BIK
RIR 2%, 5% profile, BREMLET kernel,

Omni / 188 / 2SS (Qwen3-0Omni )

o ZMEREHER: MK / BwiSas (ViT. B + Transformer) — LLM (thinker) —
BEEEM (talker) — codec fi#h3,

o ‘RIBEZE compute-bound BIZIK attention (FlashAttention varlen) , XAEFHE
BB LLM I812, SMNZ4 RoPE (M-RoPE) .

o talker 1 codec BH RAER/DRIEUE, v kernel, batch /v, LA launch AR E:
CUDA graph. MmANERER. BEMERA chunk KA X,

VLA / 88 A

e batch =1, XWIRBEMHEK (JL+ Hz WIEHINE) ., 70 XEKREH VLM EF/—
DA flow matching 2% XIR4 R EHEIRAY action expert ZHRY,
o HMFBEAREE—TK kernel, ME LB kernel # launch Al CPU BE. &
WFERINLFELRER—THESE: B Triton ®E/NEF. MO EES buffer, BRI
(BB EIR1EIA) #3RH—1 CUDA graph, BRIRS, {XEiE CPU FHHRIEER RN
2 fERIImE,
o imfIERE (Jetson Thor / Orin) BiN_LE TensorRT FELL4FEL.

priicl: SIS =L gyl

1. %#I#f compute-bound &2 memory-bound (Part O B roofline) : BI&ELLH
Tensor Core FIRAERMIAIES: BEELEHMEFT (BME. 2. GQA / MLA, KV [
%8) .

2. batch {R/MEF5EE launch F#H: kernel A5 REJLHM# Y, CUDA graph MBS LEEH IR
10% K kernel BEEE,

3. B HARRRERED: B200 L HIFAY kernel 7€ 5090 EATEEMRAEAT, RidFth—
B, & sm K, MARETmB.
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4. EERIEIFEARFFE: Flashinfer, cuBLAS / CUTLASS., DeepGEMM, AITER, MLX B
RBETHRAZHAL., EEFENESMEERTERNMEF (FTAY attention TR, FHY

FAANY AN N}

S4B, FNMEERN) , XtLEM[ Flashinfer XEETBAEE S,

Elf# 5 kL

—* decoder layer EHMLE kernel

x L B

o
embedding RMSNorm QKV GEMM RoPE + § KV attention
gather mMENETF GEMM & - paged prefill / decode

° I

down GEMM SwiGLU gate_up GEMM 7%Z + RMSNorm O GEMM
+ RE silu_and_mul GEMM / MoE fused_add_rmsnorm GEMM

2%
'

RE—RBZE

!
LM head Kt
GEMM top-k / top-p

BRI kernel 25l: B GEMM, £ attention. SBHME/NEF. BEXFE, prefill RELERE LK
3L, decode FR/NEFHIBEEFFHM KV ERTEEE,

XA kernel ZEMTFHRMAML?

Al < 55 EFT
memo ry—bound BE - 2t - GQA / MLA

EAREE Al kernel < 10 us? W launch
FLOPs + 75 batch 1R/ CUDA graph - ®i& - PDL

Al > 35 Fi#% Tensor Core
compute-bound tile - k&% - gL

kKb - A ERENIMRESS

E—REEER—SET™%: embedding —» +/LEIR X L B - X&., BIPMIMS
18, MEREED; IB—PRE 2% HERNIAHEER 4 8, BRERR 1.5% (FEER
B8 attention R /NI EXEE)
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EKEE - REGMERI

B200 T  BEE [ TMNMME (tcgen05 + TMEM) FMBEZIXZE (TMA) , RIFHNITE
(FA4. DeepGEMM) ZEETE1&ITH; RTX 5090 WI[ IE—1P@mAE, fgEXEe
MWE, FAIABRELIZMEEEAFART I, % kernel B9& sm A&, F&E=RAE.

NVIDIA Z2#{Ckn: MPLEEEN B FINAY

sm_90a - H100 sm_100 - B200 FA3 - FA4 - DeepGEMM
+ wgmma - TMA - £ + tcgen@5 - TMEM - FP4 &% wgmma / tcgen@5
sm_80 - A100 sm_89 - 4090 / L40S
mma.sync -+ cp.async + FP8 mma.sync el
3%\ wgmma / tcgen@5
R sm_120 - RTX 5090 FA2 % - Triton
mma.sync + FP4 / FP6 SageAttention3

stt - MEFRC

“Blackwell” X MNEZEATAZ B200 1 RTX 5090 t, #GE— S EREEEEEH
BXEE: RhE—#&, RAE, B200 & tcgen05 X& “RE”, NEIAKK kernel

£33 5090 EEAEK; 5090 FEEAMREE I E— (Ada) B9 mma.sync, REZT
FP4,

RS EH

E (BE commit) :  flashinfer > flashinfer-ai/flashinfer  +  fa » flash-attention
deepgemm > DeepGEMM & * | deepep > DeepEP = * ' flashmla > FlashMLA -+  cutlass » CUTLASS
sage > SageAttention - | fla » flash-linear-attention - ' aiter » AITER -+ [ mlx > MLX

vllm > VLLM ' + | sglang > SGLang

&1 attention BIXRSEM: > FA2 5i[

fa > FA3 Hopper F{&¥ (TMA + wgmma + warp specialization)

fa > FA4 Blackwell (CuTe DSL)  * | flashinfer > FlashInfer prefill
flashinfer » FlashInfer decode  °  mlx » MLX sdpa_vector

sage > SageAttention3 (FP4, Blackwell)

GEMM / MoE / &1 attention: deepgemn > DeepGEMM SM90 FP8
deepgemm > DeepGEMM SM100 Mega MoE  * | vllm > VLLM Triton fused_moe

flashinfer > FlashInfer fused_moe  * | fla » FLA GDN chunk  * [ mlx > MLX Z1t matmul
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https://github.com/flashinfer-ai/flashinfer/tree/eabf03fe55e77e3305c503b5cbfa1e60450c4227
https://github.com/Dao-AILab/flash-attention/tree/1dc8232fe209e2c48b1d3e677f26d68e4b856212
https://github.com/deepseek-ai/DeepGEMM/tree/5081f8513af57e61696de4f4f04b0e707ffb503e
https://github.com/deepseek-ai/DeepEP/tree/f6aa38fe06cd4a0489e7730365d4e0114970a2f3
https://github.com/deepseek-ai/FlashMLA/tree/395cb3afbb331fef7b1b21e9340861b9436b42d8
https://github.com/NVIDIA/cutlass/tree/e13f5cd4142c43efc37c2f6339923eb4a57afb99
https://github.com/thu-ml/SageAttention/tree/d1a57a546c3d395b1ffcbeecc66d81db76f3b4b5
https://github.com/fla-org/flash-linear-attention/tree/1f29540bc8398ef370fc291d00f2757a9a15e935
https://github.com/ROCm/aiter/tree/551c50ee531ea77707bcb863c7c3646f3a93def0
https://github.com/ml-explore/mlx/tree/b7779c158c0ee32d366929c527da119a89047c6e
https://github.com/vllm-project/vllm/tree/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5
https://github.com/sgl-project/sglang/tree/797af7170f34dd4cb9e397e0038c52371ef5e050
https://github.com/Dao-AILab/flash-attention/blob/1dc8232fe209e2c48b1d3e677f26d68e4b856212/csrc/flash_attn/src/flash_fwd_kernel.h
https://github.com/Dao-AILab/flash-attention/blob/1dc8232fe209e2c48b1d3e677f26d68e4b856212/hopper/mainloop_fwd_sm90_tma_gmma_ws.hpp
https://github.com/Dao-AILab/flash-attention/blob/1dc8232fe209e2c48b1d3e677f26d68e4b856212/flash_attn/cute/flash_fwd_sm100.py
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/attention/prefill.cuh
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/attention/decode.cuh
https://github.com/ml-explore/mlx/blob/b7779c158c0ee32d366929c527da119a89047c6e/mlx/backend/metal/kernels/sdpa_vector.h
https://github.com/thu-ml/SageAttention/blob/d1a57a546c3d395b1ffcbeecc66d81db76f3b4b5/sageattention3_blackwell/README.md
https://github.com/deepseek-ai/DeepGEMM/blob/5081f8513af57e61696de4f4f04b0e707ffb503e/deep_gemm/include/deep_gemm/impls/sm90_fp8_gemm_1d2d.cuh
https://github.com/deepseek-ai/DeepGEMM/blob/5081f8513af57e61696de4f4f04b0e707ffb503e/deep_gemm/include/deep_gemm/impls/sm100_fp8_fp4_mega_moe.cuh
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/vllm/model_executor/layers/fused_moe/fused_moe.py#L298
https://github.com/flashinfer-ai/flashinfer/tree/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/fused_moe
https://github.com/fla-org/flash-linear-attention/blob/1f29540bc8398ef370fc291d00f2757a9a15e935/fla/ops/gated_delta_rule/chunk.py
https://github.com/ml-explore/mlx/blob/b7779c158c0ee32d366929c527da119a89047c6e/mlx/backend/metal/kernels/quantized.h

serving 1EZR’E A& FlashInfer: viwn > vLLM FlashInfer Eif

sglang > SGLang FlashInfer /gi#

HiR

% it

FlashAttention-4 (Blackwell, CuTe DSL) : 1£X arXiv 2603.05451 - MLSys 2026
DeepGEMM (SM90 / SM100, FP8 / FP4, grouped, Mega MoE) : 14
SageAttention3 (FP4 attention, RTX 5090 3Lil) : 8 arXiv 2505.11594 -
GitHub - — P im2lin =R/ =G

AMD AITER 5 vLLM / SGLang: ROCm blog: vVLLM on MI355X - MLPerf v5.1 R
iz

VLA SCHETI#I2: Running VLAs at Real-time Speed (arXiv 2510.26742) - FluxVLA
YEIE DN IR S A

Flashinfer B API #l/giH& %R (trtlim—gen. cudnn. cutlass. cute_dsl, sm_110 /
sm_120 kernel. GDN / KDA. fused DiT norm) : BH#E3¥H flashinfer-python
0.7.2 BY Python API #1 2026-11-02 #9RHS,
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https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/vllm/v1/attention/backends/flashinfer.py
https://github.com/sgl-project/sglang/blob/797af7170f34dd4cb9e397e0038c52371ef5e050/python/sglang/srt/layers/attention/flashinfer_backend.py
https://arxiv.org/pdf/2603.05451.pdf
https://proceedings.mlsys.org/paper_files/paper/2026/file/ae8b0b5838ba510daff1198474e7b984-Paper-Conference.pdf
https://docsearch.algolia.com/mcp/docs/repo/deepseek-ai/deepgemm
https://huggingface.co/papers/2505.11594
https://github.com/thu-ml/sageattention
https://ai-muninn.com/en/blog/minimax-h3-rtx5090-config-stack
https://rocm.blogs.amd.com/artificial-intelligence/scaling-ai-inference/README.html
https://rocm.blogs.amd.com/artificial-intelligence/mlperf-inference-v5.1/README.html
https://rocm.blogs.amd.com/artificial-intelligence/mlperf-inference-v5.1/README.html
https://arxiv.org/pdf/2510.26742
https://fluxvla.limxdynamics.com/md_source/tutorials/inference/triton_inference.html
https://fluxvla.limxdynamics.com/md_source/tutorials/inference/triton_inference.html

Track C - CUDA C++
TEERE: &F2R5|. 8FihTFE. shared memory, warp [Ri&. FUIEER.
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iy - Track C - CUDA C++ - 518
Vector add + Bi& bias-GELU: Z5|. launch fig
B. fusion
#—/° CUDA kernel: IB&I2BS . 1B launch BERN, BAS MA”HTAEER
— A,

@ 35 min HE 5 RS mine/cl_elementwise.cu IO . /check.sh c1

SEZfE solutions/cl_elementwise.cu

1. B8 6. A+

2. RRB5EM 7. I

3. ZHFIAYAIR 8. I’

4. Bfg5 2t 9. BEMR

5. MBEER 10. MeZ /5
I

ZErRiZE (A, BUERE. bias, FRE. KEHM) 7 Transformer BEXAARTE, BN
HARBEWM (vector add B 12 F1HA 1 )7I0E) , BEEREHBTSVFTRE.
PyTorch BE F.gelu(x + bias) SBmIAM kernel: EF—iE x. BIRAIYIKE t; %
t. By, —H 4 WEFES, IBENSH— kernel (fusion) , REE x. 5 y M, Hig
Fr—E, B> —)% launch, torch.compile . TensorRT. vLLM BB E X EF MR D

TEMEXRME.

RS EHE

cudasamples > vectorAdd.cu ' *  vllm > vLLM activation_kernels.cu
flashinfer > FlashInfer activation.cuh - | flashinfer > vec_t (16 T @EMESE) & - An Even

Easier Introduction to CUDA - Programming Guide: Kernels / Thread Hierarchy

C-322 Eoll|: PSR

o TFKIEH/S: int64_t i = (int64_t)blockIdx.x * blockDim.x + threadIdx.x;
e launch BZ&: blocks = ceil(n / threads) , B} (n + threads - 1) / threads ,
o MAKWE: HE— block BER#H, if (i < n) AT,
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https://developer.nvidia.com/blog/even-easier-introduction-cuda/
https://developer.nvidia.com/blog/even-easier-introduction-cuda/
https://docs.nvidia.com/cuda/cuda-c-programming-guide/index.html
https://github.com/NVIDIA/cuda-samples/blob/5443602d89ed99aede2e4b7bf329daddeadb320e/cpp/0_Introduction/vectorAdd/vectorAdd.cu
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/csrc/activation_kernels.cu
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/activation.cuh
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/vec_dtypes.cuh#L724

e grid-stride loop: for (i = #£); 1 < total; i += blockDim.x * gridDim.x) , grid
NNAREHIEET X

e tanhf : CUDA EEEREIEE tanh,

e TR~ I[rows, cols] H, RETHR i WNAFISE i % cols .

Ef#5KLE

TS vs MS: #H—# HBM iEE

kernel 1 =) t (HBM) @ kernel 2
e t = x + bias - [0 E S y = gelu(t)
ST T
%

B 1R 51X

\ A& kernel
y = gelu(x + bias)

FE—£K1Z 4 # HBM 3RS . 2 % launch; T@E 2 #. 1%, memory—-bound # kernel B8] iE L FiiE
METE, FIARMEEAM® 2 £ (RTX 5090 5Ll 706 — 379 us) ,

—TEEEAMEBCAEHIT TR

{ blockldx.x = 2

i=2-256+5 i<n? = c[51771=a+b
= 517 BE—1 block 7% = {BARAAE ~ 1BSRHDHE

{ threadldx.x = 5

XLt - EIESHEMNS

blockldx XS, threadldx EXAEMNS, £RHES = K5 X SXEAH + EAS,
RE—TXBBLARH, SHFNEMUAELRE (if (1 <n)) . BELBELWAREE
PBRKED (EHIFFE) , AIFA=HRIR,

XKEb - WS = FUP—SMEAK

AREMBIATRMEKNE, VRNBELR, IEXBEE, PHNNEER: 884
k7@ (HBM) #ERE, MEESERES L—RM5E, REFRE—R. REREE—RX,
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launch B2&: n = 1000, 4 block 256 ZiE

if (i <n) B2

block 0—2
768 NMEREHER
{ n = 1000 }_,_ blocks = ceil(1000 / 256)
=4
block 3 i > 1000 K 24 &2
RE 232 MER

#tt - floatd B2—R—5E

BPMERE—RIE— float, FGE—HE—HEMMIKAK; A floatd (—X 16 1) FE X
WB—rE. BEE (FUH) AT, BRSHIRE (8L V7T 4 5. FIIERE B
55 HIEE 16 FPNTT, KERE 4 S5

A4 R A blockldx, threadldx, i&H warpldx?

CUDA REGIRFAMELIR: BILTEIER (blockldx) F1 REBHE/L1ETE (threadldx) .
warp NEH—ERS, ERZEMGHELERESIHFS 32 MIK—H—ENT. BRI
FRHERY, “SJUR7FR—TRMBEREER:

int warp = threadIdx.x / 32; // BHES/LE (warpSize EWNE®E=, NVIDIA E£X 32)
int lane = threadIdx.x % 32; // BEX—RENELD (FB5/ threadIdx.x & 31)

// 2D / 3D block: %#& x SRTMAIM—4%, BRI 32

int tid = threadIdx.x + threadIdx.y * blockDim.x + threadIdx.z * blockDim.x *x blockl

AT AFHRE—T warpldx:
1. RRARDE, BEHAREANT. FREEEEDRIFNBEMAURETE: “XTEHELIE

BILTTR". ETEA 32 Tt LA, SEANE, IHERBANE-MEHEHE

(AMD HJ wavefront 2 64 ™—i#) .
2. ANEE, ATEERE., %4712 0—31 K25 0 #l, 32—63 2% 11#......8EM
threadldx #HRNEKRA, ROBEBHE—TREEE.
3. [EBKY swarpid FHEA. PTX BMXHE swarpid , BEERTXBLEELZSHET SM
R DIEIENL, RERNTIEENE, AR REME/LIR". slaneid BAFEMN, A
EMET tid % 32 , WEE—T: Hopper FiiE% T clusterIdx , EA thread block

cluster 2R AZE XA BINMERSR (FRRABATHRIK LAY shared memory) 5 warp

—HERI, AUMFRE B SR,
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%12 — F/LI| (warp) — HAELT (lane)

warp=70/32=2
R
{ threadldx.x = 70 warp 2 = £ 64—95 TEm) iE a[64..95]
32 MERRTE—KIEL - EE 128 P - AHIHE
{ lane =70 % 32 =6

RSN

C1 HIRIBEZBE LI warp, (EMEEHERE: B—1 warp 19 32 MARERNAHIAF, | &4 — thibE
g — SHRDEIR 128 FHES.

Cl1 BARE warp, FHE=HZE#HMH warp RE:

o §H#ibfE: i = blockIdx.x * blockDim.x + threadIdx.x iL[E— warp By 32 NFE
ZRFELER i, hRIEELEAOMIE, MR threadldx.x AEIEZMHHNHEE L, BE— warp
ihEM a2 BEIRZEBRARE,

o blockDim HY 32 BUfE#: — block 100 M&ERS, |E—1 warp RE 4 NERETF
&, B 28 MUBETE.

o FXEM: E— warp BEEMLIEE if. BRIE else, X warp MIEIERZRUREE
—i8; AE warp ZEEAREDZMH M. A CTHE if (i <n) RESRE—T
warp BRE, JLFEEFI,

FZEEE warp / lane Ut AEFE: C2 BY __shfl_down_sync £ warp AERIRFF
28, C4 i block tile B R warp tile, Tensor Core B9 mma F— warp 32 NM&IZS1EH
ITHVIER.

[
ELb - FSHHS

FRARERS (blockldx) F1HS (threadldx) , LIREIEMRFSIAFES 32 AL—
H, B—HIRE—5%0<. ENE, X—HME—1 warp, RABTEZERME“HS": F
5 + 32 RS, REEEAS. HIS2&A KK, BEEXEFRE: E—HNARRERR
EEBIBPHARR (EHIHE) 3 —HE—FAMER, —FABEX, BINREELE—
*.BES—F, MET (XK .

SLEFFLBI =1 #include 21+42?
FF .cu XHEMBI=1T:

#include <torch/extension.h> // 5 PyTorch C++ ¥ /EEI“SEANO"
#include <ATen/cuda/CUDAContext.h> // Z PyTorch ZFi#9 CUDA stream. R&/E%
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#include <c10/cuda/CUDAException.h> // #Z CUDA #5iR, #ZHL Python 2=

FTRMNRTF, FEIAXHHEIEE(] L.

c10: PyTorch RIEBRIZILDE., BF —MERN Caffe2 fl ATen S FHETHIL KA HAZD
(“1071EE ten) . ERBMFABHAHER. XTNTREAREFIOENMIZH:
o KEM“HIK”: TensorImpl (FZIR. stride. dtype. I8%) . Storage (EIEAJAFIRA
) . Allocator ,
o ELZARZEAY: ScalarType ( kFloat . kHalf ...... ) . Device / DeviceType .
DispatchKey (RE—TETIEMA CPU hRifZE CUDA hR) .
e TH: TORCH_CHECK # cl0::Error (#R%8) . intrusive_ptr (S|Fit#R) .
optional . ArrayRef ,

e c10/cuda/ : CUDA tHxBIE/\INEE, L4l stream ( CUDAStream ) . iI8ZFD)#H
( CUDAGuard ) . #5I%#ZE ( CUDAException.h) .

ATen: PyTorch ) C++ 3KZFE (A TENsor library) ., at::Tensor ZEEF] 2000 ZNEF

(add . matmul . softmax......) HEXE, BTEFRIRESR CPU. CUDA FEAELH,
H dispatcher #% Dispatchkey %%, fRTE Python Bi8H torch.add , REHNITHH 2
ATen EfY C++ / CUDA kernel, FREEFHIEETE native_functions.yaml , CUDA kernel
f£ aten/src/ATen/native/cuda/ (EE% T2 5|FRY SoftMax.cu) .

PyTorch 899 E: M Python %l ¢10

Python torch/csrc ATen c10
torch.add(a, b) #3% - autograd at::Tensor « ¥ TensorImpl - dtype

{REY .cu R c10/cuda - ATen/cuda
torch/extension.h stream - FHIFEE

LFHER PyTorch ECWAA. THIZMRMYT R load_inline £HSEIE Python (kERATE, EEHIEFE
F3 ATen B9 at:Tensor (torch:Tensor RE%I%) , BHE c10/cuda. ATen/cuda BT AZE stream, &
iR, REAFBECH kernel,

TES2INE=17%XXHE,
1. torch/extension.h : 5 C++ ¥ RBAIEANO., —17 include Fid#=FZF:

e PyTorch B9 C++ API ( torch/all.h ) : torch::Tensor (T2 at::Tensor) .

torch::empty_like . a.numel() . a.data_ptr<float>() . a.is_cuda() %,
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e pybind11 FIskEXEIEM: Python BY torch.Tensor EHFXBEENTR C++ B9
torch::Tensor , IREINBIREIE, TREHIEEN., FMIH load_inline(functions=
[...]) YRiENS, ©ESBER PYBIND11_MODULE HEMRME, FAA .cu EREEHCD
5,

e TORCH_CHECK(cond, msg) (3B c10) @ FHAR#HEMM cle::Error , F| Python B
E—THHEMN RuntimeError , M{FER CHECK_F32_CUDA =1
TORCH_CHECK , at::kFloat 1 2M c10 BY ScalarType RHY,

2. ATen/cuda/CUDAContext.h : EZl PyTorch %7y CUDA iR, XERFIMDERE:

e at::cuda::getCurrentCUDAStream() : JR[8] PyTorch Hal{EAAY stream, FILAEES
cudaStream_t FH. kernel EXZ|IX stream L ( <<<blocks, threads, 0,
stream>>> ) , XA FAIFA PyTorch EFIEMHIBA; MEBAFET with
torch.cuda.stream(s): , fREY kernel U RIREH s , TME stream MSHEIA
stream, AJEEFN PyTorch MEMIRIEELF, HEZHAVENREL,

e at::cuda::getCurrentDeviceProperties() : IR[EZE] GPU BY cudaDeviceProp* ,
bias_gelu FHEHM multiProcessorCount (SM #%) K& grid LFR: &% SM # x 32
™ block,

XX R fRE cuBLAS / cuSPARSE GJ4A ( getCurrentCUDABlasHandle() %) , §
GEMM ¥ R =RE%I,

3. c10/cuda/CUDAException.h : {8 CUDA $5IRTM Python RE. XERIINE
C10_CUDA_KERNEL_LAUNCH_CHECK() , BE%7F C10_CUDA_CHECK(cudaGetLastError()) ., Jft
LAREE: kernel<<<...>>> XMEFHGHRENE, L5SHLE (b block #8 0. 8
block #1F 1024 1 412) WNARBmRE, RRcE‘RE—THEE"E. KEELZE—X,
HEMMEE, Python BFEEEZI CUDA error: invalid configuration argument , RAT2
blocks = 0 WZIER, MIAM S XETFIEHMEMAY,

FAETREERAFIOEIR, kernel IBITHAVEIR (ELAIBFRIHRISEAY illegal memory
access ) =RLH, FEFEI T RELSHARER, MERBUESNY AL, BidHEE
CUDA_LAUNCH_BLOCKING=1 , itEBRXAHEEITNIT, MEEELENB—ITIREE.

4

KL - HHEE. BRRHMRML

B BMRTE PyTorch XGEER—S B CSRIMBES. torch/extension.h ZHEEE: #i L
FREEEE, Python 1 C++ Z[E/A9sk=Hoh5%#., CUDAContext.h ZEEBRIEBEHEF
B SRMIXERENEMELIE (HA] stream) , KREEIIZKAEH (SM ) . BEG

—K&EEE, RNBRTSMEERMBIRIRINFAB, CUDAException.h EfREELE: ##
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LT (REZEER) SmkE, ASFRMEST, mMASILEBAEEERIEE, 10
M ATen XA EN EIREN, (RAVESMEEEN]LE,
R85 :  pytorch > extension.h  * | pytorch > CUDAContext.h
pytorch > C10_CUDA_KERNEL_LAUNCH_CHECK & + | pytorch > getCurrentCUDAStream
pytorch » TORCH_CHECK ' - | pytorch > TensorImpl.h / = ' pytorch > ScalarType.h
pytorch » native_functions.yaml | * | pytorch > load_inline - PyTorch C++ ¥ EB#HiZ -

PyTorch C++ APl X#4

ISP
£ mine/cl_elementwise.cu B5ERL:
1. vector_add_kernel : c[i] = a[i] + bl[i]l , BTHELE—1TE; MUK host REX
B blocks 1T&E,
2. gelu_tanh : 0.5-x-(1 + tanh(v(2/m)-(x + 0.044715-x3))) , 5
F.gelu(approximate="tanh") —Z24,
3. bias_gelu_kernel : y[r]l[c] = gelu_tanh(x[r][c] + bias[cl) , A3 grid-stride

loop; host E blocks = min(ceil(total/threads), SM %1 x 32) ,

HWNEZELER float32 CUDA 3K&E; TKE. n=1. n ~Z 256 {BEIERAZIER,

A+
mine/cl_elementwise.cu 72 17

// C1 - Vector add + fused bias—-GELU — YOUR IMPLEMENTATION.

// Fill in the two kernels and the two launch configurations marked TODO.
#include <torch/extension.h>

#include <ATen/cuda/CUDAContext.h>

#include <cl1@/cuda/CUDAException.h>

#include <algorithm>

#define CHECK_F32_CUDA(t) \
TORCH_CHECK((t).is_cuda(), #t " must be a CUDA tensor"); \
TORCH_CHECK((t).is_contiguous(), #t " must be contiguous"); \
TORCH_CHECK((t).scalar_type() == at::kFloat, #t " must be float32")

// c[i] = a[i] + b[i] for i < n. One thread per element.
_global__ void vector_add_kernel(const floatx _ restrict__ a,
const floatx _ restrict__ b,
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https://github.com/pytorch/pytorch/blob/fbab7cc90f5699714d5785aaa2f153c739435d6f/torch/utils/cpp_extension.py#L2212

floatx __restrict__ c,
int64_t n) {
// TODO: compute this thread's global index (as int64_t), bounds—check, add.
¥

torch::Tensor vector_add(torch::Tensor a, torch::Tensor b) {

CHECK_F32_CUDA(a);

CHECK_F32_CUDA(b);

TORCH_CHECK(a.numel() == b.numel(), "a and b must have the same number of eleme
nts");

auto ¢ = torch::empty_like(a);

const int64_t n = a.numel();

if (n == @) return c;

const int threads = 256;

const int64_t blocks = @; // TODO: enough blocks of "threads threads to cover
n elements

cudaStream_t stream = at::cuda::getCurrentCUDAStream();

vector_add_kernel<<<blocks, threads, 0, stream>>>(

a.data_ptr<float>(), b.data_ptr<float>(), c.data_ptr<float>(), n);
C10_CUDA_KERNEL_LAUNCH_CHECK();
return c;

// GELU, tanh approximation: 0.5 x x x (1 + tanh(sqrt(2/pi) * (x + 0.044715 x*
3)))
_device__ _ forceinline__ float gelu_tanh(float x) {

// TODO

return X;

// yl[r][c] = gelu_tanh(x[r][c] + bias[c]); x, y: [rows, cols] row-major; total =
rows * cols.
// Use a grid-stride loop so any grid size covers all “total  elements.
_global__ void bias_gelu_kernel(const floatx _ restrict__ x,
const floatx __restrict__ bias,
floatk __restrict__ vy,
int64_t total,
int64_t cols) {
// TODO

torch::Tensor bias_gelu(torch::Tensor x, torch::Tensor bias) {
CHECK_F32_CUDA(X);
CHECK_F32_CUDA(bias);
TORCH_CHECK(x.dim() == 2, "x must be 2-D [rows, colsl");
TORCH_CHECK(bias.dim() == 1 && bias.size(0) == x.size(1), "bias must be [col
sI");
auto y = torch::empty_like(x);
const int64_t total = x.numel();
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if (total == @) return y;

const int threads = 256;
const int sms = at::cuda::getCurrentDeviceProperties()->multiProcessorCount;
const int64_t blocks = @; // TODO: ceil(total / threads), but at most sms * 32
cudaStream_t stream = at::cuda::getCurrentCUDAStream();
bias_gelu_kernel<<<blocks, threads, 0, stream>>>(

x.data_ptr<float>(), bias.data_ptr<float>(), y.data_ptr<float>(), total, x.

size(1));

C10_CUDA_KERNEL_LAUNCH_CHECK();
return y;

Ll

./check.sh c1 # BE NVIDIA GPU; F—REHIFLH 1 o
./check.sh c1 —-bench # vector_add A9 GB/s; bias_gelu && vs PyTorch &1 kern

tests/test_cl_elementwise.py 3117
import pytest

import torch
import torch.nn.functional as F

from drill import load
from tests._cuda import requires_cuda

pytestmark = requires_cuda

@pytest.mark.parametrize("n", [1, 255, 256, 257, 1_000_003])
def test _vector_add(n):

m = load("cl_elementwise")
a = torch.randn(n, device="cuda")
b = torch.randn(n, device="cuda")

torch.testing.assert_close(m.vector_add(a, b), a + b)

def test_vector_add_empty():
m = load("cl_elementwise")
a = torch.empty(@, device="cuda")
assert m.vector_add(a, a).numel() ==

@pytest.mark.parametrize("shape", [(1, 1), (3, 7), (128, 768), (1000, 4097)1)
def test_bias_gelu(shape):
m = load("cl_elementwise")
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X = torch.randn(shape, device="cuda") % 3

bias = torch.randn(shapel[1l], device="cuda")

ref = F.gelu(x + bias, approximate="tanh")
torch.testing.assert_close(m.bias_gelu(x, bias), ref, rtol=le-5, atol=le-5)

R
LEX, BROMEE »m (2EESE) i -

e BTHERM—MS: BHEHECH i, BAMAAEHRM.

o blocks =M EEEMIRE; n 1AIFE 256 BEHETREESE—1Z block, TEE
AT REE D —,

e bias_gelu B9 grid #EHMZ sms * 32, FRUEIELTERF: FXRHIEN grid
(DS ELSE

B RRSENG (RERS) g -

o blockIdx.x * blockDim.x 7E 32-bit FitHE, n #8id 2% Sl kit
inte4_t ,

e grid-stride B9 KE blockDim.x * gridDim.x (1 grid BIEEEY) , 12
blockDim.x ,

e x x x x x b powf(x, 3) BRIEHE,

e SIC C10_CUDA_KERNEL_LAUNCH_CHECK() BY, blocks = 0 XMEEIREESWERH
&, HAEAENTEFRIMAS 7 RS,
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// vector_add_kernel
int64_t i = (int64_t)blockIdx.x * blockDim.x + threadIdx.x;
if (1 < n) cli]l = alil + bl[il;

// host

const int64_t blocks

(n + threads - 1) / threads;

// bias_gelu_kernel

const int64_t stride = (int64_t)blockDim.x * gridDim.x;

for (int64_t i = (int64_t)blockIdx.x * blockDim.x + threadIdx.x; i < total; i +
y[il = gelu_tanh(x[i] + bias[i % colsl]);
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SEmR

-
solutions/c1_elementwise.cu %E255%. BiTliLEE i -

solutions/cl_elementwise.cu 94 1T

// C1 - Vector add + fused bias-GELU — reference solution.

//

// Two kernels, two indexing styles:

// vector_add_kernel : one thread per element, grid sized to cover n exactl
y (+ bounds check).

//  bias_gelu_kernel : grid-stride loop, grid capped at ~32 blocks per SM,
so one launch

// works for any size and each thread does several elem
ents.

#include <torch/extension.h>

#include <ATen/cuda/CUDAContext.h>

#include <c1@/cuda/CUDAException.h>

#include <algorithm>

#define CHECK_F32_CUDA(t) \
TORCH_CHECK((t).is_cuda(), #t " must be a CUDA tensor"); \
TORCH_CHECK((t).is_contiguous(), #t " must be contiguous"); \

TORCH_CHECK((t).scalar_type() == at::kFloat, #t " must be float32")

// vector ad
d
// __restrict__ promises the compiler that a, b, c never alias, so it may kee
p values in
// registers and use the read-only data path for a and b.
__global__ void vector_add_kernel(const floatx _ restrict__ a,
const floatx __restrict__ b,
floatx __restrict__ c,
int64_t n) {
// Global index of this thread. Cast before multiplying: blockIdx.x * block
Dim.x 1is
// computed in 32-bit unsigned arithmetic and overflows once n > 2732.
int64_t i = (int64_t)blockIdx.x * blockDim.x + threadIdx.x;

if (i <n) { // the last block is usually only partly full
clil = alil + blil; // consecutive threads touch consecutive floats —>
coalesced
}

torch::Tensor vector_add(torch::Tensor a, torch::Tensor b) {
CHECK_F32_CUDA(a);
CHECK_F32_CUDA(Db);
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TORCH_CHECK(a.numel() == b.numel(), "a and b must have the same number of e
lements");

auto ¢ = torch::empty_like(a);

const int64_t n = a.numel();

if (n == @) return c; // a launch with @ blocks is an error

const int threads = 256; // a multiple of 32
(warp size)

const int64_t blocks = (n + threads — 1) / threads; // ceil(n / threads)

// Launch on PyTorch's current stream so the kernel is ordered with other t
orch ops.

cudaStream_t stream = at::cuda::getCurrentCUDAStream();

vector_add_kernel<<<blocks, threads, 0, stream>>>(

a.data_ptr<float>(), b.data_ptr<float>(), c.data_ptr<float>(), n);
C10_CUDA_KERNEL_LAUNCH_CHECK(); // surfaces bad launch configs immediately
return c;

// fused bia
s + GELU
// GELU, tanh approximation (what torch.nn.functional.gelu(approximate="tan
h") computes):
// 0.5 x x % (1 + tanh(sqrt(2/pi) * (x + 0.044715 x"3)))
__device__ _ forceinline__ float gelu_tanh(float x) {

const float k@ = 0.7978845608028654f; // sqrt(2 / pi)

const float k1l = 0.044715°;

return 0.5 * x x (1.0f + tanhf(k@ * (x + k1 * X * X * X)));

// x: [rows, cols] row-major, bias: [cols], y: [rows, cols].
// Unfused PyTorch does 't = x + bias" (read x, write t) then “gelu(t)’ (read
t, write y):
// 4 passes over memory. Fused: read x once, write y once —> about half the t
raffic.
_global__ void bias_gelu_kernel(const floatx _ restrict__ x,
const floatx __restrict__ bias,
floatk __restrict__ vy,
int64_t total,
int64_t cols) {
const int64_t stride = (int64_t)blockDim.x *x gridDim.x; // threads in the
whole grid
for (int64_t i = (int64_t)blockIdx.x * blockDim.x + threadIdx.x; i < total;
i += stride) {
// Row—-major: element i sits in column i % cols. bias is tiny and stays 1
n L1/L2.
y[i]l = gelu_tanh(x[i] + bias[i % cols]);

s

torch::Tensor bias_gelu(torch::Tensor x, torch::Tensor bias) {
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CHECK_F32_CUDA(x);

CHECK_F32_CUDA(bias);

TORCH_CHECK(x.dim() == 2, "x must be 2-D [rows, cols]");
TORCH_CHECK(bias.dim() == 1 && bias.size(0) == x.size(1l), "bias must be [co

1s1");

auto y = torch::empty_like(x);
const int64_t total = x.numel();
if (total == @) return y;

const int threads = 256;
// Enough blocks to fill every SM several times over, but no more: the grid

—stride loop

// covers the rest, and fewer blocks means less scheduling overhead for hug
tensors.
const int sms = at::cuda::getCurrentDeviceProperties()—->multiProcessorCoun

L

const int64_t blocks = std::min<int64_t>((total + threads - 1) / threads,

(int64_t)sms x 32);

cudaStream_t stream = at::cuda::getCurrentCUDAStream();
bias_gelu_kernel<<<blocks, threads, 0, stream>>>(
x.data_ptr<float>(), bias.data_ptr<float>(), y.data_ptr<float>(), tota

1, x.size(1));
C10_CUDA_KERNEL_LAUNCH_CHECK();
return y;
b
\_ J
A==
M2k

SEREE RTX 5090 (I&fE ~1.79 TB/s) LHYSC:

sk

PyTorch SERE

vector_add, n = 2% 10.2 us - 1229 GB/s 10.2 us - 1229 GB/s

vector_add, n = 2% 1028 us * 1567 GB/s 1027 us - 1568 GB/s (I&{EHY ~87%)

bias_gelu 8192x8192 706 us (F kernel) 379 us (Fi&, & 1.86 F)

HEWHER: vector_add BPMTHEIES FT. B 4 F1., A n B# PyTorch %E&—
B MOBELEWEFFRERET, XIER “memory-bound kernel B LRFIEH ",
n B/h—£ (tbW 2°) B, RESEE/VHAETE: XZ launch FHEH, 1BALEEST
AR E kernel K5,

MESHNRE: FUERS, NEBELRY.

i —id: threads BXpY 32, 64, 128, 512, 1024, HFREBEMHLZTN? Ht4 32 AEE
18? (I’=: 81 SM [EIIEEEM block #(H LR, block X/NETIEEEMY warp 15, Jo
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EREISFER. )

o H: A floatd —XiE 16 F1 (FK n Z 4 WUEEEMUL 16 FDXF) , BEF
BETBER K — R,

o

v HidiE[@: Rft4 elementwise kernel RYMEEEH block K/NRRAARK, AXNREEIFEER?

elementwise BYERBERAE, BFE) =~ EEFTE / 5%, block K/NREEEIE SM EIF
BB RS2 warp REERIER (B% 128—512 HAILA) , HRFLEEHH, BiEtEE K
=, MEEERD T LIRS ESEA kernel 21, BYTFHRZETHF, FRUAKZEEMEE
L[
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ity - Track C - CUDA C++ - 5 2 B

{#) Reduction: warp shuffle + shared memory +
atomic

E—EAMNEME— 18 8—FB (4&F&. warp. block. grid) AX—EREBNEEFER.

softmax. LayerNorm. attention BfJ max ] sum #2X &M,

45 min MEFE Hh RS mine/c2_reduce_sum.cu BT  ./check.sh c2

$EH#R solutions/c2_reduce_sum.cu

1. Bx 6. @+

2. RBE55HEN 7. I

3. EAFEIAOAIR 8. I&

4. BfE5ELE 9. ZE R

5. MEEX 10. M2 E
B=

reduction 2R % kernel FUBZE: softmax & max #l sum, LayerNorm ZE mean # var,
attention S{TE7EM max / sum, loss BIFTE batch K#, WaET GPU ERFLEAD
SREZEEERILSI—TMA, MARERRZBNBERNE T L THER:

E% BIEFER K

SN FiFa A M NF&%%

warp A __shfl_down_sync EHIERMF1FER BRIV 1B, TEREL
block A shared memory + __syncthreads() FEE—)R barrier

e

block Z[8 global memory B atomicAdd , ZZE_ kernel H&

989 reduction REEFEENERMT, RERPVPEMERLEZTNER.

R85 &

Mark Harris: Optimizing Parallel Reduction in CUDA -

cudasamples > cuda—samples reduction -+ | pytorch » PyTorch Reduce.cuh - CUB BlockReduce

- Warp-level primitives
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https://github.com/pytorch/pytorch/blob/fbab7cc90f5699714d5785aaa2f153c739435d6f/aten/src/ATen/native/cuda/Reduce.cuh

ERZIRAIR

__shfl_down_sync(oxffffffff, v, offset) : JEBEY lane + offset = lane B v,
offset {)XEX 16, 8. 4. 2. 1, 5 25 lane 0 FHHEE warp BIF,

e lane = threadIdx.x & 31, warp = threadIdx.x >> 5,

e _ shared__ float warp_sums[WARPS]; : B warp — (i,

e _ syncthreads() @ FfiE warp ERECHIE(IZE, warp O A BEXIE,

e atomicAdd(out, v) : B block Rf—Ix.

o EIRSEL template <int BLOCK> : il block A/NBFRIZFEIE =, shared memory %
HORNTEERE.

Ef#5SKLE

reduction BUELHS

~
[=5 FiFas warp shared memory block A __syncthreads warp 0 global memory grid
grid-stride 20 5 % __shfl_down_sync t lane @ - smem[warp] t 1349 8 PERHH t@ block 1 )X atomicAdd

HEABEHE, ANEFESSHEERD: A THESEREN®ER/LTAT, 2 atomic X—&F
RFEILET,

B RE (£12) LSBT B—THENRZMAXNIHNIRECCE (warp shuffle, R

) ; BEIEZEARIUBSNER—XS (shared memory + syncthreads) ;
REESMNERABEIT—HEIE (atomicAdd) . BIFFTEHOHT, FAIUNEILESNME
IHREZ ﬁ&( = (grid-stride loop) ., atomic M%EIRFEAREE, ﬁﬁl«‘/{ai)ﬁ)_tfud\nf(
IS

__shfl_down_sync B9 5 % (R & lane 0 Y1)

16 MM 8 44 24
58 142 offset 16 i % 2 1 offset 8 j»—{ 25 3 1 offset 4 j»—{ 25 4 1 offset 2 j—{ % 5 1 offset 1 }
lane i += lane i+16 \

lane 0 = 32 Nz
HR lane 2HHA
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XL - FKFE

32 BEFITEARE: R 1SW17S5. 25 185...... (offset 16) , MHRIENF
HNoBMEIECH L SRAEY, 5 8ZEEE (lane 0) FEMEEMHH M., B
BLEFEE—KR LN (FEFEREEERRMR) , TRBRIFH (shared memory)

I SEEP
5EhY mine/c2_reduce_sum.cu AAY warp_reduce_sum F reduce_sum_kernel<BLOCK> :
o BN float32 —4iE4EK=E x, Hith O 45K= x.sum() ; host iHEZE out ¥R
0,
o grid #EMH min(ceil(n/BLOCK), SM ¥ x 4) , FRAAEBNEIENTA grid—stride
loop E2MBZNTTE.
o B block [§IFHIT—IR atomicAdd .
e 18E: 5 float64d reference MEMIRZE 1le-4 A (WKXA [0, 1) 13595%) .

AT
mine/c2_reduce_sum.cu 40 17

// C2 - Reduction sum — YOUR IMPLEMENTATION.

// thread (grid-stride loop) —> warp (__shfl_down_sync) —> block (shared memory)
—> grid (atomicAdd)

#include <torch/extension.h>

#include <ATen/cuda/CUDAContext.h>

#include <cl1@/cuda/CUDAException.h>

#include <algorithm>

// Return the sum of v over the 32 lanes of the warp (only lane @ needs the right
answer) .

__device__ _ forceinline__ float warp_reduce_sum(float v) {

// TODO: 5 rounds of __shfl_down_sync(oxffffffff, v, offset), offset = 16, 8,
4, 2, 1

return v;
b

template <int BLOCK>
_global__ void reduce_sum_kernel(const floatx _ restrict__ x, floatx __ restrict_
_out, int64_t n) {

static_assert(BLOCK % 32 == 0 && BLOCK <= 1024, "BLOCK must be a multiple of 3
2, at most 1024");
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constexpr int WARPS = BLOCK / 32;

__shared__ float warp_sums [WARPS];

// TODO:

// 1. each thread: grid-stride loop, private running sum
// 2. warp_reduce_sum

// 3. lane 0 of each warp —> warp_sums[warp]; __syncthreads(); warp @ reduces
warp_sums

// 4. lane 0 of warp 0: atomicAdd(out, block_sum)

torch::Tensor reduce_sum(torch::Tensor x) {
TORCH_CHECK(x.is_cuda() && x.is_contiguous() && x.scalar_type() == at::kFloat,
"x must be a contiguous float32 CUDA tensor");
auto out = torch::zeros({}, x.options());
const int64_t n = x.numel();
if (n == 0) return out;
constexpr int BLOCK = 256;
const int sms = at::cuda::getCurrentDeviceProperties()—>multiProcessorCount;

const int64_t blocks = std::min<int64_t>((n + BLOCK - 1) / BLOCK, (int64_t)sms
*x 4);

reduce_sum_kernel<BLOCK><<<blocks, BLOCK, 0, at::cuda::getCurrentCUDAStream()>>
>(
x.data_ptr<float>(), out.data_ptr<float>(), n);
C10_CUDA_KERNEL_LAUNCH_CHECK();
return out;

il

./check.sh c2
./check.sh c2 —--bench # vs torch.sum: GB/s

tests/test_c2_reduce_sum.py 22 17

import pytest
import torch

from drill import load
from tests._cuda import requires_cuda

pytestmark = requires_cuda
@pytest.mark.parametrize("n", [1, 31, 32, 33, 255, 256, 1000, 65_537, 10_000_01
9])

def test_reduce_sum(n):
m = load("c2_reduce_sum")
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X = torch.rand(n, device="cuda") # positive values: relative error
1s meaningful

out = m.reduce_sum(x)

assert out.shape == () and out.dtype == torch.float32

ref = x.double().sum().float()

torch.testing.assert_close(out, ref, rtol=le-4, atol=le-4)

def test_reduce_sum_empty():
= load("c2_reduce_sum")

assert m.reduce_sum(torch.empty(0, device="cuda")).item() == 0.0
R
BN 5 (2ERS) g -

1. %%2: float v = 0; for (grid-stride) v += x[il;

2. warp: v = warp_reduce_sum(v); , Z/5R%E lane 0 HEEENX

3. block: lane 0 5 warp_sums[warp]l , __syncthreads() , #AfG1L warp O A9EI
WARPS > lane £, Bffl—)X warp_reduce_sum ,

4. grid: warp 0 89 lane O f atomicAdd(out, v) .

B FRSELN (RERE) I -

o __syncthreads() ABERTE if (lane == 0) BEME: FIELEHUITHNITIE.

o T4 warp JAXHET, lane >= WARPS HY lane E5@k 0, ANAEIE warp_sums #H
5o

e __shfl_down_sync HBIBLNBZMEREMAERN lane, £ if (warp == 0) EH
2 warp 0 #HNT, A oxffffffff FXIAY,

e MEREWERKRUESE: XZEREFMNINFEAHE, T=Z bug,
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BORB NTERER (BERE) i -

for (int offset = 16; offset > 0; offset >>= 1) v += __shfl_down_sync(0xfffffff

// kernel £
const int lane = threadIdx.x & 31, warp = threadIdx.x >> 5;
if (lane == 0) warp_sums[warp] = v;

__syncthreads();

if (warp == 0) {

(lane < WARPS) ? warp_sums[lane] : 0.0f;
v = warp_reduce_sum(v);

if (lane == 0) atomicAdd(out, v);
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SEmR

-
solutions/c2_reduce_sum.cu %BECE%. BINEEE g -

solutions/c2_reduce_sum.cu 73 1T

// C2 - Reduction sum — reference solution.

//
// Three levels, each using the cheapest mechanism available at that level:

// 1. thread : a grid-stride loop keeps a private running sum in a registe

ry

// 2. warp : 5 rounds of __shfl_down_sync combine 32 lanes without touchi
ng memory;

// 3. block : each warp's lane 0 writes one partial to shared memory, warp
0@ reduces those;

// 4. grid : one atomicAdd per block onto the single output float.

#include <torch/extension.h>
#include <ATen/cuda/CUDAContext.h>
#include <c10@/cuda/CUDAException.h>

#include <algorithm>

// Sum of v across the 32 lanes of a warp; the full result ends up in lane 0.
// Round 1: lane i adds lane i+16; round 2: lane i1 adds lane i+8; ... 16, 8,

4, 2, 1.
// OXTfffffff = all 32 lanes take part (they must all reach this call).
_ device__ _ forceinline__ float warp_reduce_sum(float v) {

#pragma unroll
for (int offset = 16; offset > 0; offset >>= 1) {
v += _ shfl_down_sync(oxffffffff, v, offset);
¥

return v;

template <int BLOCK>
_global__ void reduce_sum_kernel(const floatx _ restrict__ x, floatx __restr
ict__ out, int64_t n) {

static_assert(BLOCK % 32 == 0 && BLOCK <= 1024, "BLOCK must be a multiple o
f 32, at most 1024");

constexpr int WARPS = BLOCK / 32;

__shared__ float warp_sums [WARPS]; // one slot per warp in this block

// 1. Thread level. Consecutive threads read consecutive elements on every
iteration,

// so each warp-wide load is coalesced. Out-of-range threads simply add
nothing.

float v = 0.0f;

const int64_t stride = (int64_t)BLOCK * gridDim.x;
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for (int64_t i = (int64_t)blockIdx.x * BLOCK + threadIdx.x; i < n; i += str
ide) {
v += x[1i];

s

// 2. Warp level.
v = warp_reduce_sum(v);

// 3. Block level: lane @ of every warp publishes its warp's sum ...

const int lane = threadIdx.x & 31; // threadIdx.x % 32

const int warp = threadIdx.x >> 5; // threadIdx.x / 32

if (lane == 0) warp_sums[warp]l = v;

_ syncthreads(); // ... and every warp must have written before warp 0 rea
ds

// ... then the first warp reduces the WARPS partials (lanes >= WARPS contr
ibute 0).
if (warp == 0) {
v = (lane < WARPS) ? warp_sums[lane] : 0.0f;
v = warp_reduce_sum(v);
// 4. Grid level: one atomic per block. Float addition is not associativ
e, so the
// order in which blocks arrive can change the last bits of the resul

if (lane == 0) atomicAdd(out, v);

torch::Tensor reduce_sum(torch::Tensor x) {

TORCH_CHECK(x.1is_cuda() && x.is_contiguous() && x.scalar_type() == at::kFlo
at,

"x must be a contiguous float32 CUDA tensor");

auto out = torch::zeros({}, x.options()); // atomicAdd accumulates into th
is, so start at 0

const int64_t n = x.numel();

if (n == @) return out;

constexpr int BLOCK = 256;

// A few blocks per SM is enough to saturate bandwidth; more blocks only ad
d atomics.

const int sms = at::cuda::getCurrentDeviceProperties()—>multiProcessorCoun
t;

const int64_t blocks = std::min<int64_t>((n + BLOCK - 1) / BLOCK, (int64_t)
sms x 4);

cudaStream_t stream = at::cuda::getCurrentCUDAStream();

reduce_sum_kernel<BLOCK><<<blocks, BLOCK, 0, stream>>>(x.data_ptr<float>(),
out.data_ptr<float>(), n);

C10_CUDA_KERNEL_LAUNCH_CHECK();

return out;
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NsEZ G

o n=2"MBFIEETE: RiE4n FhH, KRERFJLER atomic, RTX 5090 Ll
SZf#E 176 us - 1524 GB/s, torch.sum 198 us - 1358 GB/s; n = 2* WNWEHRE
~10 us, WASEER launch 715,

o YLESEIE: 2 warp shuffle #REEE A B NAY shared memory FAZYTL) ( for (s =
BLOCK/2; s > @; s >>= 1) { if (tid < s) sm[tid] += sm[tid + s];
__syncthreads(); }) , B ncu LE# barrier JREUFIATE] ,

o HEM: WREBXREBRERZFM—N (EEWINGHRIEIMME) , B atomic A : 5
— kernel 88 block MEDME#EH, =1 kernel FH—1 block 1ZEE I+
AL EA].

e Triton BX—EBEHNE—1T tl.sum(x, axis=0) : T2. T3 £H%F|. G1 SBRBRIZFSHE
LB EIRBEIZEAZEM. shuffle 1 shared memory X=/Z.,

v mHifER: R4 grid RFF SM £1 X 4 1> block, A= n/ 256 1°?

B block REHEM— X atomicAdd, block #i%, [E—ibiit FHIAIE Fi2EHZ;
MREST SM EFJL block i, FRMELWH 7. 1B TMETER grid-stride
loop ZEM/LNTTE, KB AANMEESEFRETH, REH.
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#i0 - Track C - CUDA C++ - &£ 3 &

(E) JEPEEEE . coalescing 5 bank conflict

HENMEMITE, MAEEFREM 30% 123 90%: XFE14EH1H7EH shared memory
8 bank conflict,

@ 40 min HE fRE mine/c3_transpose.cu QUL ./check.sh c3

ZEfE solutions/c3_transpose.cu

1. 55 6. @+

2. FiE55HEM 7. I

3. ZAEINANR 8. IR

4. EfE5 XL 9. BEMR

5. MEEK 10. MEZfE
F

ERGEEN (layout #Ha, x.t().contiguous() . attention EBRY KT, &
permute) BEERENMESRE: ENSAAERNNITEREL., naive IRAEAERS
HE. =50, BARIEE, BREZA shared memory & “dhggly”, X5 GEMM,
FlashAttention B staging tile BB RTE—H#,

RS EH

An Efficient Matrix Transpose in CUDA C/C++ * | cudasamples > cuda—samples transpose
cutlass » CuTe swizzle.hpp (A padding. FB&IjEBR bank conflict)
flashinfer > FlashInfer permuted_smem.cuh = (Flashinfer B9 swizzle 78 &)

ZHZIR9AIR

e 4 launch: dim3 block(32, 8) , dim3 grid(ceil(N/32), ceil(M/32)) .

o AT threadldx.x ERNFHEZNEE,

e _ shared__ float tile[321[33]; PAX _ syncthreads() ,

e bank conflict: tile[il[j] AYMBUERE i-33 + j, FR7E bank & (i-33 + j) % 32,
%48 padding &2 (i-32 +j) %32 =3j: —PwarpiE—73 (i %, jEE) K, 32
MEREEMEER— bank, IHEIEBITHRK 32 R,
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https://developer.nvidia.com/blog/efficient-matrix-transpose-cuda-cc/
https://github.com/NVIDIA/cuda-samples/blob/5443602d89ed99aede2e4b7bf329daddeadb320e/cpp/6_Performance/transpose/transpose.cu
https://github.com/NVIDIA/cutlass/blob/e13f5cd4142c43efc37c2f6339923eb4a57afb99/include/cute/swizzle.hpp
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/permuted_smem.cuh

EfFS %KLL

A shared memory 958

x#ys2xs2tie | .. | smemtiels2)iaz] | BV S AH |y 493232 tile
TER - +1 3| padding LR

naive RAR“Z"M“E”"RE—TEREDSH; PRZE, BHIERIR L4 shared memory B, 1 shared
memory RNAESL, R bank conflict,

AftrEZIN—3

O

71 padding 32 BRPR
bank = j (£18R) B1F 32 )

warp iE—7%l
tile[0..31][j]

© { padding ¥ 33

O

O

bank = (i + j) % 32

%Lt - 32 MRERAE
shared memory B 32 4" bank, F& 32 MRER. —FIEBIEEARI padding BT E0%E

EE—1Ta (BTEIF 32 78, Z—BEZRMT) , 32 TAHF—FKA; BTZH—T=
fufg, 5 i TR ] TEEAES (i + ) T8, 32 TAEFDE#E 32 1 8.

ELE - &P
naive ¥ BHEMPBIR A ITIH . BIRIIEFHBR B: BE—FLEERS—H. shared
memory RAZRFITIE—BBREIZ L, BRBR B IRFHNLR—H—HBEE: Wi
HWEIFEE .
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block 4 #R7E S [B]A X3

+

N iE tileltx] [ty + jl
block (bx, by) iE x «{ tile[ty + jI[tx] 3\ 5% y 8 block (by, bx)
47 by:32.., 3l bx:32.. T bx-32.., Fl by-32.

4

threadldx.x {E y #9%1
- BAtLEH

RKEE - MREE(U

EEMEIL (17, 5) B, RSN ABECINENIEN, EARESHN (B
PAMEZFIENLE) 5 LE/NEINE (shared memory) BIRFAHERILIFIA, BE
HEEHMEHFILE, B—HERREEN.,

ISP
5Eh¢ mine/c3_transpose.cu BIF kernel (host {31 launch BEEEBE%H)

1. transpose_naive_kernel : block (32, 8), — M &EH—Tt=, vyliclir] = xIr]
[clle
2. transpose_tiled_kernel : block (32, 8) faZzi—"> 32x32 19 tile, BN %iEHR 4 17,
o 14 HHIMIE x #Y tile F| shared memory;
o _ syncthreads() ;

o 28 2 4 Rk block 4%, 1k threadIdx.x HFRE y WITHMEE, E@HIMEE,
xJ3 M, N] EZE float32, M. N 5 (88 1. T2 32 BIfFEN) . SRULITEMEF.

aF
mine/c3_transpose.cu 5147

// C3 - Matrix transpose — YOUR IMPLEMENTATION. x: [M, N] —> y: [N, M], y[c][r]
= x[r][c]

#include <torch/extension.h>

#include <ATen/cuda/CUDAContext.h>

#include <cl1@/cuda/CUDAException.h>
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B
8;

constexpr int TILE
constexpr int ROWS

// block (32, 8), one thread per element of x.
__global__ void transpose_naive_kernel(const floatx _ restrict__ x, floatx __ rest
rict__y, int M, int N) {

// TODO

// block (TILE, ROWS) = 256 threads per 32x32 tile; each thread copies TILE / ROW
S rows.
// Stage the tile in shared memory so both the global read and the global write a
re coalesced.
_global__ void transpose_tiled_kernel(const floatx _ restrict__ x, floatx __rest
rict__ y, int M, int N) {

__shared__ float tile[TILE]ITILE + 1]; // why + 1? (see hints)

// TODO: phase 1 read x tile —> shared syncthreads(), phase 2 write shared -
>y tile
b

’ -

static void check_input(const torch::Tensor& x) {
TORCH_CHECK(x.is_cuda() && x.is_contiguous() && x.scalar_type() == at::kFloat,
"x must be a contiguous float32 CUDA tensor");
TORCH_CHECK(x.dim() == 2, "x must be 2-D");
}

torch::Tensor transpose_naive(torch::Tensor x) {
check_input(x);
const int M = x.size(@), N = x.size(1);
auto y = torch::empty({N, M}, x.options());
if (M==0 || N==20) return y;
dim3 block(32, 8);
dim3 grid((N + block.x - 1) / block.x, (M + block.y — 1) / block.y);
transpose_naive_kernel<<<grid, block, 0, at::cuda::getCurrentCUDAStream()>>>(
Xx.data_ptr<float>(), y.data_ptr<float>(), M, N);
C10_CUDA_KERNEL_LAUNCH_CHECK();
return y;

torch::Tensor transpose_tiled(torch::Tensor x) {
check_input(x);
const int M = x.size(®), N = x.size(1);
auto y = torch::empty({N, M}, x.options());
if (M ==0 || N ==20) return y;
dim3 block(TILE, ROWS);
dim3 grid((N + TILE - 1) / TILE, (M + TILE - 1) / TILE);
transpose_tiled_kernel<<<grid, block, 0, at::cuda::getCurrentCUDAStream()>>>(
x.data_ptr<float>(), y.data_ptr<float>(), M, N);
C10_CUDA_KERNEL_LAUNCH_CHECK();
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return y;

}

Ll

./check.sh c3
./check.sh ¢3 --bench # naive vs tiled vs x.t().contiguous(), {7 GB/s

tests/test_c3_transpose.py 19 17

import pytest
import torch

from drill import load
from tests._cuda import requires_cuda

pytestmark = requires_cuda

SHAPES = [(1, 1), (1, 1e90), (100, 1), (32, 32), (33, 31), (257, 129), (1024, 409
6)]

@pytest.mark.parametrize("fn", ["transpose_naive", "transpose_tiled"])
@pytest.mark.parametrize("shape", SHAPES)
def test_transpose(fn, shape):

m = load("c3_transpose")

X = torch.randn(shape, device="cuda")

y = getattr(m, fn)(x)

assert y.shape == (shapel[l], shapel@])

torch.testing.assert_close(y, x.t().contiguous(), rtol=0, atol=0) # a copy
must be exact

RR
EHEANLITR 56 (REERS) 2 -

block (bx, by) faZ x H4T by-32 .. by-32+31 . %l bx-32 .. bx-32+31 B4 tile, X
tile BEBEZ y F1T bx-32 ... Fl by-32 .. B tile, BENIE bx 1 by NAEXNIA, B
Afik threadIdx.x #RLEFRMHEHEIAITI, XFESHEELEMN.
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TIRHE FRSE0 (RERS) I -

e ¥ c=bx32+tx, r=by-32+ty+j (j=0,8,16,24) , tilelty + j]
[tx] = x[rllc] .

e 5: yc = by-32 + tx (yB9% = x 8997) , yr
#9%1) , ylyrllycl = tilel[tx] [ty + j] .

bx-32 + ty + j (y B99T = x

e MR FERKE r<M&& c <N, BIRfIQE yr <N && yc <M,

o MTMERZIBIAZL __syncthreads() @ 5 2 ZIERIEFIMNEIZES 1 TEHERIE
?EO

RXBNIT TSR (BERB) 2 -

for (int j = 0; j < TILE; j += ROWS)
if (ro + j <M && c < N) tilel[threadIdx.y + jl[threadIdx.x] = x[(int64_t)(ro
__syncthreads();

for (int j = 0; j < TILE; j += ROWS)
if (yr@ + j <N & yc < M) y[(int64_t)(yr@ + j) * M + yc] = tile[threadIdx.x]

Hrh ro = blockIdx.y*TILE + threadIdx.y , yc = blockIdx.y*TILE +
threadIdx.x , yr@ = blockIdx.x*TILE + threadIdx.y ,
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solutions/c3_transpose.cu %£EE5%. BIliXES g -

solutions/c3_transpose.cu 85 17

// C3 - Matrix transpose — reference solution.

//

// yl[c][r] = x[r][c] for x: [M, N] —=> y: [N, M], both row-major float32.

//

// naive ! each thread reads x[r][c] (coalesced: consecutive threads, consecu
tive c) and

// writes y[c][r] (strided by M floats: every lane of the warp hits a
different

// memory segment). Writes become ~32 separate transactions per warp.
// tiled : a block stages a 32x32 tile in shared memory, then reads it back
"sideways"

// so that the global write is also coalesced. Shared memory is padde
d to 33

// columns so the sideways read does not hit the same bank 32 times.

#include <torch/extension.h>
#include <ATen/cuda/CUDAContext.h>
#include <c10@/cuda/CUDAException.h>

constexpr int TILE
row

constexpr int ROWS
/ ROWS = 4 rows

32; // tile edge = warp size: one warp covers one tile

8; // threads per block in y; each thread copies TILE

__global__ void transpose_naive_kernel(const floatx _ restrict__ x, floatx __
restrict__ y, int M, int N) {

const int ¢ = blockIdx.x * blockDim.x + threadIdx.x; // column in x (fast
index)

const int r = blockIdx.y * blockDim.y + threadIdx.y; // row in x

if (r<M&& c <N) {

y[(int64_t)c * M + r] = x[(int64_t)r x N + cl;
b

_global__ void transpose_tiled_kernel(const floatkx _ restrict__ x, floatx __
restrict__ y, int M, int N) {

// +1 column of padding: element tile[i][j] lives in bank (i1 * 33 + j) % 32
= (i+j) % 32,

// so a warp reading a column tile[0..31][j] touches 32 different banks.

// Without padding, (i1 * 32 + j) % 32 = j: all 32 lanes hit one bank —> 32-
way conflict.

__shared__ float tile[TILE][TILE + 11;
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// Phase 1: coalesced read of x's tile (blockIdx.y, blockIdx.x) into shared
memory .
const int ¢ = blockIdx.x * TILE + threadIdx.x; // column in x
const int r@ = blockIdx.y *x TILE + threadIdx.y; // first row in x handled
by this thread
#pragma unroll
for (int j = 0; j < TILE; j += ROWS) {
const int r = r@ + j;
if (r <M & c < N) tilel[threadIdx.y + jl[threadIdx.x] = x[(int64_t)r * N
+ cl;

}

__syncthreads(); // all of the tile must be in shared memory before anyone
reads it back

// Phase 2: x's tile (by, bx) becomes y's tile (bx, by). Swap the block coo
rdinates and
// let threadIdx.x run along y's rows again, so the global write is coalesc

ed too.

const int yc = blockIdx.y x TILE + threadIdx.x; // column in y (= row in
X)

const int yr@ = blockIdx.x x TILE + threadIdx.y; // row in y (= column
in x)

#pragma unroll
for (int j = @; j < TILE; j += ROWS) {
const int yr = yr@ + j;
// ylyr]lyc] = x[yc][yr] = tile[yc — by*TILE][yr — bxxTILE] = tile[thread
Idx.x][threadIdx.y + j]
if (yr < N && yc < M) yl[(int64_t)yr x M + ycl = tile[threadIdx.x][threadI
dx.y + jl;
b

static void check_input(const torch::Tensor& x) {
TORCH_CHECK(x.is_cuda() && x.is_contiguous() && x.scalar_type() == at::kFlo
at,
"X must be a contiguous float32 CUDA tensor");
TORCH_CHECK(x.dim() == 2, "x must be 2-D");
¥

torch::Tensor transpose_naive(torch::Tensor x) {
check_input(x);
const int M = x.size(@), N = x.size(1);
auto y = torch::empty({N, M}, x.options());
if (M ==0 || N==20) return y;
dim3 block(32, 8);
dim3 grid((N + block.x - 1) / block.x, (M + block.y — 1) / block.y);
transpose_naive_kernel<<<grid, block, 0, at::cuda::getCurrentCUDAStream()>>

x.data_ptr<float>(), y.data_ptr<float>(), M, N);
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C10_CUDA_KERNEL_LAUNCH_CHECK();
return y;

s

torch::Tensor transpose_tiled(torch::Tensor x) {

check_input(x);

const int M = x.size(@), N = x.size(1);

auto y = torch::empty({N, M}, x.options());

if (M ==0 || N ==0) return y;

dim3 block(TILE, ROWS); // 256 threads

dim3 grid((N + TILE - 1) / TILE, (M + TILE - 1) / TILE); // one block p
er 32x32 tile of x

transpose_tiled_kernel<<<grid, block, 0, at::cuda::getCurrentCUDAStream()>>
> (

x.data_ptr<float>(), y.data_ptr<float>(), M, N);
C10_CUDA_KERNEL_LAUNCH_CHECK();
return y;

}

NsEZ Rz

e RTX 5090 I 8192 %8192 HYSLIM: naive 667 us - 805 GB/s, x.t().contiguous()
668 us - 804 GB/s (PyTorch BO@F#Z N kernel EXBHEESE) , tiled 381 us -
1409 GB/s (I&fEM) ~79%) . RTERIN GPU LHHFRAME, 1B tiled REARIRTF S
G,

« Xid padding ( tile[321[32]1 ) BM—X, A ncu K
l1tex__data_bank_conflicts_pipe_lsu_mem_shared_op_ld ¥E#n&E bank conflict B9%X
=

o 1& block 25X (32, 32), BT &IERM—P xR &EZT, BEEAMNF—TEEIR, It
A? (BPMEIERM—IR load / store, HHXIFHHERK; block #X, 81 SM BERIATIF
BBH block thig/), )

o }—7#8: GEMM (C4) E B ¥ tile &3 shared memory 2/, RRITIERIIRIE?

SATHR?
v EidEE: AHARERIESTEIRIE (rllcl. B ylcllr]? EATEHEERIEEM?

— > warp By 32 1N&F2E y WIE—% (4ELB r) , HLtAER M-4 F75, B7E 32 A
B9 32 =99 sector £, EHEEL 32 MIIUNEES, BINEEZIRA 4 FEN, ARFRER
% 1/8, shared memory it 5, EMEEHRZE 32 &L float, &F 4 1 sector,
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i - Track C - CUDA C++ - 55 4 @l
{3 GEMM =3i%: naive — shared—-memory tiling —
register tiling
GEMM 2 GPU MEETRRMBM: S—RMABEMR—HSE, RS “SMEEMIZ—N, &
GEZYEJ) I

@ 90 min HWE fRE mine/c4_gemm.cu I ./check.sh c4

SE#E solutions/c4_gemm.cu

1. B8 6. A+

2. RS EM 7. IR

3. ZHFIRYAIR 8. &R

4. Bfg5 Kt 9. BEMR

5. MBER 10. M5eZ /5
I

Transformer B4 AE49 FLOPs #EHEEF: QKV %22, MLP., LM head., it& C[M,N]
AIM,K] @ BIK,N] ZEE 2MNK FLOPs, M1 A. B. C —3%H MK + KN + MN M. n =
4096 B, BETEFEHIHATY 2700 k., EEABHNERERS, [GREZ naive LMTER
FREX—=.

hiz 7= 8/X FMA €1 xgRs
global i#
vO naive 2R (BEA. B—) FIEH, memory-bound
)
vl shared memory 2/ 32 32 %32 K tile 1E# shared memory, 17 block
tiling MNEER 32 %
v2 register tiling B> shared B &%IEE 4X4 Pt M shared memory i 4+4
memory JEEY T, 116 )X FMA
v3 Tensor Core mma (8L —RE—N/NEREIR; Triton B9 tl.dot H

(R) shiEr (T4)

Kernel Dev lll 47 - 65 /306



RS EHE

Simon Boehm: How to Optimize a CUDA Matmul Kernel -

cudasamples > cuda—samples matrixMul & ° | cudasamples > WMMA Tensor Core GEMM

cutlass > CuTe sgemm_1 * | cutlass » CuTe sgemm_sm8@  *  cutlass > CuTe wgmma + TMA (Hopper)

flashinfer > FlashInfer mma.cuh

C-322 kx| PRI

Z 4 tile BUMEDDE: block ABTME&IEM—EED, __syncthreads() Z/GPiE A#&E
FREEIR,

SR 0: BUHEENTSE 0, WRIVZATIM, ABRBIMAREZDRFIN,

load — sync — compute — sync: 5" sync BHlE T —5H load BEIRTERKIZM
tile,

FFE3EE: float acc[TMI[TN] , B DAERIFEHEEHH #pragma unroll BT,

HARTERHTZER,

4MR (outer product) : acclil[j]l += alil * b[jl, #E TM + TN D, 8 TM-TN
R EMA,

__launch_bounds__(THREADS) : &ifZmi¥z2s block K/, EFHEFF:R.

EfF5S %KLL

GEMM mE#ER: —Xi%E, ZXH

{

A (HBM) /1 K RiE—R As tile EH TN & \‘
M, KI shared memory h ‘*

{

8B ™M R 5 frag - b_frag acc[TMI[TN] C (HBM)
i FF8 SMREM REE—R
B (HBM) Bs tile
[K, NI shared memory

naive ERFTMEBEM HBM IE 2 NI shared memory tiling iL8 NI block R#EA 32 )% register
tiling BiLE ™M shared memory IEFRAEA 4 X,

&KEE - —R# 100 33K
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https://siboehm.com/articles/22/CUDA-MMM
https://github.com/NVIDIA/cuda-samples/blob/5443602d89ed99aede2e4b7bf329daddeadb320e/cpp/0_Introduction/matrixMul/matrixMul.cu
https://github.com/NVIDIA/cuda-samples/blob/5443602d89ed99aede2e4b7bf329daddeadb320e/cpp/3_CUDA_Features/cudaTensorCoreGemm/cudaTensorCoreGemm.cu
https://github.com/NVIDIA/cutlass/blob/e13f5cd4142c43efc37c2f6339923eb4a57afb99/examples/cute/tutorial/sgemm_1.cu
https://github.com/NVIDIA/cutlass/blob/e13f5cd4142c43efc37c2f6339923eb4a57afb99/examples/cute/tutorial/sgemm_sm80.cu
https://github.com/NVIDIA/cutlass/blob/e13f5cd4142c43efc37c2f6339923eb4a57afb99/examples/cute/tutorial/hopper/wgmma_tma_sm90.cu
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/mma.cuh

naive: Bfl—EXMECEEZEMHEEM., shared-memory tiling: —XRE—BEKEIFHHEE
a, 32 BRXHEAX—E. register tiling: 87 EIMENIRE 4%4 =16 T&F, —RE
EXRNERERESE 4 METFE, EHRAHER, BERESMFNSEEMIR (shared
memory, FFE8)  tile XK, BERNTFENEINMDT,

register tiling: 256 M&ZIEEAD 64%X64 1Y C iR

a_frag: As[kllty-4 ...]
~ EE 4D (A BER)

81 k
block: C #) 64 %64 tid — (ty, tx) BHEIE 4x4 TRt
256 ZfE tx = tid % 16, ty = tid / 16 accl4][4] EFESR
b_frag: Bs[kl[tx-4 ...]
EE 4D

#EtE - IMAFRRAATRER

FEE-I 4 MR (a_frag) F—17 4 T (b_frag) , BENFHMEEME—K 4%4

RUSRER: 1E 8 N, 1 16 JR3EAN, tile K, XK, BIE— " HEEMMTEHZ, B
BPA (412) FEEZNERA (FEF:E) Uz, EXATHSEIM E (FESREHEF

local memory)

ISP
mine/c4_gemm.cu 2 matmul_naive EFEARFITELE ., RESLI:

1. matmul_smem_kernel : block 32X32, B81T%EE C W—17tx; 0 K SXLIE 32,
A. B H tile &3 shared memory,

2. matmul_regtile_kernel : BM =BN =64, BK =16, TM = TN = 4, 1 block 256
M52, BTEENT C R 4x4 W—R, A RY tile AEEE L TNFAN As[BKI [BM] ,

float32 A . float32 &i0; M. N. K{EE (831F 1 F3E tile {5%%) . 5 fp64 reference
b, BE 1e-3,

BT
mine/c4_gemm.cu 99 17

// C4 - GEMM: naive —> shared-memory tiling —> register tiling — YOUR IMPLEMENTAT
ION.
// matmul_naive is given as a worked example. Implement the two TODO kernels.
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//

// C[M, N] = A[M, K] @ B[K, N], all row-major float32, fp32 accumulation.
//

// Arithmetic intensity is what changes between versions:

//  naive : every multiply—-add loads one A and one B value from global memory
(2 loads / FMA).
//  smem : a 32x32 block loads a tile once into shared memory and reuses each

value 32 times.

// regtile : each thread computes a 4x4 patch of C from registers; every value
read from

// shared memory is used 4 times, so shared-memory traffic drops by 4
X again.

#include <torch/extension.h>

#include <ATen/cuda/CUDAContext.h>

#include <cl1@/cuda/CUDAException.h>

// v@: naive
_global__ void matmul_naive_kernel(const floatx _ _restrict__ A, const floatx __r
estrict__ B,
floatx __restrict__ C, int M, int N, int K) {

const int row = blockIdx.y * blockDim.y + threadIdx.y;

const int col = blockIdx.x * blockDim.x + threadIdx.x; // threadIdx.x —> colum
n: B and C reads coalesce

if (row >= M || col >= N) return;

float acc = 0.0f;

for (int k = 0; k < K; ++k) acc += A[(int64_t)row x K + k] x B[(int64 t)k *x N +
coll;

C[(int64 _t)row * N + col]l = acc;

}

// vl: shared-me
mory tiling
constexpr int T = 32; // block =T x T threads = one T x T tile of C

_global__ void matmul_smem_kernel(const floatx __ restrict__ A, const floatx __re
strict__ B,
floatx __restrict__ C, int M, int N, int K) {
__shared__ float As[T]1ITI;
__shared__ float BsI[TII[T];
// TODO: loop over K in steps of T: load one A tile and one B tile (zero-fill o
ut of range),

// __syncthreads(), accumulate T products, __syncthreads(). Store C if in
range.
b
// v2: register
tiling

// Block tile BM x BN of C, K in steps of BK, each thread owns a TM x TN patch.
constexpr int BM = 64, BN = 64, BK = 16, TM = 4, TN = 4;
constexpr int THREADS = (BM / TM) % (BN / TN); // 16 x 16 = 256
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_global__ void __launch_bounds__(THREADS)
matmul_regtile_kernel(const floatx _ restrict__ A, const floatx _ restrict__ B,
float* __restrict__ C, int M, int N, int K) {
__shared__ float As[BK1[BM]; // A tile stored transposed: As[k][m]
__shared__ float Bs[BK][BN];
// TODO: tid —> (tx, ty); float acc[TM][TN] = {};

// for each K tile: cooperative loads (each thread loads BMxBK/THREADS va
lues of A and of B),

// __syncthreads(), for k in BK: load a_frag[TM], b_frag[TN] from shared,
outer product into acc,

// __syncthreads(). Finally store the TM x TN patch with bounds checks.
b
// host wrappers

static void check_inputs(const torch::Tensor& A, const torch::Tensor& B) {
for (const autox t : {&A, &B}) {
TORCH_CHECK(t->is_cuda() && t->is_contiguous() && t—>scalar_type() == at::kFl
oat,
"inputs must be contiguous float32 CUDA tensors");
TORCH_CHECK(t—>dim() == 2, "inputs must be 2-D");
¥
TORCH_CHECK(A.size(1) == B.size(@), "inner dimensions must match");

}

torch::Tensor matmul_naive(torch::Tensor A, torch::Tensor B) {
check_inputs(A, B);
const int M = A.size(0), K = A.size(1), N = B.size(1);
auto C = torch::empty({M, N}, A.options());
if (M ==0 || N ==0) return C;
dim3 block(32, 8);
dim3 grid((N + block.x - 1) / block.x, (M + block.y — 1) / block.y);
matmul_naive_kernel<<<grid, block, 0, at::cuda::getCurrentCUDAStream()>>>(

A.data_ptr<float>(), B.data_ptr<float>(), C.data_ptr<float>(), M, N, K);

C10_CUDA_KERNEL_LAUNCH_CHECK() ;
return C;

torch::Tensor matmul_smem(torch::Tensor A, torch::Tensor B) {
check_inputs(A, B);
const int M = A.size(@), K = A.size(1), N = B.size(1);
auto C = torch::empty({M, N}, A.options());
if (M ==0 || N==0) return C;
dim3 block(T, T); // 1024 threads: the per—-block maximum
dim3 grid((N+ T -1) / T, M+ T -1) / T);
matmul_smem_kernel<<<grid, block, 0, at::cuda::getCurrentCUDAStream()>>>(
A.data_ptr<float>(), B.data_ptr<float>(), C.data_ptr<float>(), M, N, K);
C10_CUDA_KERNEL_LAUNCH_CHECK();
return C;
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torch::Tensor matmul_regtile(torch::Tensor A, torch::Tensor B) {
check_inputs(A, B);
const int M = A.size(@), K = A.size(1), N = B.size(1);
auto C = torch::empty({M, N}, A.options());
if (M ==0 || N==0) return C;
dim3 grid((N + BN - 1) / BN, (M + BM - 1) / BM);
matmul_regtile_kernel<<<grid, THREADS, 0, at::cuda::getCurrentCUDAStream()>>>(
A.data_ptr<float>(), B.data_ptr<float>(), C.data_ptr<float>(), M, N, K);
C10_CUDA_KERNEL_LAUNCH_CHECK() ;
return C;

L'

./check.sh c4

./check.sh c4 —--bench # TFLOP/s: naive, smem. regtile 5 cuBLAS (FP32, /4] TF3:Z

tests/test_c4_gemm.py 20 1T

import pytest
import torch

from drill import load
from tests._cuda import requires_cuda

pytestmark = requires_cuda

SHAPES = [(1, 1, 1), (17, 33, 9), (64, 64, 64), (100, 70, 130), (128, 512, 256),
(513, 257, 1025)]

@pytest.mark.parametrize("fn", ["matmul_naive", "matmul_smem", "matmul_regtile"])
@pytest.mark.parametrize("mnk", SHAPES)
def test_matmul(fn, mnk):

M, N, K = mnk

m = load("c4_gemm")

A = torch.randn(M, K, device="cuda")

B = torch.randn(K, N, device="cuda")

ref = (A.double() @ B.double()).float() # fp64 reference: no TF32 surprise

torch.testing.assert_close(getattr(m, fn)(A, B), ref, rtol=le-3, atol=le-3)
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Bn
SO smem R 51 (BEEE) Wi -

e NBERE“— tile £7: AR tile & Alby-32 : +32, ko : +32] , B iy tile &
B[kO : +32, bx-32 : +32] .

o %1% (ty, tx) IEUFEE A tile B9 [tyl [tx] #] B tile B9 [tyl [tx] ,

o i Clrowl[col]l += S_k As[tyl[k] - Bs[k][tx] .

regtile FIEIEP T HES=LN (FERIE) 2 -

o 256 PLLTZHER 16X16: tx = tid % 16 EHE tx H 4 5l, ty = tid / 16 B
ty ¢ 4 17,

o MNE: A M tile B 64 %16 = 1024 M, 256 MEAEEBAR 4 1 for (e = tid;
e < BMxBK; e += THREADS) , m=e / BK, k = e % BK, B Asl[klIm] ., B B
tile 5 16x64 4%, k=e /BN, n = e % BN, fFAL Bslkl[n] , e ¥ELEAT k (T}
n) #E4E, B global EEEHAY,

o IHHE: XWHEM™ K, a_fraglil = As[kl[tyx4 + il , b_fraglj]l = Bs[k] [tx*4 +
il, REM 4%x4 5MA,

o AttA ABRERF: XM a_frag EHR AslkI[...] BEELER 4 D, MA=2

BITHREIE,
regtile A NFRER (EEEIS) 2 -
for (int k = 0; k < BK; ++k) {

As[kl [ty * TM + il;
Bs[kl[tx * TN + jI1;

for (int 1 = 0
for (int j = 0;
0

j < TN; ++j) b_fragl[jl
i < TM; ++i)
0; j < TN; ++j) acclill[j] += a_fragl[il * b_fragljl;

<

; 1< TM; ++1i) a_fraglil
]
i

for (int i =
for (int j

¥
// 5 gn = block_row + tyxTM + i, gn = block_col + txxTN + j, BRI
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SEmR

z
solutions/c4_gemm.cu %HE5%. WINHLEE i -

solutions/c4_gemm.cu 167 1T

// C4 - GEMM: naive —> shared-memory tiling —> register tiling — reference so
lution.

//

// C[M, N] = A[M, K] @ B[K, N], all row—-major float32, fp32 accumulation.

//

// Arithmetic intensity is what changes between versions:

// naive : every multiply—-add loads one A and one B value from global mem
ory (2 loads / FMA).
// smem : a 32x32 block loads a tile once into shared memory and reuses

each value 32 times.

// regtile : each thread computes a 4x4 patch of C from registers; every va
lue read from

// shared memory is used 4 times, so shared-memory traffic drops
by 4x again.

#include <torch/extension.h>

#include <ATen/cuda/CUDAContext.h>

#include <c1@/cuda/CUDAException.h>

// v@: naive
__global__ void matmul_naive_kernel(const floatx __restrict__ A, const floatx
__restrict__ B,
floatx __restrict__ C, int M, int N, int

K) {

const int row = blockIdx.y x blockDim.y + threadIdx.y;

const int col = blockIdx.x * blockDim.x + threadIdx.x; // threadIdx.x —-> ¢
olumn: B and C reads coalesce

if (row >= M || col >= N) return;

float acc = 0.0f;

for (int k = 0; k < K; ++k) acc += A[(int64_t)row *x K + k] *x B[(int64_t)k *
N + coll;

C[(int64 _t)row * N + col]l = acc;

by

// vl: share
d-memory tiling
constexpr int T = 32; // block =T x T threads = one T x T tile of C

_global__ void matmul_smem_kernel(const floatx _ restrict__ A, const floatx
__restrict__ B,
floatx _ restrict__ C, int M, int N, int
K) {
__shared__ float As[TIITI];
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__shared__ float Bs[T]1I[TI;

const int tx = threadIdx.x, ty
const int row = blockIdx.y * T
const int col = blockIdx.x * T

threadIdx.y;
ty;
tXx;

+ +

float acc = 0.0f;
for (int k@ = 0; k@ < K; k@ += T) {
// Every thread loads one element of each tile. Out-of-range elements bec
ome @, which
// contributes nothing to the dot product, so the inner loop needs no bou
nds checks.
As[ty] [tx]
0.0f;
Bs[ty] [tx]
0.0f;
__syncthreads(); // tiles fully loaded before anyone uses them

(row < M && k@ + tx < K) ? A[(int64_t)row *x K + k@ + tx]

(ko + ty < K & col < N) ? B[(int64_t) (ke + ty) *x N + col]

#pragma unroll
for (int k = 0; k < T; ++k) {
// As[ty][k]: same address for the whole warp (same ty) —> broadcast, n
o conflict.
// Bs[k][tx]: 32 consecutive floats —> 32 different banks, no conflict.
acc += As[ty]l [k] x Bs[k][tx];
¥
__syncthreads(); // everyone done with this tile before the next iterati
on overwrites it
}
if (row < M && col < N) C[(int64_t)row * N + col] = acc;

// v2: regis
ter tiling

// Block tile BM x BN of C, K in steps of BK, each thread owns a TM x TN patc
h.

constexpr int BM = 64, BN = 64, BK = 16, TM = 4, TN = 4;

constexpr int THREADS = (BM / TM) % (BN / TN); // 16 *x 16 = 256

_global__ void __launch_bounds__(THREADS)
matmul_regtile_kernel(const floatx _ restrict__ A, const floatkx _ restrict__
B,
floatx __restrict__ C, int M, int N, int K) {

// A's tile is stored transposed (As[k][m]) so the inner loop reads TM cons
ecutive m values

// for a fixed k; B's tile keeps its natural layout Bs[k][n].

__shared__ float As[BK]I[BM];

__shared__ float Bs[BK]I[BN];

const int tid = threadIdx.x;

const int tx = tid % (BN / TN); // which TN-wide column strip of the block
tile
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const int ty = tid / (BN / TN); // which TM-tall row strip
const int block_row = blockIdx.y * BM;
const int block_col blockIdx.x * BN;

float acc[TM][TN] = {}; // the thread's TM x TN results live in registers
float a_frag[TM], b_frag[TN];

for (int k@ = 0; k@ < K; k@ += BK) {
// Cooperative load of A[block_row : +BM, k@ : +BK] (BMxBK = 1024 floats,
4 per thread).
// e —= (m, k) with k fastest, so consecutive threads read consecutive ad
dresses of A.
for (int e = tid; e < BM * BK; e += THREADS) {
const int m=e / BK, k = e % BK;
const int gm = block_row + m, gk = k@ + k;
As[k]l[m] = (gm < M && gk < K) ? A[(int64_t)gm x K + gk] : 0.0f;
b
// Cooperative load of B[kO : +BK, block_col : +BN], n fastest —> coalesc
ed.
for (int e = tid; e < BK *x BN; e += THREADS) {
const int Kk = e / BN, n = e % BN;
const int gk = k@ + k, gn = block_col + n;
Bs[k]l[n] = (gk < K & gn < N) ? B[(int64_t)gk * N + gn] : 0.0f;
¥

__syncthreads();

#pragma unroll
for (int k = 0; k < BK; ++k) {

// Load a column of A's tile and a row of B's tile into registers ...
#pragma unroll

for (int i
#pragma unroll

for (int j = 0; j < TN; ++j) b_fragl[j]l = Bs[kl[tx x TN + j1;

// ... and take their outer product: TMxTN FMAs for TM+TN shared-memory
reads.
#pragma unroll

for (int i = 0; i < TM; ++i)
#pragma unroll

for (int j = 0; j < TN; ++j) accl[il[j] += a_fragl[il * b_fragljl;

0; i < TM; ++1i) a_fragl[i]l = As[k]l[ty x TM + il;

}
__syncthreads();

b

#pragma unroll
for (int 1 = 0; 1 < TM; ++i) {
const int gm = block_row + ty * TM + 1i;
if (gm >= M) continue;
#pragma unroll
for (int j = 0; j < TN; ++j) {
const int gn = block_col + tx * TN + j;
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if (gn < N) C[(int64_t)gm x N + gn] = acclil [j];
}

// host wrap
pers
static void check_inputs(const torch::Tensor& A, const torch::Tensor& B) {
for (const autox t : {&A, &B}) {
TORCH_CHECK(t—>is_cuda() && t->is_contiguous() && t->scalar_type() == a
t::kFloat,
"inputs must be contiguous float32 CUDA tensors");
TORCH_CHECK(t—>dim() == 2, "inputs must be 2-D");
h

TORCH_CHECK(A.size(1) == B.size(@), "inner dimensions must match");

}

torch::Tensor matmul_naive(torch::Tensor A, torch::Tensor B) {
check_inputs(A, B);
const int M = A.size(@), K = A.size(1), N = B.size(1);
auto C = torch::empty({M, N}, A.options());
if (M==0 || N == 0) return C;
dim3 block(32, 8);
dim3 grid((N + block.x - 1) / block.x, (M + block.y — 1) / block.y);
matmul_naive_kernel<<<grid, block, 0, at::cuda::getCurrentCUDAStream()>>>(
A.data_ptr<float>(), B.data_ptr<float>(), C.data_ptr<float>(), M, N,
K);
C10_CUDA_KERNEL_LAUNCH_CHECK();
return C;

torch::Tensor matmul_smem(torch::Tensor A, torch::Tensor B) {

check_inputs(A, B);

const int M = A.size(0), K = A.size(1), N = B.size(1);

auto C = torch::empty({M, N}, A.options());

if (M ==0 || N ==0) return C;

dim3 block(T, T); // 1024 threads: the per-block maximum

dim3 grid((N + T -1) /T, M+ T -1) / T);

matmul_smem_kernel<<<grid, block, 0, at::cuda::getCurrentCUDAStream()>>>(

A.data_ptr<float>(), B.data_ptr<float>(), C.data_ptr<float>(), M, N,

K);

C10_CUDA_KERNEL_LAUNCH_CHECK() ;

return C;

torch::Tensor matmul_regtile(torch::Tensor A, torch::Tensor B) {
check_inputs(A, B);
const int M = A.size(@), K = A.size(1), N = B.size(1);
auto C = torch::empty({M, N}, A.options());
if (M ==0 || N==0) return C;
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dim3 grid((N + BN — 1) / BN, (M + BM - 1) / BM);
matmul_regtile_kernel<<<grid, THREADS, 0, at::cuda::getCurrentCUDAStream()>

>>(

A.data_ptr<float>(), B.data_ptr<float>(), C.data_ptr<float>(), M, N,

K);
C10_CUDA_KERNEL_LAUNCH_CHECK() ;
return C;
b
N J
Mz
RTX 5090 sl (FP32, x[#] TF32, EB{i TFLOP/s) :
n naive smem regtile cuBLAS
512 5.2 5.2 2.5 16.3
2048 7.4 8.7 22.1 63.3
4096 7.4 9.1 33.0 65.4

AIEFERT register tiling Eb smem 1R 3.6 &, *Z| cuBLAS B9—#,

5090 B9 L1/ L2 RK, naive WAEEEXENHEHSLGH T
cache, shared memory tiling 7£ L2 ®&/\#9& GPU LR ERRRE, register tiling 7 2
XEEIFRRF.

512 B regtile RMRIE: 64 %64 By tile FEYIH 64 4 block, 5090 & 170 4~ SM, K
Moy SM #RE. XHME TEEIRIERIEIFE wave quantization / SM FIFE (g,

[
LALNY

smem Rt naive 1R—

FA ncu & regtile BIFFREF occupancy: TM, TN K 8 S ER? BEZEH, BF
EFEREHEK, 78

BE /m
As [kl [m] BYEAE bank conflict (m A @ 64) ., nJLARE float4 MEZEMINE,
gi4a As il padding, BE&RERA S,

INEP: FAMAE shared memory tile, TTEZHH] tile RFRENT—1 tile, XFZ Triton
B num_stages fHHISE,

HZF local memory ( ncu ENY spilling)

( #include <mma.h>) B 16X16X16 BY half F5E R
RLETEM, FP16 FaIABR— 1M ES., T4 BEf tl.dot £BzhA_LE Tensor Core,

Tensor Core: A nvcuda::wmma
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v EitBa): tile MIAIFIZ?

Tz, tile K, BTHNWEREWS (BREE o tile 1K) , E— block G
shared memory f1FEFiE%, 1 SM 8EIFEBHY block 1 warp i), HEEIRE
SRR . EIEARBR/NE, K tile BRSE block A E, RAHAE SM (wave
quantization) , FRIASEFREIER XS shape 1 autotune, T4 FiEXAMAEY,
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Track T - Triton

block ZhZ®FE. mask. EiS. reduction. tl.dot. autotune. FlashAttention,
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#ZiIy + Track T - Triton - 58 5 §

Triton A\[]: B4 add + GELU
Fi Triton &5 C1 WM& RE: BHNSE, RBD—%, MARA“—REE" MAZ “— It
%”/@\ o

@ 25 min HE 5 fRE mine/t1_add_gelu.py UK . /check.sh t1

ZZf% solutions/t1_add_gelu.py

1. 55 6. @+

2. FiE55HEM 7. I

3. ZAEINANR 8. IR

4. EfE5 XL 9. BEMR

5. MEEK 10. MEZfE
F

M C1—1F, XZ— memory-bound BIREE kernel: gelu(x + vy) (FRZEM + B&E) . E
EXBINE X EHE Triton WEZARENE: program_id. arange. mask. load. store. dtype
4. grid, FES—E Triton @RI EX/L I EEL.,

N P ~<RVIN

RS HH

triton » B/ tutorial @l-vector-add - triton.language API -

flashinfer > FlashInfer B Triton activation * | triton > interpreter.py
ZAEIRY%0IR

pid = tl.program_id(axis=0) : A program 4RSS (Xt CUDA #J blockldx)

offs = pid * BLOCK_SIZE + tl.arange(®, BLOCK_SIZE) : X program fiizH{
BLOCK_SIZE I TF#5 (—TEE) .

e mask = offs < n_elements, tl.load(ptr + offs, mask=mask, other=0.0) ,

tl.store(ptr + offs, val, mask=mask) .

.to(tl.float32) #1 out_ptr.dtype.element_ty : fp16 AR TR fp32 itH, =

B2 E[REE,
tl.sigmoid ; tanh(u) = 2-sigmoid(2u) - 1,
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https://triton-lang.org/main/python-api/triton.language.html
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/01-vector-add.py
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/triton/activation.py
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/triton/runtime/interpreter.py

e launch: kernellgrid](args..., BLOCK_SIZE=1024) , grid = (triton.cdiv(n,
BLOCK_SIZE),) .

EfFS %KLL

—1* program 7 +4

tl.load(x + offs)
- fp32 itH
{ program_id = 3 }z offs = 3:1024 + arange mask = offs < n gelu(; +y)
[3072 .. 4095] BRIE—RAH !

tl.store(out + offs)
- ¥[E fplé

4
HELb - TLTMEF

STk (program) $Z|—1FES (program_id) , FFEH 1024 MEF

(arange) . fE—FAEERBFFEE: REMNEFIE BT (mask) , load R4 EIE
—NTEEWNBRIAME (other ) , store NEEARE,

dtype M—i#—H

x, y: fp16 .to(tl.float32) gelu(x +y) .to(out.dtype.element_ty) { out: fp16 }
HBM £ INEEILZIFHHERE fp32 HE: 23 R FEIRIREERE

EKEE - BAWYY, R/WBiR

fp16 B\ (FRALY 65504, 18X 3 i) , fp32 BAW. BM (HUE) R/I\BiEHERE
qi, EPNRE (22 IMETANPELER) ZEHAR, SMNEL; VB D
IR 2

I=E3
£ mine/t1_add_gelu.py HA:

1. LI add_gelu_kernel ,
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2. LI add_gelu(x, y, block_size=1024) : IEMINFERELESKE, DEHmE, 1TE grid
¥ launch,

E3R: {£E shape (IRREFEHALIE) ; fp32 / fp16 / bf16; WERA fp32 &, i dtype
S5mAEER; EEZBMAN (NEERH view) thEIFH,

aF
mine/tl_add_gelu.py 2147

"UNT1 . Fused add + GELU in Triton — YOUR IMPLEMENTATION.

out = gelu_tanh(x + y), any shape, fp32 / fplé / bfl6; compute in fp32, store in
x.dtype.

gelu_tanh(z) = 0.5 x z x (1 + tanh(0.7978845608028654 x (z + 0.044715 *x z"3)))
Hint for tanh: tanh(u) = 2 % sigmoid(2u) - 1 (tl.sigmoid).

import torch

import triton

import triton.language as tl

@triton.jit
def add_gelu_kernel(x_ptr, y_ptr, out_ptr, n_elements, BLOCK_SIZE: tl.constexpr):
# TODO: pid —> offsets —> mask —> load x, y (as fp32) —> gelu(x + y) —> store
(cast to out dtype)
pass

def add_gelu(x: torch.Tensor, y: torch.Tensor, block_size: int = 1024) —-> torch.T
ensor:

assert x.shape == y.shape and x.dtype == y.dtype and x.device == y.device

# TODO: make inputs contiguous, allocate out, compute the grid, launch add_ge
lu_kernel

raise NotImplementedError

L)'
./check.sh t1 # )RE GPU thgt (fEFEZSET)
./check.sh t1 ——bench # GPU: GB/s, vs PyTorch @1 kernel

tests/test_tl_add_gelu.py 32 17

import pytest
import torch

Kernel Dev lll 27 - 81 /306



import torch.nn.functional as F

from common.env import DEVICE
from drill import load

@pytest.mark.parametrize('"n", [1, 1023, 1024, 1025, 100_003])
def test_add_gelu_fp32(n):

m = load("t1_add_gelu")

x = torch.randn(n, device=DEVICE) x 3

y = torch.randn(n, device=DEVICE)

torch.testing.assert_close(m.add_gelu(x, y), F.gelu(x + y, approximate="tan
h"), rtol=le-5, atol=le-5)

@pytest.mark.parametrize("dtype", [torch.floatl6, torch.bfloat16])
def test_add_gelu_half(dtype):

m = load("t1_add_gelu")

X = torch.randn(7, 333, device=DEVICE).to(dtype)

y = torch.randn(7, 333, device=DEVICE).to(dtype)

out = m.add_gelu(x, y)

assert out.dtype == dtype and out.shape == x.shape

ref = F.gelu(x.float() + y.float(), approximate="tanh").to(dtype)

torch.testing.assert_close(out, ref, rtol=2e-2, atol=2e-2)

def test_add_gelu_noncontiguous_input():
m = load("t1_add_gelu")
x = torch.randn(64, 48, device=DEVICE).t() # a transposed view
y = torch.randn(48, 64, device=DEVICE)
torch.testing.assert_close(m.add_gelu(x, y), F.gelu(x + y, approximate="tan
h"), rtol=le-5, atol=le-5)

Bn
&M B (RERS) i -

X kernel RE 5 &: & offs > & mask — /X load (3 fp32) — itE — store
(RO zERY) . wrapper B2: contiguous() — empty_like — grid — launch,
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=L RRSEL (PERE) AR -

&7 mask : &E— program RIEEMA, BEREX TAIEEREIRE, GPU L
BIRETE I B T BIATE,

RBY fp32: fp16 T 23 7E |z > 40 ZAMEAEE A inf,

FHERDSEE: fp32 WESH fp16 IBHRIRLIEIR, WEEFELMA LKRAE
i

IEELERN: kernel IBIEH HRFEHER, x.t() X2 view BEEHESITEN
&, BrLA wrapper EE% . contiguous() ,

kernel £ NTEExX (EERHE) e v

pid = tl.program_id(axis=0)

offs = pid *x BLOCK_SIZE + tl.arange(@, BLOCK_SIZE)

mask = offs < n_elements

x = tl.load(x_ptr + offs, mask=mask, other=0.0).to(tl.float32)

y = tl.load(y_ptr + offs, mask=mask, other=0.0).to(tl.float32)

zZ=x+y

t =2.0 x tl.sigmoid(2.0 * 0.7978845608028654 x (z + 0.044715 x z x z x z)) - 1

tl.store(out_ptr + offs, (0.5 % z x (1.0 + t)).to(out_ptr.dtype.element_ty), ma
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SEmR

z
solutions/t1_add_gelu.py %£E25%. fitlitEs 2 -

solutions/tl_add_gelu.py 49 17

"""T1 . Fused add + GELU in Triton — reference solution.

out = gelu_tanh(x + y), any shape, fp32 / fple / bfl6. Math in fp32, result i
n x.dtype.

Triton's programming model in one kernel:

* a "program" (= a CUDA thread block) handles BLOCK_SIZE consecutive elemen
ts;

* tl.arange gives the program a xvectorx of offsets — you write block-level
code,

the compiler spreads the vector across the block's threads;

* every load/store past the end is disabled with a mask.
import torch
import triton
import triton.language as tl

@triton.jit
def add_gelu_kernel(x_ptr, y_ptr, out_ptr, n_elements, BLOCK_SIZE: tl.constex
pr):

pid = tl.program_id(axis=0) # which block of elemen
ts this program owns

offs = pid x BLOCK_SIZE + tl.arange(@, BLOCK_SIZE) # [BLOCK SIZE] elemen
t offsets

mask = offs < n_elements # the last program is u
sually partial

Load, upcast to fp32 (fplé x~3 overflows/loses precision quickly).
tl.load(x_ptr + offs, mask=mask, other=0.0).to(tl.float32)
tl.load(y_ptr + offs, mask=mask, other=0.0).to(tl.float32)

X +y

N < X H
1

# GELU (tanh approximation): 0.5 z (1 + tanh(sqrt(2/pi) (z + 0.044715 z*
3))).

# tanh(u) = 2 sigmoid(2u) - 1; tl.sigmoid is available on every backend.

inner = 0.7978845608028654 * (z + 0.044715 * z % z * z)

t =2.0 % tl.sigmoid(2.0 * inner) - 1.0

out = 0.5 % z * (1.0 + t)

# Cast back to the output's element type before storing.
tl.store(out_ptr + offs, out.to(out_ptr.dtype.element_ty), mask=mask)
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def add_gelu(x: torch.Tensor, y: torch.Tensor, block_size: int = 1024) —> tor
ch.Tensor:
assert x.shape == y.shape and x.dtype == y.dtype and x.device == y.device
# The kernel indexes memory as a flat array, so it needs contiguous input

X, Yy = x.contiguous(), y.contiguous()

out = torch.empty_like(x)

n = x.numel()

if n ==

return out

# One program per BLOCK_SIZE elements. grid can also be a lambda over the
meta—-params:

# grid = lambda meta: (triton.cdiv(n, meta["BLOCK_SIZE"]),)

grid = (triton.cdiv(n, block_size),)

add_gelu_kernel[grid]l (x, y, out, n, BLOCK_SIZE=block_size)

return out

M5TZ 5

e RTX 5090 3l (fp16, n = 2%°) : PyTorch B kernel 434 us - 927 GB/s, SZf#
260 us - 1548 GB/s, # C1 Y CUDA hR—&EITH R LIR: miFLFE N T REN,
BIMERE—RZL 16 FT (fp16 FiE 8 TR) .

e 11 block_size HY 128. 256, .... 8192, BAK num_warps=2/4/8 , EREBMHLZT
2

o EYmIErTY): k = add_gelu_kernellgridl(...) , #AfE print(k.asm["ttgir"]) , $%Z|
#blocked = #ttg.blocked<{sizePerThread = [...], threadsPerWarp = [32],
warpsPerCTA = [...1}> . XFIE G1 E#HHY layout,

v mEifi&a): Triton AY program 1 CUDA # block 24X %&?

— program 7£ GPU E#2— CUDA block (CTA) , B num_warps x 32 24
. RERREIEIE (EEANKERN BLOCK MEIENE) SHEIRIFERIR layout IFLAIXLEL
12, BMEREARETNELZE TR, A Triton B3%8A threadldx: &2 X—EHRiIFES
B2, (REEMNZE program X—EHEIED IR,
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iy - Track T - Triton - 25 6 &
RIE row softmax: ¥{EEE + —)5"&‘* 5
—4T—" program, EBITRIH—1 block: EEREM softmax RiE—R, E—R., X2 “Fl
& reduction” iR ES A,
@ 35 min HE B {RE mine/t2_softmax.py QUL . /check.sh t2

ZEfE solutions/t2_softmax.py

1. 55 6. @+

2. FiE55HER 7. I

3. ZAEINANR 8. IR

4. EfE5 L 9. BERR

5. MEEK 10. MEZfE
CF -

softmax HILE attention. MoE B&H. X#¥ (logits — #%) B, PyTorch F@ASEINEE
B—4TIEIF/LR (R max, K exp BIF. J3—) . TAKK (LEWEREE ZIMIKRZEIE
w, N < J1F) B, BT — program BWESZFRE: E—K > £F LS max /
exp / sum / BRi& - 5—IR,

RS 5EHE

triton > BEF tutorial 02-fused-softmax  ° | pytorch > PyTorch SoftMax.cu
cutlass » CuTe DSL softmax notebook | + Online normalizer calculation for softmax

(Milakov & Gimelshein)

E AR
o EFRTE: softmax(x) = softmax(x — max( . BERKERRANELRZE e° =1,
A . TBAYIE x = 100 B fp32 # €' =~ 2.7e43 EL#iA LR, fp16 £ x > 11
B e WiimE T
e TARYALY: tl.max(x, axis=0) . tl.sum(x, axis=0) TEFEEN @=L, REIFE.
e mask HIERBEERSTEHE: M max ¥, padding fiERNiZ&E -inf, EEEARSHRN
& AfE, exp(-inf) = 0 tBARZITA sum,
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https://arxiv.org/abs/1805.02867
https://arxiv.org/abs/1805.02867
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/02-fused-softmax.py
https://github.com/pytorch/pytorch/blob/fbab7cc90f5699714d5785aaa2f153c739435d6f/aten/src/ATen/native/cuda/SoftMax.cu
https://github.com/NVIDIA/cutlass/blob/e13f5cd4142c43efc37c2f6339923eb4a57afb99/examples/python/CuTeDSL/notebooks/3_kernels/01_softmax.ipynb

o stride: T51TZEMIEBE x.stride(0) , PV AFRIBEARETF N,
e BLOCK_SIZE = triton.next_power_of_2(N) ; {T#1{<, num_warps #A.,
e tl.program_id(0).to(tl.int64) : KEKE F row * stride RPJBEEIT int32,

Elfg5 kLt
—1T—" program: £EER LMK

max

tl max
x[row] (HBM) BT EFR + sum ylrow] (HBM)
iE 1R BLOCK = 2 WIE t1.sum 5 1R

XLt - MEERARBEEEESE

EEE e MBRBKRESS: HFAGEREIE (ad) . TAEHEANE, HIATUZRIIERS
AR O R, ARNENEST"#H < 0, e WEHE (0,1 2, BEAARRL; &E
BRI, MERLEADER. padding IEIE -0, FFTEAFENEFIC—T TR
77, MBREASRARSHA, 2ENERDE O,

TXKIE: online softmax £ (T5 M

U S

’ N
1 AY
1 \
1 !
o

F1ER F2R 1B&Y | $T4R ®E—E
m = maxe, L = Zexp(x — m) m’ = max(m, maxi) 1= Tl-exp(m-m") + % B2 (m, 1)

[

BR—BE
exp(x = m) / 1

XL - L

MERBEZRICIK, —FiRRAETISEE (é'lﬁTJE'jdﬁ m) , ERAMETEXR (HMT
EAN M ), MEEZRIAAKEZRICRAE IR IBNSHEMN explm - m” ), 3
BREERFKE, TEEOEZEHRWES—2ZIK.
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I=EP

mine/t2_softmax.py BY wrapper BEZLE4Ff (—17—"" program, grid = (M,) ) , SEI

softmax_kernel :

o HIN M, NI ({TRJLAE stride, Fli&ELR) , WdH&ESER M, N1, dtype SHAERE.
o REBA fp32 itHE.,
o WRAMBAE (x1ed) LIALAERBIERIGER,

aF

mine/t2_softmax.py 28 1T

"MMT2 - Fused row softmax in Triton — YOUR IMPLEMENTATION.

softmax over the last dim of x: [M, N]; one program per row, whole row in one blo

ck.

import torch
import triton
import triton.language as tl

@triton.jit

def

softmax_kernel(out_ptr, in_ptr, in_row_stride, out_row_stride, n_cols, BLOCK_

SIZE: tl.constexpr):

def

# TODO: row = program_id (as int64); cols = arange(0, BLOCK_SIZE); mask;

# load with other=-inf, subtract max, exp, divide by sum, store
pass
softmax(x: torch.Tensor) —> torch.Tensor:

assert x.dim() == 2, "expects [M, NI"
M, N = Xx.shape
if x.stride(1) != 1:
X = X.contiguous()
y = torch.empty((M, N), dtype=x.dtype, device=x.device)
if M == 0 or N == 0:
return y
BLOCK_SIZE = triton.next_power_of_2(N)
num_warps = 4 if BLOCK_SIZE <= 2048 else (8 if BLOCK_SIZE <= 8192 else 16)
softmax_kernel[(M,)](y, x, x.stride(0), y.stride(@), N, BLOCK_SIZE=BLOCK_SIZ

E, num_warps=num_warps)

return y
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il

./check.sh t2
./check.sh t2 ——bench # N = 256 .. 16384 AY GB/s, vs torch.softmax

tests/test_t2_softmax.py 29 17

import pytest
import torch

from common.env import DEVICE
from drill import load

@pytest.mark.parametrize("shape", [(1, 1), (4, 7), (33, 128), (17, 1000), (8, 409
7)1)
def test_softmax_fp32(shape):
m = load("t2_softmax")
X = torch.randn(shape, device=DEVICE) * 5
torch.testing.assert_close(m.softmax(x), torch.softmax(x, dim=-1), rtol=le-5,
atol=1le-6)

def test_softmax_large_values_are_stable():
m = load("t2_softmax")
X = torch.tensor([[1000.0, 1001.0, 1002.0], [-le4, 0.0, 1e4]], device=DEVICE)
out = m.softmax(x)
assert torch.isfinite(out).all()
torch.testing.assert_close(out, torch.softmax(x, dim=-1))

def test_softmax_fpl6_and_row_stride():

m = load("t2_softmax")

big = torch.randn(10, 300, device=DEVICE).half()

x = bigl[:, :257] # rows are strided (stri
de 300)

out = m.softmax(x)

assert out.dtype == torch.floatl6

torch.testing.assert_close(out.float(), torch.softmax(x.float(), dim=-1), rto
1=1e-2, atol=1le-3)
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Rn
AT A (BERS) K2 -

row #25 — load (other=-inf, %% fp32) — J& max — exp — &L sum — store,

B FRSELN (RERE) I -

other=0.0 MARE -inf : E—{T2RNHAEA, padding B9 0 RN max, A
exp(0 - max) UEHEHD T,

Fd n_cols fUE stride REMITT: YIAEZEIRVA (stride 300, N 257) &=iE
.,

it stride 5% stride JEA: WX EMDECZESKE, B out_row_stride ,

kernel EfE NFRER (BEEIE) i -

row = tl.program_id(@).to(tl.int64)

cols = tl.arange(@, BLOCK_SIZE)

mask = cols < n_cols

x = tl.load(in_ptr + row x in_row_stride + cols, mask=mask, other=—float("inf")
Xx = x — tl.max(x, axis=0)

num = tl.exp(x)

y = num / tl.sum(num, axis=0)

tl.store(out_ptr + row *x out_row_stride + cols, y.to(out_ptr.dtype.element_ty),
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-~

solutions/t2_softmax.py %HE5%. HINLEE

solutions/t2_softmax.py 46 1T

"""T2 - Fused row softmax in Triton — reference solution.

softmax(x) over the last dim of a 2-D tensor [M, N]. One program per row; the
whole row

fits in one block (BLOCK_SIZE = next_power_of_2(N)), so x is read once and y
written once.

PyTorch's unfused version reads x for max, again for exp/sum, again to normal
ise.

import torch

import triton

import triton.language as tl

@triton.jit
def softmax_kernel(out_ptr, in_ptr, in_row_stride, out_row_stride, n_cols, BL
OCK_SIZE: tl.constexpr):

# program_id is int32; promote before multiplying by a stride so row *x st
ride cannot

# overflow for tensors with more than 2731 elements.

row = tl.program_id(0).to(tl.int64)

cols = tl.arange(0, BLOCK_SIZE) # BLOCK_SIZE is a power of two >=
n_cols

mask = cols < n_cols

# Padding lanes load —-inf: they lose the max, and exp(-inf) = @ adds noth
ing to the sum.

x = tl.load(in_ptr + row * in_row_stride + cols, mask=mask, other=-float
("inf")).to(tl.float32)

# Numerically stable softmax: softmax(x) = softmax(x — max(x)); the large
st exponent is 0,

# so exp never overflows even for fplé inputs around le4.

X = x — tl.max(x, axis=0)

num = tl.exp(x)

den = tl.sum(num, axis=0)

y = num / den

tl.store(out_ptr + row *x out_row_stride + cols, y.to(out_ptr.dtype.elemen
t_ty), mask=mask)

Kernel Dev lll 47 - 91 /306

i -




def softmax(x: torch.Tensor) —> torch.Tensor:
assert x.dim() == 2, "expects [M, N]"
M, N = x.shape
# The kernel walks a row with unit stride; the rows themselves may be str
ided.
if x.stride(1) !'= 1:
X = X.contiguous()
y = torch.empty((M, N), dtype=x.dtype, device=x.device)
if M ==0 or N == 0:
return y
BLOCK_SIZE = triton.next_power_of_2(N)
# More warps for wider rows, so each thread holds a reasonable number of

elements.
num_warps = 4 if BLOCK_SIZE <= 2048 else (8 if BLOCK_SIZE <= 8192 else 1

6)
softmax_kernel[(M,)](y, X, X.stride(0), y.stride(@), N, BLOCK_SIZE=BLOCK_

SIZE, num_warps=num_warps)

return y
\_ 4
M5E 2 5
« BBHER 2« M x N x 2 FF (fpl6 E—R. 5—K) itE. RTX 5090 £ M =
4096 B9 :

N torch.softmax SERE

256 6.8 us 8.2 us (E1E)

1024 16.4 us 11.9 us

4096 65.5 us - 1025 GB/s 43.6 us - 1540 GB/s

16384 180 us 178 us

0

N = 256 BIE1TRE 512 F9, —1T—" program X, AEFHESES (R TE“—
program 2 EZ477)
o N =16384 i, —17 16K > fp32 (EEMHEF e, BILEREENERZE, URFESH
i A BE T,
o BRITEAND: BITOMETER, A online softmax E—/XEHPFHEF (m, 1) : 1BF
B9—ER, m_new = max(m, max(E&)) , 1 = l-exp(m - m_new) + Zexp(E& - m_new) ,
T5 9 FlashAttention ARIFEZ XA,
e — program 21T (grid RFF SM £ X k 1> program, F tl.range f&¥f) , A
BUBDRETREVEAEFH: XEE A tutorial RIHM B
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v HiRXiBla): fused softmax Af+ALt PyTorch 1#? 1R L FRFEM?

softmax ;& memory-bound #9, B8 = MEFTHH / Fh. EHE
R, BMETR, AAAERME E—X +5 ""”?"IINE
K. — block BA TR, BEADTIE (ZE—KX)
e,

BT TEREEE—
% FARERRTE, TEEIER
, E/ A online softmax E—)Xi&

EFI
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#i0y - Track T - Triton - £ 7 &

LayerNorm / RMSNorm forward

B Transformer BZDHFIR norm: —1TZAMIANYIZLY (mean. var) , BII—MBEE
H, 2EEE— kernel B,

& 40 min HE fRE mine/t3_layernorm.py IS ./check.sh t3

ZZf%E solutions/t3_layernorm.py

1. 55 6. @+

2. FiE55HER 7. I

3. ZAEINANR 8. IR

4. EfE5 L 9. BERR

5. MEEK 10. MEZfE
CF -

LayerNorm (GPT-2. BERT) #1 RMSNorm (LLaMA. Qwen. DeepSeek) ES—ELINM
R, EAIF softmax —#E2E memory-bound FIZRITIZE: —17— program, E—x. 5—
R, forward AEIESZITA mean 1 rstd (1/0) T3, backward EF.,

e LayerNorm: y = (x - u) / sqrt(c? +€) - w+b, o22HREHZE BEUN) ,

e RMSNorm: y = x / sqrt(mean(x2) + €) - w, TNEIIE. }&F bias, »—x)ALY.,

N P BV IN]

RiS5S GER

triton » BEA tutorial @5-layer-norm * | flashinfer > FlashInfer Triton norm
flashinfer > FlashInfer RMSNormKernel (CUDA) * _vllm > VLLM layernorm_kernels.cu

pytorch > PyTorch layer_norm_kernel.cu  * RMSNorm i€X

ZHZIRYEIR
o E—1THRIARYFLY: ok u, BK (x - p)2 ., MIBALE Elx?] - Elx]2 BEER
E: EEENERANSRERMEMEIKHE,
e mask ZIEMHEEBIRE: padding &b load E 0, KFEZ@E; B x - p &
padding &% F -u, A2 0, FAHZBIZEA tl.where(mask, x - u, 0) FZF,

e FRE= store: tl.store(mean_ptr + row, mean) ,
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https://arxiv.org/abs/1910.07467
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/05-layer-norm.py
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/triton/norm.py
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/norm.cuh#L63
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/csrc/layernorm_kernels.cu
https://github.com/pytorch/pytorch/blob/fbab7cc90f5699714d5785aaa2f153c739435d6f/aten/src/ATen/native/cuda/layer_norm_kernel.cu

e 1.0 / tl.sqrt(v) 3¢ tl.rsqgrt(v) ,

Ef#5KLE

LayerNorm B9—1T

mean xc = where(mask, x — mean, 0) var - rstd
X / N padding AFER - Ixc? / N
{ x 1T (fp32) -

. Pt { y = xc-rstd'w + b }

1% mean / rstd
backward Ef
o

EEE - BT

REEVTS, STARETYD, BRUMNEEZ, RENES (padding) EXRMESR
0 D BRI, B RMEFID" ZEMEER -Fi195, FAEMELENAT : LT
FHZEEMEFEE.

At L RMEERAE

E[x?] - E[x]? RAMEMEHEE
D 1le8 ZRAVERIR BREFNTFEE

FRIIERTR BERTE
S(x - w2 /N RFREASH

{ x = 10000 + /J\iEED

o

XLt - TEEE
BHERMTABEESZ D, RENNEEEEER—W 10 MKE—ER, BER: TR
ZLEMIINAEERKR (B[] - EIx? M2XH) . MBERFGEREFE (BEHDE)
BIRETES.
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Y SEEP
wrapper BE1F (ZHEHMANESH reshape A [M, N1 ; N < 16384) , ZIFE kernel:

1. layer_norm_kernel : &t y, #5 mean[M] . rstd[M] (fp32) .

2. rms_norm_kernel : %t y.

E5R7E fp32 T5 F.layer_norm RYIRE < 1e-4, fp16 WAL fp16, RWERA fp32 it
%O

AT
mine/t3_layernorm.py 59 17

""MT3 - LayerNorm / RMSNorm forward in Triton — YOUR IMPLEMENTATION.

layer_norm(x[M, NI, w, b, eps) —> (y, mean[M], rstd[M]); rms_norm(x[M, NI, w, ep
s) —> vy.

The wrappers are done; implement the two kernels.

import torch

import triton

import triton.language as tl

@triton.jit
def layer_norm_kernel(x_ptr, w_ptr, b_ptr, y_ptr, mean_ptr, rstd_ptr,
x_row_stride, y_row_stride, N, eps, BLOCK_N: tl.constexpr):
# TODO: row, cols, mask; load x as fp32; mean; xc = where(mask, x — mean, 0);
# var (biased); rstd = 1 / sqrt(var + eps); y = XC * rstd x w + b; store y, m
ean, rstd
pass

@triton.jit
def rms_norm_kernel(x_ptr, w_ptr, y_ptr, x_row_stride, y_row_stride, N, eps, BLOC
K_N: tl.constexpr):

# TODO: rstd = 1 / sqrt(mean(x™~2) + eps); y = X * rstd *x w

pass

def _launch_params(N: int) —> tuplelint, int]:
BLOCK_N = triton.next_power_of_2(N)
if BLOCK_N > 16384:
raise ValueError("this single-block kernel supports N <= 16384; loop over
the row for more")
num_warps = min(max(BLOCK_N // 256, 1), 8) # ~256 elements per warp, 1..8 w
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arps
return BLOCK_N, num_warps

def layer_norm(x: torch.Tensor, w: torch.Tensor, b: torch.Tensor, eps: float = le
-5):
shape = x.shape
X2 = X.reshape(-1, shapel[-11) # [ev., N] = [M, N]
if x2.stride(-1) !'= 1:
X2 = x2.contiguous()
M, N = x2.shape
y = torch.empty_like(x2)
mean = torch.empty(M, dtype=torch.float32, device=x.device)
rstd = torch.empty(M, dtype=torch.float32, device=x.device)
if M > 0:
BLOCK_N, num_warps = _launch_params(N)
layer_norm_kernel[(M,)](x2, w, b, y, mean, rstd, x2.stride(0), y.stride
(0), N, eps,
BLOCK_N=BLOCK_N, num_warps=num_warps)
return y.reshape(shape), mean, rstd

def rms_norm(x: torch.Tensor, w: torch.Tensor, eps: float = le-6) —> torch.Tenso
r:
shape = x.shape
X2 = x.reshape(-1, shape[-1])
if x2.stride(-1) !'= 1:
x2 = x2.contiguous()
M, N = x2.shape
y = torch.empty_like(x2)
if M > 0:
BLOCK_N, num_warps = _launch_params(N)
rms_norm_kernel[(M,)]1(x2, w, y, x2.stride(0), y.stride(0), N, eps, BLOCK_
N=BLOCK_N, num_warps=num_warps)
return y.reshape(shape)

Ll

./check.sh t3
./check.sh t3 ——bench

tests/test_t3_layernorm.py 40 1T

import pytest
import torch
import torch.nn.functional as F
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from common.env import DEVICE
from drill import load

@pytest.mark.parametrize("shape", [(1, 8), (5, 7), (64, 768), (3, 4, 1000)])
def test_layer_norm(shape):
m = load("t3_layernorm")

N = shapel[-1]

x = torch.randn(shape, device=DEVICE) x 2 + 1
w = torch.randn(N, device=DEVICE)

b = torch.randn(N, device=DEVICE)

y, mean, rstd = m.layer_norm(x, w, b, 1le-5)

torch.testing.assert_close(y, F.layer_norm(x, (N,), w, b, 1le-5), rtol=le-4, a
tol=1le-4)

x2 = x.reshape(-1, N)

torch.testing.assert_close(mean, x2.mean(-1), rtol=le-5, atol=le-5)

torch.testing.assert_close(rstd, torch.rsqrt(x2.var(-1, unbiased=False) + le-
5), rtol=le-4, atol=le-4)

def test_layer_norm_fpl16():
m = load("t3_layernorm")

x = torch.randn(16, 512, device=DEVICE).half()
w = torch.ones(512, device=DEVICE).half()
b = torch.zeros(512, device=DEVICE).half()

Y, _, _ = m.layer_norm(x, w, b, 1le-5)

assert y.dtype == torch.floatl6

ref = F.layer_norm(x.float(), (512,), w.float(), b.float(), 1le-5)
torch.testing.assert_close(y.float(), ref, rtol=le-2, atol=le-2)

@pytest.mark.parametrize("shape", [(1, 16), (7, 333), (32, 4096)])
def test_rms_norm(shape):
m = load("t3_layernorm")
X = torch.randn(shape, device=DEVICE)
w = torch.randn(shape[-1], device=DEVICE)
ref = x x torch.rsqrt(x.pow(2).mean(-1, keepdim=True) + le-6) * w
torch.testing.assert_close(m.rms_norm(x, w, le-6), ref, rtol=le-4, atol=le-4)
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Rin
W 75 (REEE) 2 -

load x (fp32) — mean = sum(x) / N — xc = where(mask, x — mean, @) — var =
sum(xc2) / N — rstd @ loadw, b —> y =xc + rstd - w+ b — fFy. mean.

rstd,

B FRSELY (FERIS) K2 -

o EHENZEE padding: N RZ 2 (ER (7. 333, 1000) , AERRK.
o BRIA BLOCK N MARZE N,

e ATXmAZ (BRIAN -1) : F.layer_norm FAHNZHR,

e mean / rstd ZR T fp16: wrapper PEHE fp32 k=,

LayerNorm Xk NFR%ss (5EES) 2 -

x = tl.load(x_ptr + row * x_row_stride + cols, mask=mask, other=0.0).to(tl.floa
mean = tl.sum(x, axis=0) / N

xc = tl.where(mask, x — mean, 0.0)

rstd = 1.0 / tl.sqrt(tl.sum(xc * xc, axis=0) / N + eps)

w = tl.load(w_ptr + cols, mask=mask, other=0.0).to(tl.float32)

b = tl.load(b_ptr + cols, mask=mask, other=0.0).to(tl.float32)

tl.store(y_ptr + row *x y_row_stride + cols, (xc % rstd *x w + b).to(y_ptr.dtype.
tl.store(mean_ptr + row, mean)

tl.store(rstd_ptr + row, rstd)
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SER

z
solutions/t3_layernorm.py %£825%. WdlitEs i -

solutions/t3_layernorm.py 86 17

""MT3 - LayerNorm / RMSNorm forward in Triton — reference solution.

layer_norm(x[M, NI, w, b, eps) —> (y, mean[M], rstd[M])

y = (x — mean) x rstd x w + b, rstd =1 / sqrt(var + eps), var is the b
iased variance.
rms_norm(x[M, N], w, eps) —> vy

y = X *x rsqrt(mean(x”2) + eps) *x w

One program per row, the full row in one block (N <= 16384). mean and rstd ar
e returned

because the backward pass needs exactly these two numbers per row.

import torch

import triton

import triton.language as tl

@triton.jit
def layer_norm_kernel(x_ptr, w_ptr, b_ptr, y_ptr, mean_ptr, rstd_ptr,
x_row_stride, y_row_stride, N, eps, BLOCK_N: tl.constex
pr):
row = tl.program_id(0).to(tl.int64)
cols = tl.arange(0, BLOCK_N)
mask = cols < N

x = tl.load(x_ptr + row * x_row_stride + cols, mask=mask, other=0.0).to(t
1.float32)

# Statistics in fp32. Padding lanes loaded 0, so they do not disturb the
SUM w4

mean = tl.sum(x, axis=0) / N

# ... but x — mean is NOT zero there: zero it again before squaring.

xc = tl.where(mask, x — mean, 0.0)

var = tl.sum(xc * xc, axis=0) / N # two-pass variance: stabler t
han E[x"2] - E[Xx]"2

rstd = 1.0 / tl.sqrt(var + eps)

w = tl.load(w_ptr + cols, mask=mask, other=0.0).to(tl.float32)
b = tl.load(b_ptr + cols, mask=mask, other=0.0).to(tl.float32)
y = XC k% rstd x w + b

tl.store(y_ptr + row *x y_row_stride + cols, y.to(y_ptr.dtype.element_ty),
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mask=mask)

tl.store(mean_ptr + row, mean) # scalar stores: one value per
program

tl.store(rstd_ptr + row, rstd)

@triton.jit
def rms_norm_kernel(x_ptr, w_ptr, y_ptr, x_row_stride, y_row_stride, N, eps,
BLOCK_N: tl.constexpr):

row = tl.program_id(0).to(tl.int64)

cols = tl.arange(@, BLOCK_N)

mask = cols < N

x = tl.load(x_ptr + row * x_row_stride + cols, mask=mask, other=0.0).to(t
1.float32)

rstd = 1.0 / tl.sqrt(tl.sum(x * x, axis=0) / N + eps) # no mean subtrac
tion, no bias

w = tl.load(w_ptr + cols, mask=mask, other=0.0).to(tl.float32)

tl.store(y_ptr + row * y_row_stride + cols, (x *x rstd x w).to(y_ptr.dtyp
e.element_ty), mask=mask)

def _launch_params(N: int) —> tuplelint, int]:

BLOCK_N = triton.next_power_of_2(N)

if BLOCK_N > 16384:

raise ValueError("this single-block kernel supports N <= 16384; loop

over the row for more")

num_warps = min(max(BLOCK_N // 256, 1), 8) # ~256 elements per warp,
1..8 warps

return BLOCK_N, num_warps

def layer_norm(x: torch.Tensor, w: torch.Tensor, b: torch.Tensor, eps: float
= le-5):
shape = x.shape
x2 = X.reshape(-1, shapel-1]) # [eae, N] = [M, N]
if x2.stride(-1) != 1:
X2 = x2.contiguous()
M, N = x2.shape
y = torch.empty_like(x2)
mean = torch.empty(M, dtype=torch.float32, device=x.device)
rstd = torch.empty(M, dtype=torch.float32, device=x.device)
if M > 0:
BLOCK_N, num_warps = _launch_params(N)
layer_norm_kernel[(M,)](x2, w, b, y, mean, rstd, x2.stride(0), y.stri
de(0), N, eps,

BLOCK_N=BLOCK_N, num_warps=num_warps)
return y.reshape(shape), mean, rstd

def rms_norm(x: torch.Tensor, w: torch.Tensor, eps: float = le-6) —> torch.Te
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nsor:
shape = x.shape
x2 = x.reshape(-1, shapel[-1])
if x2.stride(-1) != 1:
x2 = x2.contiguous()
M, N = x2.shape
y = torch.empty_like(x2)
if M > 0:
BLOCK_N, num_warps = _launch_params(N)
rms_norm_kernel[(M,)]1(x2, w, y, x2.stride(0), y.stride(@), N, eps, BL
OCK_N=BLOCK_N, num_warps=num_warps)
return y.reshape(shape)

N5e2Z 5
e RTX 5090 il (fp16, 8192 47) : N = 8192 B F.layer_norm 199 us, SZEf& 176
s - 1524 GB/s; N =1024 / 4096 E}R 5—8%.

e RMSNorm #l1 LayerNorm —#{R (176 us ¥ 176 us) : FMEEXEREE M XN B x
My, ZHEM bias A N T, TTUREE; DHOBRFAETEFRETHK, LAEZD
BFiE, memory-bound B kernel B, REFHVEERIBNFTTEHAER.

e HRE&—E: VLLM B fused_add_rms_norm BFERZEMBHHF: x = x + residual;
residual = x; y = rms_norm(x) ., BXE{REY kernel LI E, HABEEZTZDF

e NEKEAM: EA Triton LayerNorm tutorial F§ for off in range(@, N,
BLOCK_N) BN ZERZEM, BMETE3—1t.

e backward: dx ZEZE mean . rstd D,{&WA?TVEIUEIQ’\] (£ dy-wx M = dy-w) ;
dw . db BEITKM, FEE_MERAYN., XZREFNHMES],

v EiXiBa): 4 LLM ZIBM LayerNorm #p T RMSNorm?

RMSNorm £#2 7 /BI9EM bias, &% FNEERE/LFE2EwN, SHITEED, X
MhEER, BERSNEEM. EXFHETEREME. BEE norm kernel 5, EH A
SPEEFR: HEEIE memory-bound B, FEHIE x. B y RE (ANFHEFERE
E) . EFMNKERERES: — T EBEN norm BERSHRIEHIEIESH— kernel,
MMBREWMIEE,
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#i - Track T - Triton - 58 8 S

Triton GEMM: tl.dot. grouped ordering.

autotune
30 1T Triton A%l cuBLAS Y 80—100%: tl.dot F§_E Tensor Core, Z#4$g5tiRiERA tile,
grouped ordering &5 L2 a5, autotune AE shape HECE.

@ 60 min MERE /R RS mine/t4_matmul.py U | ./check.sh t4

SE#M solutions/t4_matmul.py

(1 6. A EK
2. RS HER 7. BT

3. ZRAEIRVAIR 8. Il

4. grouped ordering 2+4 9. I&m

5. B 5Ll 10. ZE#&

N MEZE

dE =
B>

C4 A CUDA FE 7 tiling # register tiling, BB Tensor Core, Triton & C4 HJ—%
E (shared memory staging. ZF1F830R. Tensor Core <. BMIHFMKLE) HRLHRHIFE
22, MMREEHIA “—1 program E C HB—IR. ;& K BE4AE”. ES Matrix
Multiplication tutorial B2 XEBRIREE, EXRHE, vLLM BY MoE fused_moe kernel,
BEMEN GEMM i 2EXTE R LR,

N > N

PRTISE AR

triton » B/ tutorial @3-matrix-multiplication * | triton > @8-grouped—gemm

triton > @9—-persistent-matmul -  triton > 10-block-scaled-matmul  °  triton > Autotuner
E -

E AR

o HIBFTIR: a_ptrs = a_ptr + offs_m[:, Nonel * stride_am + offs_k[None, :] %
stride_ak , 5% [BLOCK_M, BLOCK K] HEY$E%t. A stride MARRIRITER, FILA%
BRI (stride (1, M) tHEE

e tl.dot(a, b, acc) : acc +=a @ b, a. b & fp16 / bfl6, acc & fp32. = NEE

W=D 6,
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https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/03-matrix-multiplication.py
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/08-grouped-gemm.py
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/09-persistent-matmul.py
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/10-block-scaled-matmul.py
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/triton/runtime/autotuner.py#L19

o B K#&: for k in range(@, tl.cdiv(K, BLOCK K)) , % a_ptrs += BLOCK_K *
stride_ak , &E—E& K Ri#AT A mask i 0,

o grouped ordering: E—4H) pid BREIAY (pid_m, pid_n) B, RiRTEFHE, M2
i GROUP_M 1T tile fep—4H, TEHALBIIAE (m AME) &

e autotune: triton.autotune(configs=[...], key=["M", "N", "K"]) ,

grouped ordering £1t4

C #YJB num_pid_m x num_pid_n " tile, E—AtZ GPU LRI EMHA) program KAH
SM £ X 8§ SM BERBHX42Z., IRRITERES, BNERENE—ET tile: ENIHA AN
B—MMTET, FSEE B W—1TARESIE®, BHIIEERK, L2 BAT, 282G, BN
EHIAYZE GROUP_M 1T X HFIIMN—RAFEXE: A Fl B WEFHEZ N program EFA.

pid BHmSIAE (num_pid_m = 4, num_pid_n = 3)

TER: GROUP_M = 2:
0 1 2 0 2 4
3 4 5 1 3 5
6 7 8 6 8 10
9 10 11 7 911

num_pid_in_group = GROUP_M * num_pid_n

group_id = pid // num_pid_in_group

first_pid_m = group_id * GROUP_M

group_size_m = min(num_pid_m - first_pid_m, GROUP_M) # REE—HBBETH
pid_m = first_pid_m + ((pid % num_pid_in_group) % group_size_m)

pid_n = (pid % num_pid_in_group) // group_size_m

EfF5S %KLL

K &3 : MTHEHIR + —IX tl.dot

a_ptrs [BM, BK]
offs_m x offs_k

masked load tl.dot(a, b, acc) acc (fp32) store C
k_remaining Tensor Core [BM, BNI] cast + mask

b_ptrs [BK, BN]
offs_k x offs_n
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grouped ordering At AREIRS L2 i

TEFRES B HR&AHHE
ERIETT: _%g?i' tile L2 &R TF

{ GROUP_M %4 { A. B HR##HER }
L2 @5

BRIEIT: —RAEFXE

XLt - EBIENRS A

B—RNZEEZPNWASRRPEMULHBR, EEA (L2) SEEXERHTEERSE
£ MRBNPMAEZENLEARPRLNE, RBEHEAT, Ree—tHlEEERS (HBM)
grouped ordering M2 ZHEAR “SGIE XL HERZIE B,

num_stages = 3: RiZHIITEES

{ load K 1 O }——-{ load K & 1 }—{ load K & 2 }—{ load K 1 3 }

% 0 B

el { dot K # 0 }—{ dot K 3 1 }—{ dot K ## 2 }

TEE k BT, 5 k+1. k+2 RELZXEME (cp.async / TMA — shared memory) , 8% — stage # %

&§—1% shared memory,

EEE - K. BT, SRR

RE—GFRRNA—aTI: F—WEMTH, FERELERT. WERKEMIIL
“PrEET (%) MUET () BT, SNEEEREPRRIENET, MAZRELZ
Ao

ISP
wrapper ] autotune BEcEEZH ., LI matmul_kernel :

e C=A@B, A B} fp16 5 bf16, & stride, £8 M. N, K (F@Z block K&
) ; fp32 Em, WMESHWAR dtype.
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o FUER grouped ordering (GMIXA 5X3 4 tile. GROUP_M=2 IEE tile #PITFH
g5—R) .
o CPU B2 THEE config; GPU £ config=None BIiE autotune,

aF
mine/t4_matmul.py 62 17

""UT4 . Tiled GEMM with tl.dot, grouped ordering and autotuning — YOUR IMPLEMENTA
TION.

C[M, N] = A[M, K] @ B[K, N]; fpl6/bfli6 in, fp32 accumulate, C in the input dtype.
The wrapper and autotune configs are done; implement matmul_kernel.

import os

import torch
import triton
import triton.language as tl

@triton.jit
def matmul_kernel(a_ptr, b_ptr, c_ptr, M, N, K,
stride_am, stride_ak, stride_bk, stride_bn, stride_cm, stride_c
n,
BLOCK_M: tl.constexpr, BLOCK_N: tl.constexpr, BLOCK_K: tl.const
expr,
GROUP_M: t1l.constexpr):
# TODO:
# 1. pid — (pid_m, pid_n) with grouped ordering (GROUP_M rows of tiles per g
roup)
# 2. offs_m, offs_n, offs_k; a_ptrs [BLOCK_M, BLOCK_K], b_ptrs [BLOCK_K, BLOC
K_NJ
# 3. acc = zeros fp32; loop over K tiles: masked loads, acc = tl.dot(a, b, ac
c), advance pointers
# 4. cast and masked store of the C tile
pass

# Candidate configs for the autotuner. num_stages = software-pipelining depth (ho
w many K tiles
# are prefetched into shared memory ahead of use); num_warps = threads per progra
m/ 32.
AUTOTUNE_CONFIGS = [

triton.Config({"BLOCK_M": 128, "BLOCK_N": 256, "BLOCK_K": 64, "GROUP_M": 8},
num_stages=3, num_warps=8),

triton.Config({"BLOCK_M": 128, "BLOCK_N": 128, "BLOCK_K": 64, "GROUP_M": 8},
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num_stages=4, num_warps=4),

triton.Config({"BLOCK_M": 128, "BLOCK_N": 64, "BLOCK_K": 32, "GROUP_M": 8}, n
um_stages=4, num_warps=4),

triton.Config({"BLOCK_M": 64, "BLOCK_N": 128, "BLOCK_K": 32, "GROUP_M": 8}, n
um_stages=4, num_warps=4),

triton.Config({"BLOCK_M": 64, "BLOCK_N": 64, "BLOCK_K": 32, "GROUP_M": 8}, nu
m_stages=5, num_warps=2),

]

# autotune wraps the same jitted kernel: the first call for each new (M, N, K) be
nchmarks all

# configs and caches the fastest one; later calls with that key reuse it.
matmul_kernel_autotuned = triton.autotune(configs=AUTOTUNE_CONFIGS, key=["M",
"N", "K"1)(matmul_kernel)

def matmul(a: torch.Tensor, b: torch.Tensor, config: dict | None = None) —> torc
h.Tensor:

"""config=None -> autotuned on GPU; pass e.g. {"BLOCK_M": 64, ...} to force o
ne config."""

assert a.dim() == 2 and b.dim() == 2 and a.shape[l] == b.shapel[@], "shape mis
match"

assert a.dtype == b.dtype and a.dtype in (torch.floatl6, torch.bfloatl16)

M, K = a.shape

_, N = b.shape

c = torch.empty((M, N), dtype=a.dtype, device=a.device)

if M == 0 or N == 0:

return c

args = (a, b, ¢, M, N, K, a.stride(0), a.stride(1), b.stride(@), b.stride(1),

c.stride(0), c.stride(1))

# The CPU interpreter cannot time configs, so it always uses one fixed confi

if config is None and os.environ.get("TRITON_INTERPRET") == "1":
config = {"BLOCK_M": 64, "BLOCK_N": 64, "BLOCK_K": 32, "GROUP_M": 8}
if config is not None:
grid = (triton.cdiv(M, config["BLOCK_M"]1) % triton.cdiv(N, config["BLOCK_
N"1),)
matmul_kernel[grid] (xargs, *kconfig)
else:
# A 1-D grid sized from whichever config the autotuner is trying.
grid = lambda meta: (triton.cdiv(M, meta["BLOCK_M"1) * triton.cdiv(N, met
a["BLOCK_N"1),)
matmul_kernel_autotuned[grid] (xargs)
return c
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il

./check.sh t4
./check.sh t4 —-bench # fpl6, 512 .. 8192 HYAf%, vs cuBLAS £9 TFLOP/s

tests/test_t4_matmul.py 47 17

import pytest
import torch

from common.env import BF16_OK, DEVICE, HAS_CUDA
from drill import load

FIXED = {"BLOCK_M": 64, "BLOCK_N": 64, "BLOCK_K": 32, "GROUP_M": 8}

@pytest.mark.parametrize("mnk", [(16, 16, 16), (64, 64, 64), (100, 70, 130), (25
7, 129, 96)1)
def test_matmul_fixed_config(mnk):

M, N, K = mnk

m = load("t4_matmul")

a = torch.randn(M, K, device=DEVICE).half()

b = torch.randn(K, N, device=DEVICE).half()

out = m.matmul(a, b, config=FIXED)

assert out.dtype == torch.float16 and out.shape == (M, N)

torch.testing.assert_close(out.float(), a.float() @ b.float(), rtol=le-2, ato
1=5e-2)

def test_matmul_transposed_input():
load("t4_matmul")
torch.randn(96, 80, device=DEVICE).half().t() # [80, 96], strides (1,

m
a

80)
b = torch.randn(96, 72, device=DEVICE).half()
torch.testing.assert_close(m.matmul(a, b, config=FIXED).float(), a.float() @
b.float(), rtol=le-2, atol=5e-2)

def test_grouped_order_covers_every_tile_once():

m = load("t4_matmul")

# 5 x 3 tiles with GROUP_M=2: if the pid —> (pid_m, pid_n) mapping skipped or
repeated a

# tile, some output tile would be left unwritten (garbage from torch.empty) a
nd the check fails.

cfg = {"BLOCK_M": 16, "BLOCK_N": 16, "BLOCK_K": 16, "GROUP_M": 2}

a = torch.randn(80, 32, device=DEVICE).half()

b = torch.randn(32, 48, device=DEVICE).half()

out = m.matmul(a, b, config=cfg)

torch.testing.assert_close(out.float(), a.float() @ b.float(), rtol=le-2, ato
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1=5e-2)

@pytest.mark.skipif(not HAS_CUDA, reason="autotuning needs a GPU")
@pytest.mark.parametrize("dtype", [torch.floatl6, torch.bfloat16])
def test_matmul_autotuned(dtype):
if dtype == torch.bfloatl6 and not BF16_OK:
pytest.skip("bf1l6 needs sm_80+")

m = load("t4 _matmul")
a = torch.randn(1000, 777, device=DEVICE, dtype=dtype)
b = torch.randn(777, 1500, device=DEVICE, dtype=dtype)

torch.testing.assert_close(m.matmul(a, b).float(), (a.float() @ b.float()), r
tol=2e-2, atol=le-1)

R
MR 76 (2EEBE) g2 -

1. pid = (pid_m, pid_n) (LFEHAR)

2.3& a_ptrs . b_ptrs, acc = tl.zeros((BLOCK_M, BLOCK_N), tl.float32)
3. K ¥ : masked load — acc = tl.dot(a, b, acc) — IE&tREI¥H
4

. acc.to(c Ry%AY) | % (offs.m < M) & (offs_n < N) ftf masked store

B FRSELY (FERIS) K2 -

e K AFMAJ mask: B k_remaining = K — k * BLOCK_K # offs_k <
k_remaining , M &2 offs_k < K (offs_k B##2 0...BLOCK_K-1) .

e AXtatmA@HM b nAEM mask, BT K A mE—EBSIEET—TH
iR, SEREETAE.

o IBEHBIMER a_ptrs += BLOCK K : HINIEE[G stride_ak ~& 1,

o tl.dot RVEMAUIRBIBAIFEA fp32, FAA L fp16 Tensor Core T (£
Ampere ER%E TF32, 18R%Z, BEHLAR) .
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E@/IHF LFRER (BERIB) 2 -

acc = tl.zeros((BLOCK_M, BLOCK_N), dtype=tl.float32)

for k in range(0, tl.cdiv(K, BLOCK_K)):
k_remaining = K - k * BLOCK_K
a = tl.load(a_ptrs, mask=(offs_m[:, Nonel < M) & (offs_k[None, :] < k_remai
b = tl.load(b_ptrs, mask=(offs_k[:, Nonel < k_remaining) & (offs_n[None, :1]
acc = tl.dot(a, b, acc)
a_ptrs += BLOCK_K *x stride_ak
b_ptrs += BLOCK_K * stride_bk
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solutions/t4_matmul.py %EE25%. BINEEE i -

solutions/t4_matmul.py 94 17

""MT4 - Tiled GEMM with tl.dot, grouped ordering and autotuning — reference s
olution.

C[M, N] = A[M, K] @ B[K, NIl; A, B fpl6 or bfl6, fp32 accumulation, C in the i
nput dtype.

Each program computes one BLOCK_M x BLOCK_N tile of C, walking K in BLOCK_K s
teps.

tl.dot lowers to Tensor Core instructions (mma / wgmma) on NVIDIA GPUs.

import os

import torch
import triton
import triton.language as tl

@triton.jit
def matmul_kernel(a_ptr, b_ptr, c_ptr, M, N, K,
stride_am, stride_ak, stride_bk, stride_bn, stride_cm, stri

de_cn,
BLOCK_M: tl.constexpr, BLOCK_N: tl.constexpr, BLOCK_K: tl.c
onstexpr,
GROUP_M: t1l.constexpr):
# ———— 1. which C tile does this program own? (grouped / "“super—-grouping"
order)

# Plain row-major order (pid_m = pid // num_pid_n) makes consecutive prog
rams sweep a

# whole row of tiles: they share one A row-panel but each needs a differe
nt B column-panel.

# Grouping GROUP_M rows of tiles together and going down the columns firs
t means programs

# running at the same time reuse both A and B panels while they are still
in L2.

pid = tl.program_id(0)

num_pid_m = tl.cdiv(M, BLOCK_M)

num_pid_n = tl.cdiv(N, BLOCK_N)

num_pid_in_group = GROUP_M * num_pid_n

group_id = pid // num_pid_in_group

first_pid_m = group_id * GROUP_M

group_size_m = min(num_pid_m - first_pid_m, GROUP_M) # the last group m
ay be shorter

pid_m = first_pid_m + ((pid % num_pid_in_group) % group_size_m)
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pid_n = (pid % num_pid_in_group) // group_size_m

# ———— 2. pointers to the first A and B tiles (2-D blocks of pointers via
broadcasting)

offs_m = pid_m * BLOCK_M + tl.arange(0, BLOCK_M)

offs_n = pid_n % BLOCK_N + tl.arange(®, BLOCK_N)

offs_k = tl.arange(0, BLOCK_K)

a_ptrs = a_ptr + offs_m[:, Nonel % stride_am + offs_k[None, :] *x stride_a
k # [BLOCK_M, BLOCK K]

b_ptrs = b_ptr + offs_k[:, None] % stride_bk + offs_n[None, :] * stride_b
n # [BLOCK_K, BLOCK_N]

# ———— 3. main loop over K: accumulate in fp32 registers
acc = tl.zeros((BLOCK_M, BLOCK_N), dtype=tl.float32)
for k in range(0, tl.cdiv(K, BLOCK_K)):
k_remaining = K - k * BLOCK_K
# Masked loads return 0 outside the matrix; zeros add nothing to the
dot product.
a = tl.load(a_ptrs, mask=(offs_m[:, None]l] < M) & (offs_k[None, :] < k
_remaining), other=0.0)
b = tl.load(b_ptrs, mask=(offs_k[:, Nonel < k_remaining) & (offs_nI[No
ne, :] < N), other=0.0)
acc = tl.dot(a, b, acc) # acc += a @ b on Tensor Cores
a_ptrs += BLOCK_K * stride_ak # slide both tiles along K
b_ptrs += BLOCK_K * stride_bk

# ——— 4. epilogue: cast and store the C tile
c = acc.to(c_ptr.dtype.element_ty)
c_ptrs = c_ptr + offs_m[:, Nonel *x stride_cm + offs_n[None, :] * stride_c

tl.store(c_ptrs, c, mask=(offs_m[:, None]l] < M) & (offs_n[None, :1 < N))

# Candidate configs for the autotuner. num_stages = software-pipelining depth
(how many K tiles
# are prefetched into shared memory ahead of use); num_warps = threads per pr
ogram / 32.
AUTOTUNE_CONFIGS = [

triton.Config({"BLOCK_M": 128, "BLOCK_N": 256, "BLOCK_K": 64, "GROUP_M":
8}, num_stages=3, num_warps=8),

triton.Config({"BLOCK_M": 128, "BLOCK_N": 128, "BLOCK_K": 64, "GROUP_M":
8}, num_stages=4, num_warps=4),

triton.Config({"BLOCK_M": 128, "BLOCK_N": 64, "BLOCK_K": 32, "GROUP_M":
8}, num_stages=4, num_warps=4),

triton.Config({"BLOCK_M": 64, "BLOCK_N": 128, "BLOCK_K": 32, "GROUP_M":
8}, num_stages=4, num_warps=4),

triton.Config({"BLOCK_M": 64, "BLOCK_N": 64, "BLOCK_K": 32, "GROUP_M":
8}, num_stages=5, num_warps=2),
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# autotune wraps the same jitted kernel: the first call for each new (M, N,
K) benchmarks all

# configs and caches the fastest one; later calls with that key reuse it.
matmul_kernel_autotuned = triton.autotune(configs=AUTOTUNE_CONFIGS, key=["M",
"N", "K"1)(matmul_kernel)

def matmul(a: torch.Tensor, b: torch.Tensor, config: dict | None = None) —> t
orch.Tensor:

"""config=None —> autotuned on GPU; pass e.g. {"BLOCK_M": 64, ...} to for
ce one config."""

assert a.dim() == 2 and b.dim() == 2 and a.shapel[l] == b.shapel[0], "shape
mismatch"

assert a.dtype == b.dtype and a.dtype in (torch.float16, torch.bfloatl16)

M, K = a.shape

_» N = b.shape

c = torch.empty((M, N), dtype=a.dtype, device=a.device)

if M == 0 or N == 0:

return c

args = (a, b, ¢, M, N, K, a.stride(0), a.stride(1), b.stride(@), b.stride

(1), c.stride(0), c.stride(1))

# The CPU interpreter cannot time configs, so it always uses one fixed co
nfig.
if config is None and os.environ.get("TRITON_INTERPRET") == "1":
config = {"BLOCK_M": 64, "BLOCK_N": 64, "BLOCK_K": 32, "GROUP_M": 8}
if config is not None:
grid = (triton.cdiv(M, config["BLOCK_M"]1) x triton.cdiv(N, config["BL
OCK_N"1),)
matmul_kernel[grid] (*xargs, **config)
else:
# A 1-D grid sized from whichever config the autotuner is trying.
grid = lambda meta: (triton.cdiv(M, metal["BLOCK_M"]) * triton.cdiv(N,
meta["BLOCK_N"1),)
matmul_kernel_autotuned[grid] (xargs)
return c

MFEZ 5

e RTX 5090 £ (fp16, Efi TFLOP/s) : 512° Bf 21.7 vs cuBLAS 26.8 (81%) ;

10242 115.5 vs 116.9; 2048°% 164.4 vs 164.6; 4096° 209.3 vs 211.0; 8192° 217.8 vs
217.7, M 1024 FRIREARIBF cuBLAS, /NBEFERT tile BAANGSIEH 170 > SM, EJEE

*O

o i GROUP_M &RY% 1 GEILANITER) , 1£ 8192° EXfLE: L2 &pHE (ncu B9
lts__t_sector_hit_rate ) FIR[EFESZT
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 IC% autotune A\ shape IEHHY config
( matmul_kernel_autotuned.best_config ) , WK shape #l/)\ shape BIEIEFEF A
AE, XIEZRiTH Week 4 ERHISLINICHE
e num_stages M 2 %I 5: stage MZIMENHIR, {BE stage #ELH—17 shared
memory, #83d LREmIFLRMELESE occupancy,

HPBY: 7£ epilogue BRESE bias + BUE (¢ = gelu(acc + bias) ) , X2 GEMM @&
=3I SF W

v @itiB(a): Triton GEMM # cuBLAS Z7EHE?

X shape TEEEZHE—LERKEHMT: Hopper LI TMA 1 wgmma F&F k& . warp
specialization (—&3% warp RAFRKEUE, —BHo RARE) . persistent kernel
(program #¥ZF SM ¥, EIRLIEZ A tile) , URFIFE shape FLTIETH tile BL

B, kR Triton #1 Gluon EZEEXRAEFARE DML )\ shape TEEEENRBEF
SHFFE4F0 SM FIFZE (split-K. stream-K BEERR) .
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iy - Track T - Triton - 58 9 5
FlashAttention forward: tiling + online softmax

2 T2 B9 online softmax 1 T4 B tl.dot §E—i#2: attention FEA R S XS WD ENERE,
EEM O(S?) BRI O(S), EEMEN/MREIEmMARIRIEH .

@ 90 min HE fRE mine/t5_flash_attn.py IR . /check.sh t5

ZZfE solutions/t5_flash_attn.py

1. B8 6. MEER
2. RIS ER 7. &F

3. ZAFIAIR: online softmax 8. Ik

4. ZERFIMNAIR: RS HEHE 9. 7R

5. Efg5£tE 10. & f#

(B =

E 1=y =1
H>

FrfE attention: P = softmax(QKT™ - scale), 0 =P V, naive SLMERE [s, S] WP E
EEEFHIEER, S=28192. 32 4 head HY, PT_fp16 T% 4 GB, FlashAttention FJIER
&' softmax AJLAIR, 1BEME, FAARZEIL— program fa%k BLOCK_M 4™ query, i
K. V #& BLOCK_N —RIRRIIRE, FiE EP@F%%B ¥R £, vLLM / SGLang K prefill, I
ZHEZRH attention HETFTXNEE,

RS &EH

triton » B tutorial @6-fused-attention - FlashAttention - FlashAttention-2 -
FlashAttention—-3 - FlashAttention—4 -  fa > FA2 flash_fwd_kernel.h
fa > FA2 online softmax  * | fa > FA3 *4EIf -+ fa » FA4 (CuTe DSL)

flashinfer > FlashInfer prefill.cuh

ERZIANEIR: online softmax

It query 17 i, HIF=1"2 (fp32) :

e m: HEILEZWRAS
e 1: ¥ exp(s - m)
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https://arxiv.org/abs/2205.14135
https://arxiv.org/abs/2307.08691
https://arxiv.org/abs/2407.08608
https://arxiv.org/abs/2603.05451
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/06-fused-attention.py
https://github.com/Dao-AILab/flash-attention/blob/1dc8232fe209e2c48b1d3e677f26d68e4b856212/csrc/flash_attn/src/flash_fwd_kernel.h
https://github.com/Dao-AILab/flash-attention/blob/1dc8232fe209e2c48b1d3e677f26d68e4b856212/csrc/flash_attn/src/softmax.h
https://github.com/Dao-AILab/flash-attention/blob/1dc8232fe209e2c48b1d3e677f26d68e4b856212/hopper/mainloop_fwd_sm90_tma_gmma_ws.hpp
https://github.com/Dao-AILab/flash-attention/blob/1dc8232fe209e2c48b1d3e677f26d68e4b856212/flash_attn/cute/flash_fwd_sm100.py
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/attention/prefill.cuh

e acc: X exp(s-m) - v

RTFH—RDE s_blk (MUKRINRAY v_blk) :

m_new = max(m, max(s_blk))

p = exp(s_blk - m_new) # FTIRAOINE

alpha = exp(m — m_new) # IBPRSHERAE (RREZAKN, [BREHREREKZ))
1 =1 - alpha + X p

acc = acc -+ alpha + p @ v_blk

m = m_new

SERIBTRZE, o = acc / 1, XF—RMEHETE softmax EHF L TEEM.

EABENR: BIRE S

e qtile: [BLOCK_M, D] , fE¥IMIDIEFT —IX.

o EHIEIE K IREEMMIRINEK [D, BLOCK N] : K + cols[None, :] * stride_s +
offs_d[:, Nonel , X% tl.dot(q, k) Ft= [BLOCK_M, BLOCK_N] ,

o MBI DEIKN —inf: BHFIIKERN key (cols >=S) , BAK causal B cols
> query fig .

e causal B, query R start_m REZEFHB] (start_m + 1) - BLOCK M > key, AL

REZEEBH, 8—F1TH.

p.to(v.dtype) /FEBf tl.dot(p, v, acc) : Tensor Core EE fp16 / bf16 A,

Elf# 5 kL

FlashAttention: Q Fi¥, K/V i

/”
7’
4
/ ~
1 ~
1 \\
O \
| K/V t;e; | Y
M HBM RN %
online softmax { acc = -acc + P-V }_\ | O=acc/| |
Biomo- 1« RE—R

Q tile [BM, D]
mE—R, B

S = Q-K"scale
[BM, BN] RERLE

MLEIEATFE SXS 1iERE: B8—i1Zl/F ERE BMXBN l—/NRSE., HBM EE M O(S?) [£E!
O(s-D),

ELE - LEFiCH: me s HTERNGE
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1/J\T\aa%1%ﬁ’§ﬁ‘ FHKSG, RBICEBINRSD m“BX T RaoiEENESD

o KT—UESPHEF, FEDOM m_old TR m_new, ZEIHNEDERMEIT N F
B a = exp(m_old - m_new), BNMNFLY (acc) thEEFITH. £HIXFET, FH acc /|
MBEHM R ERETR AT EEENER.

causal: query IRAEEEALT=A

key#0...m-1 | HE: R ELR
AR A mask RENARM tl.where
query ¥ m key ¥ m (3f3)
& m-BM .. (m+1)-BM - 1 TE query = key A mask

key 3R m+1 ... B —4itH
28 mask: HiEHGD EH EFREE (m+1) -BM

XLt - REEZKRENE

causal attention BEEMIREEE N ERIEMNE, #MESE HICHREEDIZEE. FE ﬁu%ﬂi
X, query IR m ZEH) key IRER“ARFK”, BIRMT;, RENAZXIB—RESK”, —
MHERERE., —HoRRE, FEZRDTFMET (mask) .

CI=E3

wrapper E5%F: grid = (cdiv(S, BLOCK_M), B-H) , q. k. v. o fi2X#8RE [B, H, S, DI
B&E4%, D € {16, 32, 64, 128}, S {E=., LW flash_attn_fwd_kernel :

o X#F CAUSAL (constexpr) FIBEENX sm_scale ,
5 F.scaled_dot_product_attention 7£ fp16 FizE < le-2,
o TEEDECHEWLEM (S, S] KNWIHEIER

aF

mine/t5_flash_attn.py 45 {7

""0T5 . FlashAttention forward (tiled + online softmax) in Triton — YOUR IMPLEMEN
TATION.
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o = softmax(q k*T * sm_scale [+ causal maskl) v, g/k/v/o: [B, H, S, D] fpl6/bf16.
The wrapper is done; implement flash_attn_fwd_kernel.

import math

import torch
import triton
import triton.language as tl

@triton.jit
def flash_attn_fwd_kernel(Q, K, V, 0, sm_scale,
stride_b, stride_h, stride_s, # same strides for
q, k, v, o; stride_d ==
H, S,
CAUSAL: tl.constexpr, HEAD_DIM: tl.constexpr,
BLOCK_M: tl.constexpr, BLOCK_N: tl.constexpr):
# TODO:
# start_m, bh —> off_b, off_h —> base offset
# load the q tile [BLOCK_M, HEAD_DIM]
#m i = -inf, 1_1 =0, acc = 0 (fp32)
# hi = min((start_m + 1) * BLOCK_M, S) if CAUSAL else S
# for start_n in range(0, hi, BLOCK_N):
# load k~T [HEAD_DIM, BLOCK_N]; s = dot(q, k) * sm_scale; mask invalid ke
ys with -inf

# online softmax update of m_i, l_i, acc (acc += p @ V)
# store acc / 1 _1i
pass

def flash_attention(q: torch.Tensor, k: torch.Tensor, v: torch.Tensor, causal: bo
ol = False,
sm_scale: float | None = None, block_m: int = 64, block_n: in
t = 64) —> torch.Tensor:
assert g.shape == k.shape == v.shape and q.dim() == 4, "q, k, v: [B, H, S,
DI"
assert g.dtype == k.dtype == v.dtype and q.dtype in (torch.floatl6, torch.bfl
oatl6)
B, H, S, D = g.shape
assert D in (16, 32, 64, 128), "HEAD_DIM must be a power of two in [16, 128]"
q, k, v = g.contiguous(), k.contiguous(), v.contiguous()
0o = torch.empty_like(q)
if sm_scale is None:
sm_scale = 1.0 / math.sqrt(D)
grid = (triton.cdiv(S, block_m), B * H)
flash_attn_fwd_kernellgridl(q, k, v, o, sm_scale, q.stride(0), q.stride(1),
g.stride(2), H, S,
CAUSAL=causal, HEAD_DIM=D, BLOCK_M=block_m, BLOCK
_N=block_n,
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num_warps=4, num_stages=2)

return o
ISR
./check.sh t5 # CPU _ESFE/\ shape; GPU _E&isMI S=2048, D=128
./check.sh t5 ——bench # vs torch SDPA, TFLOP/s

tests/test_t5_flash_attn.py 38 {7

import pytest
import torch
import torch.nn.functional as F

from common.env import BF16_O0OK, DEVICE, HAS_CUDA
from drill import load

def reference(q, k, v, causal):
return F.scaled_dot_product_attention(q.float(), k.float(), v.float(), is_cau
sal=causal)

@pytest.mark.parametrize("causal", [False, Truel)
@pytest.mark.parametrize("B,H,S,Db", [(1, 1, 16, 16), (2, 3, 100, 64), (1, 2, 257,
32)1)
def test_flash_attention(B, H, S, D, causal):
m = load("t5_flash_attn")
g, k, v = (torch.randn(B, H, S, D, device=DEVICE).half() for
out = m.flash_attention(q, k, v, causal=causal)
assert out.shape == g.shape and out.dtype == q.dtype
torch.testing.assert_close(out.float(), reference(q, k, v, causal), rtol=le-
2, atol=le-2)

in range(3))

def test _custom_scale():
m = load("t5_flash_attn")
g, k, v = (torch.randn(1, 2, 64, 32, device=DEVICE).half() for _ in range(3))

out = m.flash_attention(q, k, v, sm_scale=0.05)
ref = F.scaled_dot_product_attention(q.float(), k.float(), v.float(), scale=
0.05)

torch.testing.assert_close(out.float(), ref, rtol=le-2, atol=le-2)

@pytest.mark.skipif(not HAS_CUDA, reason="larger shapes are slow in the CPU inter
preter")
@pytest.mark.parametrize("causal", [False, Truel)
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def test_flash_attention_large(causal):
= load("t5_flash_attn")
dtype = torch.bfloatle if BF16_OK else torch.floatl6
g, k, v = (torch.randn(2, 8, 2048, 128, device=DEVICE, dtype=dtype) for
range(3))

_in

torch.testing.assert_close(m.flash_attention(q, k, v, causal=causal).float(),

reference(q, k, v, causal),
rtol=2e-2, atol=2e-2)

Rin
@ 8% »n @B

EfI (b, h) # query 3 - load q
m = -inf, 1 = 0, acc = 0
for 1 key 3 (causal EI&EIHT) :
=q@KkT™ - scale, THuEE -inf
online softmax B3 (L@ 6 17)
o =acc / L - store

B RS (FEEIE)

e E—% m = -inf : alpha = exp(-inf - m_new) =

METH) . BNRE—1TERBBREELE -inf, m_new 112 -inf, exp(-inf -

i

i

0, XZIEMN (IBIREARK

(-inf)) £1BF NaN, ABMEEPE query EE—MRMAEEE R key 0, FFAR

KRE; L3 NED AMSBEIXMIE
e causal BLEEAME: query B = key UBAEHM (offs_ml:, Nonel >=

cols[None, :1) ,
e alpha EENFEE 1 M acc Lk, BFREM—, ERETLR.
o #BU S BY query 17 (RE—1IR) E7E store BY mask £,
e range(@, hi, BLOCK_N) HY hi IR IZ{TIIAI{E, Triton X5,
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W\ LFRER (BERIS) 2 -

for start_n in range(@, hi, BLOCK_N):
cols = start_n + offs_n
k = tl.load(K + base + cols[None, :] % stride_s + offs_d[:, None], mask=col
s = tl.dot(qg, k) * sm_scale
valid = cols[None, :] < S
if CAUSAL:
valid = valid & (offs_m[:, Nonel >= cols[None, :1)
s = tl.where(valid, s, float("-inf"))
m_new = tl.maximum(m_1i, tl.max(s, axis=1))
p = tl.exp(s — m_new[:, Nonel)
alpha = tl.exp(m_i - m_new)
1_i= 1_i % alpha + tl.sum(p, axis=1)
v = tl.load(V + base + cols[:, Nonel x stride_s + offs_d[None, :1, mask=col
acc = tl.dot(p.to(v.dtype), v, acc *x alphal[:, Nonel)
m_i m_new
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z
solutions/t5_flash_attn.py %HE25%. MTEEE i -

solutions/t5_flash_attn.py 97 17

""eT5 . FlashAttention forward (tiled + online softmax) in Triton — reference
solution.

o = softmax(q k~T x sm_scale [+ causal maskl) v, q/k/v/o: [B, H, S, D] fpl6 o
r bfle6.

One program = BLOCK_M queries of one (batch, head). It streams K/V in BLOCK_N
chunks and

never materialises the S x S score matrix: only a BLOCK_M x BLOCK_N tile exis
ts at a time.

Online softmax state per query row i (all fp32):
m_i running max of the scores seen so far
1_i running sum of exp(score — m_i)
acc running sum of exp(score — m_i) * v
When a new chunk raises the max to m_new, old terms are rescaled by alpha = e
xp(m_i - m_new).
At the end o_i = acc_i / 1 1.

import math

import torch
import triton
import triton.language as tl

@triton.jit
def flash_attn_fwd_kernel(Q, K, V, 0, sm_scale,
stride_b, stride_h, stride_s, # same strides
for q, k, v, o, stride_d ==
H, S,
CAUSAL: tl.constexpr, HEAD_DIM: tl.constexpr,
BLOCK_M: tl.constexpr, BLOCK_N: tl.constexpr):
start_m = tl.program_id(0) # which block of queries
bh = tl.program_id(1) # which (batch, head)
off_b = bh // H
off_h = bh % H
base = off_b.to(tl.int64) * stride_b + off_h.to(tl.int64) * stride_h

offs_m

offs_n
hin a chunk

offs_d = tl.arange(0, HEAD_DIM)

start_m x BLOCK_M + tl.arange(0, BLOCK_M) # query positions
tl.arange(0, BLOCK_N) # key positions wit
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# The query tile is loaded once and stays in registers for the whole loo

g = tl.load(Q + base + offs_m[:, Nonel] % stride_s + offs_d[None, :1,
mask=offs_m[:, None]l < S, other=0.0)

m_i = t1l.full([BLOCK_M], float("-inf"), dtype=tl.float32)
1_i = tl.zeros([BLOCK_M], dtype=tl.float32)
acc = tl.zeros([BLOCK_M, HEAD_DIM], dtype=tl.float32)

# Causal: queries in this block never look past their own last position,

so key chunks
# beyond (start_m + 1) * BLOCK_M are skipped entirely (about half the wor

k).
if CAUSAL:
hi = tl.minimum((start_m + 1) * BLOCK_M, S)
else:
hi =S

for start_n in range(@, hi, BLOCK_N):

cols = start_n + offs_n

# Load K already transposed: a [HEAD_DIM, BLOCK N] tile, so g @ k is
a plain tl.dot.

k = tl.load(K + base + cols[None, :] * stride_s + offs_d[:, Nonel,

mask=cols[None, :] < S, other=0.0)

s = tl.dot(q, k) * sm_scale # [BLOCK_M, BLOCK_

N] fp32 scores

valid = cols[None, :] < S # keys past the en
d of the sequence
if CAUSAL:
valid = valid & (offs_m[:, Nonel >= cols[None, :1)
s = tl.where(valid, s, float("-inf"))

# Online softmax update. Every real query row has at least one valid
key (key @) in
# the first chunk, so m_new is finite from the first iteration on and

no
# (-inf) - (-inf) = NaN can appear.
m_new = tl.maximum(m_1i, tl.max(s, axis=1))
p = tl.exp(s — m_newl[:, Nonel) # [BLOCK_M, BLOCK_
N]
alpha = tl.exp(m_i - m_new) # rescales the old

state; 0 on the first chunk
1.1i=1_i % alpha + tl.sum(p, axis=1)

v = tl.load(V + base + cols[:, None] * stride_s + offs_d[None, :1,
mask=cols[:, None]l < S, other=0.0)

acc * alphal:, Nonel

tl.dot(p.to(v.dtype), v, acc) #acc+=p@v (p

acc
acc
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in fpl6/bflé6 for Tensor Cores)
m_i = m_new

o =acc / 1_il:, Nonel
tl.store(0 + base + offs_m[:, Nonel x stride_s + offs_d[None, :1,
0.to(0.dtype.element_ty), mask=offs_ml[:, None] < S)

def flash_attention(q: torch.Tensor, k: torch.Tensor, v: torch.Tensor, causa
1: bool = False,
sm_scale: float | None = None, block_m: int = 64, block_
n: int = 64) —> torch.Tensor:
assert g.shape == k.shape == v.shape and q.dim() == 4, "q, k, v: [B, H,
S, DI"
assert g.dtype == k.dtype == v.dtype and q.dtype in (torch.floatl6, torc
h.bfloat16)
B, H, S, D = g.shape
assert D in (16, 32, 64, 128), "HEAD_DIM must be a power of two in [16, 1
28]"
q, k, v = g.contiguous(), k.contiguous(), v.contiguous()
o = torch.empty_like(q)
if sm_scale is None:
sm_scale = 1.0 / math.sqrt(D)
grid = (triton.cdiv(S, block_m), B *x H)
flash_attn_fwd_kernellgrid]l (g, k, v, o, sm_scale, g.stride(@), g.stride
(1), q.stride(2), H, S,
CAUSAL=causal, HEAD_DIM=D, BLOCK_M=block_m, B
LOCK_N=block_n,
num_warps=4, num_stages=2)

return o
-
NsEZ iz
o FLOPs #& 4-B-H-S2:D (QK" 1 PV & 2-.52-D, causal RE¥) it&., RTX 5090 5L

M (B=4, H=16, D =64, fp16, B{i TFLOP/s)

S iE causal: SDPA / $&f# causal: SDPA / &

512  116.6 / 116.5 58.1/ 68.7

1024 155.2 / 161.3 104.5 / 116.5

2048 189.6 / 190.3 149.0 / 150.8

4096 211.2 / 203.0 186.0 / 175.9
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XNMNRENTTHRAEZH PyTorch SDPA £4FE—KFE (95—118%) , S = 4096 ATHS
12, TEHJLZREHKEMRCNAE., £ HI00 LEESAK—L: IRER) FlashAttention-3 BT

wgmma. TMA #1 warp specialization,

exp2 $I5: i sm_scale L log2(e) , A tl.exp2 XF tl.exp, MEHH) ex2 15
{LEMR, BF tutorial M XAMEY,

causal FIFERTEH: WAKZAINRTEAREE mask, RAENAREE. IREAERENR
AILERAED tl.where ,

B LSE FTF3E: 1lse = m + log(l) , backward EEE. L3 SHAEREHZIHH.
A[EA/Y BLOCK_M / BLOCK_N / num_warps / num_stages : f£ D =64 f1 D = 128 T &
fEARE. A autotune i,

RRIERIFLZE prefill attention, decode (BIRRE 11 query) AT ARBEEEZREE?
L2,

v EHif)E[a): FlashAttention B9 FLOPs &85 H2, NHAKRER?

attention F9EFNATE FLOPs, M7 HBM i£5: naive SLIEIE SX S M5 HUEREH
softmax ERE L. BiEE, FHEE O(S?), FlashAttention EXE D BEE SRAM / F
72282, HBM E5FEE O(S-D) (Q. K. V. O FEE—R, it K. V28D
query RREE—E) , ERABBNITE, BLOHRE IO, BT I0-aware 8%, RMEZELHT
—REBERENNITE,
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Track L - I attention \EF

Paged KV cache. decode attention. GQA. split-KV: ESL serving BIAZIK,
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i - Track L - IR attention MNEE - 5 10 &

Paged KV cache: slot mapping + B cache

VLLM §—% forward WE—1BENX kernel: 32%7 token B K. V & block table E# 49T
#J KV cache, %4k PyTorch B slot, B Triton MREE,

@ 35 min HE 5 fRE mine/11_paged_kv_write.py I . /check.sh 11

S2EfE solutions/11_paged_kv_write.py

1. 55 6. @+

2. FiE55HER 7. I

3. ZAEINANR 8. IR

4. EfE5 L 9. BERR

5. MEEK 10. MEZfE
CF -

PagedAttention i KV cache JREEK/\EI block (page, @& 16 1~ token) , RIZ{E
RAENEMAF—FIRESE: B 1 FJE—5K block table, iICEERZE i 1NB%E block IF1E
B4 block, XMRILUERE R, BEEILZ T EIIHEZRIS block,

B—% forward, FiIEHM K. V (prefill Bf 22 E& prompt, decode RfENFII—1

token) #ELE#H cache, HEZRSNE token TS EF— slot:

slot = block_tablelseq] [pos // block_sizel * block_size + pos % block_size

cache fi/§ [num_blocks, block_size, H_kv, D] , HER&ELEM, AN slot s KIEHER
ERFMm* s - Hkv - D &, vLLM BN AJZE reshape_and_cache /
reshape_and_cache_flash (CUDA) , MK slot_mapping HJITE.

RS EH

PagedAttention / vVLLM i€X -  vin > VLLM reshape_and_cache_flash_kernel
flashinfer > FlashInfer page.cuh -+ | flashinfer > FlashInfer append_paged_kv_cache

flashinfer > test_page.py
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https://arxiv.org/abs/2309.06180
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/csrc/cache_kernels.cu#L336
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/page.cuh
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/page.py#L587
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/tests/attention/test_page.py

Z AR

e PyTorch B9EZRZ5|: block_table[seq_idx, logical_block] —;X4 gather T 1
18 block =,

o B token —** program; token fJ H-D MEHF—HLEMIE ( BLOCK =
next_power_of_2(H-D) ) .

e padding token: slot = -1 &R/RBEI (CUDA graph BJ batch ##MFEISHIR) . A
mask LB program {+AHAE,

o key / value AJEER fused gkv REERMY view: 1T stride @ 3-H-D A= H-D, 1B
B1TAERY [H, D] ZBELEM,

EfF5S %KLL

—" token B KV SZIHFE

{ BEEIR 37 // 16 = 2 }\
offset = 37 % 16 = 5
offset C
{ token (seq 0, pos 37) }/ = }/{ slot = 9:16 + 5 = 149 }—\ | k_cache RFRE |
! 149 - H - D

block_table[0][2]
= ¥R 9

EKit - BIEDE

BMRTE (%) BE—KEEBE (block table) : “HIE5 2 [HE = 905 58”7, &
A (token) RENEBECEHIES 37 i1: 5 37 //16 =2 [HFE. 5 37 % 16 = 5 KK,
T2% 905 S/5 5 5K (slot) . BEKREDE. FTES, BGIEMNBAFHEE: X
#2 paged KV cache ;& BB AMNERRA,

padding token E AT

EX token { B\ cache }
slot = 0

padding token n_valid = 0
slot = -1 #A program TNERE

batch ##55ZlI 8 4> token
CUDA graph ZEREIEMIR

Kernel Dev Il 47 - 128 / 306



%t - TEE

RATEABAEE, {EXE (CUDA graph) MEMIHEETEN, ZEMULEN—KEE
““I"HNEREFR, BIe (kernel) BRZREFMA AT, TREEARAEREH -1 5K
18],

SEEP
£ mine/11_paged_kv_write.py H:

1. slot_mapping(block_table, seq_idx, positions, block_size) : 4E PyTorch. [@=
£t (EE Python #E3F) , IR[E int64 BY [T ,

2. reshape_and_cache_kernel : B key[t] . valuelt] BZ%l k_cache . v_cache HY
slot 4&b; slot < O # token Bkid., wrapper EE#F.

5 cache @48 N, FRYIEMIBE.

AT
mine/11_paged_kv_write.py 47 17

"""1 - Paged KV cache: slot mapping + cache write (VvLLM's reshape_and_cache) — Y
OUR IMPLEMENTATION.

Cache layout (one tensor each for K and V):
k_cache, v_cache : [num_blocks, block_size, num_kv_heads, head_dim]
A sequence's token at logical position p lives in physical block block_table[seq]
[p // block_size]
at offset p % block_size. Flattening (block, offset) gives a "slot":
slot = physical_block * block_size + offset
and because the cache is contiguous, slot s starts at element s *x num_kv_heads *
head_dim.
import torch
import triton
import triton.language as tl

def slot_mapping(block_table: torch.Tensor, seq_idx: torch.Tensor, positions: tor
ch.Tensor,
block_size: int) -> torch.Tensor:
"""phlock_table [B, max_blocks] int32, seq_idx [T], positions [T] —> slots [T]
int64.
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Pure PyTorch, vectorised: no Python loop over tokens.

# TODO: logical block = pos // block_size; physical = block_table[seq, logica
l];

# slot = physical * block_size + pos % block_size (int64, no Python lo
op)

raise NotImplementedError

@triton.jit
def reshape_and_cache_kernel(key_ptr, value_ptr, k_cache_ptr, v_cache_ptr, slot_p
Ty
key_stride, value_stride, HD, BLOCK: tl.constexpr):

# TODO: one program per token: load its slot (-1 = skip), copy the token's Hx
D key and value

# values to k_cache / v_cache at element offset slot * HD

pass

def reshape_and_cache(key: torch.Tensor, value: torch.Tensor, k_cache: torch.Tens
or,
v_cache: torch.Tensor, slots: torch.Tensor) —> None:
""key/value [T, H, D]l —> written in place into k_cache/v_cache [NB, BS, H,
D] at “slots ."""
T, H, D = key.shape
assert value.shape == key.shape
assert k_cache.is_contiguous() and v_cache.is_contiguous()
assert k_cache.shape[2:] == (H, D) and k_cache.dtype == key.dtype
for t in (key, value):
assert t.stride(2) == 1 and t.stride(1) == D, "each token's [H, D] must b
e contiguous"
if T == 0:
return
HD = H % D
reshape_and_cache_kernel[(T,)](key, value, k_cache, v_cache, slots.long(),
key.stride(0), value.stride(@), HD, BLOCK=trit
on.next_power_of_2(HD))

Ll

./check.sh 11
./check.sh 11 —--bench

tests/test_11_paged_kv_write.py 52 17

import torch
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from common.env import DEVICE
from drill import load

def test_slot_mapping():

m = load("11_paged_kv_write")

block_table = torch.tensor([[7, 2, 51, [0, 3, 0]], dtype=torch.int32)

seq_idx = torch.tensor([0, 0, 0, 1, 11)

positions = torch.tensor([0, 3, 4, 0, 5])

# block_size 4: seqd posd —> block 7 off 0; pos3 —> 7x4+3; pos4 —> block 2 of
f o,

# seql pos@® —> block 0 off 0; pos5 —> block 3 off 1

out = m.slot_mapping(block_table, seq_idx, positions, 4)

assert out.dtype == torch.int64

assert out.tolist() == [28, 31, 8, 0, 13]

def _reference_write(key, value, k_cache, v_cache, slots):
kc, vc = k_cache.clone(), v_cache.clone()
NB, BS, H, D = kc.shape
valid = slots >= 0
kc.view(NB x BS, H, D)I[slots[valid]]
vc.view(NB x BS, H, D) [slots[validll
return kc, vc

key [valid]
value[valid]

def test_reshape_and_cache():
m = load("11_paged_kv_write")
NB, BS, H, D, T = 6, 16, 2, 64, 37
k_cache = torch.zeros(NB, BS, H, D, device=DEVICE, dtype=torch.float16)
v_cache = torch.zeros_like(k_cache)
key = torch.randn(T, H, D, device=DEVICE).half()
value = torch.randn(T, H, D, device=DEVICE).half()
slots = torch.randperm(NB * BS) [:T].to(DEVICE)

slots[[3, 10]] = -1 # padding tokens must b
e skipped
ref_k, ref_v = _reference_write(key, value, k_cache, v_cache, slots)

m.reshape_and_cache(key, value, k_cache, v_cache, slots)
assert torch.equal(k_cache, ref_k) and torch.equal(v_cache, ref_v)

def test_reshape_and_cache_strided_rows():
m = load("11_paged_kv_write")
T, H, D =29, 4, 32

gkv = torch.randn(T, 3 *x H, D, device=DEVICE) # fused projection out
put

key, value = gkv[:, H:2 x H], gkv[:, 2 % H:] # views with row stri
de 3xHxD

k_cache = torch.zeros(2, 16, H, D, device=DEVICE)

v_cache = torch.zeros_like(k_cache)
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slots = torch.arange(T, device=DEVICE) * 3
ref_k, ref_v = _reference_write(key, value, k_cache, v_cache, slots)

m

.reshape_and_cache(key, value, k_cache, v_cache, slots)

assert torch.equal(k_cache, ref_k) and torch.equal(v_cache, ref_v)

R

slot_mapping =17 71 (ZEE:E) e -

logical = positions // block_size — physical = block_table[seq_idx,

logicall — physical % block_size + positions % block_size , IC1SER4EAL

long

o

kernel H@ES5ERI (FERIE) i -

t = tl.program_id(@) , slot = tl.load(slot_ptr + t) ,

JEMILE: key ptr + t x key_stride + offs ; BAnithilt: k_cache_ptr + slot *
HD + offs ,

BiE padding: ZEMBIEERE mask = (offs < HD) & (slot >= 0) , 'BEfE GPU
EiZEE, {8 CPU BESRAEZHEMENRAS HRKM mask, AJUR—MENTS
5. n_valid = tl.where(slot >= @, HD, @) , mask = offs < n_valid ,

kernel X /IFRER (EEEIB) i -

t = tl.program_id(0).to(tl.int64)
slot = tl.load(slot_ptr + t)
offs = tl.arange(0, BLOCK)

mask = offs < tl.where(slot >= 0, HD, 0)

K =
vV =

tl.load(key_ptr + t * key_stride + offs, mask=mask)
tl.load(value_ptr + t * value_stride + offs, mask=mask)

tl.store(k_cache_ptr + slot x HD + offs, k, mask=mask)
tl.store(v_cache_ptr + slot x HD + offs, v, mask=mask)
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SER

z
solutions/I1_paged_kv_write.py %8555, MidliiEE i -

solutions/11_paged_kv_write.py 62 17

""" 1 - Paged KV cache: slot mapping + cache write (vLLM's reshape_and_cache)
— reference solution.

Cache layout (one tensor each for K and V):
k_cache, v_cache : [num_blocks, block_size, num_kv_heads, head_dim]
A sequence's token at logical position p lives in physical block block_table
[seql[p // block_size]
at offset p % block_size. Flattening (block, offset) gives a "slot":
slot = physical_block * block_size + offset
and because the cache is contiguous, slot s starts at element s * num_kv_head
s x head_dim.
import torch
import triton
import triton.language as tl

def slot_mapping(block_table: torch.Tensor, seq_idx: torch.Tensor, positions:
torch.Tensor,
block_size: int) —> torch.Tensor:
"""phlock_table [B, max_blocks] int32, seq_idx [T], positions [T] —> slots
[T] int64.

Pure PyTorch, vectorised: no Python loop over tokens.

seq_idx = seqg_idx.long()

positions = positions.long()

logical_block = positions // block_size
# which page of the sequence

physical_block = block_tablel[seq_idx, logical_block].long()
# gather: [T]

return physical_block * block_size + positions % block_size

@triton.jit
def reshape_and_cache_kernel(key_ptr, value_ptr, k_cache_ptr, v_cache_ptr, sl

ot_ptr,
key_stride, value_stride, HD, BLOCK: tl.constexp
r):
t = tl.program_id(0).to(tl.int64) # one program per new token
slot = tl.load(slot_ptr + t) # int64; -1 marks padding toke

ns to skip
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offs = tl.arange(0, BLOCK) # the token's HxD values, flat
tened

# Padding token —> 0 valid elements, every lane masked off. (Written as o
ne comparison

# rather than " (offs < HD) & (slot >= @) : same meaning, and the CPU inte
rpreter rejects

# a mask built by and-ing a scalar with a block.)

n_valid = tl.where(slot >= 0, HD, 0)

mask = offs < n_valid

# key/value rows may be strided (e.g. a view into a fused gkv tensor), bu
t each row's
# [H, D] part is contiguous.
= tl.load(key_ptr + t x key_stride + offs, mask=mask)
tl.load(value_ptr + t x value_stride + offs, mask=mask)
The cache is contiguous: slot s occupies elements [s *x HD, (s + 1) x H

k
v
#
D).

tl.store(k_cache_ptr + slot *x HD + offs, k, mask=mask)
tl.store(v_cache_ptr + slot x HD + offs, v, mask=mask)

def reshape_and_cache(key: torch.Tensor, value: torch.Tensor, k_cache: torch.
Tensor,
v_cache: torch.Tensor, slots: torch.Tensor) —> None:
""key/value [T, H, DI —> written in place into k_cache/v_cache [NB, BS,
H, D] at ‘slots'."""
T, H, D = key.shape
assert value.shape == key.shape
assert k_cache.is_contiguous() and v_cache.is_contiguous()
assert k_cache.shape[2:] == (H, D) and k_cache.dtype == key.dtype
for t in (key, value):
assert t.stride(2) == 1 and t.stride(1) == D, "each token's [H, D] mu
st be contiguous"
if T == 0:
return
HD = H % D
reshape_and_cache_kernel[(T,)] (key, value, k_cache, v_cache, slots.long
0,
key.stride(@), value.stride(@), HD, BLOCK=
triton.next_power_of_2(HD))

MFEZ 5

o XE4FEN kernel: BWHEIL“IE key + value. BF cache”itE, RTX 5090 5L
M: T=8192, H=8. D =128 I 53.5 us - 1254 GB/s (slot 2kEH AT, BALLE
42 Mo a8 —LE)
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e FP8 KV cache: EEAIEM ( cache = (k / scale).to(fp8) ) , cache A=,
decode #E KV WFHEURBF . t8E kernel f1— per-tensor #J scale,

e VLLM B9 CUDA IRAX 2 THFh cache layout: [num_blocks, block_size, H, DI
(flash %8, ARARK)) FIE D B x = 16 =% JEMIEHR (A paged
attention v1/v2 @E/4EEKIT) . IZEEKBE reshape_and_cache #
reshape_and_cache_flash RIX3%I,

o J1+4 block_size —f&=Z 167 &K/J\: block table Ik, attention kernel AY[E)3ZFILE
%Z; KK: AR (RE— block BRE) TZ, BIRHEMNFEDLEME,

M FS—=
v HidiE[D): paged KV cache #HLEELE KV cache RO 21T A7
attention kernel i£— page #E5E block table, Z—R[E#EFt; ¥IB E&E

g, BARER—IXRNESEN, FLRNFRERA. IUSSER, ATNERSIZEH

Z 8145 block (copy-on-write) , #EAERLEERSHF/LE. page K/NEXME Z (B8
i,
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i - Track L - IR attention NBEE - & 11 &

Paged decode attention + GQA

decode MEREBNRIIRE 1 N Ef query, ZIEFEREENHERN KV: X2
bound RIE)&, GQA itZ query head H£F—1 KV, kernel ZFAX—

N Y 7]
;-\-L\DE /No

4 memory—

=, EBE1 page

@ 60 min HE fRE mine/12_paged_decode.py IS . /check.sh 12

S #EfR solutions/12_paged_decode.py

1. 82 6. AT

2. FRB5EM 7. WK

3. ZAEINENR 8. &R

4. EfR5 %L 9. BER

5. MEER 10. MEZ &
-

prefill (T5) & compute-bound 89: Q BRZ1T, oK™ SEIEAEFET ., decode RIEBTF
HIE head RE—1 query [=E:

e ITEE: 8 KV token 4 4.0 FLOPs (=FR + H0#KF)

o EENE: 8 KV token EiE 2.0 P (K V)

BARBEARN 1, mETEHER, BB = KV cache F7# / FE. Filk decode A1LAI%
DEEE: BHIE KV ZEREN. REIR,

GQA (Grouped-Query Attention, LLaMA-2 70B. LLaMA-3. Qwen %) : Hq > query
head $£Z Hkv ™ KV head, GROUP = Hq / Hkv (EW=E 43 8) ., WIRE query head

EF— program, E— KV £#3E GROUP )X; ISR — program fiz&x— KV head F
HIZEEE GROUP 1 query head, KV RiE—R, EREEDEZIZS GROUP 15,

N L BV IN
RBS5EH
flashinfer > FlashInfer decode.cuh ' *  vllm > VLLM Triton decode attention

sglang > SGLang Triton decode attention  * GQA 18X
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https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/attention/decode.cuh
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/vllm/v1/attention/ops/triton_decode_attention.py
https://github.com/sgl-project/sglang/blob/797af7170f34dd4cb9e397e0038c52371ef5e050/python/sglang/kernels/ops/attention/decode_attention.py

ERZIRAIR

e BIN: q [B, Hq, D] ; k_cache, v_cache [num_blocks, PAGE, Hkv, D] ;
block_tables [B, max_blocks] ; context_lens [B] ,

e — program = (&%l b, kv head): grid = (B, Hkv) ,

o X program B query: q_heads = kvh-GROUP + [0, GROUP) , #Am—~ [GROUP,
D] AU/\AEPE. tl.dot ER M > 16, FrlA%MEI GROUP_PAD = max(16,
next_pow2(GROUP)) 17, ZHEYITIE 0, REATF.

o 1% page ¥ : phys = block_tables[b, pl , & [PAGE, D] HJ K. V,

e tl.trans(k) : [PAGE, D] - [D, PAGE] , #AfJ§ s = tl.dot(q, tl.trans(k)) , 5%
[GROUP_PAD, PAGE] ,

o Bf5— page Fi#: tok = p-PAGE + offs_t, tok >= ctx HIIEBEDEFIEAN —inf,
o & page M softmax: 5 T5 SE£MHER online softmax,

Elf# S5 kKEE

GQA decode: —1* KV head fR53—4H query head

8 1 query head 185k [16, D] S=QK" { online softmax }—{ 8 1 head K% H }
E—4 KV head T #5731 16 17 tl.dot
| block_table[b][p] s | K / V page [16, D]
- ## page B/RIRE—R

ELb - ARAES

8 ™A (query head) EBE—4&ZEH (KV head) , EBEEBIEMRB—IX, Efﬁgi‘ﬂﬁ8
fHE—AF; ARE—X. ARBEE—EE (GQA IT8) , R 1#. decode HIHEZN
BWPB” (L KV) , FAAX—BEEET 7/8 B9dE,
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decode A{t4A =2 memory-bound

K # V (fpl6: 4D =)

{ B2 20 MY

o
o #1 KV token 0

Al = 1FLOP / ¥% { Wil ~ KV 258 + %5 }
#BR4 100-300

AL 4-D REH
AR+ DAURA

b - BTIRE—MF

decode REIE—" KV token, RMJLRFMFINIE T, MEATE—DFIEEARTHMN
PLREWTRNMEIE: NHEEHEERS £, FRA—DRAEERMEFE: GQA (JLTA
—EE) . KV 21t (FHEEE/N) | paged (FHAMESH) .

A EHER

wrapper BE51F (ER PAGE#MI D 2 > 16 B9 2 B9, context_len = 1) ,

paged_decode_kernel :

3]

¥

e #F MHA (Hg = Hkv) . GQA (8/2) . MQA (6/1, GROUP "2 2 &) .
e X#F PAGE =16, 32; context KEEE (1. 17. 100) ,

o« 81 K/ V page BT program FRIFE—IX,

e fp16 T5 reference WiRZE < le-2,

T
mine/12_paged_decode.py 52 1T
"2 - Paged decode attention with GQA — YOUR IMPLEMENTATION.

q [B, Hg, DI, k/v_cache [num_blocks, PAGE, Hkv, D], block_tables [B, max_blocks]
int32,

context_lens [B] int32 —> out [B, Hg, D]. One program per (sequence, kv head).
The wrapper is done; implement paged_decode_kernel.

import math
import torch

import triton
import triton.language as tl
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@triton.jit
def paged_decode_kernel(Q, K_cache, V_cache, block_tables, context_lens, 0, scal
e,

stride_qb, stride_gh,

stride_cb, stride_ct, stride_ch, # cache stride
s: block, token, head (dim stride 1)
stride_btb, # block_tables

row stride
stride_ob, stride_oh,
GROUP: t1l.constexpr, GROUP_PAD: tl.constexpr,
PAGE: tl.constexpr, HEAD_DIM: tl.constexpr):
# TODO:
# b, kvh, ctx; offs_g (GROUP_PAD), offs_t (PAGE), offs_d; q_heads = kvh * GRO
UP + offs_g
# load g [GROUP_PAD, D] (padded rows @)
# for p in range(cdiv(ctx, PAGE)): phys = block_tables[b, p]; load k, v pages
[PAGE, D];

# s = dot(q, trans(k)) *x scale; mask tokens >= ctx; online softmax update
# store acc / 1_i for the real heads
pass

def paged_decode_attention(q: torch.Tensor, k_cache: torch.Tensor, v_cache: torc
h.Tensor,

block_tables: torch.Tensor, context_lens: torch.Tenso

r,
scale: float | None = None) —> torch.Tensor:
B, Hg, D = q.shape
NB, PAGE, Hkv, D2 = k_cache.shape
assert D == D2 and v_cache.shape == k_cache.shape and Hq % Hkv == 0
assert k_cache.is_contiguous() and v_cache.is_contiguous() and q.stride(-1) =
= i

assert PAGE >= 16 and PAGE & (PAGE - 1) == 0, '"page size: a power of two >= 1
6 (tl.dot)"
assert D >= 16 and D & (D - 1) == 0, "head_dim: a power of two >= 16"
GROUP = Hq // Hkv
GROUP_PAD = max(16, triton.next_power_of_2(GROUP))
if scale is None:
scale = 1.0 / math.sqrt(D)
out = torch.empty_like(q)
paged_decode_kernel[(B, Hkv)](
g, k_cache, v_cache, block_tables, context_lens, out, scale,
g.stride(0), q.stride(1),
k_cache.stride(9), k_cache.stride(1), k_cache.stride(2),
block_tables.stride(0),
out.stride(0), out.stride(1),
GROUP=GROUP, GROUP_PAD=GROUP_PAD, PAGE=PAGE, HEAD_DIM=D, num_warps=4)
return out
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il

./check.sh 12
./check.sh 12 —--bench # BHEZ: KV EFH / AfE

reference ( tests/_paged.py ) 3% block table 28 MNFFIH KV HEELEKE, F
repeat_interleave BFF GQA, BZ& softmax:

tests/_paged.py 35 1T

"""Helpers shared by the paged-attention tests: build a random paged KV cache + a

reference.
import torch

def make_paged(context_lens, num_kv_heads, head_dim, page, dtype, device, extra_b
locks=3, seed=0):

g = torch.Generator().manual_seed(seed)

pages_per_seq = [(c + page - 1) // page for c in context_lens]

max_blocks = max(pages_per_seq)

num_blocks = sum(pages_per_seq) + extra_blocks

perm = torch.randperm(num_blocks, generator=g) # physical blocks in
random order

block_tables = torch.zeros(len(context_lens), max_blocks, dtype=torch.int32)

used = 0

for b, n in enumerate(pages_per_seq):

block_tables[b, :n] = perm[used:used + n]l.to(torch.int32)

used += n
k_cache = torch.randn(num_blocks, page, num_kv_heads, head_dim, generator=g).
to(dtype)
v_cache = torch.randn(num_blocks, page, num_kv_heads, head_dim, generator=g).
to(dtype)

return (k_cache.to(device), v_cache.to(device), block_tables.to(device),
torch.tensor(context_lens, dtype=torch.int32, device=device))

def reference_decode(q, k_cache, v_cache, block_tables, context_lens, scale):
B, Hq, D = q.shape
_, page, Hkv, _ = k_cache.shape
out = torch.empty(B, Hg, D, dtype=torch.float32, device=q.device)
for b in range(B):
ctx = int(context_lens[bl)
blocks = block_tables[b, : (ctx + page — 1) // pagel.long()
k = k_cache[blocks].reshape(-1, Hkv, D) [:ctx].float() # [ctx, Hk

v, D]

v = v_cache[blocks].reshape(-1, Hkv, D) [:ctx].float()

k = k.repeat_interleave(Hq // Hkv, dim=1) # GOQA: sh
are kv heads

Kernel Dev JI| 47 - 140 / 306



<
1l

v.repeat_interleave(Hq // Hkv, dim=1)
torch.einsum("hd, thd—>ht", qlb].float(), k) * scale # [Hq, ct

X]
out[b] = torch.einsum("ht,thd—>hd", s.softmax(-1), v)
return out

tests/test_12_paged_decode.py 22 17

import math

import pytest
import torch

from common.env import DEVICE
from drill import load
from tests._paged import make_paged, reference_decode

@pytest.mark.parametrize("Hq,Hkv", [(4, 4), (8, 2), (6, 1)])
@pytest.mark.parametrize("page", [16, 321)
def test_paged_decode(Hg, Hkv, page):

m = load("12_paged_decode")

D = 64

ctx = [1, 17, 100]

k_cache, v_cache, bt, cl = make_paged(ctx, Hkv, D, page, torch.floatl6, DEVIC

g = torch.randn(len(ctx), Hq, D, device=DEVICE).half()

out = m.paged_decode_attention(q, k_cache, v_cache, bt, cl)

assert out.shape == g.shape and out.dtype == q.dtype

ref = reference_decode(q, k_cache, v_cache, bt, cl, 1 / math.sqrt(D))
torch.testing.assert_close(out.float(), ref, rtol=le-2, atol=le-2)

R
fT5 Lk, AEZLFE »B EEB) e -

1. query "7 [BLOCK_M, D1 RUEL—IR, M=E—1 kv head T#J GROUP 1
head (%M%%] GROUP_PAD 17)

2. key IIEARZ start_n + arange , M=5E block table #ZI¥IE page, BE
page AR,

3. BTNRINKEARR: BT LARE cdiv(context_lens[b]l, PAGE) , &fg— page
A mask,
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Mtk wRSHRS (REE:E) g -

q: Q + b-stride_gb + q_heads[:, Nonel-stride_gh + offs_d[None, :]
k / v: CACHE + phys-stride_cb + offs_t[:, Nonel:stride_ct + kvh:stride_ch + of
out: 0 + b-stride_ob + q_heads[:, Nonel-stride_oh + offs_d[None, :] (mask:

phys ZELER int64: num_blocks - stride_cb RBESi#BT 2%,

RS NFRER (BEELS) i -

for p in range(@, tl.cdiv(ctx, PAGE)):
phys = tl.load(block_tables + b *x stride_btb + p).to(tl.int64)
t_mask = (p *x PAGE + offs_t) < ctx
kv_off = phys x stride_cb + offs_t[:, None] % stride_ct + kvh *x stride_ch +
k = tl.load(K_cache + kv_off, mask=t_maskl[:, Nonel, other=0.0)
v = tl.load(V_cache + kv_off, mask=t_mask[:, Nonel, other=0.0)
s = tl.where(t_mask[None, :1, tl.dot(q, tl.trans(k)) * scale, float("-inf")
m_new = tl.maximum(m_i, tl.max(s, axis=1))
p_ = tl.exp(s - m_new[:, Nonel)
alpha = tl.exp(m_i — m_new)
1.i=1.1i%* alpha + tl.sum(p_, axis=1)
acc = tl.dot(p_.to(v.dtype), v, acc *x alphal:, Nonel)
m_i m_new

—~
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SER

p
solutions/I2_paged_decode.py %EE5%. MidlitES 2 -

solutions/12_paged_decode.py 97 17

"2 - Paged decode attention with GQA — reference solution.

Decode step: each sequence has ONE new query token per head, and attends over

its whole

history stored in the paged KV cache.
q [B, Hq, DI
k/v_cache [num_blocks, PAGE, Hkv, DI (Hg = GROUP x Hkv)
block tables [B, max_blocks] int32, context_lens [B] int32 (>= 1)
out [B, Hg, DI

One program per (sequence, kv head). It handles the GROUP query heads that sh
are this kv head

together, so every K/V page is read from memory once for the whole group — de
code is

memory-bound, and this is the main saving GQA offers. The group is padded to
>= 16 rows so

g @ k*T can use tl.dot (Tensor Cores need M >= 16).

import math

import torch
import triton
import triton.language as tl

@triton.jit
def paged_decode_kernel(Q, K_cache, V_cache, block_tables, context_lens, 0, s

cale,

stride_qgb, stride_gh,

stride_cb, stride_ct, stride_ch, # cache str
ides: block, token, head (dim stride 1)

stride_btb, # block_tab

les row stride
stride_ob, stride_oh,
GROUP: tl.constexpr, GROUP_PAD: tl.constexpr,
PAGE: tl.constexpr, HEAD_DIM: tl.constexpr):
b = tl.program_id(0).to(tl.int64)
kvh = tl.program_id(1).to(tl.int64)
ctx = tl.load(context_lens + b)

offs_g = tl.arange(@, GROUP_PAD) # query heads within the
group (padded)
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offs_t = tl.arange(0, PAGE) # token offsets within a
page

offs_d = tl.arange(0, HEAD_DIM)

g_mask = offs_g < GROUP

g_heads = kvh x GROUP + offs_g # query heads served by
this kv head

g = tl.load(Q + b x stride_gb + g_heads[:, Nonel * stride_gh + offs_d[Non
e, :l,

mask=g_mask[:, Nonel, other=0.0) # [GROUP_PAD, D]; padded
rows are 0

m_i = t1.full([GROUP_PAD], float("-inf"), dtype=tl.float32)
1_i = tl.zeros([GROUP_PAD], dtype=tl.float32)
acc = tl.zeros([GROUP_PAD, HEAD_DIM], dtype=tl.float32)

num_pages = tl.cdiv(ctx, PAGE)
for p in range(@, num_pages):
# Indirection: logical page p of this sequence —> physical block in t
he cache.
phys = tl.load(block_tables + b % stride_btb + p).to(tl.int64)
tok = p % PAGE + offs_t
t_mask = tok < ctx # the last page is usual
ly partial

kv_off = phys % stride_cb + offs_t[:, None] % stride_ct + kvh *x strid
e _ch + offs_d[None, :]

k = tl.load(K _cache + kv_off, mask=t_mask[:, None], other=0.0) # [P
AGE, D]

v = tl.load(V_cache + kv_off, mask=t_mask[:, Nonel, other=0.0) # [P
AGE, D]

s = tl.dot(qg, tl.trans(k)) * scale # [GROUP_PAD, PAGE] fp32

tl.where(t_mask[None, :1, s, float("-inf"))

# Same online-softmax update as FlashAttention (T5). Page 0@ always ha
s token 0, so
# m_new is finite from the first iteration.
m = tl.maximum(m_i, tl.max(s, axis=1))
p_ = tl.exp(s — m_new[:, Nonel)
alpha = tl.exp(m_i - m_new)
1_i = 1_i % alpha + tl.sum(p_, axis=1)
acc * alphal:, None]
acc = tl.dot(p_.to(v.dtype), v, acc)
m_i = m_new

Q
(@]
(@]

1l

out = acc / 1_il:, None]
tl.store(0 + b * stride_ob + g_heads[:, Nonel * stride_oh + offs_d[None,
-l
out.to(0.dtype.element_ty), mask=g_mask[:, Nonel)
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def paged_decode_attention(q: torch.Tensor, k_cache: torch.Tensor, v_cache: t
orch.Tensor,
block_tables: torch.Tensor, context_lens: torch.Te
nsor,
scale: float | None = None) —> torch.Tensor:
B, Hg, D = q.shape
NB, PAGE, Hkv, D2 = k_cache.shape
assert D == D2 and v_cache.shape == k_cache.shape and Hq % Hkv ==
assert k_cache.is_contiguous() and v_cache.is_contiguous()
1) ==
assert PAGE >
>= 16 (tl.dot)"
assert D >= 16 and D & (D - 1) == 0, "head_dim: a power of two >= 16"
GROUP = Hq // Hkv
GROUP_PAD = max(16, triton.next_power_of_2(GROUP))
if scale is None:
scale = 1.0 / math.sqrt(D)
out = torch.empty_like(q)
paged_decode_kernel[(B, Hkv)](
g, k_cache, v_cache, block_tables, context_lens, out, scale,
g.stride(0), q.stride(1),
k_cache.stride(0), k_cache.stride(1), k_cache.stride(2),
block_tables.stride(0),
out.stride(0), out.stride(1),
GROUP=GROUP, GROUP_PAD=GROUP_PAD, PAGE=PAGE, HEAD_DIM=D, num_warps=4)

and q.stride(-

16 and PAGE & (PAGE - 1) == 0, "page size: a power of two

return out
\
M5e2Z 5
e BWHERE =2+ B - ctx - Hkv - D - 2 FF / B4E , RTX 5090 T (Hq = 32,
Hkv = 8. D = 128. page 16)
B - ctx B8 BUHR

64 X 1024 176 us 1520 GB/s (I&1E8Y 85%)
8 X 4096 261 us 514 GB/s
1 X 32768 1839 us 73 GB/s (IB1EH 4%)
e B=1, ctx = 32768 BfIEEI€: RH B - Hkv = 8 > program, 5090 # 170 P SM

BRAF 8 MELE, 81 program BEEITE 2048 1 page, XIEE L3 EfFRAY()

18
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o WEE“E query head —4> program”® 5 (grid = (B, Hq) ) : KV EENETAK
GROUP f&, & H M ERTN,

e VLLM B9 paged attention v1 IERX1M 4 (CUDA F5, 81 warp ARZ—%
token) ; v2 LT F, Flashinfer B9 BatchDecodeWithPagedKVCacheWrapper NI&
RHE batch MKEBMRAERE D FH .

v EifiBa]: F{t4 decode attention FHAN#H Tensor Core? GQA B+ 4 EBEH?

B head RE 11 query, q @ k™ EFEF43EME, Tensor Core FEZE/) 16 1THIZEE

R, BE— KV head THJ GROUP 1™ query T8 B— 1 EME, aILUEHEZ1T (GROUP
= 8 It4hE 16, BRFIAERZ 50%) , EEEME KV RiE—RX, ERBERA GROUP
E, BRABBHNIIEMERSTRIIEZ query, hEFIBREFENITEREE.
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iy - Track L - IR attention MNEE - £ 12 &

Split-KV decode (Flash-Decoding) + LSE &3

batch /N, F TFXKE, L2 REEEEITIEAY program, GPU AEo it EETE, BETF
FI E X BYIR NUM_SPLITS ERH1T8, &G log-sum-exp #BAEH: X#E Flash-
Decoding,

@ 60 min HWE M fRE mine/13_split_kv_decode.py 68 ./check.sh 13

S #EfR solutions/13_split_kv_decode.py

1. 82 6. AT

2. FRB5EM 7. WK

3. ZAEINENR 8. &R

4. EfR5 %L 9. BER

5. MEER 10. MEZ &
-

L2 #J program 1 = B - Hkv , B =1, Hkv = 8 R E 8 1> program, i@ H100 & 132
SM, 81 program BREHITET 32K 1 token: HRFAFRTERE 10%,
Flash-Decoding / split-KV: & F FXHEB—T],

e B—% (grid = (B, Hkv, NUM_SPLITS) ) : & program RAEHSH—ER page,
FRIX—EBEREA—FNEE o_s , URIX—EH) log-sum-exp lse_s = m_s +
log(1l_s) o

o % (grid = (B, Hg) ) : &,

M = max_s lse_s
w_s = exp(lse_s — M)
out =X sws +*o05Ss/3>XSws

RALXEEHEZIEMH: lse_s = log =_{j€s} exp(score_j) IEERIX—ERRI softmax o8&
EXXER, FRBA exp(lse_s) MmX—EBRERBEFIBHMAHMNINE., BEM R2ATEHHLEELE,
M T2 FiEE max WIREER.

XN EHIREERSHASESEI: Flashinfer # merge_state . VLLM £
merge_attn_states (BIZR4E1Z / cascade attention 1, IENHEZFIEMIEEED B
attention §H i) . ring attention &,
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RS EH

Flash—-Decoding for long—context inference -
flashinfer > FlashInfer scheduler.cuh (9 F/R%R)

flashinfer > FlashInfer cascade.cuh (&%)  * vllm > VLLM Triton decode (stagel / stage2)

ERZIRAIR

o B split A=K page BE: pages_per_split = cdiv(num_pages, NUM_SPLITS) ,
[split-pps, min((split+1)-pps, num_pages)) .

. EHR: ERESIENA split TEESTHEM page, B 1= 0. n = —inf, BA
B o =0. lse = -inf, GHIFNERN exp(-inf) = 0 , THM o/0, thAEE
log(0) FHEM.

o AR fp32 7Ff4: o_part [B, Hq, NUM_SPLITS, DI, 1lse [B, Hg,
NUM_SPLITS] ,

o &3 kernel —RIZNFRBESD K SPLIT_PAD = next_pow2(NUM_SPLITS) , ZHEIH A

lse 1B -inf,

Elf# S5 kEE

split-KV: & E XU, BRASH

o
It split 0 )i
page 0 — 511
o
o
it split 1 )i
page 512 — 1023
o
..
o

{ —1" &5l 32K token

(o_s, Ise_s) merge out
p32 MHER w = exp(lse — max)

EKLE - 64 PADXEFE—FH
— T AE 1000 TIKE, Mo 64 TAZFE—R. BARWERA: X—RIEVEE

(o_s) , ME“Z—EBHEBZPHE" (Ise_s) . TRDOEBNNEHARE., RARBE
ARpE, ERTENEMREEE, WHIGEERSH: ENDER (EFRIIDAEIT)
PER 0 (Ise = -0) , HIZBHE.

Kernel Dev Il 47 - 148 / 306


https://crfm.stanford.edu/2023/10/12/flashdecoding.html
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/attention/scheduler.cuh
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/attention/cascade.cuh
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/vllm/v1/attention/ops/triton_decode_attention.py

DNREE?

B - Hkv 4> program
SM # = 170 (5090)

fl: B = 64 » 512

O-

ELF SM 2 29A
Gl:B=1-8 4 B3 B-Hkv-splits = JUf§ SM

{ B2E SM ME0/LE

ELE - BMRASIRILTA

RE—1HHE (batch /) , IR—TAIRIERR, Hfth 169 TTAEZVLES; EBEHFRM
64 1§74 64 TABNMR, BEMKAR (67) , RES. JUREKMER 512 TFH
1 (batch X) , BAEBZRET, BFRAZSHARNIIX.

ISP
wrapper E51f. XU kernel:

1. split_kv_partial_kernel : [ L2 HHERITEF, BRLIER split B9 page SEE: BH
o_part M lse, HIEWOETSH.,
2. merge_kernel : & FEIMNAXNEH, #WE [B, Hg, DI,

num_splits EX 1. 3. 4. 8 WEREES reference —, HHEAREELHI NaN (IifhAE
context_len = 1 WFF, EMNAEBO D REAEZM)

aF
mine/13_split_kv_decode.py 69 1T

"3 - Split-KV decode attention (Flash-Decoding) + log-sum-exp merge — YOUR IMP
LEMENTATION.

Pass 1: each (seq, kv head, split) program -> partial output + LSE. Pass 2: merg
e.

The wrapper is done; implement both kernels.

import math

import torch
import triton
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import triton.language as tl

@triton.jit
def split_kv_partial_kernel(Q, K_cache, V_cache, block_tables, context_lens, 0_pa
rt, LSE, scale,
stride_qgb, stride_gh,
stride_cb, stride_ct, stride_ch,
stride_btb,
stride_pb, stride_ph, stride_ps, # 0_part [B, H
q, NUM_SPLITS, D] fp32
stride_1b, stride_1h, # LSE [B, H
q, NUM_SPLITS] fp32
NUM_SPLITS: tl.constexpr,
GROUP: tl.constexpr, GROUP_PAD: tl.constexpr,
PAGE: tl.constexpr, HEAD_DIM: tl.constexpr):
# TODO: like L2, but only over pages [p_start, p_end) of this split;
# write o = acc / 1_1i (0 for an empty split) and lse = m_i + log(l_i) (-inf f
or an empty split)
pass

@triton.jit
def merge_kernel(0_part, LSE, O,
stride_pb, stride_ph, stride_ps, stride_1lb, stride_1lh, stride_o
b, stride_oh,
NUM_SPLITS: tl.constexpr, SPLIT_PAD: tl.constexpr, HEAD_DIM: t1.
constexpr):
# TODO: load the NUM_SPLITS lse values (pad with —-inf) and partial outputs;
# w = exp(lse — max(lse)); out = sum(w * o) / sum(w)
pass

def split_kv_decode_attention(q: torch.Tensor, k_cache: torch.Tensor, v_cache: to
rch.Tensor,
block_tables: torch.Tensor, context_lens: torch.Ten
sor,
num_splits: int = 4, scale: float | None = None) —>
torch.Tensor:
B, Hq, D = g.shape
NB, PAGE, Hkv, D2 = k_cache.shape
assert D == D2 and v_cache.shape == k_cache.shape and Hq % Hkv == 0
assert k_cache.is_contiguous() and v_cache.is_contiguous() and q.stride(-1) =

assert PAGE >= 16 and PAGE & (PAGE — 1) == 0 and D >= 16 and D & (D - 1) ==
assert num_splits >= 1
GROUP = Hq // Hkv
GROUP_PAD = max(16, triton.next_power_of_2(GROUP))
if scale is None:
scale = 1.0 / math.sqrt(D)
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# Partial results stay in fp32: they are combined again, so keep the extra pr
ecision.
o_part = torch.empty((B, Hgq, num_splits, D), dtype=torch.float32, device=q.de
vice)
lse = torch.empty((B, Hqg, num_splits), dtype=torch.float32, device=q.device)
split_kv_partial_kernel[(B, Hkv, num_splits)](
g, k_cache, v_cache, block_tables, context_lens, o_part, 1lse, scale,
q.stride(0), q.stride(1),
k_cache.stride(9), k_cache.stride(1), k_cache.stride(2),
block_tables.stride(0),
o_part.stride(0), o_part.stride(1), o_part.stride(2),
lse.stride(0), lse.stride(1),
NUM_SPLITS=num_splits, GROUP=GROUP, GROUP_PAD=GROUP_PAD, PAGE=PAGE, HEAD_
DIM=D, num_warps=4)

out = torch.empty_like(q)
merge_kernel[(B, Hq)](
o_part, 1lse, out,
o_part.stride(0), o_part.stride(1), o_part.stride(2), lse.stride(0), lse.
stride(1),
out.stride(0), out.stride(1),
NUM_SPLITS=num_splits, SPLIT_PAD=max(2, triton.next_power_of_2(num_split
s)), HEAD_DIM=D, num_warps=1)
return out

Ll

./check.sh 13
./check.sh 13 —-bench # L2 vs L3 (num_splits =4 / 16 / 64) , =f (B, ctx) #HE

tests/test_13_split_kv_decode.py 22 17

import math

import pytest
import torch

from common.env import DEVICE
from drill import load
from tests._paged import make_paged, reference_decode

@pytest.mark.parametrize("num_splits", [1, 3, 4, 8])
def test_split_kv_decode(num_splits):

m = load("13_split_kv_decode")

Hg, Hkv, D, page = 8, 2, 64, 16
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ctx = [1, 20, 150] # seq 0 has 1 page: most of its split
s are empty

k_cache, v_cache, bt, cl = make_paged(ctx, Hkv, D, page, torch.floatl6, DEVIC
E)

g = torch.randn(len(ctx), Hq, D, device=DEVICE).half()

out = m.split_kv_decode_attention(q, k_cache, v_cache, bt, cl, num_splits=num
_splits)

assert out.shape == g.shape and out.dtype == q.dtype

assert torch.isfinite(out.float()).all(), "empty splits must not produce NaN"

ref = reference_decode(q, k_cache, v_cache, bt, cl, 1 / math.sqrt(D))

torch.testing.assert_close(out.float(), ref, rtol=le-2, atol=le-2)

R
%5 merge, B L2 51 (ZEES) i -

merge =— M IRIZAY/N kernel, BJBASEH PyTorch EHEFMAEE, WIESH AR

M = lse.max (-1, keepdim=True) # [B, Hg, 1]
w = torch.exp(lse - M) # [B, Hq, S]
out = (w[..., None]l *x o_part).sum(-2) / w.sum(-1, keepdim=True)

AR L2 B kernel EFITR, EFEENGEIS .

EORNLE FRSELN (FERE) 2 -
has = 1_1i > 0
o = acc / tl.where(has, 1_i, 1.0)[:, Nonel # oA
lse = tl.where(has, m_i + tl.log(tl.where(has, 1_i, 1.0)), float("-inf"))

range(p_start, p_end) £ p_start >= p_end BI—XBAHIT, BAA m i . 1.i.
acc 1RIFVIIAIE,
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merge kernel /L FERER (EEEE) e

1se = tl.load(LSE + b % stride_1lb + h % stride_lh + offs_s, mask=s_mask, other=

w = tl.exp(lse — tl.max(1lse, axis=0))

o = tl.load(0_part + b x stride_pb + h x stride_ph + offs_s[:, None] x stride_p
mask=s_mask[:, None], other=0.0)

out = tl.sum(wl[:, Nonel * o, axis=0) / tl.sum(w, axis=0)
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SER

z
solutions/I3_split_kv_decode.py %EC5%. widliiEE i -

solutions/13_split_kv_decode.py 132 17

""" 3 - Split-KV decode attention (Flash-Decoding) + log-sum-exp merge — refe
rence solution.

L2 launches B *x Hkv programs. With a small batch and a long context that is f
ar fewer

programs than the GPU has SMs, and each one loops over thousands of tokens: t
he GPU sits

mostly idle. Split-KV also splits the context of each sequence into NUM_SPLIT
S ranges:

pass 1 (grid B x Hkv x NUM_SPLITS): attention over one range of pages —> a
partial output
0o_s (already normalised within the range) and its log-sum-exp lse_s
= m_s + log(1l_s)
pass 2 (grid B x Hg): merge the partials exactly:
w_s = exp(lse_s — max_s lse_s), out = sum_sS w_S * 0_S / sum_s w_s
An empty range (short sequences) gets lse = —-inf and weight 0.

import math

import torch
import triton
import triton.language as tl

@triton.jit
def split_kv_partial_kernel(Q, K_cache, V_cache, block_tables, context_lens,
0_part, LSE, scale,
stride_qb, stride_gh,
stride_cb, stride_ct, stride_ch,
stride_btb,
stride_pb, stride_ph, stride_ps, # 0_part
[B, Hg, NUM_SPLITS, D] fp32
stride_1b, stride_1h, # LSE
[B, Hg, NUM_SPLITS] fp32
NUM_SPLITS: tl.constexpr,
GROUP: t1l.constexpr, GROUP_PAD: tl.constexpr,
PAGE: tl.constexpr, HEAD_DIM: tl.constexpr):
b = tl.program_id(0).to(tl.int64)
kvh = tl.program_id(1).to(tl.int64)
split = tl.program_id(2)
ctx = tl.load(context_lens + b)
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# This program's contiguous range of pages: [p_start, p_end).

num_pages = tl.cdiv(ctx, PAGE)

pages_per_split = tl.cdiv(num_pages, NUM_SPLITS)

p_start = split x pages_per_split

p_end = tl.minimum(p_start + pages_per_split, num_pages) # may be <= p_

start: empty split

€,

offs_g = tl.arange(0, GROUP_PAD)
offs_t = tl.arange(@, PAGE)
offs_d = tl.arange(0, HEAD_DIM)
g_mask = offs_g < GROUP

g_heads = kvh x GROUP + offs_g
g = tl.load(Q + b x stride_gb + g_heads[:, Nonel % stride_gh + offs_d[Non

11,

mask=g_mask[:, None], other=0.0)

m_i = t1.full([GROUP_PAD], float("-inf"), dtype=tl.float32)

1_i = tl.zeros([GROUP_PAD], dtype=tl.float32)

acc = tl.zeros([GROUP_PAD, HEAD_DIM], dtype=tl.float32)

for p in range(p_start, p_end): # Identical body to L2

phys = tl.load(block_tables + b % stride_btb + p).to(tl.int64)

tok = p % PAGE + offs_t

t_mask = tok < ctx

kv_off = phys % stride_cb + offs_t[:, None] % stride_ct + kvh *x strid

e _ch + offs_d[None, :]

k = tl.load(K_cache + kv_off, mask=t_mask[:, Nonel, other=0.0)
v = tl.load(V_cache + kv_off, mask=t_mask[:, Nonel, other=0.0)
s = tl.dot(q, tl.trans(k)) * scale

s = tl.where(t_mask[None, :1, s, float("-inf"))

m_new = tl.maximum(m_i, tl.max(s, axis=1))

p_ = tl.exp(s - m_new[:, Nonel)

alpha = tl.exp(m_i - m_new)

1.i= 1% alpha + tl.sum(p_, axis=1)
acc = acc * alphal:, Nonel

acc = tl.dot(p_.to(v.dtype), v, acc)
m_i = m_new

# Finalise this range. An empty range has l_i == 0: write o = 0 and lse =

-inf so the

# merge gives it weight exp(-inf) = @ (and never divide by zero).

has = 1.1 > 0

o = acc / tl.where(has, 1_i, 1.0)[:, Nonel

lse = tl.where(has, m_i + tl.log(tl.where(has, 1_i, 1.0)), float("-inf"))

tl.store(0_part + b * stride_pb + g_heads[:, Nonel * stride_ph + split x

stride_ps + offs_d[None, :1,

o, mask=g_mask[:, Nonel)
tl.store(LSE + b x stride_lb + g_heads *x stride_lh + split, lse, mask=g_m
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ask)

@triton.jit
def merge_kernel(0_part, LSE, O,
stride_pb, stride_ph, stride_ps, stride_1lb, stride_1h, strid
e_ob, stride_oh,
NUM_SPLITS: tl.constexpr, SPLIT_PAD: tl.constexpr, HEAD_DIM:
tl.constexpr):
b = tl.program_id(0).to(tl.int64)
h = tl.program_id(1).to(tl.int64)
offs_s = tl.arange(@, SPLIT_PAD)
offs_d = tl.arange(0, HEAD_DIM)
s_mask = offs_s < NUM_SPLITS

1se = tl.1load(LSE + b * stride_1b + h % stride_1lh + offs_s, mask=s_mask,
other=float("-inf"))

m = tl.max(lse, axis=0) # finite: context_len >= 1, so s
ome split is non-empty

w = tl.exp(lse — m) # [SPLIT_PAD]; empty or padded s
plits —> 0

o = tl.load(0_part + b x stride_pb + h % stride_ph + offs_s[:, None] * st
ride_ps + offs_d[None, :],
mask=s_mask[:, None], other=0.0) # [SPL
IT _PAD, D]
out = tl.sum(wl[:, Nonel % o, axis=0) / tl.sum(w, axis=0)
tl.store(0 + b * stride_ob + h *x stride_oh + offs_d, out.to(0.dtype.eleme
nt_ty))

def split_kv_decode_attention(q: torch.Tensor, k_cache: torch.Tensor, v_cach
e: torch.Tensor,
block_tables: torch.Tensor, context_lens: torc
h.Tensor,
num_splits: int = 4, scale: float | None = Non
e) —> torch.Tensor:
B, Hg, D = q.shape
NB, PAGE, Hkv, D2 = k_cache.shape
assert D == D2 and v_cache.shape == k_cache.shape and Hq % Hkv ==
assert k_cache.is_contiguous() and v_cache.is_contiguous() and g.stride(-
1) == 1
assert PAGE >= 16 and PAGE & (PAGE - 1) == 0 and D >= 16 and D & (D - 1)

assert num_splits >= 1
GROUP = Hq // Hkv
GROUP_PAD = max(16, triton.next_power_of_2(GROUP))
if scale is None:
scale = 1.0 / math.sqrt(D)

# Partial results stay in fp32: they are combined again, so keep the extr
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a precision.
o_part = torch.empty((B, Hq, num_splits, D), dtype=torch.float32, device=
q.device)
lse = torch.empty((B, Hg, num_splits), dtype=torch.float32, device=q.devi
ce)
split_kv_partial_kernel[(B, Hkv, num_splits)](
g, k_cache, v_cache, block_tables, context_lens, o_part, lse, scale,
q.stride(0), q.stride(1),
k_cache.stride(0), k_cache.stride(1), k_cache.stride(2),
block_tables.stride(0),
o_part.stride(0), o_part.stride(1), o_part.stride(2),
lse.stride(0), lse.stride(1),
NUM_SPLITS=num_splits, GROUP=GROUP, GROUP_PAD=GROUP_PAD, PAGE=PAGE, H
EAD_DIM=D, num_warps=4)

out = torch.empty_like(q)
merge_kernel[(B, Hq)](
o_part, lse, out,
o_part.stride(0), o_part.stride(1l), o_part.stride(2), lse.stride(0),
lse.stride(1),
out.stride(0), out.stride(1),
NUM_SPLITS=num_splits, SPLIT_PAD=max(2, triton.next_power_of_2(num_sp
lits)), HEAD_DIM=D, num_warps=1)
return out

M52 E
RTX 5090 33 (Hq = 32, Hkv = 8, D =128, B{ us, ESRNAENFZE GB/s)

B X ctx L2 ("9 k) splits=4 splits = 16 splits = 64
1 X 32768 1838 (73) 492 (273) 155 (865) 96 (1394)
8 X 4096 261 (514) 103 (1309) 95 (1420) 107 (1257)

64 X 1024 176 (1521) 186 (1440) 204 (1315) 262 (1024)

e B=1, ctx=32K: 9 64 R/FIRT 19 f&, FREMIEEN 4% FE| 78%.,

e B=64, ctx =1K: DB RMEIE: program HARMIZZ, TIIPEIERERIFE
™ kernel #2445,

s B—1THREDRBHA—, RMK|RALE B - Hkv - splits AZ SM HHI/LE
B,

o FAINEZRSASIRIE B, ctx, SM EHRRE NUM_SPLITS: B4irE B - Hkv -
NUM_SPLITS K#y=Z SM HpETE, HESTMDREDEETT page. Flashinfer
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decode BJ plan() MEMIIMERXHGE (EXREUARRENFIDBREHNENS
):|L) o

o 1€ merge MEHE—T kernel: REFTHRNBITTHAATEH (FE-TRFITH

#&) . B#E—KR launch, KM EXLMEE R,
v mHidER: RGEMETDRNEL o_s, T4 Ise, BEGFHIB?

REE. EAFTBENMES T AR softmax 58 (exp(lse_s) ) ARERATHRILEH], R

B o s, pRZEMNERNNEEZREKRT: MTDFEN o_s ®2EE, BENDEAIEE
ZNTHER., FIANEFE“DERITE attention BEH #IIH= (split-KV. cascade.

ring attention. chunked prefill B9¥ chunk §3) , PEIERFERNRTE o 1 Ise
(HEBEMHMEREZE M A1) .
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Track F - Flashinfer

XI%& Flashinfer WESE API SLIMHZFEUEXNH, REHNERRIBATIERE.
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#Zity © Track F + Flashinfer - & 13 &

Flashinfer 914§, (CSR) + plan / run decode

% — XA Flashinfer: & L ZZ%I#I block table #H Flashinfer #9 CSR HT1#& =, HEfE plan
/ run MERX, BEEH decode FI{RECHY L2 / L3 tE—tk.

& 40 min HE 5 fRE mine/f1_flashinfer_paged.py I | . /check.sh f1

S2EfE solutions/fl_flashinfer_paged.py

1. B8R 6. @+

2. RIS &K 7. g

3. ZEAFIAVAIR 8. I&

4. EfE5 L 9. 3R

5. MEEK 10. MEZfE
CF -

Flashinfer 2 vLLM, SGLang. TensorRT-LLM. MLC Z#EZ24£FHAY attention / sampling
/ GEMM / MoE kernel e, EMAEDEOMER/ATAIE, X—ALEENNZE:

1. 901 KV A CSR Rk, T2 vLLM BRF*MSTEIRIKFIIRI 4 block table, A&
FFIH) page BEERA (1 T3 2000 1) Bf, CSR NRE=TE, WAFEXD
max_blocks,

2.plan /run 78: plan() 7 CPU LRIFEZX—MEIINKEMAE, REEARE split-
KV. 2JLE&. 81 CTA L IBHLE page, ARIEERZER| GPU BY workspace E;

run() RATZN kernel, — batch WAZIKAER, plan RM—X, FiEE/
run() #3ERAE, MB run() BILA# CUDA graph ##3K.

VTSRS

Flashinfer i (MLSys 2025) - Flashinfer X#4 - attention / decode API X4 -
flashinfer > BatchDecodeWithPagedKVCacheWrapper @ -+  flashinfer > batch_decode.cu
flashinfer > scheduler.cuh / - | flashinfer > decode.cuh

flashinfer > test_batch_decode_kernels.py ' * | flashinfer > bench_batch_decode.py

vilm > VLLM #0{al#@F plan / run -  sglang » SGLang #NfaliEH
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https://arxiv.org/abs/2501.01005
https://docs.flashinfer.ai/
https://docs.flashinfer.ai/api/attention.html
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/decode.py#L1354
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/csrc/batch_decode.cu
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/attention/scheduler.cuh
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/attention/decode.cuh
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/tests/attention/test_batch_decode_kernels.py
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/benchmarks/bench_batch_decode.py
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/vllm/v1/attention/backends/flashinfer.py
https://github.com/sgl-project/sglang/blob/797af7170f34dd4cb9e397e0038c52371ef5e050/python/sglang/srt/layers/attention/flashinfer_backend.py

ERZIRAIR

indptr [B + 1] int32 &% b ¥y page & indices[indptr[b] : indptr[b+1]]
indices [nnz]  int32 KFIINYIE page 5, RFEIIFRFE
last_page_len [B] int32 ST EIIRE—T page AT/LM token, BXfE 1 .. page_size

context_len[b] = (indptr[b+1] - indptr[b] - 1) - page_size + last_page_len[b]

e T/RES| block_tablesmask]l RITEREITER, EFFREF“STFIIN page HEEHE
EF”,

o NG cache YR [num_pages, page_size, H_kv, DI HiZ Flashinfer 8 NHD %
B (B—2 HND: [num_pages, H_kv, page_size, D] ) . ¥ (k_cache, v_cache)
EA— tuple 245 run() .

e run(..., return_lse=True) =[EMKR[E] LSE, Flashinfer B LSE A 2 AIEK: 1se =
logz T exp(score) , ETFTHEHANE LSE +~ In 2, F2 ERRIX—H.

Elf# S5 kKEE

plan =%, run RZ&

o run() - B1E >\

\

IR plan() —t workspace “._l  cupagraph |
cPU H/LK - B CTA #9 page : GPU L HOTARE AR N TRk CPU @5
L4 O
¢ run() - BLE o=’

block table — CSR

indptr [0, 3, 4, 8]
ESNERTIIN ' (Pan il

block_tables [B, max] indices [7,2,5, 3, 1,4,6,8]
EekFIIHT LEPHR

last_page_len [1, 16, 1]
=E—TAT/UE
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KLE - EEHERE

FRERBEMARAF—X (plan() ) , ZEBLE—EX (8—EMN run() ) RSEEER
E—skRE, THEBEXEFHAIE, CSR B2 AEBREIE 20 £F5F (EmKFI4h
35) , MERIMAREEHER—KH, BR—K“ENLEMELSHFHR NERS]
(indptr)

BatchDecodeWithPagedKVCacheWrapper RI&B

decode kernel
. ~ BEESHE

plan() EFE split-KV?
CPU: BFIIKE scheduler.cuh
=
\._ | decode kernel (% F) merge kernel
SRR workspace F2 £y merge_states

4
KLt - IEEMRRGIRS R

plan() HHFRIEEURAZMERIS (CPU) , MEEM—MRLESNMRSR (3 GPU
B workspace) . X#&FLZES (run() ) RSEAFMEEIANE, B LRIER KRR
“%&f%&” (CUDA graph) , KNEB—RRBRERKEIR.

PN

ISP
£ mine/f1_flashinfer_paged.py HASCI]:
1. block_table_to_csr(block_tables, context_lens, page_size) -> (indptr,
indices, last_page_len) @ @£, ™EXNFEIIE Python 1E&F; £EZ int32,
2. csr_to_block_table(indptr, indices, last_page_len, page_size) —>
(block_tables, context_lens) : ERFELH, block table BB 0 5%,

3. flashinfer_decode(q, k_cache, v_cache, block_tables, context_lens,

workspace=None, return_lse=False) : F§ BatchDecodeWithPagedKVCacheWrapper 5%

B decode, BWIAS L2 tH[E].,

BIF D ERENFE CPU EFIEEIGUL; SE=1FEE GPU 1 pip install flashinfer-python . i
HASIEEN®HEF L 259 reference X1, FHi8E LSE LA 2 B,
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aF
mine/fl_flashinfer_paged.py 34 17

"""F1 - FlashInfer paged-KV CSR + plan/run decode — YOUR IMPLEMENTATION.

See the drill page for the spec; the reference lives in solutions/."""
import torch

def block_table_to_csr(block_tables: torch.Tensor, context_lens: torch.Tensor, pa
ge_size: int):

"""Vectorised (no Python loop over sequences). Requires context_lens >= 1."""

# TODO: num_pages = ceil(ctx / page_size); indptr = [0, cumsum(num_pages)] (i
nt32)

# TODO: indices = block_tables entries with column < num_pages[b], row—-major
(boolean mask)

# TODO: last_page_len = ctx — (num_pages — 1) * page_size

# TODO: return indptr, indices, last_page_len

raise NotImplementedError

def csr_to_block_table(indptr: torch.Tensor, indices: torch.Tensor, last_page_le
n: torch.Tensor,
page_size: int):

"""TInverse of block_table_to_csr —> (block_tables padded with @, context_len
s)."m"

# TODO: num_pages = indptr[1:] — indptr[:-1]; scatter indices back into a zer
o-padded [B, max] table

# TODO: context_lens = (num_pages — 1) * page_size + last_page_len

raise NotImplementedError

def flashinfer_decode(q, k_cache, v_cache, block_tables, context_lens, workspace=
None, return_lse=False):
"""Run FlashInfer's batch decode on the L2-style inputs.

g [B, Hg, Dl; k_cache/v_cache [num_pages, page_size, Hkv, D] ("NHD" layout, p
assed as a tuple).

plan() does the CPU-side scheduling once per batch shape; run() launches the
kernel and can

be called again (e.g. once per layer) with the same plan.

# TODO: workspace (128 MB uint8) —> flashinfer.BatchDecodeWithPagedKVCacheWra
pper(workspace, kv_layout='NHD'")

# TODO: wrapper.plan(indptr, indices, last, Hq, Hkv, D, page_size, q_data_typ
e=..., kv_data_type=...)

# TODO: return wrapper.run(q, (k_cache, v_cache), return_lse=return_lse)

raise NotImplementedError
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./check.
./check.

sh f1 # CSR E8% CPU aJl; FlashInfer Ef5ZEZE GPU

sh f1 ——bench # FlashInfer decode vs a9 L2

tests/test_f1_flashinfer_paged.py 56 17

import m

import p
import t

from com
from dri
from tes

def test
m =
bt =
32)
ctx
1, 4 pag
indp
asse
asse
asse
asse
fills on
def test

m
g
ctx
P =
page
bt =
perm
used
for

ath

ytest
orch

mon.env import DEVICE, HAS_FLASHINFER
1l import load
ts._paged import make_paged, reference_decode

_block_table_to_csr_by_hand():

load("f1_flashinfer_paged")

torch.tensor([[7, 2, 5, o], [3, o, o, o], [1, 4, 6, 811, dtype=torch.int

= torch.tensor([33, 16, 49], dtype=torch.int32)

# page_size 16: 3,

# 33 = 2%x16 + 1; 16

es
tr, indices, last = m.block_table_to_csr(bt, ctx, 16)

rt indptr.dtype == indices.dtype == last.dtype == torch.int32
rt indptr.tolist() == [0, 3, 4, 8]

rt indices.tolist() == [7, 2, 5, 3, 1, 4, 6, 8]

rt last.tolist() == [1, 16, 1]

e page

_roundtrip():

load("f1_flashinfer_paged")
torch.Generator().manual_seed(0)
= torch.randint(1, 200, (9,), generator=g).int()
16
s = (ctx+P-1) // P
torch.zeros(9, int(pages.max()), dtype=torch.int32)
torch. randperm(int(pages.sum()), generator=g).int()
0
b, n in enumerate(pages.tolist()):
bt[b, :n] = perm[used:used + n]
used += n

bt2, ctx2 = m.csr_to_block_table(xm.block table to_csr(bt, ctx, P), P)

asse
for

rt torch.equal(ctx2, ctx)
b, n in enumerate(pages.tolist()):
assert torch.equal(bt2[b, :n], bt[b, :nl])
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@pytest.mark.skipif(not HAS_FLASHINFER, reason="needs a GPU with flashinfer insta
1led")
@pytest.mark.parametrize("Hq,Hkv", [(32, 8), (8, 8)1)
def test_flashinfer_decode_matches_reference_and_lse_is_base2(Hq, Hkv):
m = load("f1_flashinfer_paged")
D = 128
ctx = [1, 37, 300, 1000]
k_cache, v_cache, bt, cl = make_paged(ctx, Hkv, D, 16, torch.floatl6, DEVICE)
g = torch.randn(len(ctx), Hq, D, device=DEVICE).half()
out, lse = m.flashinfer_decode(q, k_cache, v_cache, bt, cl, return_lse=True)
ref = reference_decode(q, k_cache, v_cache, bt, cl, 1 / math.sqrt(D))
torch.testing.assert_close(out.float(), ref, rtol=le-2, atol=le-2)
# natural-log LSE for one head, computed directly
b, h=2,0
blocks = bt[b, : (ctx[b] + 15) // 16].long()
k = k_cache[blocks].reshape(-1, Hkv, D)[: ctx[bl, h // (Hq // Hkv)]l.float()
lse_1ln = torch.logsumexp(k @ ql[b, h].float() / math.sqrt(D), 0)
assert abs(lse[b, h].item() - lse_ln.item() / math.log(2)) < 1le-2, "FlashInfe
r LSE is log2-based"

B
%8 num_pages 751 (ZEEE) g -
num_pages = ceil(ctx / page_size) , indptr EEMBIZEM (Bi@E*—1 0) ,

last_page_len = ctx — (num_pages - 1)-page_size , indices Fi block table &
1THI num_pages[b]l TITZEHHER.

Flashinfer SRR FiEs%nmn (FEE:E) 2 -
ws = torch.empty(128 << 20, dtype=torch.uint8, device=q.device) # workspa

w = flashinfer.BatchDecodeWithPagedkVCacheWrapper(ws, kv_layout="NHD")

w.plan(indptr, indices, last, num_qgo_heads, num_kv_heads, head_dim, page_size,
g_data_type=q.dtype, kv_data_type=k_cache.dtype)

out = w.run(q, (k_cache, v_cache))

workspace FIRFEI split-KV BHREER, F—RARS JT HEFXNLN dtype /
head_dim B9 kernel, EE/1+#.
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B EREY \Fess (EERB5) 2 -

keep = torch.arange(max_blocks) [None, :1 < num_pages[:, None]

indices = block_tables[keep].int() # 17 = F1TFEIMELKHES)

# T

block_tables = torch.zeros(B, max_blocks, dtype=torch.int32); block_tables[keep
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SER

-
solutions/f1_flashinfer_paged.py %&EZE5%. MidilliiEE Ktie -

solutions/fl_flashinfer_paged.py 60 17

"""EF]1 . FlashInfer's paged-KV format (CSR) + plan/run decode — reference solu
tion.

vLLM-style block table (what L1-L3 used):

block_tables [B, max_blocks] int32 (padded), context_lens [B] int32
FlashInfer's CSR format (no padding; each sequence's pages are contiguous in
‘indices’):

indptr [B + 1] int32 pages of sequence b are indices[indptr[b]
indptr[b+1]1]

indices [nnz] int32 physical page ids, concatenated

last_page_len [B] int32 tokens used in each sequence's last page, i

n [1, page_size]
so context_len[b] = (indptr[b+1] - indptr[b] - 1) * page_size + last_page_le
nibl.

import torch

def block_table to _csr(block_tables: torch.Tensor, context_lens: torch.Tenso
r, page_size: int):
"""Vectorised (no Python loop over sequences). Requires context_lens >=

1.

B, max_blocks = block_tables.shape

ctx = context_lens.long()

num_pages = (ctx + page_size — 1) // page_size #
[B]

indptr = torch.zeros(B + 1, dtype=torch.int32, device=block_tables.devic
e)

indptr[1:] = torch.cumsum(num_pages, 0).to(torch.int32)

# Keep the first num_pages([b] entries of row b. Boolean indexing walks th
e tensor in

# row-major order, so each sequence's pages stay together and in order.

keep = torch.arange(max_blocks, device=block_tables.device) [None, :] < nu
m_pages[:, None]

indices = block_tables[keep].to(torch.int32)

last_page_len = (ctx — (num_pages - 1) * page_size).to(torch.int32) # =
= (ctx — 1) $P + 1

return indptr, indices, last_page_len

def csr_to_block_table(indptr: torch.Tensor, indices: torch.Tensor, last_page
_len: torch.Tensor,
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page_size: int):

"""Inverse of block_table_to_csr —> (block_tables padded with @, context_
lens)."""

num_pages = (indptr[1:] - indptr[:-1]).long() #
[B]

B = num_pages.numel()

max_blocks = int(num_pages.max().item()) if B else 0

col = torch.arange(max_blocks, device=indices.device) [None, :]

keep = col < num_pages[:, Nonel

block_tables = torch.zeros(B, max_blocks, dtype=torch.int32, device=indic
es.device)

block_tables[keep]l = indices # s
ame row-major order

context_lens = ((num_pages — 1) % page_size + last_page_len.long()).to(to
rch.int32)

return block_tables, context_lens

def flashinfer_decode(q, k_cache, v_cache, block_tables, context_lens, worksp
ace=None, return_lse=False):
"""Run FlashInfer's batch decode on the L2-style inputs.

q [B, Hg, DI; k_cache/v_cache [num_pages, page_size, Hkv, D] ("NHD" layou
t, passed as a tuple).

plan() does the CPU-side scheduling once per batch shape; run() launches
the kernel and can

be called again (e.g. once per layer) with the same plan.

import flashinfer

B, Hq, D = g.shape

_, page_size, Hkv, _ = k_cache.shape
indptr, indices, last = block_table_to_csr(block_tables, context_lens, pa
ge_size)

if workspace is None:
workspace = torch.empty(128 << 20, dtype=torch.uint8, device=q.devic

e) # scratch for split-KV partials

wrapper = flashinfer.BatchDecodeWithPagedkVCacheWrapper(workspace, kv_lay
out="NHD")

wrapper.plan(indptr, indices, last, Hq, Hkv, D, page_size,

g_data_type=q.dtype, kv_data_type=k_cache.dtype)
return wrapper.run(q, (k_cache, v_cache), return_lse=return_1lse)

MFEZ 5

RTX 5090 33 (Hq = 32. Hkv = 8. D =128, page 16, fp16)
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B X ctx RE9 L2 (oK) {RBL3 (REPSK)  Flashinfer run()

1 X 32768 1844 us 96 us (64 F) 98 us
8 X 4096 260 us 95 us (16 /) 98 us
64 X 1024 174 us 176 us (4"%) 180 us

Flashinfer EBMAIA THEER TEERMNSFAI: XIEZ plan() BIE, R
1 L3 FEEFASMAVIRIEIE num_splits .

1 plan() WITARENRIR: B CPU LBEITHERS, MUEZRLEES batch R
WR—R, BRAMEEEM.

LRI flashinfer/decode.py EfJ BatchDecodeWithPagedKVCacheWrapper.plan —
csrc/batch_decode.cu — include/flashinfer/attention/scheduler.cuh (REDH
MEAR) . BENS ARIFRE L3 BEMEZENRMAD ANE—T,
use_tensor_cores=True : GQA #J group AR, F prefill kernel &£ Tensor Core 3
# decode, XIAITEE group = 8 BFRMEERE,

v EdiBa): Aft4 Flashinfer ZE plan 1 run 2 FF?

TEREK (97LA. 81 CTA LIEHLE page. HEERMAE workspace IFE) REUR
FTX—tRINKE, NAEEEH—F. T plan() BE CPU £EE—IX, run() R
FliEoh kernel, FZREIE. %8 CPU [EX, BILA# CUDA graph 3k, 8ER{F—IX
launch B9, WRERIBAAHUIZRE, BELBE#HE CPU LEEITE, BEARBEE
GPU ER—MRFHIEE SRR,
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#i0y - Track F - Flashinfer - 25 14 &
§&) merge_state / merge_states: LA 2 HEKM LSE &
3

Flashinfer Y cascade / split-KV / BIBHZHEILER —TIFIEL: MER attention JAZ (v,
Ise) BFEHEH. F Triton SEME, HF flashinfer.merge_state FEHEITIA,

40 min HE fRE mine/f2_merge_state.py QUL ./check.sh f2

S2Z#2 solutions/f2_merge_state.py

1. 52 6. FF
2. RIB5ER 7. 16U
3. ZRFIAER: BA 2 AEA LSE 8. 12R
4. Bfg5 3t 9. 5EMR
5. MEEX 10. M= 2 fE
5=
3 BREX —REFH: 2 split WEDERA LSE MIACKF, Flashinfer I8 EMAL T HH

MHYATE AP, 79 ERERSHAGHRAE:

o split-KV decode: &5 HINEREH (L3) .

« cascade / XEFIS attention: —HIERHEA—TMRKIVEL prompt B, WHEZFIE
RE—IR attention (batch RAIFTAE query —EIE—17 KV) , W& BHEHRBIRM,
BEIEME S EH (MultiLevelCascadeAttentionWrapper ) .

e chunked prefill, ring / context parallel: iRE 5 KELHE D attention FER, £

BERXFEEH.
IS
RiES AJH
cascade APl X#Y -  flashinfer > merge_state = * [ flashinfer > merge_states
flashinfer > MultilLevelCascadeAttentionWrapper @ * flashinfer > cascade.cuh
flashinfer > state.cuh (m / d / o JR®)  * | flashinfer > cascade.cu
flashinfer > FlashInfer B%HA) Triton merge  * | flashinfer > test_shared_prefix_kernels.py

Cascade Inference &%
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https://docs.flashinfer.ai/api/cascade.html
https://flashinfer.ai/2024/02/02/cascade-inference.html
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/cascade.py#L42
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/cascade.py#L170
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/cascade.py#L226
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/attention/cascade.cuh
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/attention/state.cuh
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/csrc/cascade.cu
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/triton/cascade.py
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/tests/attention/test_shared_prefix_kernels.py

ERZIMEAIR: A 2 BIEM LSE

Flashinfer B9 kernel RERF exp2 1 log2 (M@ LEBEXNNAVIREIES) , FRANIPEREN
LSE W2 2 NE:

s = logz 2_j exp(score_j) (BANEIR = s - 1n 2)
&H (v_a, s_a) # (v_b, s_b):
m
\Y

max(s_a, s_b), wa=2"s_a-m), wb=2"(s_b-m
(w.av_,a+wbvyb)/ (wa+wb), s=m+ log2(w_a + w_b)

2*(s_a - m) = exp((s_a - m)-1n 2) , MRX—EBRELOBFHNENNE; EHRREfE—
N7, BEARMEENR bug: L3 iy LSE 2BAXNE, EHIEEZXF Flashinfer By LSE &3
SERHEIRINE,

F2IRE5 Flashinfer —%4:

BR 2K TN Ll
merge_state v_a, v_b [S, H, DI, s_a, s_b [S, H] fp32 v [S, H, DI , s [S, HI
merge_states v [S, N, H, DI , s [S, N, HI v [S, H, DI, s [S, HI

Ef#5S %KLL

cascade: HEEFIERIE—R

(v_pre, s_pre)
base-2 LSE

merge_state RAEBY
2~(s - max) #n

¢ 64 NERK query ¢

(v_suf, s_suf)

FBANER
SMEREIR

£Lb - MTMSHBEFIS

MTEEEETYD (v) , REMEZVIRN“ENE" (Ise HIBIFEZ softmax K7
) , BNEGHT ZEFRNTITD. KEMBEERNL: Flashinfer B“IX 2 AE", {RA
‘e WK, MBE—LEF—OEAF, BERMEMME
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merge_states: N MRE—)

>T
op
H

{ (o, So)

{ (va, s4) { m = maxs; }/{ w; = 2"(3i -m) }\{ V= ZWiVi / Zwi }
TIRE s = —o

s =m + logz2Xwi
(Vn-1, Sn-1)
# N PRE

4
XLt - SHEUMURZMR., 550

M EHANIRFEIME: KEH AN B BEH C, 5K5# B M C BSH A GRED

BBTEEEN) . B split-KV. cascade. ring attention #ie]AEET D, REH
RIERINFEFH; merge_states FEE N MIRSE— kernel E—REH

JCo

I=E3

wrapper EE5%F, £ mine/f2_merge_state.py FSLIRFA™ Triton kernel: & program i
T—1 (iI&, head), 11 D £@EMMFE LSE, IR EEANLAREH.

e TRE (s = -inf ) HINER 0, BHERNFT S —TRKE.

o Wt v SHIA dtype R, s fp32,

o Mix: E—IRZEM attention IFRAFFE (N ) 238, SHELINETEMHRITE
ZER; GPU EB# flashinfer.merge_state / merge_states X{#H,

AT
mine/f2_merge_state.py 46 17

""ME2 . merge_state / merge_states (base-2 LSE) — YOUR IMPLEMENTATION.

See the drill page for the spec; the reference lives in solutions/."""
import torch

import triton
import triton.language as tl

@triton.jit
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def merge_state_kernel(va_ptr, sa_ptr, vb_ptr, sb_ptr, vo_ptr, so_ptr, H, D,
BLOCK_D: tl.constexpr):
# TODO: pid = (position, head); load s_a, s_b and the two D-vectors
# TODO: m = max; w = exp2(s — m); v = (wa va + wb vb) / (wa + wb); s =m + lo
g2(wa + wb)
pass

@triton.jit
def merge_states_kernel(v_ptr, s_ptr, vo_ptr, so_ptr, N, H, D,
BLOCK_N: tl.constexpr, BLOCK_D: tl.constexpr):
# TODO: load the N lse values of (pos, h) (pad with -inf) and the [N, D] outp
uts
# TODO: w = exp2(s — max); v = sum(w v) / sum(w); s = max + log2(sum(w))
pass

def merge_state(v_a, s_a, v_b, s_b):

S, H, D = v_a.shape

v_a, v_b = v_a.contiguous(), v_b.contiguous()

s_a, s_b = s_a.float().contiguous(), s_b.float().contiguous()

v_out = torch.empty_like(v_a)

s_out = torch.empty((S, H), dtype=torch.float32, device=v_a.device)

if S % H:

merge_state_kernel[(S *x H,)]l(v_a, s_a, v_b, s_b, v_out, s_out, H, D,

BLOCK_D=triton.next_power_of_2(D))

return v_out, s_out

def merge_states(v, s):
S, N, H, D = v.shape
v, s = v.contiguous(), s.float().contiguous()
v_out = torch.empty((S, H, D), dtype=v.dtype, device=v.device)
s_out = torch.empty((S, H), dtype=torch.float32, device=v.device)
if S * H:
merge_states_kernel[(S * H,)](v, s, v_out, s_out, N, H, D,
BLOCK_N=max(2, triton.next_power_of_2(N)),
BLOCK_D=triton.next_power_of_2(D))
return v_out, s_out

Ll

./check.sh f2
./check.sh f2 —-bench # vs flashinfer.merge_state

tests/test_f2_merge_state.py 70 17
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import math

import pytest
import torch

from common.env import DEVICE, HAS_FLASHINFER
from drill import load

LN2 = math.log(2)

def attn_state(q, k, v):

"""Ground truth: (softmax(q k~T) v, log2-sum-exp) for q [S, H, DI, k/v [T, H,
D]."m"

s = torch.einsum("shd, thd—>sht", q.float(), k.float()) / math.sqrt(q.shapel-
11)

return torch.einsum("sht,thd->shd", s.softmax(-1), v.float()), torch.logsumex
p(s, -1) / LN2

def test_merge_two_halves_equals_full_attention():
m = load("f2_merge_state")
S, T, H, D=5, 90, 4, 64
g, k, v = torch.randn(S, H, D, device=DEVICE), torch.randn(T, H, D, device=DE
VICE), torch.randn(T, H, D, device=DEVICE)
va, sa = attn_state(q, kl[:40], vI[:40])
vb, sb = attn_state(q, k[40:1, v[40:])
vf, sf = attn_state(q, k, v)
vm, sm = m.merge_state(va.half(), sa, vb.half(), sb)
assert vm.dtype == torch.floatl6 and sm.dtype == torch.float32
torch.testing.assert_close(vm.float(), vf, rtol=2e-3, atol=2e-3)
torch.testing.assert_close(sm, sf, rtol=le-4, atol=le-4)

def test_merge_with_empty_state():
m = load("f2_merge_state")

va = torch.randn(3, 2, 32, device=DEVICE)

sa = torch.randn(3, 2, device=DEVICE)

vb = torch.zeros_like(va)

sb = torch.full_like(sa, float("-inf")) # an empty key set has weig

ht 2~-inf = 0
vm, sm = m.merge_state(va, sa, vb, sb)
torch.testing.assert_close(vm, va)
torch.testing.assert_close(sm, sa)

@pytest.mark.parametrize("N", [1, 3, 8])
def test_merge_states(N):

m = load("f2_merge_state")

S, T, H D=4, 16 *x N, 3, 64
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g, k, v = torch.randn(S, H, D, device=DEVICE), torch.randn(T, H, D, device=DE
VICE), torch.randn(T, H, D, device=DEVICE)

parts = [attn_state(q, k[i * 16:(i + 1) % 161, v[i % 16:(i + 1) * 16]) for i
in range(N)]

V = torch.stack([p[@] for p in parts], 1).half() # [S, N, H, D]

Sx = torch.stack([p[1] for p in parts], 1) # [S, N, H]

vm, sm = m.merge_states(V, Sx)

vf, sf = attn_state(q, k, v)

torch.testing.assert_close(vm.float(), vf, rtol=2e-3, atol=2e-3)

torch.testing.assert_close(sm, sf, rtol=le-4, atol=le-4)

@pytest.mark.skipif(not HAS_FLASHINFER, reason="needs a GPU with flashinfer insta
1led")
def test_matches_flashinfer():

import flashinfer

m = load("f2_merge_state")

va, vb = (torch.randn(64, 32, 128, device="cuda").half() for _ in range(2))
sa, sb = (torch.randn(64, 32, device="cuda") *x 4 for _ in range(2))

vl, s1 = m.merge_state(va, sa, vb, sb)

v2, s2 = flashinfer.merge_state(va, sa, vb, sb)

torch.testing.assert_close(vl, v2, rtol=2e-3, atol=2e-3)

torch.testing.assert_close(sl, s2, rtol=le-5, atol=le-5)

V, Sx = torch.randn(64, 5, 32, 128, device="cuda").half(), torch.randn(64, 5,
32, device="cuda")

vl, s1 = m.merge_states(V, Sx)

v2, s2 = flashinfer.merge_states(V, Sx)

torch.testing.assert_close(vl, v2, rtol=2e-3, atol=2e-3)

torch.testing.assert_close(sl, s2, rtol=le-5, atol=le-5)

R
it sm (EEREE) g -

v_a EEEFR. K IS, H, D1, FRIA (fiiE, head) B4 MRS pid = pos-H + h XJ
RBEEM pid-D FFE4, #nE LSE £ pid , merge_states H1 s[pos, n, hl BINIE

& (posN +n):H + h,

—EH exp2 / log2 #HBS5HEM;A (FERE) e -

tl.exp2(s — m) F tl.log2(w_a + w_b) . FA tl.exp AR, EBHRESH
Flashinfer IAA £ (HHYFIEIL 2 HIKA LSE ST BANE) .
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merge_states ML/l /LTRER (EEEIE) 2 -

tl.load(s_ptr + (pos * N + offs_n) x H + h, mask=n_mask, other=float("-inf"
tl.max(s, axis=0)

tl.exp2(s - m) # HFFHIRKTIEN 0
tl.load(v_ptr + ((pos * N + offs_n[:, Nonel) x H + h) % D + offs_d[None, :]
out = tl.sum(wl:, Nonel % v, axis=0) / tl.sum(w, axis=0)

s_out = m + tl.log2(tl.sum(w, axis=0))

< £ 3 un
1
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SEMR

z
solutions/f2_merge_state.py %£EC5%. BIULES i -

solutions/f2_merge_state.py 79 17

"UME2 - merge_state / merge_states with FlashInfer's base-2 LSE — reference s
olution.

An attention "state" over a subset of keys is (v, s): v is the softmax—-normal
ised output over
that subset, s the log-sum-exp of its scores. FlashInfer stores s in BASE 2:

s = log2( sum_j exp(score_j) ) (natural-log LSE = s *x ln 2)
Merging two states (same queries, disjoint key sets):

m = max(s_a, s_b)

w.a=2"s_a-m), wb=2(s_b-m)

v (wav_,a+wbvyb) / (wa+wb), s =m+ log2(w_a + w_b)
Shapes follow flashinfer.merge_state / merge_states:

merge_state : v_a, v_b [S, H, DI; s_a, s_b [S, H] fp32 - (v [S, H, DI,
s [S, HI)

merge_states: v [S, N, H, DI; s [S, N, HI fp32 - (v [S, H, DI,
s [S, HI)
import torch
import triton

import triton.language as tl

@triton.jit
def merge_state_kernel(va_ptr, sa_ptr, vb_ptr, sb_ptr, vo_ptr, so_ptr, H, D,
BLOCK_D: tl.constexpr):

pid = tl.program_id(0).to(tl.int64) # one program per (position, he
ad) = pid
offs = tl.arange(0, BLOCK_D)

mask = offs < D

sa = tl.load(sa_ptr + pid)
sb = tl.load(sb_ptr + pid)
m = tl.maximum(sa, sb)

wa = tl.exp2(sa - m) # base 2 throughout: exp2 / log
2

wb = tl.exp2(sb - m)

va = tl.load(va_ptr + pid *x D + offs, mask=mask, other=0.0).to(tl.float3
2)

vb = tl.load(vb_ptr + pid *x D + offs, mask=mask, other=0.0).to(tl.float3
2)

v = (wa * va + wb x vb) / (wa + wb)

tl.store(vo_ptr + pid * D + offs, v.to(vo_ptr.dtype.element_ty), mask=mas
k)
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tl.store(so_ptr + pid, m + tl.log2(wa + wb))

@triton.jit
def merge_states_kernel(v_ptr, s_ptr, vo_ptr, so_ptr, N, H, D,
BLOCK_N: tl.constexpr, BLOCK_D: tl.constexpr):

pid = tl.program_id(0).to(tl.int64) # (position, head)
pos = pid // H
h = pid % H

offs_n = tl.arange(0, BLOCK_N)

offs_d = tl.arange(0, BLOCK_D)

n_mask = offs_n < N

# s[pos, n, h] lives at (pos x N + n) x H + h

s = tl.load(s_ptr + (pos * N + offs_n) x H + h, mask=n_mask, other=float
("-inf"))

m = tl.max(s, axis=0)

w = tl.exp2(s — m) # padded states -> 2"-inf = 0

v = tl.load(v_ptr + ((pos x N + offs_n[:, Nonel) x H + h) x D + offs_d[No
ne, :1,

mask=n_mask[:, None]l & (offs_d[None, :] < D), other=0.0).to(t

1.float32)

w_sum = tl.sum(w, axis=0)

out = tl.sum(wl[:, Nonel % v, axis=0) / w_sum

tl.store(vo_ptr + pid *x D + offs_d, out.to(vo_ptr.dtype.element_ty), mask
=offs_d < D)

tl.store(so_ptr + pid, m + tl.log2(w_sum))

def merge_state(v_a, s_a, v_b, s_b):

S, H, D = v_a.shape

v_a, v_b = v_a.contiguous(), v_b.contiguous()

s_a, s_b = s_a.float().contiguous(), s_b.float().contiguous()

v_out = torch.empty_like(v_a)

s_out = torch.empty((S, H), dtype=torch.float32, device=v_a.device)

if S x H:

merge_state_kernel[(S % H,)](v_a, s_a, v_b, s_b, v_out, s_out, H, D,

BLOCK_D=triton.next_power_of_2(D))

return v_out, s_out

def merge_states(v, s):

S, N, H, D = v.shape

v, s = v.contiguous(), s.float().contiguous()

v_out = torch.empty((S, H, D), dtype=v.dtype, device=v.device)

s_out = torch.empty((S, H), dtype=torch.float32, device=v.device)

if S % H:

merge_states_kernel[(S % H,)]1(v, s, v_out, s_out, N, H, D,
BLOCK_N=max(2, triton.next_power_of_2

(N)),
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BLOCK_D=triton.next_power_of_2(D))
return v_out, s_out

M5e2Z 5

e RTX 5090 3] (H =32, D =128, fp16) : S =128 BH{RAYSEIF] Flashinfer £ =2
6.2 us (4§ launch F¥4§) ; S = 8192 BIRAY 156 us - 1293 GB/s, Flashinfer 135 us
- 1490 GB/s, ZE¥XBREXTEEMNE program WIEE: XS program 4b3E
%" head,

e 3EEIY: flashinfer/cascade.py HJ merge_state —
include/flashinfer/attention/cascade.cuh , J¥EER vec_t —XiE 16 F11, B
ZRENEZ TR,

e A MultilLevelCascadeAttentionWrapper f{—1SL46: 64 MERKEZ— 8K token
FIREIER, bR “cascade”5“BMEREBE—RRIK WEN, AHZEFHE T 72D
KV 3B,

v midiB[a): cascade attention A+ ABEINIRHEZEIZR?

AF cascade BY, batch BEEMFKREIEM HBM E—IBTEFISR KV, EEER B X
BIZIKE,. cascade FIEFTAIEKRM query —EENHEZFIZRM—IR attention: BIZRAY KV
RiE—R, MAEZ query HARB—R KV, BIAAREREFE. BLE Tensor Core, &i&
KOERBREMITE, RER merge_state 87, @HAGRES O(B-H-D) BIEIE, 18
Y BIZRAY KV EEXA] LA 2B
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#Ziy + Track F + Flashinfer - & 15 &

i) fused_add_rmsnorm ([Eit) + silu_and_mul

1 decoder layer FEMFPX “FZEM + RMSNorm”f1—)% SwiGLU: 1% Flashinfer FiEX.
(BEE#TSEHE N KE) B Triton TME(], HFMEH kernel tEE %=,

35 min HWE fRE mine/f3_fused_norm_act.py I8 . /check.sh f3

S2EfE solutions/f3_fused_norm_act.py

1. B8R 6. @+

2. RS &ER 7. IR

3. ERFIAAIR 8. &R

4. Bfg 5t 9. ZEMR

5. MEEK 10. M52/
L

pre—-norm Transformer NE—&:

h = x + attn(rmsnorm(x)); x = h + mlp(rmsnorm(h))

serving {EZESIE“FHREMN"F“T— RMSNorm” & B — kernel: fused_add_rmsnorm(x,
residual, w) , B x fl residual &—x, REEMEEIFH5KE: residual EFiN x +
residual , EARERMREE TE: x BEINAEA—HENER, (FEAT—1TFENRA. MLP
BH) SwiGLU EHEERIE M — kernel: silu_and_mul(gate_up) = silu(gate) - up .

XFE kernel #B7E Flashinfer B9 flashinfer/norm #] flashinfer/activation.py B, E
f11=& Flashinfer RERfEHEAY—RLI, E F5 HFRIE—FIRBHEIZREL,

RS 5EH

norm APl X4 - activation APl X#Y -  flashinfer » fused_add_rmsnorm

flashinfer > gen_norm_module ' *  flashinfer > norm.cu  * | flashinfer > FusedAddRMSNorm
flashinfer > RMSNormKernel = * | flashinfer > silu_and_mul # * | flashinfer > activation.cuh
flashinfer > test_norm.py -  flashinfer > bench_fused_add_rmsnorm.py

vllm > VLLM fused_add_rms_norm_kernel
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https://docs.flashinfer.ai/api/norm.html
https://docs.flashinfer.ai/api/activation.html
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/norm/__init__.py#L1253
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/jit/norm.py#L21
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/csrc/norm.cu
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/norm.cuh#L509
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/norm.cuh#L63
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/activation.py#L91
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/activation.cuh
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/tests/utils/test_norm.py
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/benchmarks/bench_fused_add_rmsnorm.py
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/csrc/layernorm_kernels.cu#L108

ZAEIRY%0IR

o [FEHEN: REURE] None, MIXESHEM P EKEN data_ptr [REZE., wrapper EEH
view TIARZ reshape : SKEFNELEH reshape RIEHEEN—H, BEMET .

o BELAFE (M Flashinfer —3X) : h = x + residual 7& fp32 BitE; 7Z[E residual
B3 RY residual B dtype; V3—1L{ER fp32 I h,

e silu(g) = g - sigmoid(g) ; %N [..., 2d] BURI—* 2 gate, F—*E up (XN
IfiF 27 Flashinfer FEIFT) .

e silu_and_mul FB” 4 grid: (47%, cdiv(d, BLOCK)) , d {RAX (tb#d 14336) B, —1
program RGE—E, program HthEZ,

EfF5S %KLL

fused_add_rmsnorm: EMTKE, RittEERIHKE

X { rstd = rsqrt(mean(h?) + ¢) }\ x<h-rstd-w
FRHL Rt 5

} h = x + residual
fp32
4

residual residual < h
BER Rt 5 =

RKEE - 1ol —RBIFRATRES

IESRIIBA (x) ICHIKFRE (residual) , XRGEEMBABNLK; BERE IR
BEX—TFRET—TEIT (3—HEN x) . TREMEBFAKAIC—2. 8L, B8
HAREN: SB—RXKAHLIE—# HBM 25,

PDL: T— kernel IRRIFIZES

kernel A (21 GEMM) A IR
FRItE griddepcontrol.launch_dependents

S B B

kernel B f/ES griddepcontrol.wait
INEANE / iHEE F A WERAD

| B BOER |
A B

ELE - BAOFiERIER
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BHEE, T—HInEEL—HBIETES, MEEREXZREN (PDL: £—
T kernel IRERES, T—1 kernel MFARMAKRI L—BERVES) , BEREE

( griddepcontrol.wait ) RIELEZ2EFIE., decode MBI kernel RBJLHY, &
THIXER B EhAT R AT .

=B
wrapper E54F, LI fused_add_rmsnorm_kernel # silu_and_mul_kernel :

o fp32 / fp16 / bf16; N {£&E (< 16384) ,
e GPU t5 flashinfer.fused add_rmsnorm . flashinfer.silu_and_mul ¥J#3 (bf16,
H = 4096, | = 11008) ,

e
mine/f3_fused_norm_act.py 42 17

"U"UE3 . fused_add_rmsnorm (in place) + silu_and_mul — YOUR IMPLEMENTATION.

See the drill page for the spec; the reference lives in solutions/."""
import torch

import triton

import triton.language as tl

@triton.jit
def fused_add_rmsnorm_kernel(x_ptr, r_ptr, w_ptr, x_stride, r_stride, N, eps, BLO
CK_N: tl.constexpr):

# TODO: h = x + residual (fp32); store h into residual; x = h x rsqrt(mean(h”
2) + eps) x w

pass

@triton.jit
def silu_and_mul_kernel(x_ptr, out_ptr, x_stride, out_stride, d, BLOCK: tl.conste
Xpr):

# TODO: gate = x[row, offs], up = x[row, d + offs]; out = gate * sigmoid(gat
e) x up

pass

def fused_add_rmsnorm(x: torch.Tensor, residual: torch.Tensor, weight: torch.Tens
or, eps: float = 1le-6) —> None:
assert x.shape == residual.shape and x.shape[-1] == weight.shape[0]
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assert x.stride(-1) == 1 and residual.stride(-1) ==

N = x.shape[-1]

X2, r2 = x.view(-1, N), residual.view(-1, N) # view, not reshape: we mu
st write in place

M = x2.shape[0]

if M == 0:

return

BLOCK_N = triton.next_power_of_2(N)

fused_add_rmsnorm_kernel[(M,)](x2, r2, weight, x2.stride(@), r2.stride(0), N,
eps,

BLOCK_N=BLOCK_N, num_warps=min(max(BLOCK_N //

256, 1), 8))

def silu_and_mul(x: torch.Tensor) —> torch.Tensor:
assert x.shape[-1] % 2 == 0 and x.stride(-1) ==
d = x.shapel[-1] // 2
x2 = x.reshape(-1, 2 * d)
out = torch.empty((x2.shapel[0], d), dtype=x.dtype, device=x.device)
if x2.shapel0]:
BLOCK = min(1024, triton.next_power_of_2(d))
silu_and_mul_kernel[(x2.shape[0], triton.cdiv(d, BLOCK))](x2, out, x2.str
ide(0), out.stride(@), d, BLOCK=BLOCK)
return out.reshape(*x.shapel[:-1], d)

I8

./check.sh f3
./check.sh f3 ——-bench # vs FlashInfer, GB/s

tests/test_f3_fused_norm_act.py 52 17

import pytest
import torch
import torch.nn.functional as F

from common.env import DEVICE, HAS_FLASHINFER
from drill import load

def ref_fused_add_rmsnorm(x, r, w, eps):

h = x.float() + r.float()

return (h * torch.rsqrt(h.pow(2).mean(-1, keepdim=True) + eps) * w.float()).t
o(x.dtype), h.to(r.dtype)

@pytest.mark.parametrize("shape", [(1, 64), (7, 333), (4, 3, 1024)])
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@pytest.mark.parametrize("dtype", [torch.float32, torch.float16])
def test_fused_add_rmsnorm_in_place(shape, dtype):
m = load("f3_fused norm_act")
x = torch.randn(shape, device=DEVICE).to(dtype)
r = torch.randn(shape, device=DEVICE).to(dtype)
w = torch.randn(shapel[-1], device=DEVICE).to(dtype)
ref_x, ref_r = ref_fused_add_rmsnorm(x, r, w, le-6)
x_ptr, r_ptr = x.data_ptr(), r.data_ptr()
assert m.fused_add_rmsnorm(x, r, w, le-6) is None
assert x.data_ptr() == x_ptr and r.data_ptr() == r_ptr, "must write in place"
tol = le-5 if dtype == torch.float32 else le-2
torch.testing.assert_close(r, ref_r, rtol=tol, atol=tol)
torch.testing.assert_close(x, ref_x, rtol=tol, atol=tol)

@pytest.mark.parametrize("shape", [(1, 2), (5, 2 * 333), (2, 3, 2 * 4096)1])
def test_silu_and_mul(shape):

m = load("f3_fused_norm_act")
x = torch.randn(shape, device=DEVICE)
d = shapel-1] // 2

out = m.silu_and_mul(x)

assert out.shape == (xshapel:-1], d)

torch.testing.assert_close(out, F.silu(x[..., :d]) * x[..., d:], rtol=le-5, a
tol=1e-5)

@pytest.mark.skipif(not HAS_FLASHINFER, reason="needs a GPU with flashinfer insta
1led")
def test_matches_flashinfer():

import flashinfer

m = load("f3_fused_norm_act")

X, r = (torch.randn(64, 4096, device="cuda", dtype=torch.bfloatl6) for _ in r
ange(2))

w = torch.randn(4096, device="cuda", dtype=torch.bfloatl6)

x1, rl, x2, r2 = x.clone(), r.clone(), x.clone(), r.clone()

m.fused_add_rmsnorm(x1, ri1, w)

flashinfer.fused_add_rmsnorm(x2, r2, w)

torch.testing.assert_close(rl, r2)

torch.testing.assert_close(x1.float(), x2.float(), rtol=2e-2, atol=2e-2)

y = torch.randn(64, 2 x 11008, device="cuda", dtype=torch.bfloatl6)

torch.testing.assert_close(m.silu_and_mul(y).float(), flashinfer.silu_and_mul
(y).float(), rtol=2e-2, atol=2e-2)
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R
fused_add_rmsnorm WIIFF 51 (ZEEE) i -
load x. r (fp32) — h = x + r — %€ h Fi# residual > A h B rstd — F

h-rstd-w # x, M store ENEAEAKE, FTRINFALIWERY; BAELETE
load Z/5,

B FRSELY (FERS) K2 -

e T3 M rms_norm BIN—RIZEN: SR, EZEET—E, MAETHENE
X,

o wrapper E5R{ x.reshape(-1, N) : IEEZWMANEEFERKSE,

o silu_and_mul IBRIEM¥F /& Flashinfer 2 silu(Bi—%) - E—% ,

kernel Eff NFRER (BERIE) 2 -
x = tl.load(x_ptr + row x x_stride + cols, mask=mask, other=0.0).to(tl.float32)

r = tl.load(r_ptr + row x r_stride + cols, mask=mask, other=0.0).to(tl.float32)
h=x+r

tl.store(r_ptr + row *x r_stride + cols, h.to(r_ptr.dtype.element_ty), mask=mask
rstd = 1.0 / tl.sqrt(tl.sum(h x h, axis=0) / N + eps)

w = tl.load(w_ptr + cols, mask=mask, other=0.0).to(tl.float32)

tl.store(x_ptr + row x x_stride + cols, (h *x rstd x w).to(x_ptr.dtype.element_t
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SEMR

z
solutions/f3_fused_norm_act.py %E255%. MINLES i -

solutions/f3_fused_norm_act.py 63 1T

"U"UE3 . fused_add_rmsnorm (in place) + silu_and_mul, with FlashInfer's semant
ics — reference solution.

fused_add_rmsnorm(x, residual, w, eps) —> None, both tensors updated IN PLA
CIEE

h = x + residual (computed in fp32)

residual <- h (stored in residual's dtype: the next layer's r
esidual stream)

X <— h % rsqrt(mean(h”2) + eps) *x w

This is the pre—-norm Transformer step "add the sublayer output to the residua
1, then normalise
for the next sublayer" in one pass: read x, residual once; write both once.

silu_and_mul(x[..., 2d]) —> [..., dl: silu(x[..., :dl) * x[..., d:] (the S
wiGLU MLP gate)

import torch

import triton

import triton.language as tl

@triton.jit
def fused_add_rmsnorm_kernel(x_ptr, r_ptr, w_ptr, x_stride, r_stride, N, eps,
BLOCK_N: tl.constexpr):

row = tl.program_id(0).to(tl.int64)

cols = tl.arange(0, BLOCK_N)

mask = cols < N

x = tl.load(x_ptr + row * x_stride + cols, mask=mask, other=0.0).to(tl.fl

o0at32)

r = tl.load(r_ptr + row * r_stride + cols, mask=mask, other=0.0).to(tl.fl
o0at32)

h=x+r

tl.store(r_ptr + row *x r_stride + cols, h.to(r_ptr.dtype.element_ty), mas
k=mask) # new residual

rstd = 1.0 / tl.sqrt(tl.sum(h x h, axis=0) / N + eps)

w = tl.load(w_ptr + cols, mask=mask, other=0.0).to(tl.float32)

tl.store(x_ptr + row *x x_stride + cols, (h *x rstd *x w).to(x_ptr.dtype.ele
ment_ty), mask=mask)

@triton.jit
def silu_and_mul_kernel(x_ptr, out_ptr, x_stride, out_stride, d, BLOCK: tl.co
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nstexpr):

row = tl.program_id(0).to(tl.int64)

offs = tl.program_id(1) * BLOCK + tl.arange(@, BLOCK) # 2-D grid: rows
x column blocks

mask = offs < d

gate = tl.load(x_ptr + row *x x_stride + offs, mask=mask, other=0.0).to(t
1.float32)

up = tl.load(x_ptr + row *x x_stride + d + offs, mask=mask, other=0.0).to
(tl.float32)

out = gate x tl.sigmoid(gate) * up # silu(g) = g *
sigmoid(g)

tl.store(out_ptr + row * out_stride + offs, out.to(out_ptr.dtype.element_
ty), mask=mask)

def fused_add_rmsnorm(x: torch.Tensor, residual: torch.Tensor, weight: torch.
Tensor, eps: float = 1e-6) —> None:

assert x.shape == residual.shape and x.shape[-1] == weight.shape[0]
assert x.stride(-1) == 1 and residual.stride(-1) == 1

N = x.shape[-1]

x2, r2 = x.view(-1, N), residual.view(-1, N) # view, not reshape: w

e must write in place

M = x2.shapel[0]

if M == 0:

return

BLOCK_N = triton.next_power_of_2(N)

fused_add_rmsnorm_kernel[(M,)]1(x2, r2, weight, x2.stride(0), r2.stride
(0), N, eps,

BLOCK_N=BLOCK_N, num_warps=min(max(BLOCK_N

// 256, 1), 8))

def silu_and_mul(x: torch.Tensor) —> torch.Tensor:
assert x.shapel[-1] % 2 == 0 and x.stride(-1) ==
d = x.shapel[-1]1 // 2
X2 = X.reshape(-1, 2 x d)
out = torch.empty((x2.shapel[0], d), dtype=x.dtype, device=x.device)
if x2.shapel0]:
BLOCK = min(1024, triton.next_power_of_2(d))
silu_and_mul_kernel[(x2.shape[0], triton.cdiv(d, BLOCK))](x2, out, X
2.stride(0), out.stride(@), d, BLOCK=BLOCK)
return out.reshape(x*x.shapel[:-1]1, d)

MFEZ 5

RTX 5090 L3 (bf16)
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HF T =16 (decode) T = 4096 (prefill)

fused_add_rmsnorm, H = {RAY 6.2 us / Flashinfer {R#) 88 us + 1522 GB/s /

4096 6.2 us Flashinfer 90 us

silu_and_mul, | = 14336 {RAY 6.1 us / Flashinfer {REY 244 us / Flashinfer 242 us
8.2 us

KT HRAERR T HFHE LR: X3 memory-bound B kernel, Triton BiERE 5, &
Reth i,

N T BSBS[E]EBTE 6 us £ XZE launch MEEAI TR, decode BiERXZE kernel AY{N
A EEH—FSHME (FaiFEH GEMM, £ &) MUk PDL (Programmatic
Dependent Launch, Hopper &££x4#F, 21F F—1 kernel 1281/25) . Flashinfer B

API & enable_pdl Z%X, RMSNorm JEF3HH) griddepcontrol ELHMETE.

JEIJRES:  flashinfer/norm/__init__.py HBJ rmsnorm — flashinfer/jit/norm.py
(gen_norm_module) — csrc/norm.cu ] csrc/flashinfer_norm_binding.cu —
include/flashinfer/norm.cuh EBAY RMSNorm / FusedAddRMSNorm , Xj¥ vec_size =
gcd(16 / sizeof(T), d) #1 block_size = min(1024, d / vec_size) XM1T: EXRE
LIRTE R E N T EMEIZERY?

#HFY: Flashinfer & fused_add_rmsnorm_quant .

fused_add_rmsnorm_fp8_block_quant , IE FP8 /A HH#HN ., &E& M3, BSEM—

NFRZEN + RMSNorm + 1x128 FP8 2" IR S kernel,

v EHidER: Nt AaXLENEFE decode FEFZENSMA?

decode Bt EA GEMM iR/ ((EFESE[@E) , —/=F attention + MLP RIS FENFIEER
BILTHHF, mEBNMNEFHE/LHMWHNEEFHE. —1 decoder layer 25 RMSNorm

X 2. FRZEN X 2, RoPE. SwiGLU, EXEF TR MNMNEF, TRISRENRFHEMER
B[ ARl GEMM 183, AR decode (LHIERZIFD kernel BE (RIS . CUDA

graph, PDL) , MAZIERETI kernel BIRIE 10%.
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#Ziy + Track F + Flashinfer - & 16 &

) FHFER top—k / top-p: IWFHMERX 9
15 Aia& L/ top-k / top-p: FHEF, RMMETRERFRMNALRELHE, FEEE—T
IEff. 7£K batch BFEEHERIR 3 E89ARA, BMEF Flashinfer Z[8] 3—10 EHEERREE L
FEERMT A,

@ 60 min HE M {5 mine/f4_topk_topp_renorm.py B . /check.sh f4

S #EfR solutions/f4_topk_topp_renorm.py

1. 855 6. AT

2. FRB5EM 7. B

3. ZAFIMEIR: WERMUEXZSH 8. I’R

4. RS £t 9. 2EfF

5. BEER 10. M5EZ /G
-

£ decode step. BMIEKEEM logits BERKE— token, KFESE (temperature,
top—k. top-p. min-p) EAEE, @WRANV LK 3 FEF 25 H, ZRBHEERLHFEBR
ZFM: X 64 MEK. 15 AIEFR, B2 torch.sort EL 1ms, F—ZZ decode BY
NIEIEEE

Flashinfer BK#£#] renorm kernel MAHEF : EREXN “WERATE pivot BHITTE" M (KR
£, T8 N34, RIBLERBH pivot, HEINEIEE, 8—R#E—RER LEHRHNETERM
9, T"HEZEHREF, EAFETIMEZ.

PTSEAL S

sampling APl X#4 - Sorting—-Free GPU Kernels for LLM Sampling (Flashinfer %)
flashinfer > top_p_renorm_probs / *  flashinfer > top_k_renorm_probs

flashinfer > TopPRenormProb ' * | flashinfer > topk.cuh (radix / multi-CTA)

flashinfer > renorm.cu  ° | flashinfer > test_sampling.py ' °  flashinfer » bench_sampling.py
vlilm > VLLM #9 top-k / top-p ¥#F  * | sglang > SGLang sampler
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https://docs.flashinfer.ai/api/sampling.html
https://flashinfer.ai/2025/03/10/sampling.html
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/sampling.py#L637
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/sampling.py#L674
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/sampling.cuh#L1882
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/topk.cuh
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/csrc/renorm.cu
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/tests/utils/test_sampling.py
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/benchmarks/bench_sampling.py
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/vllm/v1/sample/ops/topk_topp_sampler.py
https://github.com/sgl-project/sglang/blob/797af7170f34dd4cb9e397e0038c52371ef5e050/python/sglang/srt/layers/sampler.py

ERARAIR: WELIURERR S

SAESEY fp32, BEMMER M int32 BBRE, KDNAFSZERE—N. AXEER
MERBHXE [0, bits(max) + 1) E£EZ7%, 31 XMEERMEMEIE—T fp32 &, &

RAEEFRZONBEEB,
AT f(lo) WEFRM, f(hi) FHE:
o top-k: ZMHRE count(x = t) = k;

€ tOp—p: %1"1:% mass(x > ‘t) =P,

ZRIIRE x = value(lo) MTERBA—. REAIIERN, top-k IEFET k1T
top—p BTHE “RERMAENEM, WIEFAE p WR/NEE” (5 Flashinfer BITEX

—, 27 RTX 5090 _I&1F) .

Triton: x.to(tl.int32, bitcast=True) IRMIEFEE; — program fAi%—17, &

—&#F1E for start in range(@, V, BLOCK) fEMEHH—IEBEIT,

Elf# 5 kL

MERMUBRN_5: 31 HEIEE

{

—1THRE lo = 0, hi = bits(max) + 1 H—BET
V = 151936 int32 gzl count / mass(bits = mid)

E#R lo 8§ hi
RIFFRR

T
64
|

{RE x > value(lo)
BA—#®

EKEE - B
BRE)—TRIE: “HBR > XNIERESZS DT (FENEKRSD) ? "XSHas s,
ROFiBER, AFRELZSBE—FIEMIINRF LR, #@EE; FUERL
" oBEFHEBIRTBH: fp32 RE 2* MEANE, 31 RUHABEIFE—T,
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HEF vs THEF

2EHRF {, BIZRAN — &R }
0(V log V) - Z2R2F/FES
pivot Y34 JLEHUER (Flashinfer)
SR—RH LA AR EBE 31 %

{ 15 FME

I - RS 20 BIIA
BHHSIERE 20 DA, TREIULLVHESBHITFN, E—RIFTIDXBBMES
R SRR STIETTER, KOMBE, [IEZEEFHER 20 DA, BT
AREREBHIE (FRERFNIMIMIE)

HISEEP
wrapper EE%F (k M p AIURRE, UAIUEREIT—TMENKE) . I
_renorm_kernel :
e IS_TOP_K A constexpr, E— kernel 2bIBFHFHIER .,
o M fp32 WX, RBMTEMN 1, HEFRAN O,
o JMPX S HEFE reference FTEXIH; GPU L#1 Flashinfer 31#8 (V = 151936, Qwen AY
w|WRAN) .

A+
mine/f4_topk_topp_renorm.py 39 {7

""MF4 . sorting-free top-k / top-p renorm — YOUR IMPLEMENTATION.

See the drill page for the spec; the reference lives in solutions/."""
import torch

import triton

import triton.language as tl

@triton.jit
def _renorm_kernel(probs_ptr, out_ptr, k_ptr, p_ptr, V, IS_TOP_K: tl.constexpr, B
LOCK: tl.constexpr):
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# TODO: 1. row max —> hi = bits(max) + 1, lo = @ (int32 bit patterns of the f
p32 probabilities)

# TODO: 2. 31 rounds: mid = lo + (hi - lo) // 2; one pass over the row: count
(top—k) or mass (top-p) of x with bits >= mid

# TODO: keep the invariant f(lo) satisfies the condition, f(hi) does not

# TODO: 3. kept = sum of x with bits >= lo; write x / kept for those, 0 elsew
here

pass

def _per_row(val, B, dtype, device):
if isinstance(val, torch.Tensor):
return val.to(device=device, dtype=dtype).expand(B).contiguous()
return torch.full((B,), val, dtype=dtype, device=device)

def top_k_renorm_probs(probs: torch.Tensor, top_k) —> torch.Tensor:
probs = probs.float().contiguous()
B, V = probs.shape
out = torch.empty_like(probs)

k = _per_row(top_k, B, torch.float32, probs.device) # compared with a f
loat count

_renorm_kernel[(B,)](probs, out, k, k, V, IS_TOP_K=True, BLOCK=4096, num_warp
s=16)

return out

def top_p_renorm_probs(probs: torch.Tensor, top_p) —> torch.Tensor:

probs = probs.float().contiguous()

B, V = probs.shape

out = torch.empty_like(probs)

p = _per_row(top_p, B, torch.float32, probs.device)

_renorm_kernel[(B,)](probs, out, p, p, V, IS_TOP_K=False, BLOCK=4096, num_war
ps=16)

return out

Ll

./check.sh f4
./check.sh f4 ——bench # vs FlashInfer #] torch.sort

tests/test_f4_topk_topp_renorm.py 70 1T

import pytest
import torch

from common.env import DEVICE, HAS_CUDA, HAS_FLASHINFER
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from drill import load

def make_probs(B, V, temp=1.0, seed=0):
g = torch.Generator().manual_seed(seed)
return torch.softmax(torch.randn(B, V, generator=g) / temp, -1).to(DEVICE)

def ref_top_k(p, k):
kth = torch.topk(p, k, dim=-1).values[:, -1:]
out = torch.where(p >= kth, p, 0.0)
return out / out.sum(-1, keepdim=True)

def ref_top_p(p, top_p):

sp, idx = torch.sort(p, -1, descending=True)

keep_sorted = (sp.cumsum(-1) - sp) < top_p # mass strictly before
this entry < p

keep = torch.zeros_like(keep_sorted).scatter(-1, idx, keep_sorted)

out = torch.where(keep, p, 0.0)

return out / out.sum(-1, keepdim=True)

V_SIZES = [1000, 32000] if HAS_CUDA else [1000, 5000]

@pytest.mark.parametrize("V", V_SIZES)
@pytest.mark.parametrize("k", [1, 10, 50])
def test_top_k(V, k):
m = load("f4_topk_topp_renorm")
p = make_probs(4, V)
out = m.top_k_renorm_probs(p, k)
assert ((out > 0).sum(-1) == k).all()
torch.testing.assert_close(out, ref_top_k(p, k), rtol=le-5, atol=le-7)

@pytest.mark.parametrize("V", V_SIZES)
@pytest.mark.parametrize("top_p", [0.1, 0.5, 0.9])
def test_top_p(V, top_p):
m = load("f4_topk_topp_renorm")
p = make_probs(4, V, temp=0.5)
out = m.top_p_renorm_probs(p, top_p)
torch.testing.assert_close(out, ref_top_p(p, top_p), rtol=le-5, atol=le-7)

def test_per_row_parameters():
m = load("f4_topk_topp_renorm")
p = make_probs(3, 2000)
ks = torch.tensor([1, 7, 100], device=DEVICE)
out = m.top_k_renorm_probs(p, ks)
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assert (out > 0).sum(-1).tolist() == [1, 7, 100]

@pytest.mark.skipif(not HAS_FLASHINFER, reason="needs a GPU with flashinfer insta
1led")
def test_matches_flashinfer():

import flashinfer

m = load("f4_topk_topp_renorm")

p = make_probs(32, 151936, temp=0.7) # Qwen-sized vocabular

y
torch.testing.assert_close(m.top_k_renorm_probs(p, 20), flashinfer.top_k_reno

rm_probs(p, 20), rtol=le-4, atol=le-7)

# top-p: where the nucleus boundary lands within ~le-6 of p, fp32 accumulatio
n order decides

# whether the boundary token is in. Allow a 1-token difference there; elsewhe
re be identical.

a, b = m.top_p_renorm_probs(p, 0.8), flashinfer.top_p_renorm_probs(p, 0.8)

na, nb = (a > 0).sum(-1), (b > 0).sum(-1)

assert ((na - nb).abs() <= 1).all()

same = na == nb

assert same.float().mean() > 0.5

torch.testing.assert_close(alsame], b[samel, rtol=le-4, atol=le-7)

R
=B B (REES) e -

1.  3—BXRTHRA{E — hi = bits(max) + 1, lo =0,

2.3 87 BREA—E, Hit bits(x) = mid BTE (top-k) HEE (top-
p) , FELLEHT lo B¢ hi,

3. H—BREBH /N, BHE—BELRF3—HENS

B RRSENG (RERS) 2 -

e EIFRELZS (mid = (lo + hi) / 2) @ JLTRZEZAEEKS, mEBBHRED
WMRERSRIFREAL, SRERE— TR, ;R LTS, 31 XMERBH,

e A > MAZE =z AEANRELNFREBFRGEULIAEE—TLER,

e hi #HMEIRA bits(max) @ LEAS count(x = hi) = 1, RFHE“hi NHEREME"HY
AR (k =1 L)
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ZHEHE NTRER (EERE) i -

for _ in range(31):
mid = lo + (hi - lo) // 2
acc = tl.zeros([BLOCK], dtype=tl.float32)
for start in range(@, V, BLOCK):
x = tl.load(base + start + offs, mask=start + offs < V, other=0.0)
above = x.to(tl.int32, bitcast=True) >= mid
acc += above.to(tl.float32) if IS_TOP_K else tl.where(above, x, 0.0)

ok = tl.sum(acc, axis=0) >= (k if IS_TOP_K else p)
lo = tl.where(ok, mid, 1lo)
hi = tl.where(ok, hi, mid)
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SEMR

-
solutions/f4_topk_topp_renorm.py %EEER. MidlitEE e

solutions/f4_topk_topp_renorm.py 9117

""MF4 . Sorting-free top-k / top-p renormalisation — reference solution.

top_k_renorm_probs(probs [B, V], k) : keep the k largest probabilities per r
ow, renormalise.
top_p_renorm_probs(probs [B, V], p) : keep the smallest set of largest proba
bilities whose

mass reaches p (nucleus), renormalise.
Same semantics as flashinfer.top_k_renorm_probs / top_p_renorm_probs (for row
s without ties).

Sorting a 150k-entry row per request per step is the slow part of naive sampl
ers. FlashInfer

never sorts: it repeatedly reduces (mass, count) of the entries above a pivot
and moves the

pivot. Here the pivot search is an exact bisection over the float's bit patte
rn: for x >= 0,

the int32 view of an fp32 value increases with the value, so 31 halvings of
[0, bits(max)+1)

pin down the exact threshold. Each round is one pass over the row.

import torch

import triton

import triton.language as tl

@triton.jit
def _renorm_kernel(probs_ptr, out_ptr, k_ptr, p_ptr, V, IS_TOP_K: tl.constexp
r, BLOCK: tl.constexpr):

row = tl.program_id(0).to(tl.int64)

base = probs_ptr + row *x V
offs = tl.arange(0, BLOCK)
# hi = bits(max) + 1 so that "count(x >= hi) == 0"; lo = 0 so that "count

(x >= lo) == V",
mx = tl.zeros([BLOCK], dtype=tl.float32)
for start in range(@, V, BLOCK):
x = tl.load(base + start + offs, mask=start + offs < V, other=0.0)
mx = tl.maximum(mx, x)

lo = tl.zeros([], dtype=tl.int32)
hi = tl.max(mx, axis=0).to(tl.int32, bitcast=True) + 1
if IS_TOP_K:

Kernel Dev Il 47 - 196 / 306




=
1l

tl.load(k_ptr + row)
else:
tl.load(p_ptr + row)

©
1l

# Invariant: f(lo) satisfies the condition, f(hi) does not. 31 rounds shr
ink hi - lo to 1.
for _ in range(31):
mid = lo + (hi - lo) // 2
acc = tl.zeros([BLOCK], dtype=tl.float32)
for start in range(@, V, BLOCK):
x = tl.load(base + start + offs, mask=start + offs < V, other=0.

0)
above = x.to(tl.int32, bitcast=True) >= mid # x >= value(mi
d), compared as bits
if IS_TOP_K:
acc += above.to(tl.float32) # count above th
e pivot
else:
acc += tl.where(above, x, 0.0) # mass above the
pivot
total = tl.sum(acc, axis=0)
if IS_TOP_K:
ok = total >= k
else:

ok = total >=p
lo = tl.where(ok, mid, lo)
hi = tl.where(ok, hi, mid)

# Keep x >= value(lo): exactly k entries (top-k) / the nucleus (top-p). R
enormalise.

kept = tl.zeros([BLOCK], dtype=tl.float32)

for start in range(@, V, BLOCK):
x = tl.load(base + start + offs, mask=start + offs < V, other=0.0)
kept += tl.where(x.to(tl.int32, bitcast=True) >= lo, x, 0.0)

denom = tl.sum(kept, axis=0)

for start in range(@, V, BLOCK):
m = start + offs < V
x = tl.load(base + start + offs, mask=m, other=0.0)
y = tl.where(x.to(tl.int32, bitcast=True) >= lo, x / denom, 0.0)
tl.store(out_ptr + row x V + start + offs, y, mask=m)

def _per_row(val, B, dtype, device):
if isinstance(val, torch.Tensor):
return val.to(device=device, dtype=dtype).expand(B).contiguous()
return torch.full((B,), val, dtype=dtype, device=device)

def top_k_renorm_probs(probs: torch.Tensor, top_k) —> torch.Tensor:
probs = probs.float().contiguous()
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B, V = probs.shape

out = torch.empty_like(probs)

k = _per_row(top_k, B, torch.float32, probs.device) # compared with
a float count

_renorm_kernel[(B,)](probs, out, k, k, V, IS_TOP_K=True, BLOCK=4096, num_
warps=16)

return out

def top_p_renorm_probs(probs: torch.Tensor, top_p) —> torch.Tensor:

probs = probs.float().contiguous()

B, V = probs.shape

out = torch.empty_like(probs)

p = _per_row(top_p, B, torch.float32, probs.device)

_renorm_kernel[(B,)](probs, out, p, p, V, IS_TOP_K=False, BLOCK=4096, num
_warps=16)

return out

N J
N5e2Z 5
RTX 5090 iUl (V = 151936)
B=1 B =64

{REY top-k = 20 268 us 312 us

Flashinfer top-k = 20 25 us 88 us

{RE9 top—p = 0.9 268 us 31 us

Flashinfer top—p = 0.9 76 us 164 us

torch.sort (RZHF) 59 us 1020 us

( BLOCK = 4096, num_warps = 16 ; 5x#JF BLOCK = 1024, num_warps = 4 BJ= 887 us,
RFEXW T SHFIRT 3.3 &, )
AT ALEZE 3—10 & (B =11 top-k ZERAK) : RNRAEEN 33 EE1T, MEASTR
B— program, B R/NETRARI—1 SM; B =1 REZELL torch.sort 1€, B = 64 BfA
R 3 {%, Flashinfer Bf%:
o ABIBERE pivot: M\—PTREFBERES N L TRELR, BREANKQERT pivot
(RABEM pivot_o . pivot_1) , BEJLEMEES, MASEE 31%;
e %A (sum, count) F CUB BY BlockReduce 5Ef%, 8 14&IE— /XL 16 1
o top-k ABEEL[THELIEE (radix select) X, HEZHZ4 CTA IMELEE—1T
( include/flashinfer/topk.cuh AAJ multi-CTA radix top-k) , IE3FfER B R/\ET
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REEA—1T SM mia),

IR —T R : top-p 7£ 32 1THF 4 17 Flashinfer Z—> token, MiX 4 177EHFALb
EMEES p NWEIEETE 1e-6 AR, F float64 HEFEH reference HE, RIVERENH:
Flashinfer B9 fp32 VAN FEXMBFIER T2 BB —1 token, MIKXE UL 72 1F1B 54k
B £1 19 token WER ., EXRHFRXTLXEE, [HIXZ kernel WM “BEAXEAE” W—
T+,
pradie
o 1L—1THZ program iMEFEA (81 program fAfi—ER, S|RM—/XEE program Y
U329) , #E/R B =1 BT RA—1 SM #9[a)@H,
e ¥ include/flashinfer/sampling.cuh HBJ TopPRenormProb (launcher) KEIFAAY
kernel, BAK flashinfer/sampling.py HB top_k_top_p_sampling_from_probs &Y
filter_apply_order Z#{: 7 top-k B2 top-p, ERNTALSA—H?

v mHidER: AtAXRERRAFE? BT 2EF?

HERp 2 O(V log V) WEBRE, BENNMNVEGFNZRER/IEE; MM top-k / top-p RFE
ZHE—TEE. THEFENHERILE—RHER LR —REEKRIALN, KMNME OV X
BE), R/, HIEALE L2 B, batch IERFHIFMNAMEUE LA (A= B = 64 it
torch.sort E 1 ms, Flashinfer # top-k RE 88 us) , B, THIFHWLMER S M
B MEREAARERN k / p, HEFTUEXRFEERMSHE—T kernel, TFIETIRG
Mo HmEEERF.
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#i0 - Track F - Flashinfer - 8 17 5

& Flashinfer SREASCHE: SEMBMEE. JIT. M.
benchmark. PR 58

MERBELTHRENE: BF Flashinfer B RIFIE, IBE—1TEFM Python iBZ| CUDA, X
—47& JIT EFRIFE, WEH benchmark, AGERITEMNTTESZSE— PR,

180 min MEFE S - 7F Flashinfer €EEEFE, %F check.sh

1. E&: AfT4=E Flashinfer 6. Lab 2: J5—1TEFIEEZIK (RMSNorm)

2. RBE55HEN 7. Lab 3: HEA LEM benchmark

3. JRIGHE 8. Lab 4: & — TRk

4. EIfg5%LE 9. EFMMERIE (CREINER/ CLAUDE.md)
5. Lab 1: F&FIE 10. PR AE (RE#WZBN/1LE)

N BRBE

S8 Nt4E Flashinfer

Flashinfer # vLLM. SGLang. TensorRT-LLM &7 serving 1EZ2FEH, FEEFEMA
FMEREENE T MLA. GDN / KDA %44 attention, NVFP4 / MXFP8 GEMM I
MoE. DiT BEE& norm. sm_110 / sm_120 B9EF kernel, EMNRIBEIEE CUDA C++

( include/ ) . CuTe DSL ( flashinfer/cute_dsl) . Triton ( flashinfer/triton) , X
K3t cuDNN, TRT-LLM, CUTLASS [Fimi0%13c, FRLAXIA8M kernel TERIAK, ELF
BE TBITREAK,

ATIA B EZIT T Flashinfer £9 X 2026-11-02 KRBT B HAY CONTRIBUTING.md /
CLAUDE.md , MBEZMHMRIR, shFBIMNCEENRITRANE.

RB5 &EH

FISB:  flashinfer > CONTRIBUTING.md | * | flashinfer > CLAUDE.md

flashinfer > CLAUDE.md - Adding a New Operation

flashinfer > CLAUDE.md - Opening a Pull Request  * | flashinfer > PR &R

flashinfer > code_review_guidance.md # * | flashinfer > experimental/README.md # - iSsues - X
=V

E%Z flashinfer > flashinfer/ ' < | flashinfer > csrc/ ' * | flashinfer > jit/

flashinfer > triton/ ' * | flashinfer > cute_dsl/ -  flashinfer > experimental/
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https://github.com/flashinfer-ai/flashinfer/issues
https://docs.flashinfer.ai/
https://docs.flashinfer.ai/
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/CONTRIBUTING.md
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/CLAUDE.md
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/CLAUDE.md?plain=1#L634
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/CLAUDE.md?plain=1#L431
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/.github/pull_request_template.md
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/docs/code_review_guidance.md
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/experimental/README.md
https://github.com/flashinfer-ai/flashinfer/tree/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer
https://github.com/flashinfer-ai/flashinfer/tree/eabf03fe55e77e3305c503b5cbfa1e60450c4227/csrc
https://github.com/flashinfer-ai/flashinfer/tree/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/jit
https://github.com/flashinfer-ai/flashinfer/tree/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/triton
https://github.com/flashinfer-ai/flashinfer/tree/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/cute_dsl
https://github.com/flashinfer-ai/flashinfer/tree/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/experimental

flashinfer > tests/

EhilixiE:

flashinfer » flashinfer_api

flashinfer > is_sm9@a_supported

flashinfer > JitSpec

flashinfer > benchmarks/

flashinfer > bench_gpu_time

pEL RS

Hx

include/flashinfer

/

csrc/

flashinfer/jit/

flashinfer/*.py .
flashinfer/<{&i#>/

flashinfer/triton/

flashinfer/cute_dsl
/

flashinfer/experime

ntal/

tests/<SF>/ .

benchmarks/

JT BEATEN: E—XABEN API BF, Flashinfer 1% dtype. head_dim ESHAERE(T]

Bta

kernel X ( .cuh ) : RIZWHEFE

i, SERELX

launcher F40%E : IEKSREMIEH . &
EARSEH] . AR kernel

JIT BRERERER: FI B YRIFAR X M4

1 nvce Bk

Python API: SR E. RERIK.
@functools.cache EFRIFIFAIEIR

Triton 1 CuTe DSL B kernel

ST i (Ebal SM12x SHER R GPU
89 kernel)

pytest g ;
flashinfer_benchmark.py #—

benchmark

flashinfer » gen_jit_spec

flashinfer > aot.py
flashinfer > flashinfer_experimental_api

flashinfer > flashinfer_benchmark.py

Fmy

78t include Torch kXX {4t

TVM-FFI 4 E7E
*_jit_binding.cu /
*_binding.cu

fBlgN jit/norm.py B9

gen_norm_module()

ANFF API B @flashinfer_api

iff

HAE norm.py .

Ax
=

activation.py . cascade.py ,

EFNN F2, F3

FZE owner # tracking issue

12 GPU ZRMBNE A

flashinfer.utils FREYHEIER 2K

89 CUDA 88, HA ninja #Ri¥, £ .so &7FE ~/.cache/flashinfer/ ; Z[ERABERM
H. B .cuh EAFEFNEHFEE, BRXSTHESKNEIZAHERRIZE.

Kernel Dev JI| 47 - 201 / 306


https://github.com/flashinfer-ai/flashinfer/tree/eabf03fe55e77e3305c503b5cbfa1e60450c4227/tests
https://github.com/flashinfer-ai/flashinfer/tree/eabf03fe55e77e3305c503b5cbfa1e60450c4227/benchmarks
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/jit/core.py#L292
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/jit/core.py#L739
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/aot.py
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/api_logging.py#L2400
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/api_logging.py#L2686
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/utils.py#L699
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/benchmarks/flashinfer_benchmark.py
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/testing/utils.py#L1566

EfF5S %KLL

rmsnorm 7E Flashinfer BAYiAB

flashinfer.rmsnorm() get_norm_module() SRR — gen_norm_module()
Python API @functools.cache AL flashinfer/jit/norm.py
ZEEEME
(¢}

ninja #4mi%E
1
~/.cache/flashinfer include/.../norm.cuh BRI
4RIFIFHY . s0 r

csrc/norm.cu
RMSNorm - RMSNormKernel + TVM-FFI binding

{ # issue / 8RO }-._ kernel + Jlig benchmark pre-commit
include - csrc - tests BIELNEFE + GPU

run —a
{ review / §3# } @flashinfer-bot run tests/... _/_{ PR (ZXIAKER) }
abiik EES i

ELE - JIT EMRIHNET

Flashinfer B9 kernel A& (dtype X head_dim X

R X %WF?&)

_ ARIEEE S
. JIT 2B ARME le'fi!iﬂlﬂBBL, 0 FISRIE R K AR

( ~/.cache/flashinfer ) ,
RAIMEE, BRE

IREIEH; AOT # jit—-cache BIMIEFETERE S I3
—ﬁ*LEA%ﬁIéﬁ%EFO

JIT ETFas RRY IR

M so 2R
1Y T
5 - : 3
AR API 4R JitSpec EFERIB?
{dtype - head_din - 2249 } { BPRBT2HBH "

==

®E / RENE

ERRE + ninja 3% |
BR: LR

tE - EIRIB & IFRE
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Flashinfer B9— APl 2E2EE%EMREE: Python RE (4ME) — JIT £ (ERY,

SIHERIFMTA) — csre 48E (NE, EKEMBIEH) — include B kernel (EIEM
=Y)) . EREBRAENFEEFA, EXTIF—EER, BERE—O#: X—FfRi

" A?

Lab 1: FERFIE

£ GPU #lg8 EH1T (ANEBEK setup_env.sh BELERYF nvee; Flashinfer A5 EZE CUDA
12.x 8% 13.x #9 toolkit)

git clone —--recursive https://github.com/flashinfer-ai/flashinfer.git && cd flashin
python —-m pip install —-upgrade pip setuptools

pip install ——-no-build-isolation -e . -v # ——no-build-isolation: BIHEEEE
pip install pre-commit && pre—-commit install
python -m flashinfer.collect_env # IR bug AIR X7 IEIES

——no-build-isolation REE: AHIHVIE, pip FIEEB N FH —TFHAE CUDA IRAMIEY

torch,

Lab 2: ;—1HFIEEZIEK (RMSNorm)

1. flashinfer > norm/ init .py - rmsnorm() : S¥HE, AGREA
get_norm_module().rmsnorm(out, input, weight, eps, enable_pdl) ,

2.  flashinfer > get_norm_module() | — | flashinfer > jit/norm.py - gen_norm_module() : %l
.':|:|' flashinfer > norm.cu *D flashinfer » flashinfer_norm_binding.cu , }Jl]_t =
DENABLE_BF16 -DENABLE_FP8 ,

3. flashinfer » norm.cu : ¥ESKEFERIETT, & dtype 9%, AH
flashinfer::norm: :RMSNorm<T>(...) ,

4.  flashinfer > norm.cuh - RMSNorm (launcher) ' vec_size = gcd(16 / sizeof(T), d) ,
17— block, cudaLaunchKernelEx jl_E PDL . kernel ZN{A2
flashinfer > RMSNormKernel : [EZ2/I0E . warp Y329, shared memory L&, EBEFM
fREY T3, F3 WEREE,

HF
export FLASHINFER_JIT_VERBOSE=1

pytest tests/norm —k "rmsnorm and not cake" -x —q # F—XEITEED JIT HEAS
# f£ RMSNormKernel ZFEEX—LE (LEZIIN—1T/EFE) , BT —R: SBIEENmIF
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https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/norm/__init__.py#L1126
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/norm/__init__.py#L159
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/jit/norm.py#L21
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/csrc/norm.cu
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/csrc/flashinfer_norm_binding.cu
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/csrc/norm.cu
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/norm.cuh#L140
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/norm.cuh#L63

Lab 3: HEA LA benchmark

pip install -U cupti-python # CUPTI 11AY, Lt CUDA event B)¥; REATE=)ELE
python benchmarks/flashinfer_benchmark.py \
——routine BatchDecodeWithPagedKVCacheWrapper ——backends fa2 \
——batch_size 32 —--s_kv 2048 —--num_qo_heads 32 —-num_kv_heads 8 \
—head_dim_qgk 128 —-head_dim_vo 128 —-page_size 16 —--refcheck -vv

e £ RTX 5090 EREE(FR fa2 HF@A/GIH; trtllm—gen . cutlass MED EIREE
sm_100, & BERMLSiRZIFIRAI GPU,

e 5 benchmark {188 flashinfer.testing.bench_gpu_time (iR[EIERERHFERS
FiZk, EXRAIED) .

o IEXERVEFMIRA F1/ L3 W,

Lab 4: x—"5EEk A

BRAITHEBRRRS:
FE 5+ REXEIEECH
HES
1B AR B
izt BEAN AP INLEBRER (E 2 B9EH head_dim, EFF). 3  AETONEEE
EEBA) 5 #E sm_120 LA ES
benchmark H[ENREHE benchmark 89 API B routine, tERAEfGim SR

/

JHERR GPU HHE RTX 5090 (sm_120) EABEBITHIEITRIEA API, & {RE 5090; L.

5% experimental #FE+—"/5iH F. M &7l
Triton LI flashinfer/triton/ HEFRYMEESIINEENGH (W0 T &%, F2. F3

merge_state AIEET)
FEF FEAEBNMEES (5189 norm TR, E4HENX. attention £
1)

SIS 7 GitHub issues FE RSB HHABNEFEXNAS; 1Z
docs/design_docs/ ; MB—IE pytest tests/<fREOMIBE>, BETIRHI GPU L HPLEm k4%
BRI, TERLESRIN,
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B FEiRERTE (REBIER CLAUDE.md)

. 7£ include/flashinfer/new_op.cuh HE kernel ({EZEFx, RA®RIEH) .
. £ csrc/new_op.cu HE launcher (42 PyTorch 5K=) .

—

. 1€ csrc/new_op_jit_binding.cu HAE TVM-FFI 48E .,

(i) FERERFGHE, 5 Jinja &1k,

flashinfer/jit/new_op.py HE JIT =RERES,

flashinfer/new_op.py A5 Python API, B @functools.cache EF&EIR,

Bt

Ft

tests/ G,
flashinfer/aot.py HUEM AOT Z®iE,

© ® N O O B~ N
Bt ORE A

Bt

flashinfer/__init__.py F&H,

S
At

flashinfer/trace/templates/ Sl TraceTemplate , FH
@flashinfer_api(trace=...) &L,

1. £ tests/trace/example.py HINERRHI, EFAEMHIRR fi_trace_out/ THY
JSON,

BAHEENSZXLI: BHENE flashinfer/norm/__init__.py (RMSNorm, AH Jinja) ,
FZERZE flashinfer/sampling.py (F7T Jinja) , EZHIE flashinfer/decode.py (plan
/ run #®=,, workspace Ei) ,

PR M5t (RE#ZHBIN/LF)

o REEKIAEY PR MR ( .github/pull_request_template.md ) : Description, Related
Issues. Checklist, Tests. Reviewer Notes, ~E#pH I : squash merge Z
&, MR E commit message,

o 4EE PR G HAEIRIBRIBINEF . ARSI/ benchmark (L4l
flashinfer_benchmark.py ) , GHB GPU BISHoJ@iMiE, RLEMRLE. SE AR
GPU B5, #1765,

o IZXBIIBIT pre-commit run -a,

o Cl BEXIARBEXAIMIK: £ PR HiFiE @flashinfer-bot run tests/<BEHXMH4>, R
E5MmBRNERER; AHBRaEBEEENE, KMRS.

 experimental #l5E: JHELK GPU (SM12x) B9 kernel, HNRIRENEF, &
experimental #&%: [GIRINFE flashinfer/experimental/ , API FH
@flashinfer_experimental_api #nic, TE—1EHE owner. REREFEEIEITXIAY
tracking issue, backend="auto" REEIZRE
FLASHINFER_ALLOW_EXPERIMENTAL_AUTO_BACKENDS=1 RI7F &i%Z|SLi 14 f5is .,
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B85

o [1BEEH rmsnorm M Python Zl kernel RIERSE, HixiHES—=EmENR

[1%0E JIT BEEM. EABEMIEE ( FLASHINFER_JIT_VERBOSE=1) . EBABE
[ 1EEC2H GPU LB T —MUiX B R —1 benchmark routine

[ 1 BEF—8i&RIE plan / run, CSR £ T1#&3. base-2 LSE
[1&FTE—1TREAE, HTE issues BEFIANZATER

v @iRXiE(a): Flashinfer Rt4R JIT, MARIEETA kernel MFcdRmiZiF?

attention X2 kernel MEIRSHAEIFEZ: diype (q. kv, o FBFRE) X
head_dim x {IE4FE X 2EBHEO X 25 soft cap X Z# (sm_80 / 90 /100 /
120) ...... ZEGRIE, wheel TIFEX, HEFEIBENES, MASLDIHSREAR.
JT RUBETHFAZINARHER, RN, MTHOATMRRIN, NEHERHR, A
AOT ( flashinfer/aot.py ) SFURIEH cubin / JIT cache &, RATERENAGRIE
9, BRE EFERERNELTY,
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Track G - Layout / CuTe

BUETE warp / lane / register L EAD%; CuTe MIfBREL
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HM - Track G - Layout / CuTe - 2 18 &
Layout iT1&E2%: BlockedLayout / SliceLayout Zl
£ IEA0 MRS

Triton B{RRE. Gluon it ESRENIHE: — MREKENEB T TEZEIREWD warp,
W lane. BB NF1F23E ., B4l Python IEE&EHE,

@ 45 min HE P RS mine/gl_layouts.py IO ./check.sh g1

S E# solutions/gl_layouts.py

1. &8 6. MEEXR
2. RBE55HEN 7. BF

3. EAZIAANIR: BlockedLayout 8. ;Y

4. EABIHIEIR: SliceLayout, JAXS5EHiIFE 9 BT

5. Bfg5ktt 10. SEf#

N MzEZE: BENELRHEERY L

1=y =1
B35

Triton fKIBE, —1 [64, 64] HKEFRRXG—TEM; BEMEGL, BHIFS 4 1 warp
X 32 1" lane, BTN A& ESFEE TSFFss. XMIFIAN layout, ERRE T

e —/R load EEFEEMEN. EEEHIHF;
e tl.sum(x, axis=1) ERHEZXEATH. FE warp shuffle, TEEELT shared
memory;

e MNIK=E layout AR, AT—IR layout ik (BEELZT shared memory, R

=) .

[Rit%) Week 6—7 B9 Gluon ZIKER, F—FKME BEMBRE— tensor BT =Nl BRET R
AE&%RE", XETEXEEZ/H AT INELRE, AFE GPU, thAMKEIED Gluon iRZANHY
API,

N
HBS &EH
triton > Gluon @1-intro  *  triton > Gluon @2-layouts / * | triton > BlockedEncodingAttr EX
triton > LinearLayoutConversions.cpp (layout - #i4#/E) - Linear Layouts 18X
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https://arxiv.org/abs/2505.23819
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/gluon/01-intro.py
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/gluon/02-layouts.py
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/include/triton/Dialect/TritonGPU/IR/TritonGPUAttrDefs.td#L752
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/lib/Dialect/TritonGPU/IR/LinearLayoutConversions.cpp

ERZIMHR: BlockedLayout

[1, 41, # BTMEREZE 117 x 4 FEE7TE (—1 chunk)
[4, 81, # — warp B9 32 1 lane HIF{ 4 x 8

[4, 11, # 4 1 warp BITAHESBER

[1, 0]) # wSHEEE 1 (3)) THRIR

BlockedLayout(size_per_thread
threads_per_warp
warps_per_cta
order

— CTA tile BZ& tileld] = sptld] - tpwld] - wpcld] PtE: XEE [1-4-4, 4-8-1]
= [16, 32] .

%32 (warp, lane) 9% s 1 chunk JTE. £ rep REE, WHAIALIR:

lane_c = #& order i lane IRAZ LR (threads_per_warp AEHK/N)

warp_c = & order i warp LS4 4IR (warps_per_cta RE4EK/N)

coord[d] = repld] - tileld] + warp_cld] - (sptld]l - tpwld]) + lane_cld] - sptld] +
coord[d] %= shapeld] # sKELE tile \WEUE: 21N %IERBERE—7TE (broadcast)

o KELEL tile K: tile JBIZHEEE shapeld] / tileld]l R, BTEREZSHBENEHNEFTEZ
#o

o FEHRES (RTLUE, # Triton WESHARA—) : K —1 chunk ANTE, BiF
BEERE, MEWLIE order KM,

o “¥% order I 7: order(0] BRIRTHRILE, bW tpw = [4, 8] . order = [1,
o] B, lane9 > H#E 1B 9 %8 =1, 4E 0B 9 // 8 =1, Bl lane &45 (1, 1),

5% (shape [16, 321 ) : warp O lane O 558 (0,0) (0,1) (0,2) (0,3) ; lane 1 FH
(0,4)..(0,7) ; lane 8 8 (1,0)..(1,3) ; warp 1lane 0 8 (4,0)..(4,3) ,

ZARFIRIANIR: SliceLayout, FHE5EHIH=F

 SliceLayout(dim, parent): M parent FZE#E dim X—4HEF1—4 layout,
tl.sum(x, axis=dim) KYZERFMZIXM layout, ZLIZIFTHERIZET parent FHTE4LR
Eig dim ZBEHE (X&) . HIUE axis=1 KM, warp 0 B lane 0—7 #IFHE O
TR E—MMEEHT 8 17,

o FHMKMIE axis =B &F2A sptlaxis] - repslaxis] MESLIEM; AEE
lane Z[B)ffl log2(tpwlaxis]) % butterfly shuffle; #15R wpclaxis] > 1, FEIEL
warp BIER S F1235d shared memory F1—)X barrier L&, X—HHRE&.

o BHIFEFE: —THE—FELSHEZ1E 16 13, Bl vec = min(sptlorder[0]], 16 /
dtype_bytes) PTE., H—TF— warp BE—% load AEITZD1 32 =1
sector: IBAEIE R T sector ¥ x 32 = BRUFHH .
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EfF5S %KLL

BlockedLayout: jt& — warp — lane — H1Fz3

{ k& [16, 32] }ﬁ‘ warpsPerCTA [4, 1] threadsPerWarp [4, 8] %S sizePerThread [1, 4]
1 warp 4 17 lane HERE 4x8 :’i § lane 4 "N&FE
]
1
1

1
{ (5,13) — warp 1 - lane 11 - reg 1 }-"

&KEE - R Ehd

FEBEDKRILTEX (warpsPerCTA) , 81TXERE(L (threadsPerWarp) &hE, &
A—RZJLIKESRIME (sizePerThread) ; order RERGEBEALZRHREL., ES
R IEIF R AFERDRMIEEY, — P A—XHMEERE—BIZE (a2EH) , —RAZNHE
thiRE—&E (§FHIH7F) .

tl.sum(x, axis=1) Zf5: SliceLayout

x: BlockedLayout [16, 32] 3B axis 1349 SliceLayout(1, parent)
lane HEipL 4x8 £I2AR 4 N + 3 % shuffle KE 16

A

E—4T8 8 4" lane
#IFHX—1THI

Ktt - AEZESABRE—MLE

—H 8 ™A (E—1789 8 1~ lane) FBE T —&#87, == (butterfly 134) 2/, &
TAFEHE—NE2REANTREE (X—1THHM) . XFME SliceLayout BER“E
#7: B—MEFESTEREE, RES I YIEHEERA, T8 &,
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I=EP

£ mine/gl_layouts.py B3I} ( BlockedLayout ZXHEZEF tile() BL8H) :

BRI £X R[E

_delinearize(index, sizes, order) BRSIFEZHLYR, order[o] IR
reps(layout, shape) BHNEE R (ED1)
thread_elements(layout, shape, warp, BT 73RS HT R R IRTIFR

lane)

owners (layout, shape, coord) BB TEAE (warp, lane, reg)

slice_elements(parent, parent_shape, dim, SliceLayout NiZ&IRIFE LR (FE. REFER

warp, lane) BRI )
reduce_plan(layout, shape, axis) {"in_thread", "shuffle_rounds", "cross_warp"}
warp_load_sectors(layout, shape, (sector ¥, ERFHH) , KITEFITEMILL

dtype_bytes, warp=0)

aF
mine/gl_layouts.py 114 17

""MG1 - Layout calculator for Triton / Gluon BlockedLayout and SlicelLayout — YOUR
IMPLEMENTATION.

Pure Python, runs anywhere. A BlockedlLayout says how the elements of a block-leve
1 tensor are
spread over the registers, lanes (threads of a warp) and warps of one program:

size_per_thread [d] : contiguous elements a thread owns along dim d (one '"ch
unk')

threads_per_warp [d] : lanes laid out along dim d (product must be 3
2)

warps_per_cta [d] : warps laid out along dim d (product = num_war
ps)

order : dims from fastest- to slowest-varying when numbering 1
anes,

warps and registers (order[@] is the fastest)

One "CTA tile" covers tile[d] = sptl[d] * tpwld] * wpc[d] elements along each dim:
coord[d] = repld] * tile[d] + warp_cl[d] * (sptld] * tpwl[d]) + lane_cl[d] * spt

[d] + s[d]

If the tensor is larger than the tile, the pattern repeats (each thread gets more

registers);
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if it is smaller, coordinates wrap around (several threads hold the same element:
broadcast).

Register numbering used in this drill (it matches how Triton numbers registers fo
r blocked

layouts): the elements of one size_per_thread chunk come first (linearised by “or
der’),

then the repetitions (also linearised by “order’).

from dataclasses import dataclass
from itertools import product
from math import log2, prod

@dataclass(frozen=True)
class BlockedLayout:

size_per_thread: tuplelint, ...l
threads_per_warp: tuplelint, ...]
warps_per_cta: tuplelint, ...]

order: tuplelint, ...]

def _ _post_init_ (self):
r = len(self.size_per_thread)

assert len(self.threads_per_warp) == len(self.warps_per_cta) == len(self.
order) == r
assert sorted(self.order) == list(range(r)), "order must be a permutation
of the dims"
assert prod(self.threads_per_warp) == 32, "a warp has 32 lanes"
@property

def rank(self) —-> int:
return len(self.size_per_thread)

@property
def num_warps(self) —> int:
return prod(self.warps_per_cta)

def tile(self) —-> tuplelint, ...]:
"""Elements covered by one CTA tile along each dim.
return tuple(s x t x w for s, t, w in zip(self.size_per_thread, self.thre

ads_per_warp, self.warps_per_cta))

def _delinearize(index: int, sizes: tuplelint, ...], order: tuplel[int, ...]) —> 1
ist[int]:
"""Tnverse of numbering a multi-index with order[@] as the fastest-varying di
m."""
# TODO: split “index” into per—dim coords, order[@] varying fastest

raise NotImplementedError
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def _linearize(coords, sizes, order) —> int:
# TODO: inverse of _delinearize (optional helper)
raise NotImplementedError

def reps(layout: BlockedLayout, shape: tuplelint, ...]) -> tuplelint, ...]:
"""How many times the CTA tile repeats along each dim (1 if the tensor is sma
1ler)."""
# TODO: max(1, shape[d] // tile[d]) per dim
raise NotImplementedError

def thread_elements(layout: BlockedLayout, shape: tuplelint, ...], warp: int, lan
e: int) —> list[tuplelint, ...11:

"""Coordinates held by (warp, lane), indexed by register number."""

# TODO: loop repetitions (outer) x chunk elements (inner); coord formula in t
he module docstring; wrap with % shape

raise NotImplementedError

def owners(layout: BlockedLayout, shape: tuple[int, ...], coord: tuplelint, ...])
—> list[tuplelint, int, int]l]:

"""Every (warp, lane, register) holding element “coord® (more than one when b
roadcast)."""

# TODO: search every (warp, lane, reg)

raise NotImplementedError

def slice_elements(parent: BlockedLayout, parent_shape: tuplel[int, ...], dim: in
tr
warp: int, lane: int) —> list[tuplel[int, ...]1]:

"""SlicelLayout(dim, parent): the layout of a tensor obtained by removing “dim
", e.g. the

result of tl.sum(x, axis=dim). A thread holds the remaining coordinates of it
S parent

elements; duplicates collapse, first occurrence keeps its register order.

# TODO: drop "dim™ from each parent coordinate, de—-duplicate keeping first oc
currence

raise NotImplementedError

def reduce_plan(layout: BlockedLayout, shape: tuplelint, ...], axis: int) —> dic
jig=
"""What tl.sum / tl.max along “axis  costs with this layout.

in_thread values each thread combines in its own registers for one outpu

shuffle_rounds butterfly _ shfl_xor rounds across the lanes laid out along "a
xis®
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cross_warp True if warps are laid out along “axis : partials go through s
hared
memory plus a barrier, the expensive part
# TODO: in_thread = spt[axis] * reps[axis]; shuffle_rounds = log2(tpw[axis]);
cross_warp = wpcflaxis] > 1
raise NotImplementedError

def warp_load_sectors(layout: BlockedLayout, shape: tuplelint, ...], dtype_bytes:
int, warp: int = @) -> tuplelint, int]:

"""Memory efficiency of the first vectorised load a warp issues on a row-majo
r tensor.

Each lane loads the first “vec® registers of its chunk in one instruction, wh
ere

vec = min(sptlorder[0]], 16 // dtype_bytes) (at most 16 bytes per lane per in
struction).

Returns (32-byte sectors touched, bytes actually requested). Ideal: sectors
32 == bytes.

# TODO: vec = min(spt[order[0]], 16 // dtype_bytes); collect 32-byte sector 1
ds of every lane's first vec elements

raise NotImplementedError

def all_coords(shape):
return list(product(x(range(n) for n in shape)))

L
./check.sh g1 # 4 Python, J/IZ#
WX ENHEERREXFHEN. STHSZRERRATHSIR, FENTTMUTENR.

tests/test_gl_layouts.py 89 17

"""Expected values below are worked out by hand from the layout definition (see t
he drill page)."""
from drill import load

# 4 warps stacked along rows; inside a warp 4 x 8 lanes; each lane owns 1 x 4 con
tiguous elements.

A = dict(size_per_thread=(1, 4), threads_per_warp=(4, 8), warps_per_cta=(4, 1), o
rder=(1, 0))

# The "wrong" orientation for a row-major tensor: lanes run down the columns.

BAD = dict(size_per_thread=(4, 1), threads_per_warp=(8, 4), warps_per_cta=(4, 1),
order=(0, 1))
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def L(m, d):
return m.BlockedLayout (x*d)

def test_tile_and_reps():

m = load("gl_layouts")

lay = L(m, A)

assert lay.tile() == (16, 32)

assert m.reps(lay, (16, 32)) == (1, 1)

assert m.reps(lay, (64, 64)) == (4, 2)

assert m.reps(lay, (8, 32)) == (1, 1) # smaller than the tile —> broadca
st, no repetition

def test_thread_elements_basic():
m = load("gl_layouts")

lay = L(m, A)

assert m.thread_elements(lay, (16, 32), warp=0, lane=0) == [(0, 0), (0, 1),
(o0, 2), (o0, 3)I]

assert m.thread_elements(lay, (16, 32), warp=0, lane=1) == [(0, 4), (0, 5),
(0, 6), (0, 7)1]

assert m.thread_elements(lay, (16, 32), warp=0, lane=8) == [(1, 0), (1, 1),
(1, 2), (1, 3)1]

assert m.thread_elements(lay, (16, 32), warp=1, lane=0) == [(4, 0), (4, 1),
(4, 2), (4, 3)]

assert m.thread_elements(lay, (16, 32), warp=3, lane=31) == [(15, 28), (15, 2

9), (15, 30), (15, 31)]

def test_thread_elements_with_repetition():
m = load("gl_layouts")
lay = L(m, A)
# (32, 32): the tile repeats twice along rows —> 8 registers, second chunk 16
rows lower.
assert m.thread_elements(lay, (32, 32), warp=0, lane=0) ==
(e, 0), (o, 1), (o, 2), (o0, 3), (16, 0), (16, 1), (16, 2), (16, 3)]

def test_every_element_has_exactly_one_owner_without_broadcast():
m = load("gl_layouts")

lay = L(m, A)
shape = (32, 64)
seen = {}

for w in range(lay.num_warps):
for 1n in range(32):
for ¢ in m.thread_elements(lay, shape, w, ln):
seen[c] = seen.get(c, 0) + 1
assert len(seen) == 32 * 64 and set(seen.values()) == {1}
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def test _owners():

m = load("gl_layouts")

lay = L(m, A)

# row 5 —> warp 1 (rows 4..7), lane row 1; col 13 —> lane col 3, element 1 of
the chunk

assert m.owners(lay, (16, 32), (5, 13)) == [(1, 11, 1)]

# (8, 32) is half the tile tall: rows wrap, so warps 2 and 3 duplicate warps
0 and 1.

assert m.owners(lay, (8, 32), (o, 0)) == [(o0, 0, @), (2, 0, 0)]

def test_slice_layout():
m = load("gl_layouts")
lay = L(m, A)
# tl.sum(x, axis=1) keeps rows: lanes @..7 of warp @ all end up holding row

0.
assert m.slice_elements(lay, (16, 32), dim=1, warp=0, lane=0) == [(0,)]
assert m.slice_elements(lay, (16, 32), dim=1, warp=0, lane=7) == [(0,)]
assert m.slice_elements(lay, (16, 32), dim=1, warp=0, lane=8) == [(1,)]

# tl.sum(x, axis=0) keeps columns: lane @ holds columns @..3.
assert m.slice_elements(lay, (16, 32), dim=0, warp=0, lane=0) == [(0,), (1,),
(2,), (3,)]

def test_reduce_plan():
m = load("gl_layouts")

lay = L(m, A)

assert m.reduce_plan(lay, (16, 32), axis=1) == {"in_thread": 4, "shuffle_roun
ds": 3, "cross_warp": False}

assert m.reduce_plan(lay, (16, 32), axis=0) == {"in_thread": 1, "shuffle_roun

ds": 2, "cross_warp": True}
assert m.reduce_plan(lay, (16, 128), axis=1)I["in_thread"] == 16 # 4 per ch
unk x 4 repetitions

def test_warp_load_sectors():

m = load("gl_layouts")

# Good layout, fp32: 4 rows x 128 B = 16 sectors for 512 B —> 100% efficient.

assert m.warp_load_sectors(L(m, A), (16, 32), 4) == (16, 512)

# fpl6: 4 halves per lane (8 B): 4 rows x 64 B = 8 sectors for 256 B.

assert m.warp_load_sectors(L(m, A), (16, 32), 2) == (8, 256)

# Bad orientation: each lane's 4 "contiguous" registers sit in 4 different ro
WS .

# 32 rows x 4 columns (16 B each) —> 32 sectors (1024 B moved) for 512 B use
d: 50%.

assert m.warp_load_sectors(L(m, BAD), (128, 32), 4) == (32, 512)
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%5 _delinearize 71 (2% I -
for d in order: coords[d] = index % sizes[d]; index //= sizes[d] . lane 22#R.
warp 45, chunk R4fr, EEXITEEHEAE.
thread_elements FIFBEMREIF 5w (RERIE) i -
INEREIFEERE rep_i in range(prod(reps)) , WEMEH chunk AITZE s_i in
range(prod(spt)) , Z£BHF _delinearize Tﬁ:EJZ:IJ\, RIEERLIFANFHI shape BY
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HRFHEE thread_elements BHAS /LFess (265 2 -

e owners : WEFH (warp, lane) FZF1Fzs, LLR%4R,

e slice_elements : rest = c[:dim] + cl[dim+1:]1, P set £&.

e reduce_plan : E};ZE/\T ( int 1092(tpw[ax1s])) ) o
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SEMR

-
solutions/g1_layouts.py %£EC57%. BINLEE K2 -

solutions/gl_layouts.py 157 1T

"""G1l - Layout calculator for Triton / Gluon BlockedLayout and SlicelLayout -
reference solution.

Pure Python, runs anywhere. A BlockedLayout says how the elements of a block-
level tensor are
spread over the registers, lanes (threads of a warp) and warps of one progra

m:

size_per_thread [d] : contiguous elements a thread owns along dim d (one
"chunk")

threads_per_warp [d] : lanes laid out along dim d (product must
be 32)

warps_per_cta [d] : warps laid out along dim d (product = num
_warps)

order : dims from fastest- to slowest-varying when numberi
ng lanes,

warps and registers (order[@] is the fastest)

One "CTA tile" covers tilel[d] = sptld] * tpwl[d] * wpc[d] elements along each
dim:

coord[d] = repl[d] * tileld] + warp_cl[d] * (sptl[d] * tpw[d]) + lane_cl[d] *
sptld] + s[dl]
If the tensor is larger than the tile, the pattern repeats (each thread gets
more registers);
if it is smaller, coordinates wrap around (several threads hold the same elem
ent: broadcast).

Register numbering used in this drill (it matches how Triton numbers register
s for blocked

layouts): the elements of one size_per_thread chunk come first (linearised by
‘order’),

then the repetitions (also linearised by “order’).

from dataclasses import dataclass

from itertools import product

from math import log2, prod

@dataclass(frozen=True)

class BlockedLayout:
size_per_thread: tuplelint, ...]
threads_per_warp: tuplelint, ...]
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warps_per_cta: tuplel[int, ...]
order: tuplelint, ...]

def __post_init__ (self):
r = len(self.size_per_thread)

assert len(self.threads_per_warp) == len(self.warps_per_cta) == len(s
elf.order) == r
assert sorted(self.order) == list(range(r)), "order must be a permuta
tion of the dims"
assert prod(self.threads_per_warp) == 32, "a warp has 32 lanes"
@property

def rank(self) —> int:
return len(self.size_per_thread)

@property
def num_warps(self) —> int:
return prod(self.warps_per_cta)

def tile(self) —> tuplelint, ...]:
"""Elements covered by one CTA tile along each dim.
return tuple(s x t x w for s, t, w in zip(self.size_per_thread, self.
threads_per_warp, self.warps_per_cta))

def _delinearize(index: int, sizes: tuplelint, ...], order: tuplelint, ...])
—> list[int]:
"""Inverse of numbering a multi-index with order[0] as the fastest-varyin
g dim."""
coords = [0] *x len(sizes)
for d in order:
coords[d] = index % sizes[d]
index //= sizes[d]
return coords

def _linearize(coords, sizes, order) —> int:
index, mult = 0, 1
for d in order:
index += coords[d] x mult
mult x= sizes[d]
return index

def reps(layout: BlockedLayout, shape: tuplel[int, ...]) —> tuplelint, ...]:
"""How many times the CTA tile repeats along each dim (1 if the tensor is
smaller)."""

out = []
for n, t in zip(shape, layout.tile()):
assert n $ t == 0 or t $ n ==20, "shape and tile must divide each oth
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er (powers of two)"
out.append(max(1, n // t))
return tuple(out)

def thread_elements(layout: BlockedLayout, shape: tuplelint, ...l, warp: int,
lane: int) —> list[tuplel[int, ...]11]:
"""Coordinates held by (warp, lane), indexed by register number.
spt, tpw, wpc, order = layout.size_per_thread, layout.threads_per_warp, 1
ayout.warps_per_cta, layout.order

lane_c = _delinearize(lane, tpw, order) # this lane's position inside
the warp

warp_c = _delinearize(warp, wpc, order) # this warp's position inside
the CTA

tile = layout.tile()
r = reps(layout, shape)

out = []
for rep_i in range(prod(r)): # repetitions: outer
rep_c = _delinearize(rep_i, r, order)
for s_i in range(prod(spt)): # elements of one chun
k: inner
s_c = _delinearize(s_i, spt, order)

coord = tuple(
(rep_cld] * tilel[d] + warp_cl[d] % spt[d] x tpwl[d] + lane_c[d]
* sptld] + s_cl[d]) % shapeld]
for d in range(layout.rank)
)
out.append(coord)
return out

def owners(layout: BlockedLayout, shape: tuplelint, ...], coord: tuplelint,
...]) —> list[tuplelint, int, intl]:

"""Every (warp, lane, register) holding element “coord” (more than one wh
en broadcast)."""

found = []

for warp in range(layout.num_warps):

for lane in range(32):
for reg, ¢ in enumerate(thread_elements(layout, shape, warp, lan
e)):
if ¢ == tuple(coord):
found.append((warp, lane, reg))
return found

def slice_elements(parent: BlockedLayout, parent_shape: tuplel[int, ...], dim:
int,
warp: int, lane: int) -> list[tuplelint, ...1]:
"""'SlicelLayout(dim, parent): the layout of a tensor obtained by removing
“dim*, e.g. the
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result of tl.sum(x, axis=dim). A thread holds the remaining coordinates o
f its parent
elements; duplicates collapse, first occurrence keeps its register orde

Fe
seen, out = set(), []
for ¢ in thread_elements(parent, parent_shape, warp, lane):
rest = c[:dim] + c[dim + 1:]
if rest not in seen:
seen.add(rest)
out.append(rest)
return out
def reduce_plan(layout: BlockedLayout, shape: tuplelint, ...], axis: int) —>
dict:
"""What tl.sum / tl.max along "axis costs with this layout.
in_thread values each thread combines in its own registers for one o
utput

shuffle_rounds butterfly _ shfl_xor rounds across the lanes laid out alon
g “axis”
cross_warp True if warps are laid out along "axis : partials go throu
gh shared
memory plus a barrier, the expensive part
r = reps(layout, shape)
return {
"in_thread": layout.size_per_thread[axis] * r[axis],
"shuffle_rounds": int(log2(layout.threads_per_warplaxisl)),
"cross_warp": layout.warps_per_ctalaxis] > 1,

def warp_load_sectors(layout: BlockedLayout, shape: tuplel[int, ...], dtype_by
tes: int, warp: int = @) —> tuplelint, int]:

""""Memory efficiency of the first vectorised load a warp issues on a row-—
major tensor.

Each lane loads the first “vec® registers of its chunk in one instructio
n, where

vec = min(sptlorder[@]], 16 // dtype_bytes) (at most 16 bytes per lane pe
r instruction).

Returns (32-byte sectors touched, bytes actually requested). Ideal: secto
rs x 32 == bytes.

vec = max(1, min(layout.size_per_thread[layout.order[0]], 16 // dtype_byt
es))

strides = [prod(shapeld + 1:]1) for d in range(len(shape))] # row-majo
r element strides

sectors = set()
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for lane in range(32):
for ¢ in thread_elements(layout, shape, warp, lane)[:vec]:
addr = sum(ci * si for ci, si in zip(c, strides)) * dtype_bytes
sectors.add(addr // 32)
return len(sectors), 32 x vec * dtype_bytes

def all_coords(shape):
return list(product(x(range(n) for n in shape)))

MEZE: EEMEXHEBERN L
£ GPU L4Ri¥ T2 B9 softmax, & ttgir :

k = softmax_kernell[(M,)](y, x, x.stride(0), y.stride(0), N, BLOCK_SIZE=1024, num_wa
print(k.asm["ttgir"]) # #£ #blocked = #ttg.blocked<{sizePerThread = [...], thread:

BRIZZRIENS I HIREY reduce_plan : tl.max 1 tl.sum BHEEE warp?
num_warps XA 10E? BE T4 ) GEMM: #mma (Tensor Core BIEN2E layout) .
#dot_op . #shared XJL# layout ZBILINEM, E1ZEIRY ttg.convert_layout HiZEdm
R BN HEIERE.

ETRMEET Gluon, MMAMEH Gluon tutorial BIEE—IRFFIE: FBEAY BlockedLayout .
SlicelLayout . shared memory layout, MEREEREZELEININS X,

v EHidiBE): Aft4 order WITEFKEREE?

order[0] REM—HE lane MFEHRFESPLARMR. TEFKERIHEDERNFHE
ZE, BRUA order = [1, 0] B, —PERAZEY chunk FI1B4BEY lane #RSE7EELEMNL £, 7]
MEEk. heEEHIIE. RIEKE [0, 11, —MEREN EE FERSBERBNIT
£, EENBBEBEEEZ sector (MIXEAY BAD layout IEIFRE—FFER) .
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HM - Track G - Layout / CuTe - 2 19 @
(F) CuTe HBFXE: coalesce. composition.
complement. divide
CUTLASS 3/4. CuTe DSL. FlashAttention-3/4. DeepGEMM #[ Flashinfer B CuTe-
DSL kernel #RIZER—E“HBRE” L. AA Python TIMEM N TZOMRIE, EIE
CuTe RIZATFAREIE S layout HE— D EREEIE,

60 min HE M RS mine/g2_cute_layout.py QW . /check.sh g2

SE#E solutions/g2_cute_layout.py

1. B8R 6. @+

2. RE5&HEM 7. U

3. ZREIRVANIR 8. I&m

4. EfR5LE 9. BER

5. MEEK 10. MEZ G
LE

G1 B9 BlockedLayout iR “SKETRIADLEL%TZE" . CuTe EBXEHEH M—ME—IEZFE
X : Layout = (Shape, Stride), B—TMEIRERBRIKE ., LIZTIEEARET (TV
layout) . MMA 1ELE RIS FE AT, shared memory B swizzle, — tile EATIKE
Y tile, Z£FFA layout MIEZEEERIA. B Hopper / Blackwell EBE14EE kernel

(wgmma. TMA. tcgen05) EZARLZEARFF CuTe, M CuTe DSL (CUTLASS 4 A Python Bi
im) 1BX4E A AEERE Python B5ER: FlashAttention-4 £E8FHES R, Flashinfer 0.7
tHBEKRKE cute dsl Fif.

RS EH

cutlass » CuTe @1_layout.md  *  cutlass » CuTe 02_layout_algebra.md

cutlass » pycute composition - | cutlass > pycute complement  °© | cutlass > layout.hpp

cutlass » swizzle.hpp | * | cutlass > CuTe DSL X#4  ° | cutlass > CuTe DSL tiled GEMM notebook
cutlass » CuTe DSL elementwise_add & * @ flashinfer > FlashInfer cute_dsl/

fa > FA4 flash_attn/cute/
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https://github.com/NVIDIA/cutlass/blob/e13f5cd4142c43efc37c2f6339923eb4a57afb99/media/docs/cpp/cute/01_layout.md
https://github.com/NVIDIA/cutlass/blob/e13f5cd4142c43efc37c2f6339923eb4a57afb99/media/docs/cpp/cute/02_layout_algebra.md
https://github.com/NVIDIA/cutlass/blob/e13f5cd4142c43efc37c2f6339923eb4a57afb99/operators/cutlass/operators/fusion/pycute/layout.py#L196
https://github.com/NVIDIA/cutlass/blob/e13f5cd4142c43efc37c2f6339923eb4a57afb99/operators/cutlass/operators/fusion/pycute/layout.py#L246
https://github.com/NVIDIA/cutlass/blob/e13f5cd4142c43efc37c2f6339923eb4a57afb99/include/cute/layout.hpp
https://github.com/NVIDIA/cutlass/blob/e13f5cd4142c43efc37c2f6339923eb4a57afb99/include/cute/swizzle.hpp
https://github.com/NVIDIA/cutlass/blob/e13f5cd4142c43efc37c2f6339923eb4a57afb99/media/docs/pythonDSL/cute_dsl.rst
https://github.com/NVIDIA/cutlass/blob/e13f5cd4142c43efc37c2f6339923eb4a57afb99/examples/python/CuTeDSL/notebooks/2_primitives/04_tiled_gemm.ipynb
https://github.com/NVIDIA/cutlass/blob/e13f5cd4142c43efc37c2f6339923eb4a57afb99/examples/python/CuTeDSL/cute/ampere/kernel/elementwise/elementwise_add.py
https://github.com/flashinfer-ai/flashinfer/tree/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/cute_dsl
https://github.com/Dao-AILab/flash-attention/tree/1dc8232fe209e2c48b1d3e677f26d68e4b856212/flash_attn/cute

EHZIRAIR

e iBS: (4,2):(1,4) KRR shape (4,2). stride (1,4), Bl 4x2 WHIEFHERE; (4,2):
(2,1) BTXRF.

o WA 4R (4, j) — i-1+ j-4, B TITHAIRIFRE (E—TERATHRIR) K
B 44T : 4R 5 7 shape (4,2) AXINZ (1, 1), shape AIMERE: ((2,2),2):
((1,4),2) ,

o size = shape HFIBEERIFEIR; cosize = KRR + 1.

e coalesce: HHAE, RAMZD ., ZEXNNA 1H9KEN; & stride_{i+1} ==
shape_i + stride_i, MRS HE—

e composition A - B: R(i) = A(B . A BRMBE R A FrITE: tiling, X4
HIREFHFIEZ composition,

e complement complement(A, M) : AfE [0, M) FETHTE"NME. A IEWN
complement SEER[G4FEH#H [0, M) .

 logical_divide A @ B = A o (B, complement(B, size(A))) : 1 A IR “EIRH B i%
HETER” (B 0) x “RMWEE” (B 1) . CuTe BHY zipped_divide .
local_tile #EIIEELME,

EfF5S %KLL

logical_divide: FHfmBEETL] tile

tiler B = 4:2
BRER 4D R 1D

A =241 (B, complement) A o (B, comp)
—% 24 PR PRFmMER #X 0: RW - BX 10 BLR

{ complement(B, 24)

= (2, 3):(1, 8)

AR5

.LE - layout 2—ikithl /A3

Layout T2 “4x — Hilt"B/AZ; composition BEAEREXR. BEREXK;
complement X#EEBRIFE HGBANREIE; logical_divide IB—15i%18“E 4 [8l—AH"&E
EsS, ReNWAINHEANELR, MARFS Fir.
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swizzle: FHRIFTE bank

M{ BRI [M+S, M+S+B) }—\ SHBUELL [M, M+B) E—3UE5IFE bank
Swizzle<B, M, S> Jt% padding

KLt - BEREFES

BEMEHE 32 MEE, AREE S SE (A7) MefFeR—Tegn (F3—7
bank) . swizzle MIE "% | BRNESENRESH—RZE", TEEEMN"S 55" XMk
BEABRNMUE, BBOMAMETT; MAM padding @, E— 1 EEHNREE,

I=E3

£ mine/g2_cute_layout.py APSEI} ( Layout #WIEZE. flatten FHHFEIRIHELH)

BRI #X W$tEA

_idx2crd(idx, shape) JIFHE, BIFLEHRE shape

_inner(crd, shape, 4455 stride AR, BRERAEREHRSLHFD
stride)

make_layout_left / EENER /TR

right(shape)
coalesce(layout)

composition(a, b) B ZMEXLIE; X B B—MEDL s:d, 7E coalesce FHY A £ “Feikid
d &, Bl s 1Y

complement(a, cotarget) 1% stride HfF A BB, BETERAI—TER

logical_divide(a,

tiler)

MIRABIERE CuTe SUEHRIGIF, HAEMBRRBBFRLE (BRLEBRNE) , FEXRNE
MEENEETE— N,

aF

mine/g2_cute_layout.py 93 1T
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"""G2 - CuTe layout algebra — YOUR IMPLEMENTATION.

See

the drill page for the spec; the reference lives in solutions/."""

from dataclasses import dataclass
from math import prod

def

def

def

ape .

def

flatten(t):
if isinstance(t, tuple):

return tuple(x for e in t for x in flatten(e))
return (t,)

_product(shape):
return prod(flatten(shape))

_idx2crd(idx, shape):
"""Colexicographic: the first mode varies fastest. Follows the nesting of “sh

# TODO: colexicographic: first mode fastest, recurse into nested modes
raise NotImplementedError

_inner(crd, shape, stride):
# TODO: sum of coord x stride over (nested) modes; unflatten an int coord for

a nested mode first

raise NotImplementedError

@dataclass(frozen=True)
class Layout:

shape: object
stride: object

def __call__(self, crd):
return _inner(crd, self.shape, self.stride)

def size(self): # number of coordinates (the domain)
return _product(self.shape)

def cosize(self): # 1 + largest offset (the codomain the la

yout touches)

return self(self.size() — 1) + 1 if self.size() else 0

def __repr__(self):
return f"{self.shape}:{self.stride}"

def make_layout_right(shape):
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"""Compact row-major (LayoutRight): the LAST mode has stride 1."""
# TODO: last mode stride 1, earlier strides = suffix products
raise NotImplementedError

def _unflatten(shape, it):
if isinstance(shape, tuple):
return tuple(_unflatten(s, it) for s in shape)
return next(it)

def make_layout_left(shape):

"""Compact column-major (LayoutLeft): stride = exclusive prefix product of th
e flattened shape."""

# TODO: stride = exclusive prefix product of the flattened shape

raise NotImplementedError

def coalesce(layout: Layout) —> Layout:

""""Same function, fewest modes: drop size-1 modes, merge (s@:d@, sl:d1l) when
dl == s0@ * do."""

# TODO: drop size-1 modes; merge consecutive modes when stride_next == shape_
prev x stride_prev

raise NotImplementedError

def composition(a: Layout, b: Layout) —-> Layout:
"""R = A o B, i.e. R(i) = A(B(i)) for i < size(B). B is applied mode by mode.

For one mode s:d of B, walk A's (coalesced) modes: skip the first d elements
("divide"),
then keep the next s ("mod"). Requires the usual CuTe divisibility condition
s."n"
# TODO: by-mode over B; for one mode s:d walk coalesced A: skip d elements, k
eep s
raise NotImplementedError

def complement(a: Layout, cotarget: int) —> Layout:
"""The layout of the "holes" of A in [@, cotarget): (A, complement(A)) togeth
er cover it.

Sort A's modes by stride; each gap between where one mode ends and the next b
egins becomes

a mode of the complement, plus a final mode up to cotarget."""

# TODO: sort A's modes by stride; each gap becomes a mode; last mode reaches
cotarget

raise NotImplementedError
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def logical_divide(a: Layout, tiler: Layout) —-> Layout:

""Split A into (tile, rest): mode @ = the elements the tiler picks, mode 1 =
repetitions.

logical_divide(A, B) = A o (B, complement(B, size(A)))."""

# TODO: A o (tiler, complement(tiler, size(A)))

raise NotImplementedError

Ll

./check.sh g2 # 4 Python

tests/test_g2_cute_layout.py 7117

"""Examples are the ones used in the CuTe documentation (layout algebra chapter),
checked as functions."""
from drill import load

def L(m, shape, stride):
return m.Layout(shape, stride)

def same_function(a, b, n):
return all(a(i) == b(i) for i in range(n))

def test_call_and_size():
m = load("g2_cute_layout")

col = L(m, (4, 2), (1, 4))

row = L(m, (4, 2), (2, 1))

assert col.size() == 8 and col.cosize() == 8

assert [col(i) for i in range(8)] == list(range(8))

assert [row(i) for i in range(8)] == [0, 2, 4, 6, 1, 3, 5, 71 # index —> (i
%4, 1 // 4)

assert row((1, 1)) == 3 # coordinate
form

nested = L(m, ((2, 2), 2), ((1, 4), 2))

assert nested((3, 1)) == 1 x 1 + 1 x4 + 1 % 2 #3 —> (1,
1) inside mode 0

assert L(m, 8, 2).cosize() == 15

def test_left_right():
m = load("g2_cute_layout")
assert m.make_layout_left((4, 3, 2)) == m.Layout((4, 3, 2), (1, 4, 12))
assert m.make_layout_right((4, 3, 2)) == m.Layout((4, 3, 2), (6, 2, 1))
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def test_coalesce():

m = load("g2_cute_layout")

assert m.coalesce(L(m, (2, (1, 6)), (1, (6, 2)))) == m.Layout(12, 1)

assert m.coalesce(L(m, (4, 2), (2, 1))) == m.Layout((4, 2), (2, 1)) # row
-major: nothing merges

a=L(m, ((2, 4), 3), ((1, 2), 16))

c = m.coalesce(a)

assert ¢ == m.Layout((8, 3), (1, 16)) and same_function(a, c, a.size())

def test_composition():

m = load('"g2_cute_layout")
a=>L(m, (6, 2), (8, 2))
b=1L(m (4, 3), (3, 1))

r = m.composition(a, b)

assert same_function(r, lambda i: a(b(i)), b.size())

assert m.coalesce(r) == m.coalesce(m.Layout(((2, 2), 3), ((24, 2), 8)))

# picking every other element of a 1-D layout

assert m.composition(L(m, 20, 2), L(m, (5, 4), (4, 1))) == m.Layout((5, 4),
(8, 2))

def test_complement():

m = load("g2_cute_layout")

assert m.complement(L(m, 4, 1), 24) == m.Layout(6, 4)

assert m.complement(L(m, 6, 4), 24) == m.Layout(4, 1)

c = m.complement(L(m, (2, 2), (1, 6)), 24)

assert ¢ == m.Layout((3, 2), (2, 12))

a=L(m, (2, 2), (1, 6))

offsets = sorted(a(i) + c(j) for i in range(a.size()) for j in range(c.size
)))

assert offsets == list(range(24)) # A and its complement
tile [0, 24) exactly

def test_logical_divide():
m = load("g2_cute_layout")
a=L(m, 16, 1)

d = m.logical_divide(a, L(m, 4, 1)) # 16 elements —> 4 tile
s of 4 contiguous

assert [d((i, j)) for j in range(4) for i in range(4)] == list(range(16))

a=>L(m, 24, 1)

d = m.logical_divide(a, L(m, 4, 2)) # tile = 4 elements wit
h stride 2

assert [d((i, @)) for i in range(4)] == [0, 2, 4, 6]

assert sorted(d((i, j)) for i in range(4) for j in range(6)) == list(range(2

4))
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R
%EilM, B coalesce 51 (ZEEE) i -

_idx2crd JWEMELMRM idx % size(mode) . idx //= size(mode) ; FREMRILHH
U3, coalesce RFEIE flatten Z/GHY (shape, stride) Xt: HIFERIIK, BEESHHM
BHIHE— TR L.

composition MEBREE wrsH0n (REEE) e -

3 B BI—MER s:d (rest_shape = s, rest_stride = d) , &[5 coalesce [§ A &
M™MERX (a_s, a_d) (RE—TERXERI) -

new_shape = min(max(1l, a_s // rest_stride), rest_shape)

# new_shape !'= 1: ZERIAERX new_shape : rest_stride - a_d

rest_shape //= new_shape
rest_stride = ceil(rest_stride / a_s)

Y rest_shape W7 A WRE—TMER L stride A rest_stride - A RE—MER

B stride ,

complement /LFRER (BEERE) e -

modes = sorted((stride, shape) for &1 shape != 1 KIE)

current = 1
for (d, s) in modes: #£®RMAN (d // current) : current; current =s - d
ZRIMAN ceil(cotarget / current) : current, Hfg coalesce

f5l: complement((2,2):(1,6), 24) — (1,3,2):(1,2,12) — coalesce 5% (3,2):
(2,12) .
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SEMR

z
solutions/g2_cute_layout.py %E25%. BitliiEE i -

solutions/g2_cute_layout.py 159 1T

""G2 - CuTe layout algebra in pure Python — reference solution.

A CuTe Layout is a pair (Shape, Stride) of (nested) integer tuples. It is a F
UNCTION from

coordinates to offsets: offset = sum_i coord_i *x stride_i.

A plain integer index is first turned into a coordinate colexicographically
(first mode fastest).

Everything in CUTLASS 3 / CuTe DSL — thread-value layouts, tiled MMA/copy, sm
em swizzles,

FlashAttention-4 and FlashInfer's CuTe-DSL kernels — is built from these few
operations.

Layout((4, 2), (1, 4)) "4x2 column-major"  written (4,2):(1,4)
Layout((4, 2), (2, 1)) "4x2 row-major" written (4,2):(2,1)
from dataclasses import dataclass
from math import prod

def flatten(t):
if isinstance(t, tuple):
return tuple(x for e in t for x in flatten(e))
return (t,)

def _product(shape):
return prod(flatten(shape))

def _idx2crd(idx, shape):
"""Colexicographic: the first mode varies fastest. Follows the nesting of

“shape™."""
if isinstance(shape, tuple):
crd = []
for s in shape:
n = _product(s)
crd.append(_idx2crd(idx % n, s))
idx //=n

return tuple(crd)
return idx
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def _inner(crd, shape, stride):
if isinstance(shape, tuple):

if not isinstance(crd, tuple): # an integer for a nested m
ode: unflatten it first
crd = _idx2crd(crd, shape)

return sum(_inner(c, s, d) for c, s, d in zip(crd, shape, stride))
return crd x stride

@dataclass(frozen=True)
class Layout:
shape: object
stride: object

def _ _call__(self, crd):
return _inner(crd, self.shape, self.stride)

def size(self): # number of coordinates (the domain)
return _product(self.shape)

def cosize(self): # 1 + largest offset (the codomain th
e layout touches)
return self(self.size() - 1) + 1 if self.size() else 0

def __repr__(self):
return f"{self.shape}:{self.stride}"

def make_layout_right(shape):
"""Compact row-major (LayoutRight): the LAST mode has stride 1."""
fl = flatten(shape)
strides, acc = [0] % len(fl), 1
for i in reversed(range(len(fl))):
strides[i] = acc
acc x= fl[il]
return Layout(shape, _unflatten(shape, iter(strides)))

def _unflatten(shape, it):
if isinstance(shape, tuple):
return tuple(_unflatten(s, it) for s in shape)
return next(it)

def make_layout_left(shape):
"""Compact column-major (LayoutLeft): stride = exclusive prefix product o
f the flattened shape."""
strides, acc = [1, 1
for s in flatten(shape):
strides.append(acc)
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acc *= s
return Layout(shape, _unflatten(shape, iter(strides)))

def coalesce(layout: Layout) —> Layout:

"""Same function, fewest modes: drop size-1 modes, merge (s0:d@, sl:dl) w
hen d1 == s@ x do."""

shapes, strides = [1, [I]

for s, d in zip(flatten(layout.shape), flatten(layout.stride)):

if s ==
continue
if shapes and strides[-1] * shapes[-1] ==
shapes[-1] %= s # the new mode continues th
e previous one
else:

shapes.append(s)
strides.append(d)
if not shapes:
return Layout(1, 0)
if len(shapes) ==
return Layout(shapes[0], strides[0])
return Layout(tuple(shapes), tuple(strides))

def composition(a: Layout, b: Layout) —> Layout:
"""R = A o B, i.e. R(i) = A(B(i)) for i < size(B). B is applied mode by m
ode.

For one mode s:d of B, walk A's (coalesced) modes: skip the first d eleme
nts ("divide"),
then keep the next s ("mod"). Requires the usual CuTe divisibility condit
ions."""
if isinstance(b.shape, tuple):
modes = [composition(a, Layout(s, d)) for s, d in zip(b.shape, b.stri
de)]
return Layout(tuple(m.shape for m in modes), tuple(m.stride for m in
modes) )
if b.stride ==
return Layout(b.shape, 0)
fa = coalesce(a)
a_shapes, a_strides = flatten(fa.shape), flatten(fa.stride)
rest_shape, rest_stride = b.shape, b.stride
shapes, strides = [1, []
for s, d in zip(a_shapes[:-1], a_strides[:-1]):
assert s % rest_stride == 0 or rest_stride %$ s == 0, "stride divisibi
lity"
new_shape = min(max(1, s // rest_stride), rest_shape)
if new_shape !'= 1:
shapes.append(new_shape)
strides.append(rest_stride * d)
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assert rest_shape % new_shape == 0, "shape divisibility"
rest_shape //= new_shape
rest_stride = —(-rest_stride // s) # ceil division
if rest_shape != 1 or not shapes: # whatever is left runs alo
ng A's last mode
shapes.append(rest_shape)
strides.append(rest_stride % a_strides[-1])
if len(shapes) ==
return Layout(shapes[0], strides[0])
return Layout(tuple(shapes), tuple(strides))

def complement(a: Layout, cotarget: int) —> Layout:

"""The layout of the "holes" of A in [0, cotarget): (A, complement(A)) to
gether cover it.

Sort A's modes by stride; each gap between where one mode ends and the ne
xt begins becomes
a mode of the complement, plus a final mode up to cotarget."""
modes = sorted((d, s) for s, d in zip(flatten(a.shape), flatten(a.strid
e)) if s '=1 and d != 0)
shapes, strides, current = [1, [], 1
for d, s in modes:
assert d % current == 0, "A must be injective with divisible strides"
shapes.append(d // current)
strides.append(current)
current = s x d
shapes.append(-(-cotarget // current))
strides.append(current)
return coalesce(Layout(tuple(shapes), tuple(strides)))

def logical_divide(a: Layout, tiler: Layout) —> Layout:

"""Split A into (tile, rest): mode @ = the elements the tiler picks, mode
1 = repetitions.

logical_divide(A, B) = A o (B, complement(B, size(A)))."""

c = complement(tiler, a.size())

return composition(a, Layout((tiler.shape, c.shape), (tiler.stride, c.str
ide)))

M5EZ 5

o FMRMITME—H: —1 128%x64 WITERF tile, & (32, 8) DRZE, % 3 HMWES
NTEER tile PRRBESZ/D? XIEE local_tile #E,
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e ¥ CuTe DSL WIEATHI (CUTLASS B examples/python/CuTeDSL/ ) , M
elementwise add FFi8: B©F zipped_divide IEsKEVIRETERIZRATA/NR, RIME
AUNFEHB N EREZRPLTE,

o swizzle: shared memory i bank conflict BERZSE padding (C3 BIUE) fBR,
MmaXUHFEL: Swizzle<B, M, S> EHMLUIAYE [M+S, M+S+B) IR ESE M,
M+B) i L, ELE—1"“®E", RIUMAIAY layout HE.

o WM : £ RTX 5090 EZ3E nvidia-cutlass-dsl (Flashinfer 0.7 ELKHHE) , W@
—> CuTe DSL B elementwise kernel, BiE Flashinfer 2 flashinfer/cute_dsl/
TEY— kernel,

v EidiEE: CuTe BY layout SHRAER T 1+ Al)E?

S 1EEE kernel EERZM“UAR — "I : £BWFFRAIKE. shared memory A
& swizzle B tile, MMA ESEXRNFTFHRASI. BMEENTHHRERER. EHAEEE
XEMRPMERF T TIRARN, BR—MIELH tile KMEEES, WRSZLE.
CuTe IBEMIZ—m (Shape, Stride) Ki%1, HiE{t composition. divide. product iz
BRI SHET, FIa0“IXIR tile PLEFE t WU v NMEEME MZ/LT layout BEIWAS .
X, BE—1 kernel REZETIAI tile K/\Fl MMA 8%, RiIFBRERZFHAEL 2 TH5,
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Track M - MoE 51REE

BHS5 X%, grouped GEMM, FP8 block scaling: DeepSeek-V3 / DeepGEMM RYER
Fo
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HM - Track M - MoE 51&4EE - 5 20 &

MoE E&H + moe_align_block_size

MoE BME—S A ZMHEMER, M “HFBA”Z 28 token IEE XK, € (token, ER) WRER
DEFHTE tile K/, EHFFEE—IR launch FEEETFAE LR,

@ 40 min HE RS mine/ml_moe_align.py IS . /check.sh ml

ZZf% solutions/ml_moe_align.py

1. 55 6. @+

2. FiE55HER 7. B

3. ZEAFIAVAIR 8. I&

4. EfE5ELE 9. 3R

5. MEHEK 10. MEZfE
CF -

MoE (Mixtral, Qwen3-MoE. DeepSeek-V3. gpt-oss. Kimi K2) & MLP #g{ E ™&
R, B token RiEE top-k &K (E = 64—256, k=2-8) ., ITELMTNK: WETE
X e, ADFIERIBL token #—%/N GEMM,

BHIESH for e in experts: ylidx_e]l = x[idx_e]l @ W_e =B85 E | kernel, MASEE
B, SMAMIERTIE (token, slot) SHRERHFE, HIES8TNEROIB—AHHHTE
BLOCK_M KYB#(fE, XHS BLOCK_M THIRRABF—1TER, —1 grouped GEMM
kernel (M2) FRBE—XRE5E, VLLM BJ moe_align_block_size MHIMEIXHE,

7S
HBS &ER
vllm > VLLM moe_align_block_size  *  vllm > VLLM moe_align_sum_kernels.cu
vlilm > VLLM topk_softmax_kernels.cu (#H) * [ vllm > test_moe_align_block_size.py

vlln > benchmark_moe_align_block_size.py - DeepSeek-V3 AR

EHZIRAIR

e M (Mixtral / Qwen-MoE N i&) @ NEXRM softmax, B top-k, BIEX k TMXE
EFYI—1. DeepSeek-V3 F sigmoid 3TN ARGINEEE, RIEHEE,
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https://arxiv.org/abs/2412.19437
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/vllm/model_executor/layers/fused_moe/moe_align_block_size.py#L14
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/csrc/moe/moe_align_sum_kernels.cu
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/csrc/moe/topk_softmax_kernels.cu
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/tests/kernels/moe/test_moe_align_block_size.py
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/benchmarks/kernels/benchmark_moe_align_block_size.py

e MEHS: f = t-K+ k (5t token BIZE k TMEL) . 4MFUEE T-K, X2—1
HARNES, GEMM SIBERKIE,
e PyTorch: torch.bincount (8 TEZRRI token #{) . torch.argsort(stable=True)
(RREHR, RIFHNA token MFEIAIMNFE) . torch.repeat_interleave ,

o NEEX token EZRA Python 1B : EXLRREX—SE GPU L5, T-K BJIMIA
BLt+A.

Elf# S5 kL

M router logits FI“BTMRETBNER"

{ router logits [T, E] }—\ s softmax + top-k i
(weights, ids)
o

ELE - BERS2

BBA (token) ESHIE k MRIZE (top-k TKR) . BMELESEAFIN (REH
F) , 8M2Z—)R0 BLOCK_M 15; ABERNH—HE, =S (padding = T-K)
37, XESMZE (M2 BW— program) REBSRZENRA, —RISHEEMST

— Sk,

3
bincount

T =552 token |
o
REHRF

o=

)| #5572 BLOCK_M & S B’ - ER S
padding = T-K expert_ids

decode B3 #h5FHYIR 5%

| BLOCKM=64 |
B 62 TR
T =16 4 token - top-8 2F 64 M ER °
128 4 (token, &XR) %t THEINER 2 17

5% masked /5
," DeepGEMM - CUDA graph
,

BLOCK_M = 16

RAIES
>

XKLL - —WABREMTA

FMLE—RIY 64 N5 (BLOCK_M = 64) , T decode RIEMREFIIRE 2 (1fF
A, BERBONEHELTSER. BAESHN (BLOCK M =16) , EAHK—H
RE: ST2EMBEBENSE, ZEMAHITIZ (masked /F)
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S EP
£ mine/ml_moe_align.py HISCIR:
1. route(router_logits [T, E], top_k) —> (topk_weights [T, K] fp32, topk_ids [T,
Kl int32) .
2. moe_align_block_size(topk_ids [T, K], num_experts, block_m) —>
(sorted_token_ids [P] int32, expert_ids [P / block_m] int32, P) :
o MERRSMNAKDE, AARRBFERSHF;
o FLASTE block_m BYEREE, #SFEN TK;
o expert_ids[b]l &2 b MREIBMER; &HF token WEXRA SEMIR,

AT
mine/ml_moe_align.py 17 17

"""M1 - MoE routing + moe_align_block_size — YOUR IMPLEMENTATION.

See the drill page for the spec; the reference lives in solutions/."""
import torch

def route(router_logits: torch.Tensor, top_k: int):
# TODO: softmax (fp32) —> topk —> renormalise the kept weights; ids as int32
raise NotImplementedError

def moe_align_block_size(topk_ids: torch.Tensor, num_experts: int, block_m: int):
# TODO: counts = bincount; padded = round each count up to block_m; pad_start
= exclusive cumsum
# TODO: order = stable argsort of the flat expert ids; rank within group; des
t = pad_start[e] + rank
# TODO: sorted_token_ids = full(total, T*K); sorted_token_ids[dest] = order
# TODO: expert_ids = repeat_interleave(arange(E), padded // block_m)
raise NotImplementedError

& UK

./check.sh ml # CPU EllA]

tests/test_ml_moe_align.py 4117
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import torch

from drill import load

def test_route():
m = load("ml_moe_align")
logits = torch.tensor([[0.0, 3.0, 1.0, 2.0], [5.0, 0.0, 0.0, 4.0]]1)
w, ids = m.route(logits, 2)
assert ids.dtype == torch.int32 and ids.tolist() == [[1, 3], [0, 3]]
torch.testing.assert_close(w.sum(-1), torch.ones(2))
p = torch.softmax(logits[0], 0)
torch.testing.assert_close(w[0], torch.stack([p[1], p[3]11) / (p[1] + p[3]))

def test_align_by_hand():

m = load("ml_moe_align")

# T=3 tokens, K=2 —> flat ids 0..5; experts: f0—>2, fl1—>0, f2->2, f3—>1, f4—>
0, f5->2

topk_ids = torch.tensor([[2, @], [2, 1], [0, 2]], dtype=torch.int32)

sorted_ids, expert_ids, total = m.moe_align_block_size(topk_ids, num_experts=
4, block_m=2)

# expert 0: [1, 4] | expert 1: [3, pad] | expert 2: [0, 2, 5, pad] | expert
3: none

assert total ==

assert sorted_ids.tolist() == [1, 4, 3, 6, 0, 2, 5, 6] # pad value =
T*K = 6

assert expert_ids.tolist()

= [0, 1, 2, 2]

def test_align_invariants_random():
m = load("ml_moe_align")
g = torch.Generator().manual_seed(0Q)
T, K, E, BM = 257, 4, 16, 16
topk_ids = torch.stack([torch.randperm(E, generator=g)[:K] for _ in range
(T)1).int()
sorted_ids, expert_ids, total = m.moe_align_block_size(topk_ids, E, BM)
assert total % BM == 0 and sorted_ids.numel() == total and expert_ids.numel()
== total // BM
flat = topk_ids.reshape(-1)
real = sorted_ids[sorted_ids < T * K].long()
assert sorted(real.tolist()) == list(range(T * K)) # every pair
exactly once
blocks = sorted_ids.view(-1, BM)
for b in range(blocks.shapel[0]): # each bloc
k: one expert, in order
ids = blocks[b] [blocks[b] < T % Kl.long()
assert (flat[ids] == expert_ids[b]).all()
assert (ids[1:] > ids[:-1]).all()
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R
EESMERNAMBEFE 50 (2EES) i -
counts = bincount(flat) — padded = ceil(counts / block_m) - block_.m —

pad_start = cumsum(padded) - padded (A~ESEHEBMBEM) . P 2
padded.sum() ,

FATEEEM FRSELA (FEES) i -
order = argsort(flat, stable=True) H{HBRERDAENRIFERS. EEBSEHRNN

/R rank = arange(n) - group_startlexpert] ( group_start ZFR#NTH counts BY
BIZ&F0) , BAF{iIE dest = pad_startlexpert] + rank ,

WR NFEss (EERSE) i -

sorted_ids = torch.full((P,), T x K, dtype=torch.int32)
sorted_ids[dest] = order.int()
expert_ids = torch.repeat_interleave(torch.arange(E), padded // block_m).int()
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SEMR

~

solutions/m1_moe_align.py %£EC5%. MidlitEE

solutions/ml_moe_align.py 44 17T

"""M1 - MoE routing + moe_align_block_size — reference solution.

route(logits [T, El, top_k) —> (topk_weights [T, K] fp32, topk_ids [T, KI in
t32)

softmax over experts, keep the top_k, renormalise the kept weights to sum
to 1

(Mixtral / Qwen-MoE style; DeepSeek-V3 uses sigmoid scores + group-limite
d routing).

moe_align_block_size(topk_ids [T, KIl, num_experts, block_m)

—> sorted_token_ids [P] int32, expert_ids [P // block_m] int32, num_token
s_post_padded int
The (token, slot) pairs are numbered flat: f = t * K + k. Grouping them by ex
pert and padding each
expert's group to a multiple of block_m lets ONE grouped GEMM launch (M2) pro
cess every expert:
each block of block_m rows belongs to exactly one expert. Padding rows hold t
he value T *x K
(an out-of-range id the GEMM masks off). Same contract as vLLM's moe_align_bl
ock_size, except
that P here is the exact padded length instead of a preallocated upper bound.

import torch

def route(router_logits: torch.Tensor, top_k: int):
probs = torch.softmax(router_logits.float(), dim=-1)
w, ids = torch.topk(probs, top_k, dim=-1)
w=w/ w.sum(-1, keepdim=True)
return w, ids.to(torch.int32)

def moe_align_block_size(topk_ids: torch.Tensor, num_experts: int, block_m: i
nt):

flat = topk_ids.reshape(-1).long() # [T*K] expert o
f each (token, slot)

n = flat.numel()

dev = flat.device

counts = torch.bincount(flat, minlength=num_experts) # tokens per exp
ert

padded = (counts + block_m - 1) // block_m * block_m # each group rou
nded up to block_m
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pad_start = torch.cumsum(padded, 0) - padded # where each exp
ert's group begins
total = int(padded.sum().item())

# Stable sort by expert keeps the original token order inside each exper
t's group.

order = torch.argsort(flat, stable=True) # flat ids, grou
ped by expert

sorted_experts = flat[order]

group_start = torch.cumsum(counts, @) - counts # start of each
group in ‘order’

rank = torch.arange(n, device=dev) - group_start[sorted_experts] # posi
tion within the group

dest = pad_start[sorted_experts] + rank # position in th
e padded layout

sorted_token_ids = torch.full((total,), n, dtype=torch.int32, device=dev)
# padding = T*K

sorted_token_ids[dest] = order.to(torch.int32)

expert_ids = torch.repeat_interleave(torch.arange(num_experts, device=de
v), padded // block_m).to(torch.int32)

return sorted_token_ids, expert_ids, total

N5e2Z 5

o #FFHRAREE: T =16 (decode) . E =64, k=8 i, FHBTERREF 2 1
token, block_m = 64 RILKEBD1THE45T1T. XFENTT4 decode B ERRY MoE
kernel ZFRE /B block_m, IEHR—MHE (DeepGEMM Y masked grouped
GEMM: RBTERMBEENRATTE, BS CUDA graph €M) .

e VLLM A9 moe_align_block_size =—> CUDA kernel (1 block WA shared
memory it EFIEIZEF) . B Triton 2 CUDA B{REY PyTorch FRAKE B —1
kernel, B&HBELEXJLIR PyTorch @RIRZ D,

o MAHAFIIE: RITEXRM token IFAIGER FIYEMIF/LME, grouped GEMM AYBT [EJELR
TRENATER, EXRHIT (EP) NAEBERAYEMN )@, DeepSeek AY EPLB &
T EHIRITERKER,
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v HIXIER]: Nt AEIE token IHERHF? BIRXNE token fl gather R1T15?

GEMM HMERFBHIEER: B—TERINERSZ token HH, 7TrEAMENAFE. B
t Tensor Core, HBERDHEZE, —TREMNMBITHRNE—RNE, NERFTEE
—IR, & token &> gather &, WEAEKKREIE, ST token HEE—IE k ™%

RKEUNE, THM™ER memory-bound, #M5EI block_m @A TiItBMRIAXMN—1ME
xR, KMEBLEHFITHIRE.
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B - Track M - MoE 5{&4EE - 5 21 &
(23 Fused MoE grouped GEMM (vLLM fused_moe 4
a))

£ T4 B9 GEMM Einmabersn, #EEI vLLM BRIARY MoE kernel: A B94TiEIT
sorted_token_ids [BJ#23EE, B MWNERBAX—RFABHNERRE. BREHHTEN
SwiGLU MoE &,

75 min WE M {RE mine/m2_fused_moe.py QW | . /check.sh m2

SE#E solutions/m2_fused_moe.py

1. B8R 6. @+

2. RE5&HEM 7. U

3. ZAFIAVANIR 8. I&m

4. EfR5LE 9. BER

5. MEEK 10. MEZ G
LE

VLLM B9 fused_moe 2— Triton kernel, EEAZE GPU L#2 MoE Ky @A EIASTIN
(Hopper / Blackwell £i&% DeepGEMM. CUTLASS. TRT-LLM ZE £ 10EHK) . EN
LR T4 LF—8, RZBTRLEETUL:

1. X1 program fazify BLOCK_M 1T ZEELERIIT, & sorted_token_ids[#R] #8[d]
# (token, slot) X, 55— GEMM B, £ slot AR —1 token BEIATT ( token
=f // K)

2. B & Wlexpert_ids[#k]] : B—THREBEMABTETFEA—TER M RIETEX—R) .

RS &EH

vllm > vLLM fused_moe_kernel  *  vlilm > vLLM MoE i@{fifEC & %A
sglang > SGLang fused_moe_triton_kernels @ - | flashinfer > FlashInfer fused_moe/
triton » Triton grouped GEMM tutorial

deepgemm > DeepGEMM (grouped contiguous / masked) | *  aiter > AITER (AMD fused MoE)
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https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/vllm/model_executor/layers/fused_moe/fused_moe.py#L298
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/vllm/model_executor/layers/fused_moe/configs/README
https://github.com/sgl-project/sglang/blob/797af7170f34dd4cb9e397e0038c52371ef5e050/python/sglang/kernels/ops/moe/fused_moe_triton_kernels.py
https://github.com/flashinfer-ai/flashinfer/tree/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/fused_moe
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/08-grouped-gemm.py
https://github.com/deepseek-ai/DeepGEMM/blob/5081f8513af57e61696de4f4f04b0e707ffb503e/README.md
https://github.com/ROCm/aiter/tree/551c50ee531ea77707bcb863c7c3646f3a93def0

EHZIRAIR

o SEEM) MoE MLP (SwiGLU) :

wl3 [E, 2I, H]: 87EXRM gate f up ITEHE—&; w2 [E, H, I]: down #%%

h = x[t] @ wi3[e]l”T - [2I] E— grouped GEMM (A 1T = token)

h = silu(h[:I]) - h[I:] - [I1] F3 B9 silu_and_mul

y =h @ w2[e]*T - weight —> [H] g grouped GEMM (A 1T = (token, slot)
out[t] = £_k y[t, Kl ?Fj k TERNERMER

o iitit: a_ptrs = a + a_rows[:, Nonel - stride_am + offs_k[None, :] , EHMH
a_rows 7& gather RHITTS; Wlel & [N, Kdim] KITERFEE, NMHERNEKER
[BLOCK_K, BLOCK_N] : w + e-stride_we + offs_n[None, :]-stride_wn + offs_kI[:,
None] ,
e 1T mask: flat_ids < num_valid (¥FFITREARE)
o 7f epilogue BICMAMERMHZE ( MUL_WEIGHT ) , BIE—XBIRAVEITE kernel,

Elf# 5 kL

—41 MoE ERIFEEIfiK

{ x [T, H] }_? route + align 5°"t¢9-195 ' grouped GEMM 1 silu_and_mul grouped GEMM 2 3 k
M1 t x[f//K]l @ wi3[el™ F3 hifl @ w2lel™ - w aHF k MER

ELE - RFESHEHFD

LB (EXR) IEEELSHBEREE (BLOCK_M) , B#%F (program) RE—1BH
i, B4k (NE) REEEH K., SHEEMNEE (sorted_token_ids) &iIRSINEMD
PEIZRENEE (gather 3£ A B917) , ZEEIERERMITESHE (5 out[flat_id]) ,

-

B silu_and_mul fi&# GEMM1 B epilogue

acc_gate
X @ W_gatele]™
x B9 gather 1T silu(gate) - up A5 h[T-K,I]
BESFRE g5 [T-K, 2I1 WSEMEI
{ acc_up

X @ W_uplel™
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e - gD HREE

RS, GEMM1 B gate #l up BEIEE (HBM) , BUERHBIECIIEER. E=H
EE%., MEMEER—" program EEINEW gate #l up, 2 (EESFFHRE) B
EMT, RIBERZEL]): DBE—H#MEeE, ®P0H—FNEeETE.,

I=ES

fused_moe_gemm B wrapper #1 moe_layer BE%¥, I fused_moe_kernel :

grid = (#FF/ERIEREY, cdiv(N, BLOCK_N)),

A_ROWS_ARE_TOKENS (constexpr) : True B A B917S5=2 flat_id // top_k , False
RRE flat_id .

WMESE outlflat_id]l (B4R [T-K, N1) o

moe_layer HIER5IX token, BEFRITEE reference —31 (fp16, IRE 2e-2)

M2 SiEid drill.load {FARESEN M1 (A —-solutions FHM{ERSER) .

BT
mine/m2_fused_moe.py 54 17

""M2 - fused MoE grouped GEMM — YOUR IMPLEMENTATION.

See the drill page for the spec; the reference lives in solutions/."""
import torch

import torch.nn.functional as F

import triton

import triton.language as tl

from drill import load

_ml = load("ml_moe_align") # your M1 (or the reference with DRILL_IMPL=solution
s)
route, moe_align_block_size = _ml.route, _ml.moe_align_block_size

@triton.jit
def fused_moe_kernel(a_ptr, w_ptr, out_ptr, topk_w_ptr, sorted_ids_ptr, expert_id
s_ptr,
N, Kdim, num_valid, top_k,
stride_am, stride_we, stride_wn, stride_om,
A_ROWS_ARE_TOKENS: tl.constexpr, MUL_WEIGHT: tl.constexpr,
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BLOCK_M: tl.constexpr, BLOCK_N: tl.constexpr, BLOCK_K: tl.co

nstexpr):

# TODO: flat_ids = sorted_ids[block]; row_mask = flat_ids < num_valid; expert
= expert_ids[pid_m]

# TODO: A rows = flat_ids // top_k (GEMM1) or flat_ids (GEMM2); B tile = W[ex
pert]~"T [BLOCK_K, BLOCK_N]

# TODO: K loop with masked loads + tl.dot; optionally * topk_weight[flat_id
s]; store to out[flat_ids]

pass

def fused_moe_gemm(a, w, sorted_ids, expert_ids, num_valid, top_k, topk_weights=N
one,
a_rows_are_tokens=True, block_m=64, block_n=64, block_k=32):
"""a [T, Kdim] (tokens) or [T+K, Kdiml; w [E, N, Kdim] —> out [T+K, N] in a.d
type."""
E, N, Kdim = w.shape
assert a.stride(-1) == 1 and w.is_contiguous()
out = torch.zeros((num_valid, N), dtype=a.dtype, device=a.device)
tw = topk_weights.reshape(-1).float().contiguous() if topk_weights is not Non
e else out
grid = (sorted_ids.numel() // block_m, triton.cdiv(N, block_n))
fused_moe_kernel[grid] (a, w, out, tw, sorted_ids, expert_ids, N, Kdim, num_va
lid, top_k,
a.stride(0), w.stride(0), w.stride(1), out.stride(0),
A_ROWS_ARE_TOKENS=a_rows_are_tokens, MUL_WEIGHT=topk_w
eights is not None,
BLOCK_M=block_m, BLOCK_N=block_n, BLOCK_K=block_k)
return out

def moe_layer(x, router_logits, wl3, w2, top_k, block_m=64):

nunyx [T, Hl; wi3 [E, 2I, H] (gate rows then up rows); w2 [E, H, I] — [T,
H]."""

T, H = x.shape

E = wl3.shapel[0]

topk_w, topk_ids = route(router_logits, top_k)

sorted_ids, expert_ids, _ = moe_align_block_size(topk_ids, E, block_m)

n =T *x top_k

h = fused_moe_gemm(x, wl3, sorted_ids, expert_ids, n, top_k, block_m=block_m)
# [TxK, 2I]

I = h.shapelll // 2

h = (F.silu(h[:, :I].float()) % h[:, I:].float()).to(x.dtype)
# F3's silu_and_mul

y = fused_moe_gemm(h, w2, sorted_ids, expert_ids, n, top_k, topk_weights=topk
_w,

a_rows_are_tokens=False, block_m=block_m)

# [T*K, H]

return y.view(T, top_k, H).float().sum(1l).to(x.dtype)
# combine slots
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I8

./check.sh m2
./check.sh m2 ——bench # =E MoE Z vs [F% FLOPs B9%3%Z cuBLAS

tests/test_m2_fused_moe.py 47 17

import pytest
import torch

import torch.nn.functional as F

from common.env import DEVICE, HAS_CUDA
from drill import load

def

ref_moe(x, logits, wl3, w2, top_k):
p = torch.softmax(logits.float(), -1)
w, ids = torch.topk(p, top_k, -1)
w=w/ w.sum(-1, keepdim=True)
out = torch.zeros(x.shape, dtype=torch.float32, device=x.device)
I = wl3.shapell] // 2
for t in range(x.shapel[0]):
for k in range(top_k):

e = int(ids[t, kI)
h = x[t].float() @ wi3[el.float().t()
h = F.silu(h[:I]) * h[I:]

out[t] += wlt, kI *x (h @ w2[el.float().t())
return out

@pytest.mark.parametrize("T,E,K,H,I", [(1, 4, 2, 64, 32), (37, 8, 2, 128, 96), (6
4, 16, 4, 64, 64)1)

def

test_moe_layer(T, E, K, H, I):

m = load("m2_fused_moe")

torch.manual_seed(0)

X = (torch.randn(T, H, device=DEVICE) * 0.5).half()

logits = torch.randn(T, E, device=DEVICE)

wl3 = (torch.randn(E, 2 *x I, H, device=DEVICE) / H %% 0.5).half()

w2 = (torch.randn(E, H, I, device=DEVICE) / I ** 0.5).half()

out = m.moe_layer(x, logits, w13, w2, K, block_m=16 if not HAS_CUDA else 64)
assert out.shape == (T, H) and out.dtype == torch.floatl6
torch.testing.assert_close(out.float(), ref_moe(x, logits, wl3, w2, K), rtol=

2e-2, atol=2e-2)

def

test_single_gemm_matches_gather():

m = load("m2_fused_moe")

from solutions.ml_moe_align import moe_align_block_size
T, K, E, N, Kd = 20, 2, 5, 48, 64
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X = torch.randn(T, Kd, device=DEVICE).half()

w = torch.randn(E, N, Kd, device=DEVICE).half()
ids = torch.stack([torch.randperm(E) [:K] for
sorted_ids, expert_ids,

_ in range(T)1).int().to(DEVICE)
_ = moe_align_block_size(ids, E, 16)

out = m.fused_moe_gemm(x, w, sorted_ids, expert_ids, T *x K, K, block_m=16, bl
ock_n=32, block_k=32)

ref = torch.einsum("tkd, tknd—>tkn", x.float()[:, Nonel.expand(T, K, Kd), w.fl
oat() [ids.long()])

torch.testing.assert_close(out.view(T, K, N).float(), ref, rtol=le-2, atol=5e

-2)
RBn
T4 AZEFL 50 (REREE) 2 -

T4 By offs_m BHIEMEITS: XEBZ flat_ids = load(sorted_ids + offs_m) , B
i flat_ids ¥ A TS HHENITS. EXSE—TIFE: expert =

load(expert_ids + pid_m) ,

S FRSENA (REELE) iz -

o #SFITHY flat_id FF T-K, T-K // top_k = T iR AME—EEF L

row_mask,

o HIXEEZF outl[flat_id] , MAZ outloffs_m] : FERHFEHNMUE, ERM
lisife =2 &R +TEL .

e 51T GEMM 1y A BHEIEAR h, EMNTAEME [T-K, I1, TEEBRMU
top_k,

e 64 fiithtlt: expert - stride_we F1 a_rows - stride_am #FRIBERBIT 2%, ik
X int64.,
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kernel & [LFRER (BEEIE) i -

offs_m = pid_m * BLOCK_M + tl.arange(@, BLOCK_M)
flat_ids = tl.load(sorted_ids_ptr + offs_m)
row_mask = flat_ids < num_valid
expert = tl.load(expert_ids_ptr + pid_m).to(tl.int64)
a_rows = flat_ids // top_k if A_ROWS_ARE_TOKENS else flat_ids # GHE cc
a_ptrs = a_ptr + a_rows[:, None].to(tl.int64) * stride_am + offs_k[None, :]
w_ptrs = w_ptr + expert x stride_we + offs_n[None, :] * stride_wn + offs_k[:, N
# ... 5 T4 16EH] K 7BF ...
if MUL_WEIGHT:

acc = acc x tl.load(topk_w_ptr + flat_ids, mask=row_mask, other=0.0)[:, Non
tl.store(out_ptr + flat_ids[:, Nonel.to(tl.int64) * stride_om + offs_n[None, :]
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SEMR

-~

solutions/m2_fused_moe.py %HZ5%. BTG i -

solutions/m2_fused_moe.py 9117

"""'M2 - Fused MoE grouped GEMM in Triton (the vLLM fused_moe_kernel structur
e) — reference solution.

One kernel launch computes the expert matmul for every (token, slot) pair:
out[f, :]1 = x[f // K, :]1 @ Wlexpert(f)I~T (x topk_weight[f] if MUL_WEIGH

T)

using the padded, expert-grouped order from M1. Grid = (padded blocks of BLOC

KM rows) x (N tiles);

each M-block belongs to exactly one expert, so its B operand is a single expe

rt's weight tile.

moe_layer() is a full SwiGLU MoE MLP on top of it:
route —> align —> GEMM1 (x @ W13~T, [.., 2I]) —> silu_and_mul —> GEMM2 (h
@ W2~T, * weight) —> sum over K
import torch
import torch.nn.functional as F
import triton
import triton.language as tl

from drill import load

_ml = load("ml_moe_align") # your M1 (or the reference with DRILL_IMPL=solu
tions)
route, moe_align_block_size = _ml.route, _ml.moe_align_block_size

@triton.jit
def fused_moe_kernel(a_ptr, w_ptr, out_ptr, topk_w_ptr, sorted_ids_ptr, exper
t_ids_ptr,

N, Kdim, num_valid, top_k,

stride_am, stride_we, stride_wn, stride_om,

A_ROWS_ARE_TOKENS: tl.constexpr, MUL_WEIGHT: tl.constexp
r,

BLOCK_M: tl.constexpr, BLOCK_N: tl.constexpr, BLOCK_K: t
l.constexpr):

pid_m = tl.program_id(0) # which padded block of BL
OCK_M (token, slot) rows
pid_n = tl.program_id(1) # which N tile

offs_m = pid_m * BLOCK_M + tl.arange(0, BLOCK_M)
flat_ids = tl.load(sorted_ids_ptr + offs_m) # (token, slot) ids; paddi
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ng rows = num_valid
row_mask = flat_ids < num_valid
expert = tl.load(expert_ids_ptr + pid_m).to(tl.int64)

# GEMM1 reads x[token]: several slots of one token share the same input r
ow (gather).
# GEMM2 reads h[flat_id]: every (token, slot) has its own intermediate ro

if A_ROWS_ARE_TOKENS:
a_rows = flat_ids // top_k
else:
a_rows = flat_ids
offs_n = pid_n * BLOCK_N + tl.arange(0, BLOCK_N)
offs_k = tl.arange(0, BLOCK_K)
a_ptrs = a_ptr + a_rows[:, None].to(tl.int64) *x stride_am + offs_k[None,

# W[e] is [N, Kdim] row-major; load a [BLOCK_K, BLOCK_N] tile of W[e]"T.
w_ptrs = w_ptr + expert *x stride_we + offs_n[None, :] * stride_wn + offs_
k[:, Nonel

acc = tl.zeros((BLOCK_M, BLOCK_N), dtype=tl.float32)
for k@ in range(@, tl.cdiv(Kdim, BLOCK_K)):
k_left = Kdim — k@ *x BLOCK_K
a = tl.load(a_ptrs, mask=row_mask[:, None] & (offs_k[None, :] < k_lef
t), other=0.0)
w = tl.load(w_ptrs, mask=(offs_k[:, None] < k_left) & (offs_n[None,
:] < N), other=0.0)
acc = tl.dot(a, w, acc)
a_ptrs += BLOCK_K
w_ptrs += BLOCK_K

if MUL_WEIGHT: # fold the router weight 1
nto the epilogue
tw = tl.load(topk_w_ptr + flat_ids, mask=row_mask, other=0.0)
acc = acc x tw[:, None]
out_ptrs = out_ptr + flat_ids[:, None].to(tl.int64) * stride_om + offs_n
[None, :1]
tl.store(out_ptrs, acc.to(out_ptr.dtype.element_ty), mask=row_mask[:, Non
el & (offs_n[None, :]1 < N))

def fused_moe_gemm(a, w, sorted_ids, expert_ids, num_valid, top_k, topk_weigh
ts=None,
a_rows_are_tokens=True, block_m=64, block_n=64, block_k=3

2):

"Mty [T, Kdim] (tokens) or [TxK, Kdim]; w [E, N, Kdim] —-> out [T*K, N] in
a.dtype."""

E, N, Kdim = w.shape

assert a.stride(-1) == 1 and w.is_contiguous()

out = torch.zeros((num_valid, N), dtype=a.dtype, device=a.device)
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tw = topk_weights.reshape(-1).float().contiguous() if topk_weights is not
None else out
grid = (sorted_ids.numel() // block_m, triton.cdiv(N, block_n))
fused_moe_kernell[gridl(a, w, out, tw, sorted_ids, expert_ids, N, Kdim, nu
m_valid, top_k,
a.stride(0), w.stride(0), w.stride(1), out.stride
(0),
A_ROWS_ARE_TOKENS=a_rows_are_tokens, MUL_WEIGHT=to
pk_weights is not None,
BLOCK_M=block_m, BLOCK_N=block_n, BLOCK_K=block_k)
return out

def moe_layer(x, router_logits, wl3, w2, top_k, block_m=64):
"ty [T, Hl; wl3 [E, 2I, H] (gate rows then up rows); w2 [E, H, I] — [T,

H]. "

T, H = x.shape

E = wl3.shape[0]

topk_w, topk_ids = route(router_logits, top_k)

sorted_ids, expert_ids, _ = moe_align_block_size(topk_ids, E, block_m)

n =T % top_k

h = fused_moe_gemm(x, wl3, sorted_ids, expert_ids, n, top_k, block_m=bloc
k_m) # [TxK, 2I]

I = h.shapell] // 2

h = (F.silu(h[:, :I]1.float()) * h[:, I:].float()).to(x.dtype)
# F3's silu_and_mul

y = fused_moe_gemm(h, w2, sorted_ids, expert_ids, n, top_k, topk_weights=
topk_w,

a_rows_are_tokens=False, block_m=block_m)

# [TxK, H]

return y.view(T, top_k, H).float().sum(1).to(x.dtype)
# combine slots

M5EZ 5
RTX 5090 SEill: T = 4096, E = 64, top-8. H = 2048, | = 768 (}Ziff Qwen3-30B-A3B
HERAIR) , bfl6:

At ] TFLOP/s

{RE9 MoE B ()X grouped GEMM, block 64 X 64X 32) 3245us 95

% FLOPs BIF,X#8% cuBLAS GEMM 1461us 212

o EIEAIFIR: IEEE’\J 64 X64 X 32 tile ZBHITXMARBM: #TITHFRIEE;
gather iZEX A AUIEEIEESS 51, silu_and_mul fl&/E8KFIZEIMAY PyTorch #
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8. VLLM R8# (E, N, K, GPU) A5 /ES T EFH JSON EEEX M, f1L autotune
EEMEEZEL—KREBD1E8E. B T4 BV autotune idinl,

o BIE: 8 silu_and_mul BHE— GEMM &Y epilogue (8 program [EiTitE gate
Mup AT NIR) , BiE—RPEERNEEIFEE,

e 1 Flashinfer 3Jtb: flashinfer.cutlass_fused _moe . flashinfer.fused moe Z API
1IR1ET CUTLASS / TRT-LLM [Eiff MoE, E—ZEINED, SELHM/ME T LS
12 (BRE. H3. MR GEMM, BiE. 87 .

v EiXiB[a): MoE £ decode 1 prefill R BH+ATRRE?

prefill Bf token %, 81T EXREDEIEFHEZAI1T, grouped GEMM & compute—bound
B, MHERRE tile BeE. RAHIYEHN FP8 / FP4 21t., decode AT token R4, 8%
KRBT, GEMM BHRIEZ—BHBEERIINE, & memory-bound #Y; mME—
batch BUEMNERNAIERIASHER, ENNELRBERELZ, XNWHALFEREEN
#J block_m, NEEft (BE—"FTMBEEEZ) . e/ CUDA graph B9 masked 7
B, MERERHTHNBESITEES.
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M - Track M - MoE 5&IEE - 5 22 5
() FP8 ‘AiEE . + block-scaled GEMM
(DeepSeek-V3 / DeepGEMM fig /5)

DeepSeek—V3 B9 FP8 BLJ5: BUES 1x128 —PMEHMEAER, NES 128%x128 —1, 817K
BR—IX FP8 Tensor Core fEPERFE R LM, £ RTX 5090 £, X#FS LAY Triton kernel
Eb bf16 cuBLAS R 1.7 &,

60 min HE M RS mine/m3_fp8_block_gemm.py IHW . /check.sh m3

SE#E solutions/m3_fp8_block_gemm.py

1. &8 6. BF

2. RS ER 7. UL

3. ZAFIAVANIR 8. I’

4. BIfR5 %Lt 9. BEfR

5. MEEK 10. MEZ G
GE

FP8 (e4m3: mKIE 448, RH\ 3 uE#) ik Tensor Core MENITENE. WNEMNFETHEUE
¥, BRETFHSEE: B— per-tensor FUZER AR, BEENBHESIEREBDEER
0. DeepSeek-V3 BIHL AR :

o BUE: B token K9 128 TM@IE— scale (per-token—group, 1X128) ;

o INE: F 128%128 KIR— scale (per-block) .
B 128 T K RIGFXT R —4H scale, FRLA kernel AIABER —1 K RF T _EiIX—RE
sa - sb, 2IE{RIF fp32 M., DeepGEMM (SM90 / SM100) FiRXMEHISEEM L

I vLLM B9 w8a8_block_fp8_matmul ZEHI Triton k24, Blackwell 89 MXFP8 / NVFP4
ERAERHE T HEHEIES (1x32 8 1x16 — scale) , BRI&HEME.

P EESE LS,

DeepSeek-V3 FARIRE + | deepgemm > DeepGEMM README | * | deepgemm > DeepGEMM SM9@ FP8 1d2d
deepgemm > DeepGEMM SM100 FP8 / FP4 - [ vllm > VLLM per_token_group_quant_fp8

vllm > VLLM block-scaled FP8 matmul  ° | flashinfer > FlashInfer deep_gemm.py

triton > Triton block-scaled matmul (MXFP / NVFP4) | - OCP Microscaling (MX) Formats

Spec
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https://arxiv.org/abs/2412.19437
https://www.opencompute.org/documents/ocp-microscaling-formats-mx-v1-0-spec-final-pdf
https://www.opencompute.org/documents/ocp-microscaling-formats-mx-v1-0-spec-final-pdf
https://github.com/deepseek-ai/DeepGEMM/blob/5081f8513af57e61696de4f4f04b0e707ffb503e/README.md
https://github.com/deepseek-ai/DeepGEMM/blob/5081f8513af57e61696de4f4f04b0e707ffb503e/deep_gemm/include/deep_gemm/impls/sm90_fp8_gemm_1d2d.cuh
https://github.com/deepseek-ai/DeepGEMM/blob/5081f8513af57e61696de4f4f04b0e707ffb503e/deep_gemm/include/deep_gemm/impls/sm100_fp8_fp4_gemm_1d1d.cuh
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/vllm/model_executor/layers/quantization/utils/fp8_utils.py#L632
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/vllm/model_executor/layers/quantization/utils/fp8_utils.py#L961
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/deep_gemm.py
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/10-block-scaled-matmul.py

Z AR
e Z1t: scale = max(|x_group|) / 448, q = clamp(x / scale, —448,
448).to(fp8) ; scale 75 fp32, EFMAER—TR/ eps, BRFRI O,
e torch.float8_e4m3fn ; Triton B tl.dot(a_fp8, b_fp8) EHIZFE fp32 4R (FE
sm_89+)
e block-scaled GEMM HE/EIf:

for kb in K ## (BLOCK_K = 128) :
acc += tl.dot(A_q[m, kbl, B_qln, kbl~T) - salm, kbl - sbln // 128, kb]

=

BLOCK_N HY 128 HZ9%ET, — tile BFABEIIHZER—1 sb (—THrE) ; sa =
BLOCK_M MEARWEE,

e E: A M, KI, B IN, KI (B0 Cc =A@B~T, ] nn.Linear WINEHBEE) .

EfFS %KLL

FP8 block-scaled GEMM [YEUE R

T KR

.
2 // \
o BEbM6[M, K] o per-token-group &t / \
o 1x128 - —* scale ! L
fp8 tl.dot X sa - sb { C (bf16) }
1 128 TH K fp32 &M
o
S #E bf16 [N, K] & block £t (B%)
o 128x128 -» —1* scale

# it - 5 128 M—IBRF

FP8 RA 3 UEH, B—EAWERHBWRF, B—IERF (per-tensor scale) [ERf =13
WHIAR, 1BIETR 0; A%F 128 MIRE—IESEEEMNRF (block scale) , X#X
INRERE B, RFWMEFEEESD K REBF L, FrlA kernel BEZT—RFT—X
scale #i1T, JLFERBEIIMNTH,
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— PN EEEX per-tensor scale FIEZIA

per-tensor scale 0.001/ 2.2 = 0.00045

= 1000 / 448 = 2.2 {£F FP8 &/I\VE 2-° = 0.002 - TR 0
1% 128 block scale HfthéH scale = 44/ max / 448
BRHERLINEMENE NHERhESE

HRfARZ < 1

{ BEEE— 1000

EKEE - —TEAEHRER

SRRBEE -1 3 KSHEA, ATEMBHE, BPIMIAGERXAEZ (K scale) ,
ZEREMAHLRRLTMERE FBEER) . 2HHBR (block scale) : EAB—HRIMR
iz, EttAREHERES,

I=EP

block_quant_fp8 (BARINE=, 48 PyTorch) FF wrapper EE54%F, SLI:

=

1. per_token_group_quant_kernel : 8 program fas (1T, ),
2. fp8_block_gemm_kernel : ¥ t, BLOCK_K = 128,
B sXESHENRKEXNENRN 448; GEMM Z£R5“SENEBERE p32 HFHWER—

M, 5 bf16 [RIAFEFERAVEINIZRE < 5%, TE sm_89+ (RTX 40 / 50 &. H100,
B200) .

AT
mine/m3_fp8_block_gemm.py 61 1T
"""M3 - FP8 per-token—group quant + block-scaled GEMM — YOUR IMPLEMENTATION.

See the drill page for the spec; the reference lives in solutions/."""
import torch

import triton

import triton.language as tl

FP8 = torch.float8_e4m3fn

FP8_MAX = 448.0
GROUP = 128
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@triton.jit
def per_token_group_quant_kernel(x_ptr, g_ptr, s_ptr, K, eps, GROUP_SIZE: tl.cons
texpr):

# TODO: program (row, group): amax = max(|x|, eps); scale = amax / 448; q = C
lamp(x / scale); store q (fp8) and scale

pass

def per_token_group_quant_fp8(x: torch.Tensor, group_size: int = GROUP, eps: floa
t = 1e-10):

"ty [M, KI = (x_q [M, K] fp8 e4m3, scales [M, ceil(K/group)] fp32)."""

X = X.contiguous()

M, K = x.shape

g = torch.empty((M, K), dtype=FP8, device=x.device)

s = torch.empty((M, triton.cdiv(K, group_size)), dtype=torch.float32, device=
X.device)

per_token_group_quant_kernel[(M, triton.cdiv(K, group_size))l(x, q, s, K, ep
s, GROUP_SIZE=group_size)

return g, s

def block_quant_fp8(w: torch.Tensor, block: int = GROUP):

"""Weights [N, KI —> (w_q fp8 [N, K], scales [ceil(N/128), ceil(K/128)]1). Off
line, so plain PyTorch."""

N, K = w.shape

nb, kb = triton.cdiv(N, block), triton.cdiv(K, block)

wp = torch.zeros(nb x block, kb * block, dtype=torch.float32, device=w.devic
e)

wp[:N, :K] = w.float()

blocks = wp.view(nb, block, kb, block)

amax = blocks.abs().amax(dim=(1, 3)).clamp(min=1e-10) # [nb, kb]

scale = amax / FP8_MAX

g = (blocks / scalel:, None, :, Nonel]).clamp(-FP8_MAX, FP8_MAX).to(FP8)

return g.view(nb x block, kb * block)[:N, :K].contiguous(), scale

@triton.jit
def fp8_block_gemm_kernel(a_ptr, b_ptr, c_ptr, sa_ptr, sb_ptr, M, N, K,
stride_am, stride_bn, stride_cm, stride_sam, stride_sb
n,
BLOCK_M: tl.constexpr, BLOCK_N: tl.constexpr, BLOCK_K:
t1.constexpr):
# TODO: for each 128-wide K block: acc += tl.dot(a_fp8, b_fp8) * sa[:, None]
*x Sb
# TODO: sa = a_s[offs_m, kb] (one per row); sb = b_s[(pid_n x BLOCK_N) // 12
8, kb] (one per tile)
pass
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def fp8_block_gemm(a_q, a_s, b_qg, b_s, out_dtype=torch.bfloatl6, block_m=64, bloc
k_n=128):
""“a_q [M, Kl fp8 + a_s [M, K/128]; b_q [N, KI fp8 + b_s [N/128, K/128] —> C
[M, N] = A @ B~T."""
M, K = a_q.shape
N = b_g.shapel0]
assert 128 % block_n == 0 and a_qg.is_contiguous() and b_q.is_contiguous()
c = torch.empty((M, N), dtype=out_dtype, device=a_g.device)
grid = (triton.cdiv(M, block_m), triton.cdiv(N, block_n))
fp8_block_gemm_kernellgridl(a_q, b_qg, ¢, a_s, b_s, M, N, K,
a_q.stride(0), b_qg.stride(0), c.stride(0), a_s.st
ride(0), b_s.stride(0),
BLOCK_M=block_m, BLOCK_N=block_n, BLOCK_K=128, nu
m_warps=4, num_stages=3)

return c
ISR
./check.sh m3 # ZZE sm_89+ HJ GPU
./check.sh m3 —-bench # vs bflé cuBLAS

tests/test_m3_fp8_block_gemm.py 4177

import pytest
import torch

from common.env import HAS_CUDA
from drill import load

FP8_OK = HAS_CUDA and torch.cuda.get_device_capability() >= (8, 9)
pytestmark = pytest.mark.skipif(not FP8_OK, reason="FP8 tensor cores need sm_89+
(Ada / Hopper / Blackwell)")

def dequant_tokens(q, s, group=128):
M, K = g.shape
return (q.float().view(M, -1, group) * s[:, :, Nonel).view(M, K)

@pytest.mark.parametrize("M,K", [(1, 128), (33, 512), (256, 7168)])
def test_per_token_group_quant(M, K):

m = load("m3_fp8_block_gemm")

x = torch.randn(M, K, device="cuda", dtype=torch.bfloatl6) x 3

g, s = m.per_token_group_quant_fp8(x)

assert g.dtype == torch.float8_e4m3fn and s.shape == (M, K // 128) and s.dtyp
e == torch.float32

# each group's largest |value| maps to (almost exactly) 448
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assert torch.allclose(q.float().view(M, -1, 128).abs().amax(-1), torch.full_1
ike(s, 448.0), rtol=le-2)

torch.testing.assert_close(dequant_tokens(q, s), x.float(), rtol=7e-2, atol=7
e-2 *x s.max().item() *x 32)

@pytest.mark.parametrize("M,N,K", [(16, 128, 256), (100, 384, 1024), (512, 1024,
2048)1)
def test_fp8_block_gemm(M, N, K):

m = load("m3_fp8_block_gemm")

a torch.randn(M, K, device="cuda", dtype=torch.bfloatl6)

b = torch.randn(N, K, device="cuda", dtype=torch.bfloatl6) / K *x 0.5

ag, as_ = m.per_token_group_quant_fp8(a)

bg, bs = m.block_quant_fp8(b)

c = m.fp8_block_gemm(aqg, as_, bqg, bs)

# exact reference for the quantised operands: dequantise, then matmul in fp32

b_deq = (bqg.float().view(N // 128, 128, K // 128, 128) * bsl[:, None, :, Non
el).view(N, K)

ref_q = dequant_tokens(aq, as_) @ b_deq.t()

torch.testing.assert_close(c.float(), ref_q, rtol=2e-2, atol=2e-2)

# and the quantisation error against the bfl6 matmul stays small

rel = (c.float() - a.float() @ b.float().t()).norm() / (a.float() @ b.float
().t()).norm()

assert rel < 0.05

RT
E1t kernel REJT »B (2ERS) 2 -

& 128 ™ME — amax = max(max(|x|), eps) — scale = amax / 448 — ¥ clamp(x

/ scale) #I scale, scale FU{i&E=E row - cdiv(K, 128) + g,

GEMM BT scale #HR5EM (RERLE) i -
e sa = load(sa_ptr + offs_m - stride_sam + kb) : FZIK [BLOCK_M] ,
e sb = load(sb_ptr + ((pid_n - BLOCK_N) // 128) - stride_sbn + kb) : —#n
=,

e acc += tl.dot(a, b) * (sal:, Nonel * sb) : %G FP8 MI=FATE fp32 BEHE R,
B3k scale, TBEIE scale it FP8 WMWIANE (BPEMEAET=2MHHNENX) , A
BRAEREER—X (B K 31 scale 1~[F) .
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E@/HF LFRER (BERB) i -

for kb in range(0, tl.cdiv(K, BLOCK_K)):
k_left = K — kb x BLOCK_K
a = tl.load(a_ptrs, mask=m_maskl[:, Nonel & (offs_k[None, :] < k_left), othe
b = tl.load(b_ptrs, mask=(offs_k[:, None] < k_left) & n_mask[None, :]1, othe
sa = tl.load(sa_ptr + offs_m * stride_sam + kb, mask=m_mask, other=0.0)
sb = tl.load(sb_ptr + sb_row x stride_sbn + kb)
acc += tl.dot(a, b) * (sal:, Nonel * sb)
a_ptrs += BLOCK_K
b_ptrs += BLOCK_K
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SEMR

z
solutions/m3_fp8_block_gemm.py %855, MitliiEE i -

solutions/m3_fp8_block_gemm.py 99 1T

"""M3 - FP8 fine-grained (block-scaled) quantisation + GEMM — reference solut
ion.

The DeepSeek-V3 / DeepGEMM recipe, written in Triton:
activations: per-token—group quantisation, one fp32 scale per 1 x 128 group
weights: per-block quantisation, one fp32 scale per 128 x 128 blo
ck
CIm, n] = sum_kb (A_q[m, kbl @ B_qln, kbI~T) % salm, kb] * sb[n // 128, k
bl
Each 128-wide K step is one fp8 tl.dot (Tensor Cores, fp32 accumulation) foll
owed by a scale
multiply, so the scales change every K block without leaving fp32.
FP8 e4m3: largest finite value 448. Needs sm_89+ (Ada, Hopper, Blackwell inc
1. RTX 50xx).
import torch
import triton
import triton.language as tl

FP8 = torch.float8_e4m3fn
FP8_MAX = 448.0
GROUP = 128

@triton.jit
def per_token_group_quant_kernel(x_ptr, g_ptr, s_ptr, K, eps, GROUP_SIZE: tl1.
constexpr):

# One program per (row, group): the scale makes the group's max |x| map t
0 448.

row = tl.program_id(0).to(tl.int64)

g = tl.program_id(1)

offs = g * GROUP_SIZE + tl.arange(@, GROUP_SIZE)

mask = offs < K

x = tl.load(x_ptr + row *x K + offs, mask=mask, other=0.0).to(tl.float32)

amax = tl.maximum(tl.max(tl.abs(x), axis=0), eps) # eps: an all-z
ero group gets a tiny scale, not 0

scale = amax / 448.0

g = tl.clamp(x / scale, -448.0, 448.0)

tl.store(q_ptr + row x K + offs, g.to(q_ptr.dtype.element_ty), mask=mask)

tl.store(s_ptr + row *x tl.cdiv(K, GROUP_SIZE) + g, scale)
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def per_token_group_quant_fp8(x: torch.Tensor, group_size: int = GROUP, eps:
float = 1le-10):

ity [M, Kl —> (x_g [M, K] fp8 e4m3, scales [M, ceil(K/group)] fp32)."""
= X.contiguous()
K = x.shape
torch.empty((M, K), dtype=FP8, device=x.device)

s = torch.empty((M, triton.cdiv(K, group_size)), dtype=torch.float32, dev
ice=x.device)

per_token_group_quant_kernel[(M, triton.cdiv(K, group_size))l(x, q, s, K,
eps, GROUP_SIZE=group_size)

return q, s

o = X

def block_quant_fp8(w: torch.Tensor, block: int = GROUP):

"ryeights [N, K1 —> (w_q fp8 [N, KIl, scales [ceil(N/128), ceil(K/128)1).
0ffline, so plain PyTorch."""

N, K = w.shape

nb, kb = triton.cdiv(N, block), triton.cdiv(K, block)

wp = torch.zeros(nb *x block, kb * block, dtype=torch.float32, device=w.de
vice)

wp[:N, :K] = w.float()

blocks = wp.view(nb, block, kb, block)

amax = blocks.abs().amax(dim=(1, 3)).clamp(min=1e-10) # [nb,
kb]

scale = amax / FP8_MAX

g = (blocks / scalel:, None, :, None]).clamp(-FP8_MAX, FP8_MAX).to(FP8)

return g.view(nb x block, kb *x block)[:N, :K].contiguous(), scale

@triton.jit
def fp8_block_gemm_kernel(a_ptr, b_ptr, c_ptr, sa_ptr, sb_ptr, M, N, K,
stride_am, stride_bn, stride_cm, stride_sam, stride
_sbn,
BLOCK_M: tl.constexpr, BLOCK_N: tl.constexpr, BLOCK
_K: tl.constexpr):
pid_m = tl.program_id(0)
pid_n = tl.program_id(1)

offs_m = pid_m * BLOCK_M + tl.arange(@, BLOCK_M)
offs_n = pid_n % BLOCK_N + tl.arange(®, BLOCK_N)
offs_k = tl.arange(0, BLOCK_K)

a_ptrs = a_ptr + offs_m[:, Nonel.to(tl.int64) x stride_am + offs_k[None,

b_ptrs = b_ptr + offs_n[None, :].to(tl.int64) * stride_bn + offs_k[:, Non
el # B~T tile [BK, BN]

m_mask = offs_m < M

n_mask = offs_n < N

# BLOCK_N divides 128, so all columns of this tile share one weight-scale
row: n // 128.

sb_row = (pid_n * BLOCK_N) // 128
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acc = tl.zeros((BLOCK_M, BLOCK_N), dtype=tl.float32)
for kb in range(0, tl.cdiv(K, BLOCK_K)): # BLOCK K == 12
8 == one scale group
k_left = K — kb x BLOCK_K
a = tl.load(a_ptrs, mask=m_mask[:, None] & (offs_k[None, :] < k_lef
t), other=0.0)
b = tl.load(b_ptrs, mask=(offs_k[:, Nonel < k_left) & n_mask[None,
:1, other=0.0)
sa = tl.load(sa_ptr + offs_m * stride_sam + kb, mask=m_mask, other=0.
@) # [BLOCK_M]
sb = tl.load(sb_ptr + sb_row * stride_sbn + kb)
# scalar
acc += tl.dot(a, b) % (sal:, Nonel % sb) # fp8 x fp8 —>
fp32, then rescale
a_ptrs += BLOCK_K
b_ptrs += BLOCK_K

c_ptrs = c_ptr + offs_m[:, Nonel.to(tl.int64) * stride_cm + offs_n[None,

tl.store(c_ptrs, acc.to(c_ptr.dtype.element_ty), mask=m_mask[:, None] & n
_mask[None, :1)

def fp8_block_gemm(a_q, a_s, b_g, b_s, out_dtype=torch.bfloatl6, block_m=64,
block_n=128):
"""3 q [M, KI fp8 + a_s [M, K/128]; b_q [N, K] fp8 + b_s [N/128, K/128] -
> C [M, N] = A @ B~T."""
M, K = a_qg.shape
N = b_qg.shapel0]
assert 128 % block_n == 0 and a_g.is_contiguous() and b_g.is_contiguous()
c = torch.empty((M, N), dtype=out_dtype, device=a_q.device)
grid = (triton.cdiv(M, block_m), triton.cdiv(N, block_n))
fp8_block_gemm_kernellgrid]l(a_q, b_qg, ¢, a_s, b_s, M, N, K,
a_q.stride(0), b_qg.stride(0), c.stride(0), a_
s.stride(0), b_s.stride(0),
BLOCK_M=block_m, BLOCK_N=block_n, BLOCK_K=12
8, num_warps=4, num_stages=3)
return c

M5E2ZE
RTX 5090 LM (8{iZ TFLOP/s)

M X N X K bf16 cuBLAS {RHEJ FP8 block-scaled ¥iE=t45

128 X 7168 X 2048 108 151 6 us
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M X N X K bf16 cuBLAS {RHYJ FP8 block-scaled EiE=t45

4096 X 7168 X 2048 219 364 35 us

4096 X 4096 X 7168 218 372 112 us

o KT bf16 B 1.7 &; FP8 7£ 5090 LAVIRICIE(ELIE bf16 1 2 &, FITFHIEIERE
B K RIVBEBGRENRKERE,

o HMEENTRREM: 4096 %7168 BIE 112 us, & GEMM KHERY 17% ., FRIASEFRAS

SIEEMEHEI—PNEF: Flashinfer B fused_add_rmsnorm_fp8_block_quant FiZ

“P%Z M + RMSNorm + 1X128 FP8 E1t”—R5E. EIRAY F3 M M3 &3, LMD

MEEF.

£ H100 £, DeepGEMM H wgmma + TMA + warp specialization 1EE##AYITEHHZ

i FP8 I&18; B3Rt grouped iRZs (contiguous / masked #afF) , i MoE {£MH
(M1, M2) ,

o B 3B M2 B9 grouped GEMM 4B FP8 block-scaled hrZ4s, Ell DeepSeek-V3
MoE RVIEIERCE .

v EHidiE[a): J9{+4 DeepSeek-V3 & 1x128 F 128 X128 X FRIKIE?

RIEEA, BRENTZITER), BE#I; BE1 scale %Bgﬁﬁ%\ mE, TEEERE

HEBM—IREE, 128 EFETFT—1 KR, FRLA kernel 1 K D%E%—}T\ scale, Jl

FREUIIMNTHEH, ENEREREEREVMEE L, per-token X 5 128 TMEE—4H
AIABENREF; NENDMERFEE, 128X128 BUMRFME T, TEEIL— tile Wﬁﬁﬁ
MBI HEZRF— scale, FE{EZEE, Blackwell B MXFP8 (8 32 1NtZx) # NVFP4

(8 16 T nx) EEMRIRERMEHT MMA 15X,
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Track X - MLX / Metal

Apple silicon ERIEE X kernel: elementwise. simdgroup Y3%J. simdgroup_matrix
GEMM,
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B - Track X - MLX / Metal - & 23 T

MLX BENX Metal kernel A\|]: Bi&S add + GELU

£ Mac B — GPU kernel: MLX 89 mx.fast.metal_kernel RE{RE Metal kernel K&
ik, HR (B8, ®iF. &F. #BE) SEHEEFEM, INEFF Metal 1 CUDA 7£ grid 1IEX
FRORBEES,

@ 30 min WE 5 fRE mine/x1_metal_elementwise.py IS . /check.sh x1

SZf solutions/x1_metal_elementwise.py

1. 55 6. AT

2. FRB5EM 7. B

3. ZHFIMANIR: CUDA « Metal 3388 8. I’R

4. RS £t 9. 2EfF

5. BEER 10. M5EZ /G
-

MLX 2 Apple 7 Apple silicon EEAMEZE, mlx-ln . mix-vim HIRBE Mac Li&fT
LLM #%E. EMN GPU [Fifi2 Metal: GEMM, attention. 2f£ matmul, EMEEE T
= MLX BEEFEH) Metal kernel ( mlx/backend/metal/kernels/ ) .
mx.fast.metal_kernel 1E{RAER MLX JERS, R7E Python EEH—1TBENX kernel, #
MLX BWEMBIRIESES(ER, tHEEH mx.compile AMIE,

Apple GPU 045 : Sfi—N7F (CPU #1 GPU HHARB—RNEFE, AEEEN) , #5M M2 8
#J 100 GB/s & Ultra ;& /5 HI%) 800 GB/s; R BMIBT7F, FRLA“ERIGERREN T BUR T2
MAE,

RS 5EH

MLX: Custom Metal Kernels *  mix > custom_metal_kernels.rst
mlx > custom_kernel.cpp (MLX EALMZR)  + nlx > Metal debugger (31 GPU trace) & - Metal

Shading Language Specification *  mix > kernels/
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https://ml-explore.github.io/mlx/build/html/dev/custom_metal_kernels.html
https://developer.apple.com/metal/Metal-Shading-Language-Specification.pdf
https://developer.apple.com/metal/Metal-Shading-Language-Specification.pdf
https://github.com/ml-explore/mlx/blob/b7779c158c0ee32d366929c527da119a89047c6e/docs/src/dev/custom_metal_kernels.rst
https://github.com/ml-explore/mlx/blob/b7779c158c0ee32d366929c527da119a89047c6e/mlx/backend/metal/custom_kernel.cpp
https://github.com/ml-explore/mlx/blob/b7779c158c0ee32d366929c527da119a89047c6e/docs/src/dev/metal_debugger.rst
https://github.com/ml-explore/mlx/tree/b7779c158c0ee32d366929c527da119a89047c6e/mlx/backend/metal/kernels

ERZFIMZ0IR: CUDA © Metal 3488

CUDA Metal / MLX

__global__ void k(...) MLX #8#E input_names . output_names FIKEAFBERNEEBE
BER; RREERHE

block / thread threadgroup / thread
warp (32) simdgroup (Apple GPU E£& 32)
blockIdx . threadIdx threadgroup_position_in_grid . thread_position_in_threadgroup

blockIdx.x * blockDim.x thread_position_in_grid EHiZAHERHES

+ threadIdx.x

<<<grid (block %) , grid= &IEEE. threadgroup= SHZKIEIH (Metal B9
block>>> dispatchThreads; grid REER threadgroup FIEEEE)
__shared__ threadgroup K7E

template <typename T> template=[("T", mx.float16)] : RIRSHIEIFBREAN

o HMINENAZT RN const device T x (R/NAUBINFIREMANAE constant HEHEZS(E], T
X2) , Python #Z2ZR constant int& n XEMNSE,

o BAIA ensure_row_contiguous=True : MIARELLR, MLX 2EEH—MEEZNBRSA
kernel,

e header= THHBIREL; ZNFREMTE metal:: @3B =[BT, metal::precise::tanh &
FEMRARZS, metal::fast:: FIRFETARZ,

Elf# 5 kL

mx.fast.metal_kernel #{T7{t+4

mx.fast.metal_kernel MLX £ ER Metal 4Ri% dispatchThreads
1R RS REIR inputs - outputs - B % name + JRIBER grid = &2

KL - IRBAH, MAZSYIRE
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CUDA B <<<grid, block>>> WHEIZ“FF/L P UE. S/ A”; Metal / MLX B
grid= MR “SHZ D NELE”, threadgroup= A ZEBIAL, RE—TUIRIURHE,
Fi CUDA WIS IRIBHIREVERH grid, MISZFH 256 BHFLE.

Fi—MAFE: TFBE host © device 0

{ CPU { MIBR: ENAEF }

A4

A—Rg%—AE PCle #N0
100-800 GB/s !

{ GPU { WIRR: BF }

KLt - A—kKEF vs 1T EE

M EEGBFHEINEE: CPU EEIT, GPU £HRE, BRE®IER (PCle) RO,
Apple WGi—AFEMAXE—KREF, FEBER; KNEXKREFLE NVIDIA FEEN
FF (HBM) /h—£ EBVERAHE—L (FERE—THELX) .

HISEEP
£ mine/x1_metal_elementwise.py H4hE=E& Metal JEi5:

1. _HEADER : inline float gelu_tanh(float z) .

2. _SRC : BT %ELE—1ITZE, outlil = T(gelu_tanh(float(x[il) +
float(y[il))) ,

3. _SRC_VEC : B MEIZAIE N_PER TELTER (BIRSH) .

R F fp32 / fp16 / bf16. EEAIR. EEIHEA,

AT
mine/x1_metal_elementwise.py 42 17

"ixX1 - fused add + GELU as an MLX custom Metal kernel — YOUR IMPLEMENTATION.

See the drill page for the spec; the reference lives in solutions/."""
import mlx.core as mx
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_HEADER = """
// TODO: write “inline float gelu_tanh(float z)® (metal::precise::tanh)
inline float gelu_tanh(float z) { return z; }

# One element per thread. T is a template parameter, so one source serves fp32 /
fplé / bflé6.
_SRC - min

// TODO: i = thread_position_in_grid.x; bounds check against n; out[i] = T(ge
lu_tanh(float(x[i]) + float(yl[il)))

# N_PER elements per thread, contiguous: fewer threads, each issuing wider loads.
_SRC_VEC = """

// TODO: each thread handles N_PER consecutive elements starting at thread_po
sition_in_grid.x *x N_PER

_kernel = mx.fast.metal_kernel(name="add_gelu", input_names=["x", "y", "n"l], outp
ut_names=["out"],
source=_SRC, header=_HEADER)
_kernel_vec = mx.fast.metal_kernel(name="add_gelu_vec", input_names=["x", "y",
“n"1, output_names=["out"],
source=_SRC_VEC, header=_HEADER)

def add_gelu(x: mx.array, y: mx.array, threadgroup: int = 256) —> mx.array:
assert x.shape == y.shape and x.dtype == y.dtype
n = X.size
# ensure_row_contiguous (the default) makes MLX hand the kernel contiguous co
pies when needed.
return _kernel(inputs=[x, y, nl, template=[("T", x.dtype)l],
grid=(max(n, 1), 1, 1), threadgroup=(threadgroup, 1, 1),
output_shapes=[x.shapel, output_dtypes=[x.dtypel) [0]

def add_gelu_vec(x: mx.array, y: mx.array, n_per: int = 4, threadgroup: int = 25
6) —> mx.array:
assert x.shape == y.shape and x.dtype == y.dtype
n = X.size
threads = max((n + n_per - 1) // n_per, 1)
return _kernel_vec(inputs=[x, y, nl, template=[("T", x.dtype), ("N_PER", n_pe
rnl,
grid=(threads, 1, 1), threadgroup=(threadgroup, 1, 1),
output_shapes=[x.shapel, output_dtypes=[x.dtypel) [0]
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I8

./check.sh x1 # BapEfE .venv-mlx (armé64 Python + mlx)
.venv-mlx/bin/python bench_mlx.py x1

tests/test_x1_metal_elementwise.py 40 17

import math
import pytest

mx = pytest.importorskip("mlx.core", reason="X track needs MLX on an Apple-silico
n Mac")
from drill import load # noqa: E402

def ref(x, y):

z = (x + y).astype(mx.float32)

return 0.5 % z x (1 + mx.tanh(math.sqrt(2 / math.pi) * (z + 0.044715 % z *x
3)))

@pytest.mark.parametrize("n", [1, 255, 256, 257, 1_000_003])
def test_add_gelu_fp32(n):
m = load("x1_metal_elementwise")
X, Yy = mx.random.normal((n,)) * 3, mx.random.normal((n,))
assert mx.allclose(m.add_gelu(x, y), ref(x, y), atol=le-5, rtol=le-5).item()

@pytest.mark.parametrize("dtype", [mx.floatl6, mx.bfloat16])
def test_add_gelu_half_2d(dtype):

m = load("x1 _metal elementwise")

X, y = mx.random.normal((7, 333)).astype(dtype), mx.random.normal((7, 333)).a
stype(dtype)

out = m.add_gelu(x, y)

assert out.dtype == dtype and out.shape == (7, 333)

assert mx.allclose(out.astype(mx.float32), ref(x, y), atol=2e-2, rtol=2e-2).1i
tem()

def test_transposed_input():
m = load("x1 _metal elementwise")
X, Yy = mx.random.normal( (48, 64)).T, mx.random.normal( (64, 48))
assert mx.allclose(m.add_gelu(x, y), ref(x, y), atol=le-5).item()

@pytest.mark.parametrize("n", [1, 5, 1023, 4096, 100_001])
def test_add_gelu_vec(n):
m = load("x1_metal_elementwise")
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X, Y = mx.random.normal((n,)), mx.random.normal((n,))
assert mx.allclose(m.add_gelu_vec(x, y, n_per=4), ref(x, y), atol=le-5).item

()

Bn
HEERE=(T 56 (REESE) i -

uint i = thread_position_in_grid.x; , ¥6& i < n, B[O, grid EHERL&IZEE
n, FRAAFFESR threadgroup X/,

B FRSRLY (FERIS) 2 -

o I grid A threadgroup FINEL (CUDA 3J1R) : £B5h 256 5M4IE, BRAS
HRE, SEEERE.

e A half fIREITE: z2 BRRHELHT. £8A float, FEMEMN T.

e £ _SRC_VEC BRTNHRE—THREMUOFEE,

o T Metal JERBANKBAER: MLX 2 name FURBEERIFLER, EE—T
Python #Z2EEHEIZE kernel B EE name FIE—14,

FELER NEess (BERLE) i -
// _SRC

uint i = thread_position_in_grid.x;

if (i < n) out[i] = T(gelu_tanh(float(x[i]) + float(y[il)));

// _SRC_VEC

uint base = thread_position_in_grid.x * N_PER;

for (uint j = 0; j < N_PER; ++j) { uint i = base + j; if (i < n) out[i] = T(gel
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SEMR

-
solutions/x1_metal_elementwise.py %&tECE%. WidillitEE K -

solutions/x1_metal_elementwise.py 58 1T

"MMX1 - First custom Metal kernel in MLX: fused add + GELU — reference soluti
on.

mx.fast.metal_kernel(name, input_names, output_names, source, header) compile
s the BODY of a Metal

kernel: MLX writes the signature for you. Inputs arrive as “const device Tx x

(or ‘constant’

scalars), outputs as “device Tx out’, and the Metal attributes you mention in
the body

(thread_position_in_grid, threadgroup_position_in_grid, ...) are added as par
ameters.

Grid semantics differ from CUDA: “grid® is the TOTAL number of threads per di
mension (Metal's

dispatchThreads), not the number of threadgroups, and it need not be a multip
le of “threadgroup .

import mlx.core as mx

_HEADER = """
inline float gelu_tanh(float z) {
// 0.5 z (1 + tanh(sqrt(2/pi) (z + 0.044715 z°3)))
return 0.5f *x z x (1.0f + metal::precise::tanh(0.7978845608028654f * (z +
0.044715f x z *x z x 2)));
¥

# One element per thread. T is a template parameter, so one source serves fp3
2 / fplé / bfleé.
_SRC = """
uint i = thread_position_in_grid.x;
if (i < n) {
out[i] = T(gelu_tanh(float(x[i]l) + float(y[il))); // math in fp32,
store in T

s

# N_PER elements per thread, contiguous: fewer threads, each issuing wider lo
ads.
_SRC_VEC = """

uint base = thread_position_in_grid.x * N_PER;

for (uint j = @; j < N_PER; ++j) {
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uint i = base + j;
if (i < n) outl[i]l = T(gelu_tanh(float(x[i]) + float(y[il)));

_kernel = mx.fast.metal_kernel(name="add_gelu", input_names=["x", "y", "n"],
output_names=["out"],

source=_SRC, header=_HEADER)
_kernel_vec = mx.fast.metal_kernel(name="add_gelu_vec", input_names=["x",

y'", "n"l, output_names=["out"],
source=_SRC_VEC, header=_HEADER)

def add_gelu(x: mx.array, y: mx.array, threadgroup: int = 256) —> mx.array:
assert x.shape == y.shape and x.dtype == y.dtype
n = x.size
# ensure_row_contiguous (the default) makes MLX hand the kernel contiguou
S copies when needed.
return _kernel(inputs=[x, y, nl, template=[("T", x.dtype)l,
grid=(max(n, 1), 1, 1), threadgroup=(threadgroup, 1, 1),
output_shapes=[x.shapel, output_dtypes=[x.dtypel) [0]

def add_gelu_vec(x: mx.array, y: mx.array, n_per: int = 4, threadgroup: int =
256) —> mx.array:
assert x.shape == y.shape and x.dtype == y.dtype
n = X.size
threads = max((n + n_per - 1) // n_per, 1)
return _kernel_vec(inputs=[x, y, nl, template=[("T", x.dtype), ("N_PER",
n_per)l,
grid=(threads, 1, 1), threadgroup=(threadgroup, 1, 1),
output_shapes=[x.shapel, output_dtypes=[x.dtype]) [0]

M5EZ 5

Apple M2 (24 GB) SLilll, fp16, n = 2%: MLX B®R{E ( mx.compile Fi&fE) 2191 us -

46 GB/s, {REVBITTZERRA 2381 us - 42 GB/s, 4 JTZERRZAS 2365 us - 43 GB/s,

o SEMIXE 28 LPREEA RN F—Z x + 1 (fp32, 22 PxTE) £ 59 GB/s,
M2 B9FRFR S F 29 100 GB/S, EJ“JJﬁCET_H‘TLEEJ\*ﬁ&m (load average = 17) , memory—
bound kernel B4 EEZE M SCMAY LFREERR, MARMGIRELLR.

o #1 CUDA —#, elementwise kernel FRER® 52/RE, (RO MLX AERIEE

[B—K¥E,

Kernel Dev JI| 47 - 275 / 306



o FH Xcode BY Metal System Trace (Instruments) 5§ mx.metal.start_capture() #M—
/R GPU trace, & kernel FYSCRRATEIF] SR,

MLX B9 mx.compile tHEEEZ T ETRZEEBIRMEM—T kernel, T ARMREFTEF
5? (HRMEFHE threadgroup AfF. BAREFLISANEERET: X2, X3, )

v EifiE(a: Apple GPU #1 NVIDIA GPU B kernel Bt SR AKX 3242

IRTEIREYRIER (threadgroup = block, simdgroup = warp, threadgroup AfF =
shared memory) , FEX3IETF: 5i—ATF, ®E host 5 device ZEMIEN, BFE
EEEIEAHL GPU — 1M EESK, FILA LLM #HELF S 2 memory-bound, Zft (4-bit
/ 8-bit DHEMN) BRBEMAFEL; HEFFEITE simdgroup KHIHY 8% 8
simdgroup_matrix (M5 #£&%8 GPU A neural accelerator) , MA= Tensor Core
EEAN MMA; TE5 2 Metal Shading Language (C++14 A=) #1 Xcode /
Instruments, MA=Z nvcc / Nsight,
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M - Track X -+ MLX / Metal - 5 24 &
Metal J34J: simdgroup + threadgroup R{ZHY
softmax / RMSNorm

I C2 KYVANEMIRE Apple GPU: simd_sum / simd_max fa3% simdgroup A,
threadgroup AFH0 barrier AFTARLE . AESHZEIT softmax Ml RMSNorm, HER—
MLX $58 /I3,

45 min ME {RE mine/x2_metal_softmax.py IR . /check.sh x2

S2EfR solutions/x2_metal_softmax.py

1. B8R 6. @+

2. RS ER 7. UL

3. ZREIAIR 8. I’

4. EIfR5 L 9. BEMR

5. MEEK 10. MEZ G
E8

softmax. RMSNorm. LayerNorm £ MLX B#HERENRS LI ( mx.softmax .

mx.fast.rms_norm . mx.fast.layer_norm) ., BEE2E—i&, ZZIE Metal 3N B ERIRIS

N, BRSEEHMMEET (LLAWFEMA norm, DIT #Y adalLN) AIEFL,

RS EH

mlx > MLX softmax_single_row -*  mlx » MLX softmax_looped -*  mlx > MLX rms_norm.metal
mlx » MLX layer_norm.metal - Metal Shading Language Specification (SIMD-group

functions —79)

EREIRR
o simdgroup J3%Y: simd_sum(v) . simd_max(v) EIFiR[E] 32 1 lane 891 / RAE,
B/ lane FEZFLER (FBYTF CUDA BF _ shfl xor_sync ffism—E#p
butterfly) .
e NEFEM: thread_index_in_simdgroup (lane) .

simdgroup_index_in_threadgroup . threads_per_threadgroup .
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https://developer.apple.com/metal/Metal-Shading-Language-Specification.pdf
https://developer.apple.com/metal/Metal-Shading-Language-Specification.pdf
https://github.com/ml-explore/mlx/blob/b7779c158c0ee32d366929c527da119a89047c6e/mlx/backend/metal/kernels/softmax.h#L11
https://github.com/ml-explore/mlx/blob/b7779c158c0ee32d366929c527da119a89047c6e/mlx/backend/metal/kernels/softmax.h#L101
https://github.com/ml-explore/mlx/blob/b7779c158c0ee32d366929c527da119a89047c6e/mlx/backend/metal/kernels/rms_norm.metal
https://github.com/ml-explore/mlx/blob/b7779c158c0ee32d366929c527da119a89047c6e/mlx/backend/metal/kernels/layer_norm.metal

threadgroup_position_in_grid ,

e threadgroup NTF: FERE{KFFERR threadgroup float scratch[32]; , [EZH
threadgroup_barrier(mem_flags: :mem_threadgroup) ,

e MAZY: simd_sum — B simdgroup BY lane O E N scratch[sg]l — barrier —
B> simdgroup #IE nsg PMEBH FIEEIR, BH#—IX simd_sum — barrier (25
scratch ZF8EEH) .

o Ittt =T EAYEL: MLX BIEEIBTR/NAVEINENENAE constant HUEEMARE device
E const device Tx xr = x + row *x n; B, BE/NEASEIFERMK ( cannot
initialize ... 'const device float *' with ... 'const constant float *x') , FH
auto xr = x + row * n; FRBEIE, FEINSEBHEVMER 7 X TN R\ shape
7 (1,1) 7 (2,3) BRI T .

Ef#5SKLE

threadgroup R34

o
simd_sum / simd_max

o

32 4 lane #MEZH

| sroEosmsE |
BHAR—1T

scratch[s i simd_sum —)&%
- lane 0 5 — cratchlsg] barrier B L R
threadgroup R7E &4 simdgroup

HELE - RBXFBETERCE

MLX FIREIRE/ AV ARUH constant HhEZS(E] (FIE) , ABBGH device (BFE) .
B% const device T ETFREFBIE—CEHECE", FIENEBEMEAE (FiZHE

%) 5 B auto FiE“XZEIHEEME,

##: online softmax B=iBiEZ M MIE

£ 18 EREF (m, s) tg_reduce &% (m, s) = 2iE: BY
s = s-exp(m = m’) + exp(x —m") FEEHEXHIFY exp(x = m) / s

SRS (m, ) W, EXRE m WRXE, BESTLEN s 2 exp(m, - m) FEFEM, M F2 &9

merge_state 2E—71A .
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- simdgroup 2—% A

— simdgroup B9 32 MEFREG—RIZIREIA, simd_sum BIX—SEBEEEH, THBEF
FE{ii; threadgroup AZERENTSENARIERE, IEELIEZENERATEEL (5
scratch) , FARXREMIF (barrier) , BHEBRIRARBITE.

S EEP
£ mine/x2_metal_softmax.py H4h2:

1. _HEADER : template <bool IS_MAX> inline float tg_reduce(float v, threadgroup
float* scratch, uint lane, uint sg, uint nsg) , JR[EIEEA threadgroup BYYILALE
R (BT EEHEZT)

2. _SOFTMAX : —7 threadgroup £ ¥E—17, =iE: K max. X exp B9F1. B

3. _RMSNORM : FFHF] — rstd > x - rstd - w,

wrapper BE#F: —17—" threadgroup, ZiZEN 32—1024, HITKARE,

e
mine/x2_metal_softmax.py 46 17

X2 - row softmax + RMSNorm with simdgroup reductions — YOUR IMPLEMENTATION.

See the drill page for the spec; the reference lives in solutions/."""
import mlx.core as mx

# Block-wide reduction helper: every thread returns the reduced value. ‘scratch’
holds one
# slot per simdgroup; the trailing barrier lets the caller reuse "scratch’ right
away .
_HEADER = """

// TODO: template <bool IS_MAX> inline float tg_reduce(float v, threadgroup f
loatx scratch, uint lane, uint sg, uint nsg)

// TODO: simd_max/simd_sum —> lane @ writes scratch[sg]l —> barrier —> reduce
the nsg partials —> barrier

_SOFTMAX = """

// TODO: row = threadgroup_position_in_grid.x; threads stride over the row; u
se ‘auto xr = x + row * n° (address space!)

// TODO: pass 1 max, pass 2 sum exp(x — max), pass 3 write
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_RMSNORM = """
// TODO: sum of squares —> tg_reduce —> rstd = rsqrt(ss / n + eps) —> out = x
* rstd * w

_softmax = mx.fast.metal_kernel(name="row_softmax", input_names=["x", "ncols"], o
utput_names=["out"],

source=_SOFTMAX, header=_HEADER)
_rmsnorm = mx.fast.metal_kernel(name="row_rmsnorm", input_names=["x", "w", "ncol
s", "eps"], output_names=["out"],

source=_RMSNORM, header=_HEADER)

def _threads(ncols: int) —> int:
# one simdgroup per 32..1024 columns, at most 1024 threads per threadgroup
return min(1024, max(32, 1 << (max(ncols, 1) - 1).bit_length())) if ncols < 1
024 else 1024

def softmax(x: mx.array) —> mx.array:
assert x.ndim ==
rows, ncols = x.shape
t = _threads(ncols)
return _softmax(inputs=[x, ncols], template=[("T", x.dtype)l, grid=(rows * t,
1, 1), threadgroup=(t, 1, 1),
output_shapes=[x.shapel, output_dtypes=[x.dtypel) [0]

def rms_norm(x: mx.array, w: mx.array, eps: float = le-6) —-> mx.array:

assert x.ndim == 2 and w.shape == (x.shapelll],)

rows, ncols = x.shape

t = _threads(ncols)

return _rmsnorm(inputs=[x, w, ncols, epsl], template=[("T", x.dtype)l, grid=(r
ows *x t, 1, 1),

threadgroup=(t, 1, 1), output_shapes=[x.shapel]l, output_dtypes

=[x.dtypel) [0]

Ll

./check.sh x2
.venv-mlx/bin/python bench_mlx.py x2

tests/test_x2_metal_softmax.py 35 77

import pytest
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mx = pytest.importorskip("mlx.core", reason="X track needs MLX on an Apple-silico
n Mac")
from drill import load # noga: E402

@pytest.mark.parametrize("shape", [(1, 1), (4, 7), (33, 128), (17, 1000), (8, 409
7), (2, 32000)1)
def test_softmax(shape):

m = load("x2_metal _softmax")

X = mx.random.normal(shape) * 5

assert mx.allclose(m.softmax(x), mx.softmax(x, axis=-1), atol=le-6, rtol=le-
5).item()

def test_softmax_large_values():
m = load("x2_metal_softmax")
X = mx.array([[1000.0, 1001.0, 1002.0]1, [-le4, 0.0, 1e4d]l)
out = m.softmax(x)
assert mx.all(mx.isfinite(out)).item()
assert mx.allclose(out, mx.softmax(x, axis=-1)).item()

def test_softmax_fpl6():

m = load('"x2_metal_softmax")

X = mx.random.normal( (10, 257)).astype(mx.floatl6)

out = m.softmax(x)

assert out.dtype == mx.floatl6

assert mx.allclose(out.astype(mx.float32), mx.softmax(x.astype(mx.float32), a
xis=-1), atol=le-3).item()

@pytest.mark.parametrize("shape", [(1, 16), (7, 333), (32, 4096)])
def test_rms_norm(shape):
m = load("x2_metal _softmax")
X, W = mx.random.normal(shape), mx.random.normal((shapelll,))
ref = mx.fast.rms_norm(x, w, 1le-6)
assert mx.allclose(m.rms_norm(x, w, le-6), ref, atol=le-4, rtol=le-4).item()
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R
tg_reduce K%M 51 (REE)S) i -

v = IS_MAX ? simd_max(v) : simd_sum(v);

if (lane == 0) scratchl[sgl = v;
threadgroup_barrier(mem_flags: :mem_threadgroup);

v = lane < nsg ? scratch[lane] : (IS_MAX ? -INFINITY : 0.0f);
v = IS_MAX ? simd_max(v) : simd_sum(v);
threadgroup_barrier(mem_flags::mem_threadgroup);

return v;

WO FRSENN (FERSE) e -

o F X1l simdgroup 0 £!Y34y: EHAh simdgroup EREIER, BTN x -
max T, 1S simdgroup #BiE scratch B3 —IR, mEE,

o DT HRIEIA barrier: softmax I )X tg_reduce &EFIARIEIE scratch B

=
m

o TBATZ =M ncols ( constant int&) MBERS / THSLER: 5 uint n =

uint(ncols);

softmax RIS NFRER (EEELE) i -

uint row = threadgroup_position_in_grid.x, tid = thread_position_in_threadgroup
uint nthr = threads_per_threadgroup.x, lane = thread_index_in_simdgroup;

uint sg = simdgroup_index_in_threadgroup, nsg = (nthr + 31) / 32, n = uint(ncol
threadgroup float scratch[32];

auto Xr = X + row % n;

float m = —INFINITY;

for (uint ¢ = tid; ¢ < n; ¢ += nthr) m = max(m, float(xrlcl));

m = tg_reduce<true>(m, scratch, lane, sg, nsg);

float s = 0.0f;

for (uint ¢ = tid; c < n; c += nthr) s += metal::exp(float(xrlcl) - m);

s = tg_reduce<false>(s, scratch, lane, sg, nsg);

for (uint ¢ = tid; ¢ < n; ¢ += nthr) outl[row *x n + c] = T(metal::exp(float(xrlc
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SEMR

-
solutions/x2_metal_softmax.py %BEC255%. BiliEE g2 ~
solutions/x2_metal_softmax.py 95 1T

"X2 - Row softmax and RMSNorm in Metal: simdgroup reductions + threadgroup
memory — reference solution.

Apple GPU vocabulary <—> CUDA:

threadgroup <—> block threadgroup memory <—> sha
red memory

simdgroup (32 threads) <—> warp simd_sum / simd_max <—> war
p shuffle reductions

threadgroup_barrier(mem_flags::mem_threadgroup) <> _ s

yncthreads ()

One threadgroup per row: each thread strides over the row, simd_x reduces ins
ide a simdgroup,

then lane @ of each simdgroup posts its partial to threadgroup memory for the
final reduction.

import mlx.core as mx

# Block-wide reduction helper: every thread returns the reduced value. ‘scrat
ch® holds one
# slot per simdgroup; the trailing barrier lets the caller reuse “scratch’ ri
ght away.
_HEADER = """
template <bool IS_MAX>
inline float tg_reduce(float v, threadgroup floatx scratch, uint lane, uint s
g, uint nsg) {

v = IS_MAX ? simd_max(v) : simd_sum(v);

if (lane == @) scratch[sg] = v;

threadgroup_barrier(mem_flags::mem_threadgroup);

float init = IS_MAX ? -INFINITY : 0.0f;

v = lane < nsg ? scratch[lane]l : init;

v = IS_MAX ? simd_max(v) : simd_sum(v); // every simdgroup reduces
the partials itself

threadgroup_barrier(mem_flags: :mem_threadgroup);

return v;

}

_SOFTMAX = """
uint row = threadgroup_position_in_grid.x;
uint tid = thread_position_in_threadgroup.x;
uint nthr = threads_per_threadgroup.x;
uint lane = thread_index_in_simdgroup;
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uint sg = simdgroup_index_in_threadgroup;

uint nsg = (nthr + 31) / 32;

threadgroup float scratch[32];

uint n = uint(ncols);

// “auto , not “const device Tx : MLX may pass small inputs in the “const
ant” address space.

auto Xr = X + row *x n;

float m = —-INFINITY; // pass 1: row max
for (uint ¢ = tid; ¢ < n; ¢ += nthr) m = max(m, float(xrlcl));
m = tg_reduce<true>(m, scratch, lane, sg, nsg);

float s = 0.0f; // pass 2: sum of
exp(x - max)

for (uint ¢ = tid; ¢ < n; c += nthr) s += metal::exp(float(xrlc]l) — m);

s = tg_reduce<false>(s, scratch, lane, sg, nsg);

float inv = 1.0f / s; // pass 3: normali
se and write
for (uint ¢ = tid; ¢ < n; ¢ += nthr) outlrow x n + c] = T(metal::exp(floa

t(xrlcl) — m) * inv);

_RMSNORM = """
uint row = threadgroup_position_in_grid.Xx;
uint tid = thread_position_in_threadgroup.x;

uint nthr = threads_per_threadgroup.x;

uint lane = thread_index_in_simdgroup;

uint sg = simdgroup_index_in_threadgroup;

uint nsg = (nthr + 31) / 32;

threadgroup float scratch[32];

uint n = uint(ncols);

// “auto’, not “const device Tx : MLX may pass small inputs in the “const
ant® address space.

auto Xr = X + row * nj;

float ss = 0.0f;

for (uint ¢ = tid; ¢ < n; ¢ += nthr) { float v = float(xrlcl); ss += v %
v; )

ss = tg_reduce<false>(ss, scratch, lane, sg, nsg);

float rstd = metal::precise::rsqrt(ss / float(n) + eps);

for (uint ¢ = tid; c < n; c += nthr) out[row *x n + c] = T(float(xr[c]) x
rstd x float(wlcl));

_softmax = mx.fast.metal_kernel(name="row_softmax", input_names=["x", "ncol
s"], output_names=["out"],

source=_SOFTMAX, header=_HEADER)
_rmsnorm = mx.fast.metal_kernel(name="row_rmsnorm", input_names=["x", "w", "n
cols", "eps"l], output_names=["out"],
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source=_RMSNORM, header=_HEADER)

def _threads(ncols: int) —> int:

# one simdgroup per 32..1024 columns, at most 1024 threads per threadgrou
p

return min(1024, max(32, 1 << (max(ncols, 1) - 1).bit_1length())) if ncols
< 1024 else 1024

def softmax(x: mx.array) —> mx.array:
assert x.ndim ==
rows, ncols = x.shape
t = _threads(ncols)
return _softmax(inputs=[x, ncols], template=[("T", x.dtype)l, grid=(rows
*x t, 1, 1), threadgroup=(t, 1, 1),
output_shapes=[x.shapel, output_dtypes=[x.dtypel) [0]

def rms_norm(x: mx.array, w: mx.array, eps: float = le-6) —-> mx.array:

assert x.ndim == 2 and w.shape == (x.shapel1],)

rows, ncols = x.shape

t = _threads(ncols)

return _rmsnorm(inputs=[x, w, ncols, epsl], template=[("T", x.dtype)l, gri
d=(rows * t, 1, 1),

threadgroup=(t, 1, 1), output_shapes=[x.shapel, output_dt

ypes=[x.dtypel) [0]

M52 5

Apple M2 ol (fp16, 2048 17)

N mx.softmax {REYSEI
1024 310 us 640 us
4096 716 us 1152 us
32000 4432 us 4032 us

o 1TRIEART MLX ER: ER softmax EITRERGE TR RIE—REA (“looped” F
“single row” WMZI) , MIRN=ZBEEAZIEZ=)R, TREKE (32000, FRKA/)) 7
EFMZF RS, MAORMESIR,

o X#H—: online softmax, & T5 BRtF—BEIRTAL (m, s), EZEUREIM 3 IREEE 2

N
INo
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o WHT: BIMEIE—IRIE 4 TNEETER (vec<half, 4> HFMEF) , BDIESE.
o JEJERE: MLX B9 mlx/backend/metal/kernels/softmax.h F] rms_norm.metal , ¥JHR
IR EAEERERBITERZHNNRE / ZEIIMN,

v EHidiE[a): simd_sum 1 CUDA #J warp shuffle J3YHF+A4X5?

1BEX E, simd_sum HHEHTF—E% butterfly Y329 ( __shfl_xor_sync 5 %) :
simdgroup RNEFAE lane #PEFIER, CUDA BRBEFEIX 5 %, HEFER
cg::reduce / CUB BJ WarpReduce; Metal HIFIRMETXENERE, TF
simd_prefix_inclusive_sum . simd_shuffle_xor HFEKEMNIRIE, & simdgroup ISR
DEMDTE—H: ERHAZALE (threadgroup WE) , BE, BIFIA—R.
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BB - Track X - MLX / Metal - 5 25 @&
Metal GEMM: threadgroup tiling —
simdgroup_matrix
£ Apple GPU kxE—iE C4 #IE&%Ze: 5tH threadgroup WP tiling, B
simdgroup_matrix 8 X8 fEFFIES, HEERIE, HEBEBFM MLX BFHY steel GEMM EBEE
HBEE .,

75 min WE M fRE mine/x3_metal_matmul.py QW . /check.sh x3

SEM solutions/x3_metal_matmul.py

1. B8R 6. @+

2. RS ER 7. UL

3. ZREIAIR 8. I’

4. EIfR5 L 9. BEMR

5. MEEK 10. MEZ G
LE

Apple GPU i&%& NVIDIA FR##AIAIR Tensor Core MMA, EREREINEENZ
simdgroup_matrix: —* simdgroup (32 N&32) thMEIZE— 8x8 KiEl%,
simdgroup_multiply_accumulate —;X5ER¥ 8 X8 X8 HIkIN., MLX B GEMM (“steel”
kernel, mlx/backend/metal/kernels/steel/ ) . attention Fl=Zft matmul #FEIEE L
H. M5 #2, GPU BE®FIIANT neural accelerator, MLX BRI *_nax Z%l kernel,

RiB5S a8
mlx > MLX steel mma.h * mlx » steel loader.h - mlx > steel gemm.h
mlx > MLX quantized.h (gmv / gmm) | * [ mlx > MLX sdpa_vector.h + Metal Shading Language

Specification (simdgroup_matrix)

C-322 Eal|: OPSIp IR

e threadgroup tiling (5 C4 v1 #H[E]) : 16 X16 K threadgroup it& C B§—1 16X 16
R, A. B R tile BG# threadgroup A7Z, 8 MEEMR 16 X,

e simdgroup_matrix:
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https://developer.apple.com/metal/Metal-Shading-Language-Specification.pdf
https://developer.apple.com/metal/Metal-Shading-Language-Specification.pdf
https://github.com/ml-explore/mlx/blob/b7779c158c0ee32d366929c527da119a89047c6e/mlx/backend/metal/kernels/steel/gemm/mma.h
https://github.com/ml-explore/mlx/blob/b7779c158c0ee32d366929c527da119a89047c6e/mlx/backend/metal/kernels/steel/gemm/loader.h
https://github.com/ml-explore/mlx/blob/b7779c158c0ee32d366929c527da119a89047c6e/mlx/backend/metal/kernels/steel/gemm/gemm.h
https://github.com/ml-explore/mlx/blob/b7779c158c0ee32d366929c527da119a89047c6e/mlx/backend/metal/kernels/quantized.h
https://github.com/ml-explore/mlx/blob/b7779c158c0ee32d366929c527da119a89047c6e/mlx/backend/metal/kernels/sdpa_vector.h

#include <metal_simdgroup_matrix> // 181 metal_kernel AY header
simdgroup_float8x8 a, b, c¢ = make_filled_simdgroup_matrix<float, 8, 8>(0.0f);
simdgroup_load(a, ptr, row_stride); // M threadgroup / device HAjf
simdgroup_multiply_accumulate(c, a, b, c); // c=a@b+c
simdgroup_store(c, ptr, row_stride);

ptr EEIX 8 X8 HRIYE—NITE, row_stride BXRIIBEAERTEE (MUxEIt) .

o KRBT : — threadgroup & 128 1% 2 (4 1> simdgroup, HERL 2Xx2) , it&
C B9 32%x32 t#; B simdgroup FAZi—1 16X16 WD Z—, ¥H 2X2 1~ 8X8 &
s, BK =16, 81 K IRHMAL 8 ) MMA,

o 4 grid: MLX By grid 2£F2%, FAlA grid = (128 - N A@EK tile #, M HEH
tile #{, 1) , threadgroup = (128, 1, 1) ; kernel £
threadgroup_position_in_grid.xy EfI tile,

o NF: tile MNERIHAELDIE 0; EMNEIST simdgroup_store ZF threadgroup RATE, B
B 128 P& FE#R mask E[E C,

Elf# 5 kL

simdgroup_matrix GEMM % T

simdgrup 0-1
il
{ threadgroup: C K 32%X32 i °
128 %72 o
simdgroup 2 - 3
(=)
ELE - 32 PASHR—IRHEIR

2%x2 1 8x8 BMzF simdgroup_multiply_accumulate
simdgroup_float8x8 8x8x8

simdgroup_matrix =@—7" simdgroup (32 1" %%2) &HIFE—1& 8X8 FUHENR, —%
IELIEMIRIRIERBMEIZE=R E, —> threadgroup B9 4 HAZH 4 R (2%x2) , &

ERME C B—1 32x32 Xig, MLX Y steel GEMM it BEABRNMEZIR, EHE

%, FRAEIR,
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Mac L decode HJi&EE LR

{ M2: #) 100 GB/s }\ £ 25 tok/s LR
HE + BEPHH
{ M2 Ultra: £ 800 GB/s H{ £ 200 tok/s EFR }

7B &8 - 4-bit 2t
#) 3.5-4 GB &

XKLt - BER— T FHBERIE—E

decode FIEEM— token, HELEBMEENNEMAFEE—E, MESE—1FH
ENELB—BSED, BPHNEE (F8E) BUBHNEE (REFHH) MEEFRERN

EBR: FRMERENSEE (4-bit £t) LEMR—EIRIZE (BIRE GPU 1TH) BRX,

I=EP

£ mine/x3_metal_matmul.py F4hE _TILED F1 _SIMD FREX Metal J813 (wrapper E5
4¥) . fp32 # fp16 #IA, fp32 EfN; M. N, KEE (B3F 1. E32WEE) , 5 aeb
FIRE < le-3,

aF
mine/x3_metal_matmul.py 39 17

"iX3 - Metal matmul: threadgroup tiling + simdgroup_matrix — YOUR IMPLEMENTATIO
N.

See the drill page for the spec; the reference lives in solutions/."""
import mlx.core as mx

_TILED = min

// TODO: 16x16 threadgroup, one C element per thread; As/Bs [16][16] in threa
dgroup memory, zero-filled edges

// TODO: K loop: load tiles, barrier, 16 FMAs, barrier; masked store

_SIMD = min

// TODO: 128 threads = 4 simdgroups (2x2) on a 32x32 C tile, BK = 16

// TODO: stage A [32x16] and B [16x32] in threadgroup memory; each simdgroup:
2x2 simdgroup_float8x8 accumulators
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// TODO: simdgroup_load / simdgroup_multiply_accumulate; simdgroup_store into
Cs, barrier, masked copy to C

_tiled = mx.fast.metal_kernel(name="matmul_tiled", input_names=["A", "B", "M",
"N", "K"1, output_names=["C"], source=_TILED)
_simd = mx.fast.metal_kernel(name="matmul_simd", input_names=["A", "B", "M", "N",
"K"], output_names=["C"], source=_SIMD,

header="#include <metal_simdgroup_matrix>\n")

def _check(a, b):

assert a.ndim == 2 and b.ndim == 2 and a.shapel[l] == b.shapel0] and a.dtype =
= b.dtype

return a.shapel[0], b.shapell]l, a.shapel1]

def matmul_tiled(a: mx.array, b: mx.array) —> mx.array:
M, N, K = _check(a, b)
grid = (((N + 15) // 16) * 16, ((M + 15) // 16) * 16, 1) # threads, not
threadgroups
return _tiled(inputs=[a, b, M, N, K], template=[("T", a.dtype)l, grid=grid, t
hreadgroup=(16, 16, 1),
output_shapes=[(M, N)I, output_dtypes=[a.dtypel) [0]

def matmul_simd(a: mx.array, b: mx.array) —> mx.array:

M, N, K = check(a, b)

# one 128-thread threadgroup per 32x32 tile: grid x = 128 * tiles_n, grid y =
tiles_m

grid = (((N + 31) // 32) % 128, (M + 31) // 32, 1)

return _simd(inputs=[a, b, M, N, K], template=[("T", a.dtype)]l, grid=grid, th
readgroup=(128, 1, 1),

output_shapes=[(M, N)1, output_dtypes=[a.dtypel) [0]

il

./check.sh x3
.venv-mlx/bin/python bench_mlx.py x3

tests/test_x3_metal_matmul.py 26 17
import pytest

mx = pytest.importorskip("mlx.core", reason="X track needs MLX on an Apple-silico
n Mac")
from drill import load # noga: E402
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SHAPES = [(1, 1, 1), (17, 33, 9), (32, 32, 32), (64, 64, 64), (100, 70, 130), (25
7, 129, 1025)]

@pytest.mark.parametrize("fn", ["matmul_tiled", "matmul_simd"])
@pytest.mark.parametrize("mnk", SHAPES)
def test_matmul(fn, mnk):
M, N, K = mnk
m = load("x3_metal_matmul")
a, b = mx.random.normal((M, K)), mx.random.normal( (K, N))
out = getattr(m, fn)(a, b)
assert out.shape == (M, N)
assert mx.allclose(out, a @ b, atol=le-3, rtol=le-3).item()

def test_matmul_fpl6():
m = load("x3_metal_matmul")
a, b = mx.random.normal( (96, 64)).astype(mx.floatl6), mx.random.normal( (64, 8
0)).astype(mx.float16)
for fn in ("matmul_tiled", "matmul_simd"):
out = getattr(m, fn)(a, b)
assert out.dtype == mx.floatl6

assert mx.allclose(out.astype(mx.float32), a.astype(mx.float32) @ b.astyp
e(mx.float32), atol=5e-2, rtol=le-2).item()

Bn
SR tiled BRA 51 (BEEE) iz -

Ef C4 B9 matmul_smem_kernel JL,FZERITIIN: threadIdx —
thread_position_in_threadgroup.xy , blockIdx —
threadgroup_position_in_grid.xy , _ syncthreads() —

threadgroup_barrier(mem_flags::mem_threadgroup) ,
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simdgroup KRZASEIMNE 7S 0 (RERLE) e -

threadgroup RIFA—4E4H: As[32 * 16] (TEEE BK =16) , Bs[16 * 321 ({Ti5
€ BN = 32) , simdgroup sg TAZRMIMUSDZ—: sg_r =sg / 2, sg_c =5sg % 2,

(sg_r x 16 + @) x 16 + kk, 16); // A HIBT 8 77t
(sg_r x 16 + 8) * 16 + kk, 16);

kk x 32 + sg_c x 16 + 0, 32); // B BIFT 8 FlK
kk *x 32 + sg_c * 16 + 8, 32);

simdgroup_load (a0, As
simdgroup_load(al, As
simdgroup_load(b@, Bs
simdgroup_load(bl, Bs

+ 4+ 4+ o+

E@ER LFRER (BERB) 2 -

for (uint k@ = 0; k@ < K; ko += 16) {
for (uint e = tid; e < 512; e += 128) { /* fi# As[e] 7l Bs[e], #SFIE 0 *x/ }
threadgroup_barrier(mem_flags::mem_threadgroup);
for (uint kk = 0; kk < 16; kk += 8) {
/* 4 ;& simdgroup_load */
simdgroup_multiply_accumulate(c0@, a0, b0, c00); simdgroup_multiply_acc
simdgroup_multiply_accumulate(c1@, al, b@, cl10); simdgroup_multiply_acc
b
threadgroup_barrier(mem_flags::mem_threadgroup);

by

/* 4 ;& simdgroup_store ZF Cs, barrier, # mask 5[g] C x/
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SEMR

-~

solutions/x3_metal_matmul.py %825%. HTNiLES i -

solutions/x3_metal_matmul.py 105 17

"UMX3 - Matmul in Metal: threadgroup—memory tiling, then simdgroup_matrix (8x
8 hardware MMA) — reference solution.

C[M, NI = A[M, K] @ B[K, NI, row-major, fp32 accumulation.

matmul_tiled : C4's vl on Apple GPUs. 16x16 threadgroup computes a 16x16 tile
of C; A and B tiles go

through threadgroup memory, every value is reused 16 times.
matmul_simd : 128 threads = 4 simdgroups compute a 32x32 tile; each simdgrou
p owns a 16x16 quarter

as 2x2 simdgroup_float8x8 accumulators and uses simdgroup_mult
iply_accumulate,

the Apple-GPU matrix instruction (what MLX's own "steel" GEMM
kernels are built on).

import mlx.core as mx

_TILED = """
const uint TS = 16;
uint2 t = thread_position_in_threadgroup.xy;
uint2 g = threadgroup_position_in_grid.xy;
uint row = g.y * TS + t.y;
uint col = g.x * TS + t.Xx;
threadgroup float As[16][16];
threadgroup float Bs[16][16];
float acc = 0.0f;
for (uint k@ = 0; k@ < K; ko += TS) {
As[t.yl[t.x] = (row < M && k@ + t.x < K) ? float(Alrow x K + k@ + t.
x]) : 0.0f; // zero-fill edges
Bs[t.yl[t.x] = (k@ + t.y < K & col < N) ? float(B[(k® + t.y) * N + c
oll) : 0.0f;
threadgroup_barrier(mem_flags::mem_threadgroup);
for (uint k = 0; k < TS; ++k) acc += As[t.y][k] * Bs[k][t.x];
threadgroup_barrier(mem_flags::mem_threadgroup);
¥

if (row < M && col < N) Clrow * N + col] = T(acc);

_SIMD = mnin
// Tile: BM = BN = 32, BK = 16. 128 threads = 4 simdgroups arranged 2 x

const uint BM = 32, BN = 32, BK = 16;
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uint tid = thread_index_in_threadgroup;

uint sg = simdgroup_index_in_threadgroup;

uint sg_r = sg / 2, sg_C = sg % 2; // this simdgroup's 16
x16 quarter

uint2 g = threadgroup_position_in_grid.xy;

uint rowd = g.y * BM, col@ = g.x * BN;

threadgroup float As[32 x 16]; // [BM] [BK]
threadgroup float Bs[16 * 32]; // [BK] [BN]
threadgroup float Cs[32 x 321; // staging for the mas

ked store

simdgroup_float8x8 c@@ = make_filled_simdgroup_matrix<float, 8, 8>(0.0f);
simdgroup_float8x8 c@1l = make_filled_simdgroup_matrix<float, 8, 8>(0.0f);
simdgroup_float8x8 c1@ = make_filled_simdgroup_matrix<float, 8, 8>(0.0f);
simdgroup_float8x8 cll = make_filled_simdgroup_matrix<float, 8, 8>(0.0f);

simdgroup_float8x8 a®, al, b0, bl;

for (uint k@ = 0; k@ < K; k@ += BK) {
for (uint e = tid; e < BM * BK; e += 128) { // 512 values each, 4
per thread
uint r = e / BK, k = e % BK;
As[e]l = (rowd + r < M && kO + k < K) ? float(A[l(rowd + r) * K + k
0 + k]) : 0.0f;
uint kb = e / BN, ¢ = e % BN;
Bs[e]l] = (k@ + kb < K & col@® + ¢ < N) ? float(B[(k@ + kb) x N + ¢
old + c]) : 0.0f;
¥
threadgroup_barrier(mem_flags::mem_threadgroup);
for (uint kk = 0; kk < BK; kk += 8) {
// simdgroup_load(matrix, pointer to the 8x8 block's first elemen
t, row stride in elements)
simdgroup_load(a@, As + (sg_r *x 16 + @) * BK + kk, BK);
simdgroup_load(al, As + (sg_r x 16 + 8) * BK + kk, BK);
simdgroup_load(b@, Bs + kk x BN + sg_c *x 16 + @, BN);
simdgroup_load(bl, Bs + kk *x BN + sg_c *x 16 + 8, BN);
simdgroup_multiply_accumulate(c@0, a0, bo, c00); // ¢ += a @ b,
8x8x8
simdgroup_multiply_accumulate(c@1l, a@, bl, c01);
simdgroup_multiply_accumulate(cl@, al, b@, cl10);
simdgroup_multiply_accumulate(c1l, al, b1, cll);
¥
threadgroup_barrier(mem_flags::mem_threadgroup);
s
simdgroup_store(c@@, Cs + (sg_r *x 16 + @) * BN
simdgroup_store(c@1, Cs + (sg_r *x 16 + @) * BN
simdgroup_store(c10, Cs + (sg_r % 16 + 8) * BN
simdgroup_store(cll, Cs + (sg_r *x 16 + 8) * BN
threadgroup_barrier(mem_flags::mem_threadgroup);
for (uint e = tid; e < BM * BN; e += 128) { // masked write-back f

16 + 0, BN);
16 + 8, BN);
16 + 0, BN);
16 + 8, BN);

Sg_c
sg_c
Sg_c
sg_c

+ + + +
* ¥ X ¥
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or partial edge tiles
uint r = e / BN, c = e % BN;
if (rowd + r <M && col@ + ¢ < N) C[(rowd + r) x N + col® + c] = T(Cs
[el);
¥

_tiled = mx.fast.metal_kernel(name="matmul_tiled", input_names=["A", "B",
"M", "N", "K"], output_names=["C"], source=_TILED)
_simd = mx.fast.metal_kernel(name="matmul_simd", input_names=["A", "B", "M",
“N", "K"1, output_names=["C"], source=_SIMD,

header="#include <metal_simdgroup_matrix>\n")

def _check(a, b):

assert a.ndim == 2 and b.ndim == 2 and a.shape[l] == b.shape[0] and a.dty
pe == b.dtype

return a.shapel[@], b.shapel[l], a.shapel1l]

def matmul_tiled(a: mx.array, b: mx.array) —> mx.array:
M, N, K = check(a, b)
grid = (((N + 15) // 16) % 16, ((M + 15) // 16) %x 16, 1) # threads,
not threadgroups
return _tiled(inputs=[a, b, M, N, K], template=[("T", a.dtype)l, grid=gri
d, threadgroup=(16, 16, 1),
output_shapes=[(M, N)], output_dtypes=I[a.dtypel) [0]

def matmul_simd(a: mx.array, b: mx.array) —> mx.array:

M, N, K = _check(a, b)

# one 128-thread threadgroup per 32x32 tile: grid x = 128 x tiles_n, grid
y = tiles_m

grid = (((N + 31) // 32) % 128, (M + 31) // 32, 1)

return _simd(inputs=I[a, b, M, N, Kl, template=[("T", a.dtype)]l, grid=gri
d, threadgroup=(128, 1, 1),

output_shapes=[(M, N)], output_dtypes=[a.dtypel) [0]

M5EZ 5

Apple M2 3Tl (fp32, Z{i TFLOP/s)

n MLX steel GEMM  {RfY tiled {REY simdgroup_matrix
512 0.80 0.29 0.57
1024 2.19 0.37 0.79

Kernel Dev JI| 47 - 295 / 306




n MLX steel GEMM  {RE tiled {RAEY simdgroup_matrix

2048 2.62 0.39 0.79

simdgroup_matrix tE4E threadgroup tiling 1R 2 {&4A£%, EXRE MLX BY 30%, =

FETEMB: MLX B9 steel GEMM & simdgroup 58 EZ 228 (EANFTEES tile, &

REES) , AREAET—ROMBAHFIRNITEES, HHE threadgroup AFRY

/3 LT B % bank conflict BI4LE, XF] C4 — T4 WAKRTE—H,

o SLIH: EE simdgroup FIZEMEIM 2 X2 1ENEF] 4% 2 (81 threadgroup itHE
64x32) , MEFFEENNERENZ®L,

o JEJEEY: mlx/backend/metal/kernels/steel/gemm/ =AY mma.h FI1 loader.h , XHER
RESHIZ,

e =1t matmul ( mx.quantized_matmul , 4-bit D4HE=E1) & Mac L8 LLM BFE 1

decode BIER memory-bound g qmv , prefill B2 gmm , E—IE quantized.h , &

REXEEAMFEMMEE—EN,

v EHidiEa): Mac £ LLM, prefill #1 decode RIHRI D B 21472

prefill & compute-bound B, 5 GPU B E[EEMILRF (M2 B9 fp16 KARE /L
TFLOP/s, tE##EHL GPU A TEHELR) , FrAK prompt BIE token IERRS.
decode & memory-bound #J, B token EE—RBEHNE, RENET NEFFE
+ BRIFTE”: 4-bit ELAY 7B BAL 3.5—4 GB, 7£ 100 GB/s #§ M2 EIZig FIRY
AE 25 1 token, 7£ 800 GB/s K Ultra L REH 200 4, FilA Mac EHBEXMH
MREN (BOFTHE) FMBNEE (EZ—RNE, BWIEZT token) ,

[EIR

i R

REBEROSTELE. SUAECOLDE—E (B 2 %) , BRFSEEE; S
B R AETRH IS,

1. B 5 EEER 4. Flashinfer 5 serving
2. CUDA 5 Triton 5. MoE 51R45E

3. Attention 6. FEIEE ., REEH
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S EaEiRE
v 1. EAHIET— kernel 2 compute—-bound 2 memory-bound? (Part 0)

BEAREE Al = FLOPs / MFUEEH HBM FH8, MEEES (BEEH ~ BEF
%, H100 FP16 4§ 295 FLOP/B, RTX 5090 #] 117 FLOP/B) Lt#&. RFHB=2
memory-bound, AEN®® (GB/s) #=; 5TIH=E compute-bound, FH
TFLOP/s &, BF ncu IE: & Memory Throughput 1 SM Throughput BFME iR
100%, K warp £%1t+4 (Long Scoreboard RREZIFE)

v 2. tAREHIHF? 1142 bank conflict? EBEAMRR? (C3)

— warp B9 32 RIFEEFEEHBRENH 32 F7 sector: 1HLBLLIZTHE)1E BRI

Rixm, BEHIPRRILSSHAEIEN, BRDMEASRBEEZEIIZIENME, EEL

shared memory H% (3 &) ., shared memory B 32 1 bank, [E— warp ihlalE—

bank BIAEHIILAY S BT BBRVERZD padding ( [32]1133] ) SXJihtf swizzle
(%30) , IplEE—HUEE HE,

v 3. occupancy = iF8?

A—ZE . occupancy =R IUAEBIEIR, 1B GEMM, FlashAttention 1X3£ kernel FEHE
F1RZ5FF23H shared memory RIESHIEER (BTS%EHEE KM tile) , occupancy
REB 1-2 4 block / SM, FRLEFHITMHRHEARKE (cp.async / TMA FREX) RESFIE
R, Fl#inERXERENIL, A= occupancy #¥F.

¥ 4. H100. B200. RTX 5090 5 kernel IR AKNXF? (£RME)

H100 (sm_90a) 3|\ wgmma (warpgroup RHEH MMA) . TMA, LI2RER, R
kernel Ei&{EF warp specialization (4£7& warp i TMA #EU3E, HZEZE warp
wgmma) , B200 (sm_100) ¥ tcgen05 MMA, ZINBNEEITHN TMEM B, FHiF
2-CTA MMA Ft&f4 block-scaled FP4 / FP8, RTX 5090 (sm_120) &#Atz0l
Blackwell, {B3&% tcgen05 / TMEM / wgmma, {42 mma.sync (¥'RT FP4 / FP6 /
FP8) , FrlAZ sm_100 B#Y FA4, DeepGEMM A EEEIZIBIT.
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CUDA 5 Triton
v 5. #—TF reduction Bt 32, (C2)

M shared memory W2V TR (8% __syncthreads ) ; FB warp shuffle BYf{ warp
ARFILEE (FNEFBERL . A2 shared memory) ; B %F25TH grid-stride loop 7
FEREEMZPITE, HY block #; I block Fi—)% atomicAdd, E il kernel
RIEAE M. Triton BE—1 tl.sum MiSHERIFRLEIZEARAZRIN. shuffle, shared memory
X=E.

¥ 6. GEMM M naive #l cuBLAS, §—& Mt T7H4? (C4. T4)

naive &XFEMEBMM HBM EF 5L, shared memory tiling IEEPNETE block REF tile
REIR; register tiling iILEMEIREITTE—/\R, shared memory HIEENEIFHD TM/TN
& REEEEMME. NEF / SLRKE (cp.async. TMA) | Tensor Core (mma

/ wgmma / tcgen05) . swizzle jEB& bank conflict, grouped ordering {25 L2 @p

B, ARIRAIR autotune, 7£ RTX 5090 t, AEA Triton GEMM (T4) M 1024° 7
1R R AN cuBLAS #FF.

¥ 7. Triton ] CUDA EA%? Triton WEREMH+4?

Triton iL{R7E block EEY%RFE: shared memory. &HihfFE. /K. Tensor Core 5%
#H A GRIZEZRE, JLTITMEES B1EiL cuBLAS i GEMM, ZEFRIFNMESE T, IF
SESMETNRE. BRETXEGNESS: warp specialization, 8789 TMA / &
BRA. RENSESS. IFEENNEUEMSE, 7T Hopper / Blackwell LR ILYRi1F23
B2 &REF. XA CUDA / CUTLASS / CuTe DSL, Zi# Triton WEEAS
Gluon (EX#z#l layout FEIEKRIE) .

¥ 8. Triton B9 num_warps 1 num_stages 2 3liZEHI+4? (T4)

num_warps =81 program (CTA) ) warp £, RE—TREKEW D LS DEIE, U
EBTMEEFESVTFERR. num_stages @RERKERE: K BFEMN load SRR
JLEB &Y, %2 shared memory &4, ITEMIHFERLLES, stage BSMEEUR, ESD
stage #3E 5—1{7 shared memory, BIEEE{E occupancy, EZBHE=E. RIMEMKHI
IRFOREH, FLARR autotune Eif,
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Attention
¥ 9. FlashAttention Af+AIR? BEMNZOXIF? (T5)

E3%E R FLOPs, B/MMIE HBM iEE: @i tiling 1 online softmax (4iP{TRAE
m Mo |, FREISEERA exp(m_old - m_new) EFFZEMIBZEINE) , SXS WD EIE
BEMASE HBM, 10 M O(S?) B&Zl O(S-D), FA2 BT H1TxD CERINLEEHIT. M
‘DIEFEPEIZE) 5 FA3 1£ Hopper LB wgmma. TMA. warp specialization ] FP8;
FA4 7£ Blackwell EF tcgen05 / TMEM, #F CuTe DSL i,

v 10. decode attention # prefill attention BIEEZAE+AARE? (L2, T5)

prefill B Q R 217, QK" SEIEMFEFETE, compute-bound, Lb## Tensor Core FIIFA
K, decode B PFIIRE—1 query, B KV token R 4D RzEHMEE 2D P
¥, & memory-bound #J, BYEAETF KV cache F1H / F5. FIA decode HIL1L
AmEEME, RIE: paged F. GQA T8 (81 KV head RiE—)R) . KV 21t (FP8
/ FP4) | split-KV (ILEBZH SM —&iF) .

v 1. 42 split-KV / Flash-Decoding? f+4R{&A? (L3, F1)

batch /v, EFTFX&KE, #% (FF, KV head) X8I program #uz/>F SM £, split-KV
B ETXEEBYINR/LEHITITE, SEMd (o, Ise), &G LSE MBEHEH. RTX
5090 £ B =1, ctx = 32K Bf, %3 64 BRIRT 19 £, batch KEfpERKRMEE (BFMIH
BIERERIMEH kernel AL H) , FIiADJLERERIINARE : XIER Flashinfer
plan() B9TfE.

v 12. BAEBEINEE o s, 74 Ise, BESFHIZ? Flashinfer B LSE Bt 44551242  (F2)

TEE: BHEEEE softmax BB KN, RE o_s IXMEREELEKXRT. 8HA
2 w_s = exp(lse_s —max), o= 2> w_so_s/ > w_s, Flashinfer #J LSE X 2 HIK

(log.2exp) , kernel AEREERER exp2 / log2, FIBEANEMAERASE L HIRAIN
EO
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v 13. GQA. MQA. MLA X KV cache #1 decode kernel Bt 4&EIH? (L2. £=iHE)

GQA / MQA iEZ1 query head £Z—4H KV, KV cache %&/)\ group &; decode
kernel 1E—" program 4bI2[E— KV head THIZEES query head, KV RiE—x, HALA
IEXLE query (HRLSERE. FBE Tensor Core, MLA (DeepSeek) I KV [E4Em{FE#%
latent, cache E/J\; decode FHE LI MIH Q, HIFTE latent £ attention

(head_dim 512 + 64 #J RoPE #8%) , EREEES, FE FlashMLA. Flashinfer
MLA X###9E A kernel,

v 14. PagedAttention /R T ftAIE? i@ t4a? (L1, F1)

B KV cache #EIE X/ page 7Ee, BIRTREAKEMETRNWERFREE, it
KV A AR, EFRIIZEHZRS (copy—on-write) , FRERUIESEHE, KM
;& attention kernel BiE—> page #EXE—RTIK ([BIFFHU) , YEMMUETEL,
vLLM % block table, Flashinfer /| CSR (indptr. indices. last_page_len) , &
BETLBERRKRIFGT,

Flashinfer 5 serving
v 15. Flashinfer #9 plan / run 21+ A4? AfTAXHFIRIT? (F1)

plan() £ CPU ERBEBX—#HFIINKEMAEAE: EE0ER. D/LE. 87 CTA LIERLE
page. B RIFE workspace IR, AGFIETEIEZE] GPU, run() RE5h
kernel, —*" batch BIAZIRIAE /G plan RM—R, FABEREAR; run() FLREE. &E
CPU [E#, AILA#E CUDA graph #8535k,

v 16. AftAXHE kernel T F?  (F4)

top—k / top-p REFEE—H{E. Flashinfer REX “KTF pivot BI7TE"M (FRE, T2 &Y
ALK 5N pivot, BE—IREIEFRAME, /AU, REERIBEKRERTBNSH, HE
BEER— kernel B ER, RTX 5090 F 64 PNiEK. 15 HiaEAM, torch.sort 7
B ZE 1 ms, Flashinfer 89 top-k renorm R ZE 88 us,
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v 17. decode BrER Nt 2ZERES RMSNorm, 7%Z 0. SwiGLU XE/NEF? (F3)

decode B4E1 kernel I LEEHP R/, JUMWHEEFE (launch, FE. —KIEE)
Ma TRk, — decoder layer B 1TRNXHFNNEF, TRISHENNE R A
GEMM 1%, & (fused_add_rmsnorm. silu_and_mul, norm + £1t,. RoPE + §
KV cache) . CUDA graph #1 PDL #B@1E R/ XED FFHH .

v 18. {REE AL Flashinfer mEgi— 1N EEF? (F5)

kernel 57£ include/ (RFE#R¥EE, A include Torch) , launcher 57£ csrc/, 1l
TVM-FFI 487, #£ flashinfer/jit/ 5 JIT £ 28, BE Python API

(@functools.cache EFM&ER) | XK. AOT M. SHEH trace &EHx, HEE PR B4
HEENRIERVETTENF, F 5B GPU FMa@FlE; REBEIAL PR Zik; Cl A
@flashinfer-bot run tests/<g&#Z> REEHEXINMIK, JHFEHR GPU BY kernel &
experimental J&% .,

MoE 51R45E

v 19. fused MoE kernel EE4TL{ERN? (M1, M2)

Fi8H (top-k ERKEMNE) , BIE (token, slot) WRERHRE, HIESTERNA—
%M 5%F) BLOCK_M B9EEE (moe_align_block_size) , #AfF—/X grouped GEMM #Y
launch: 8T M REFT—TEXR, A B1TIBID sorted_token_ids [B]#ZiXEY, B X%
KHOWNE; HENEFRH epilogue; REIE k M ERERKHM, prefill BF2 compute—
bound 89, decode Y ZIZNEHRY memory-bound,

¥ 20. DeepSeek-V3 B FP8 block scaling 2/ EAEIE? AtAARF per-tensor? (M3)

FP8 e4m3 HIsHSTEEIR/N, per—tensor B scale RiLBEEILREMEEIS. DeepSeek-
V3 SHEGES 1X128 El— scale, MNES 128 X128 Bl—1; 81 128 T K HRf—
/R FP8 Tensor Core #Ef53, BFE L X—IRM sa-sb, fp32 E, fuEM K H=—3K, B
M FRELGIINTHE. AEBAE RTX 5090 £ Triton SLIAZI bf16 cuBLAS #9 1.7

&, Blackwell B9 MXFP8 / NVFP4 EiX FhiR4a s TREMEIE S,
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v 21. DeepGEMM Ry contiguous 1 masked ®#f grouped AP BB+ 4GS E?

contiguous: FHEZRM token EEHY (REFRASTEIXNTFAR) , ES prefill FlLk,
token #{7£ CPU LEX0, masked: AN ERFMBEENRAITHR, A—1TKEICHRE

FRITER, kernel ASNRIKRZ HAVERD, AREIE, &S decode MrERELE CUDA graph
(BHB1NEZRM token F7E GPU LA 4038) .

AEERE, TRIEH
v 22, JEUGE (YA DIT) WEBEA LLM BHATE? (2Ri8E)

%A KV cache # decode, B NMERTEZIEER token B9—)X compute-bound Ei
b PSRANEIIKERARAZIE T, attention FEH—3F U LW E, BRFRER
9FH9 FlashAttention fXfRr. =1t attention (SageAttention: INT8 / FPS,
SageAttention3 £ RTX 5090 E£F FP4) | FANZEEMAFRE attention, S

adaLN, DAKFFIFH1T (Ulysses / ring) . inZlinRZEE S SHEIBMIFTEFN
8@ 3 E A,

v 23. VLA =8 (Eb#n 70) NS A LERE, kernel BEIRIZIMMITA?

batch = 1. WERBEMHEXK, HAFEAFABE—TK kernel, M= LB kernel B9
launch FF5§#1 CPU i#E (83E flow matching IZ S EIRER) . RAVNASE:
Triton Bi&/NEF. MOECERS buffer, EBEERIE (SEIREF) HIR#H— CUDA
graph; BiRERMEH (Jetson Thor / Orin) A TensorRT HUELEAFE .

v 24. 7£ Mac £F MLX 8 LLM, MEEFEHAFARE? (X1—X3)

decode 2 memory-bound BJ: S token IE—BINE, tok/s = HE +~ {HEEIFH,
=
>

FRA 4-bit DHEMH (MLX 89 gmv / gmm) SHREBMFEL, prefill % GPU EEHEIL
FR#H (simdgroup_matrix 8 X8; M5 #i&RHE neural accelerator) , R—ANEFERETHE
n, EFRIABFHEFRLO GPU ML Z2—EI/lt92—,
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v 25. E—PMEEZE H100 1 AMD MI300X Lk, kernel %BtHAARE?

NVIDIA Lt : FlashAttention—-3 / Flashinfer, cuBLAS / CUTLASS / DeepGEMM,
Triton, AMD L: AITER (Triton + Composable Kernel + F5[ 45, 12t attention.
fused MoE. MLA, GEMM) , BZ& vLLM / SGLang #J ROCm fgix (40
VLLM_ROCM_USE_AITER=1) ; Triton B ROCm fgimitE—17 Triton kernel HEEIE1T, 1B
RMEEE (tile K/, wave ) 4@, MIB00X E7FK (192 GB) , BREEN FERAE

BgEZ KV,

B %

R T—H55=aH

MEXER !

BRI A

7E

Tensor Core
(CUDA)

CuTe DSL

Hopper / Blackwell
THER

Gluon

FlashAttention

backward

Z4 attention

MLX

BELRNRIA ) RIBEIERLENSEZEEH.

BWNWT—%

F nvcuda::wmma X5 C4, £ FP16 TXftE cuBLAS; HBiE CUTLASS B
cute N[1HF (MMA atom. TiledMMA)

7£ RTX 5090 15 CUTLASS examples/python/CuTeDSL/ HY elementwise
1 GEMM 7R=f§l, #R/EIE Flashinfer B9 flashinfer/cute_dsl/ HEJ— kernel

A H100 / B200 Bt: IZ FlashAttention—3 ( hopper/ ) #1 FlashAttention-4
( flash_attn/cute/ ) . DeepGEMM HIEEIF, IEHE TMA + wgmma /

tcgen05 + warp specialization 8% T

Triton B /789 Gluon tutorial: M layout 1 shared memory 78, &Eg—IR=2
warp-specialized GEMM, 1B T4 BB Gluon, XEEAERKY ttgir

7£ T5 H{R7F Ise, & FlashAttention-2 £ Algorithm 2 523 dQ / dK / dV

i flash-linear-attention = GDN BY chunked kernel, B & Flashinfer 0.7 Y
gdn_prefill / gdn_fused_decode_step

DeepEP #J dispatch / combine, NCCL HJ all-reduce &%, AKX Flashinfer
comm/ HAIE all-reduce 1 RMSNorm & 7E—i#2hl kernel

JE mlx/backend/metal/kernels/steel/gemm/ F sdpa_vector.h ; 25 MLX 5§
— P ERRENREETF (HlWFHE/LH RMSNorm) , F
mx.fast.metal_kernel 3cSCIf/EEY
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REBIERS (RAEENIGF)

FrE gl EEEED commit £, 1TSASEN L ETER; BERMRA, 7 GitHub
TIEE v th#k, 2 URL A9 commit &, main ,

L=

T2,
T3.
F3

T5

L1,
F1

L2,
L3.
F1

F2

F4

M1,
M2

M3

G1.
G2

X1—=
X3

Flashinfer

flashinfer
flashinfer

flashinfer

flashinfer

flashinfer

flashinfer

flashinfer
flashinfer

flashinfer

flashinfer

flashinfer

flashinfer
flashinfer

flashinfer

flashinfer

flashinfer

flashinfer

>

v

v

v

v

v

v

v

v

v

v

v

v

v

>

>

>

RMSNormKernel
activation.cuh

norm.py

prefill.cuh

page.cuh

append_paged_kv_cache

decode. cuh
scheduler.cuh

BatchDecodeWithPagedKVCacheWrapper

cascade.cuh

merge_state
TopPRenormProb

topk.cuh

top_p_renorm_probs

fused_moe/

deep_gemm. py

cute_dsl/
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Hth

vllm > layernorm_kernels.cu
triton > 02—-fused-softmax.py

triton » @5-layer—norm.py

triton > @6-fused-attention.py

fa > FA3 fa » FA4

vllm > reshape_and_cache_flash_}|

vlilm > triton_decode_attention.j

sglang > decode_attention.py

vllm > topk_topp_sampler.py

vllm > fused_moe_kernel

vllm > moe_align_sum_kernels.cu

deepgemm > sm9@_fp8_gemm_1d2d.cu

vlilm > w8a8_triton_block_scaled.

triton » @2-layouts.py
cutlass » 02_layout_algebra.md

cutlass > composition

mlx > softmax_looped mlx > mm
mlx > quantized.h

mlx > sdpa_vector.h


https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/norm.cuh#L63
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/activation.cuh
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/triton/norm.py
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/csrc/layernorm_kernels.cu
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/02-fused-softmax.py
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/05-layer-norm.py
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/attention/prefill.cuh
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/06-fused-attention.py
https://github.com/Dao-AILab/flash-attention/blob/1dc8232fe209e2c48b1d3e677f26d68e4b856212/hopper/mainloop_fwd_sm90_tma_gmma_ws.hpp
https://github.com/Dao-AILab/flash-attention/blob/1dc8232fe209e2c48b1d3e677f26d68e4b856212/flash_attn/cute/flash_fwd_sm100.py
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/page.cuh
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/page.py#L587
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/csrc/cache_kernels.cu#L336
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/attention/decode.cuh
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/attention/scheduler.cuh
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/decode.py#L1354
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/vllm/v1/attention/ops/triton_decode_attention.py
https://github.com/sgl-project/sglang/blob/797af7170f34dd4cb9e397e0038c52371ef5e050/python/sglang/kernels/ops/attention/decode_attention.py
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/attention/cascade.cuh
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/cascade.py#L42
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/sampling.cuh#L1882
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/include/flashinfer/topk.cuh
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/sampling.py#L637
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/vllm/v1/sample/ops/topk_topp_sampler.py
https://github.com/flashinfer-ai/flashinfer/tree/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/fused_moe
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/vllm/model_executor/layers/fused_moe/fused_moe.py#L298
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/csrc/moe/moe_align_sum_kernels.cu
https://github.com/flashinfer-ai/flashinfer/blob/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/deep_gemm.py
https://github.com/deepseek-ai/DeepGEMM/blob/5081f8513af57e61696de4f4f04b0e707ffb503e/deep_gemm/include/deep_gemm/impls/sm90_fp8_gemm_1d2d.cuh
https://github.com/vllm-project/vllm/blob/b2a9480dc7aa2e8e6aacd09df1a375c34c55f5b5/vllm/model_executor/layers/quantization/utils/fp8_utils.py#L961
https://github.com/flashinfer-ai/flashinfer/tree/eabf03fe55e77e3305c503b5cbfa1e60450c4227/flashinfer/cute_dsl
https://github.com/triton-lang/triton/blob/13815585b36280e125dec1f26a22296a1bbecdda/python/tutorials/gluon/02-layouts.py
https://github.com/NVIDIA/cutlass/blob/e13f5cd4142c43efc37c2f6339923eb4a57afb99/media/docs/cpp/cute/02_layout_algebra.md
https://github.com/NVIDIA/cutlass/blob/e13f5cd4142c43efc37c2f6339923eb4a57afb99/operators/cutlass/operators/fusion/pycute/layout.py#L196
https://github.com/ml-explore/mlx/blob/b7779c158c0ee32d366929c527da119a89047c6e/mlx/backend/metal/kernels/softmax.h#L101
https://github.com/ml-explore/mlx/blob/b7779c158c0ee32d366929c527da119a89047c6e/mlx/backend/metal/kernels/steel/gemm/mma.h
https://github.com/ml-explore/mlx/blob/b7779c158c0ee32d366929c527da119a89047c6e/mlx/backend/metal/kernels/quantized.h
https://github.com/ml-explore/mlx/blob/b7779c158c0ee32d366929c527da119a89047c6e/mlx/backend/metal/kernels/sdpa_vector.h

g FATEH
CUDA C++ Programming Guide: Programming Model, Memory Hierarchy. Part O, C
Performance Guidelines #75
Mark Harris, “Optimizing Parallel Reduction in CUDA” C2
Simon Boehm, “How to Optimize a CUDA Matmul Kernel for cuBLAS-like C4a
Performance”

Triton B /5 tutorials (Vector Addition. Fused Softmax. Layer Norm. Matrix T R

Multiplication, Fused Attention) . Triton Puzzles

FlashAttention 1/ 2 / 3 18X, FlashAttention-4 (arXiv 2603.05451, MLSys 2026) T5. &5
1 =]

Kwon et al., PagedAttention (vLLM, SOSP 2023) ; Flash-Decoding (2023 &%) L &7l

Flashinfer 63X (MLSys 2025) . X#4. ©FE®HJ CONTRIBUTING.md 5 CLAUDE.md F &7
DeepSeek-V3 FEARRE (FP8 )45 #E) ; DeepGEMM, DeepEP G JE M &7l
CuTe X#4 (CUTLASS B% media/docs/cpp/cute/ ) . CuTe DSL X#Y G2

MLX X#4 “Custom Metal Kernels”; Metal Shading Language Specification X &%l
SageAttention 1—3 i£3; SVDQuant; xDiT EEME:

8
PMPP (Programming Massively Parallel Processors) FEFEE
BTN ERICRIER

## F2 - merge_state

- If#E: RTX 5090 / CUDA 13.0 / torch 2.13 / triton 3.7 / flashinfer 0.7.2
- [EfE: 5 flashinfer.merge_state XI#H, max abs err = ..

- MARE: S=8192, H=32, D=128 fpl6: yours .. us (.. GB/s) , flashinfer .. us

- ¥RFi: memory-bound; ncu Memory Throughput ..%

- S2I%: 4 program LI 2 4 head: ..

- &g / T—%: .
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